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Preface

DEXA 2001, the 12th International Conference on Database and Expert Systems
Applications was held on September 3–5, 2001, at the Technical University of
Munich, Germany. The rapidly growing spectrum of database applications has led to
the establishment of more specialized  discussion platforms (DaWaK conference, EC-
Web conference, and DEXA workshop), which were all held in parallel with the
DEXA conference in Munich.

In your hands are the results of much effort, beginning with the preparation of the
submitted papers. The papers then passed through the reviewing process, and the
accepted papers were revised to final versions by their authors and arranged with the
conference program. All this culminated in the conference itself. A total of 175 papers
were submitted to this conference, and I would like to thank all the authors. They are
the real base of the conference. The program committee and the supporting reviewers
produced altogether 497 referee reports, on average of 2.84 reports per paper, and
selected 93 papers for presentation.

Comparing the weight or more precisely the number of papers devoted to particular
topics at several recent DEXA conferences, an increase can be recognized in the areas
of XMS databases, active databases, and multi- and hypermedia efforts. The space
devoted to the more classical topics such as information retrieval, distribution and
Web aspects, and transaction, indexing and query aspects has remained more or less
unchanged. Some decrease is visible for object orientation.

At this point we would like to say many thanks to all the institutions which actively
supported this conference and made it possible. These are:
- The Technical University of Munich
- FAW
- DEXA Association
- Austrian Computer Society

A conference like DEXA would not be possible without the enthusiastic efforts of
several people in the background. First we would like to thank the whole program
committee for the thorough referee process.  Many thanks also to Maria Schweikert
(Technical University of Vienna) and Monika Neubauer and Gabriela Wagner (FAW,
University of Linz).

July 2001 Jiri Lanzanski
Heinrich C. Mayr

Gerald Quirchmayr
Pavel Vogel
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XML Databases: Modeling and Multidimensional
Indexing

Rudolf Bayer
Institut für Informatik

TU-München

Abstract. The talk will discuss several relational models for XML-
Databases and methods, how to map XML-Data to relational data. For
each relational model there is a standard technique, how to rewrite
XML-Queries in order to transform them into relational SQL-Queries.

The relational models and the queries will be considered in combination
with classical and multidimensional (UB-tree) indexes and qualitative
performance analyses will be presented depending on the relational
models and the indexes used. Based on these analyses a
recommendation will be given for mapping XML to the relational
world.



Updatability in Federated Database Systems

Mong Li Lee, Sin Yeung Lee, and Tok Wang Ling

School of Computing, National University of Singapore
email{leeml, jlee, lingtw}@comp.nus.edu.sg

Abstract. It is important to support updates in federated database
systems. However, not all updates on the federated schema are possi-
ble because some may violate certain constraints in the local databases
which are involved in the federation. In this paper, we give a formal
framework which characterizes the conditions under which a federated
schema object type is updatable. We study the steps involved to system-
atically map an update request on an external view of a federated schema
into the equivalent update(s) on the local databases. We also consider
the situation where semantically equivalent object types may not model
exactly the same set of objects in the real world. We ensure that the set
constraints (EQUAL, SUBSET, DISJOINT) between the instance sets
of equivalent object types are not violated after an update.

1 Introduction

A federated database system (FDBS) is a collection of cooperating but au-
tonomous component database systems. [16] proposed a five-level schema ar-
chitecture (Figure 1) which includes the local schema (conceptual schema of a
local database system), the component schema (equivalent local schema modeled
in a canonical or common data model), the export schema (subset of a conceptual
schema), the federated schema (integration of multiple export schemas), and the
external schema (a view of the federated schema). There are 3 important issues
in a FDBS:

1. Translation from the local schema to component schema with semantic en-
richment [3,11,13].

2. Integration of multiple export schemas into a federated schema [1,15,18,7].
3. Translation of retrieval and update requests specified in terms of external

schema to requests on underlying database systems.

While the first two issues have been extensively studied by many researchers,
the third issue, however, has not been deeply studied. Updates in FDBS are
quite different from view updates in centralized databases. The former involves
a federated schema which is an integration of multiple schemas, while the latter
involves views of an underlying conceptual schema. To support updates in an
FDBS, it is necessary to determine how to which local databases to propagate
the update to. This entails us to consider how the various local schemas have
been integrated into the federated schema.

Consider two SUPPLIER-PART databases with base tables SUPPLIER,
PART and SUPPLY and export schemas ES1 and ES2 respectively. Suppose ES1

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 2–11, 2001.
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Fig. 1. The five level architecture

consists of entity types SUPPLIER, PART and relationship set SUPPLY, while
ES2 has only entity type SUPPLIER with a multivalued attribute PARTNO.
An integration of these two export schemas will give us a federated schema
that is the same as ES1. Assuming that we have an external schema that
is the same as the federated schema. Then a request to delete a relationship
supply(s1, p1, 10) from the external schema is translated to deleting the same
relationship supply(s1, p1, 10) from the federated schema. This federated schema
deletion will be propagated to the export schemas in various ways. In ES1, it is
translated to a deletion of supply(s1, p1, 10) from relationship set SUPPLY. In
ES2, the deletion will be translated to an update to the multivalued attribute
PNO of SUPPLIER. The latter situation would not have occured in centralized
databases. Furthermore, the set of objects in a local databases may need to
obey certain set constraints. For example, the set of students in in the science
department database should be a subset of the set of students in the university
database. If an update is propagated to the science department database, then
it must also be propagated to the university database.

The rest of the paper is organized as follows. Section 2 reviews the Entity-
Relationship (ER) model and explains the update issue in a FDBS. Section 3
gives a framework for the integration of export schemas. Section 4.1 examines
when and how an update to the federated schema can be propagated to the set
of export schemas. Section 4.2 discusses how to maintain the consistency of the
local databases after an update. We conclude the paper in Section 5.



4 M.L. Lee, S.Y. Lee, and T.W. Ling

2 Preliminaries

In this section, we will discuss the advantages of adopting the ER model as the
CDM and examine what is involved in supporting updates in a FDBS.

2.1 The Entity-Relationship Approach

Many existing FDBS prototypes use the relational model as the CDM. However,
the relational model does not possess the necessary semantics for defining all
the integration mappings that might be desired. Updating views in relational
model is inherently ambiguous [6]. The trend is to use semantic data models
such as object-oriented (OO) data model [2,4] and the ER data model [18]. Un-
fortunately, the OO models suffer from several inadequacies such as the lack of a
formal foundation, lack of a declarative query language, a navigational interface,
conflicts in class hierarchy etc. The structural properties of the OO model can
be derived from the ER approach [19]. Hence, although ER model does not have
an equivalent concept of object methods yet, we will adopt the more established
and well-defined ER model as the CDM in our FDBS. In this paper, we assume
that the ER data model supports single-valued, multivalued and composite at-
tributes, weak entity types (both EX-weak and ID-weak), recursive relationship
sets, and special relationship sets such as ISA, UNION, INTERSECT etc [8].

2.2 The Update Issue

In the traditional problem of updating databases through views, a user specifies
an an update U against a database view V [DB]. The view update mapper M
map the update U on V [DB] to another database update UM on DB, which
results in a new database UM (DB). The new view of the database is therefore
V [UM (DB)]. The mapping is correct if V [UM (DB)] = U(V [DB]), that is, the
view changes precisely in accordance with the user’s request. On the other hand,
an update on the external schema of a FDBS has to be translated to the equiva-
lent updates on the local schemas. We identify five mappings that are required.

1. Map update request on external schema modeled using data models such
as relational, network, or hierarchical models to corresponding update on
external schema modeled using ER model.

2. Map update request on ER external schema to corresponding updates on
ER federated schema.

3. Map updates on federated schema into updates on the ER export schemas
which have been integrated to form the federated schema.

4. Map updates on export schemas into updates on their respective ER com-
ponent schemas.

5. Map updates on the component schemas into updates on their corresponding
local schema which may not be modeled using the ER model.
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Algorithms for mappings (1) and (5) can be found in [9] and [14,5,13] respec-
tively. Mappings (2) and (4) are similar to the translation of ER view updates.
[10,12] give the theory and algorithms to handle these mappings. Mapping (3),
which has not been investigated in the literature, involves the propagation of an
update on the federated schema to updates on the various export schemas. The
integration feature, which is non-existent in traditional view updates, makes this
mapping unique and is the focus of the paper.

3 Integration of Schemas

It is important to know the original modeling constructs of a federated object
type (entity type, relationship set, attribute), in the export schemas to determine
the updatability of the federated object type. Structural conflicts occur when
related real world concepts are modeled using different modeling constructs in
the different schemas. [7] enumerates the possible original modeling structures
of a federated schema object type:

1. A federated schema entity type is an entity type, or as an attribute of an
entity type or a relationship set in the export schemas.

2. A federated schema relationship set is a relationship set, or a relationship
between an attribute and its owner entity type in the export schemas.

3. A federated schema attribute is an attribute in the export schemas.

Address

PublishPublisher
1

Name

Book TopicsContain
m

Title Name

1 m

Fig. 2. Schema S1

Title Title

m m
Publication

Code

KeywordsList

Publisher

Fig. 3. Schema S2

Example 1. Consider schemas S1 and S2 in Figure 2 and 3. We have
1. S1.Topics = S2.Keywords
2. S1.Topics.Name = S2.Keywords.Title
3. S1.Publisher = S2.Publication.Publisher
4. S1.Book ISA S2.Publication

The structural conflict between S1.Publisher and S2.Publication.Publisher can
be resolved by transforming the attribute S2.Publication.Publisher into an entity
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type Publisher (Figure 4). A new relationship set Print is created. We merge
S1 and S2’. Since we have S1.Book ISA S2.Publication, an ISA relationship is
created between Book and Publication. Any redundant relationship sets and
entity types are removed. Figure 5 shows the integrated schema.

Title

Publisher

Name Title

Print Publication KeywordsList

Code

Fig. 4. Schema S2’ - Attribute Publisher in S2 is transformed into an entity type

Title

ListPublicationPublisher

Name Title

Publish Keywords

Code

ISA

Book

Address

Fig. 5. Final schema S3 after integrating S1 and S2

We will now present the notations used to indicate how an integrated entity
type/relationship set/attribute is obtained from the export schemas.

Definition 1. Let EF be an entity type in a federated schema. If EF is obtained
by integrating a set of objects Ik in export schemas Sk respectively, then we denote
EF = Integrate < I1, · · · , In >. Object Ik is of the form:

1. Sk.Ej if Ik is an entity type Ej in export schema Sk,
2. Sk.Ej .A if Ik is an attribute A of an entity type Ej in schema Sk,
3. Sk.Rj .A if Ik is an attribute A of relationship set Rj in schema Sk �.

Definition 2. An integrated schema relationship set RF is denoted as
Integrate < I1, · · · , In > if RF is obtained by integrating a set of objects Ik
where Ik is of the form:

1. Sk.Rj if Ik is a relationship set Rj in export schema Sk, or
2. Sk.Ej%A if Ik is the implicit relationship between an attribute A and its

owner entity type Ej in export schema Sk �.

Definition 3. An integrated schema attribute AF which is obtained by integrat-
ing a set of objects Ik, is denoted by AF = Integrate < I1, · · · , In > where all
the Ik are either of the form Sk.Ej .A or of the form Sk.Rj .A. That is, the Ik
are equivalent entity types (or relationship sets). �.
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For example, the integrated entity type Publisher can be represented
as Integrate < S1.Publisher, S2.Publication.Publisher>. This indicates that
Publisher is obtained from an entity type in the export schema S1 and
an attribute Publisher in S2. The integrated relationship set Publish =
Integrate <S1.Publish, S2.Publication%Publisher>. S2.Publication%Publisher
denotes the implicit relationship between entity type Publication and its at-
tribute Publisher. The integrated attribute Title = Integrate <S1.Topics.Name,
S2.Keywords.Title>. Note that the entity types Topics and Keywords are equiv-
alent. [11] shows that that an attribute of an entity type in one schema cannot
be equivalent to an attribute of a relationship set in another schema because
their semantics are inherently different.

4 Updatability of Federated Schemas

In this section, we will investigate the conditions under which an update on the
federated schema is acceptable. There are two steps involved:
1. Decide the set of objects in the export schemas which a federated schema
update can propagate to.
2. Decide if update propagation is consistent with the set constraints that exist
among the objects in the local databases.

4.1 Propagating Updates

Definition 4. A federated schema entity type (or a relationship set) SF is in-
sertable wrt an export schema SE if we can insert some corresponding entities
(or relationships) in SE and the translation of the update is correct. The dele-
tion of a federated schema entity type (or a relationship set) can be similarly
defined. A federated schema attribute is modifiable wrt an export schema SE

if we can modify some corresponding attribute in SE and the translation of the
modification is correct �.

Theorem 1 (Update propagation for federated schema entity type).
Let EF = Integrate < I1, · · · , In > be a federated schema entity type. If EF is
insertable and deletable, then an insertion or deletion on EF will be propagated
to some Ik where Ik is an entity type.

Proof. Assume that any identifier or key conflicts have been resolved. If Ik is
an entity type, then a request to insert an entity into EF will be translated into
requests to insert corresponding entities with key value and other attribute val-
ues of EF into Ik. Similar argument can be applied to deletion. Hence, EF is
insertable and deletable wrt Ik. If Ik is an attribute, then any insertion or dele-
tion on EF will not be propagated to Ik since an attribute needs to be associated
with an owner entity/relationship. Similarly, When we delete an entity from
EF , we cannot delete the corresponding key value from some attribute Ik be-
cause this would mean deleting some implicit relationship between the attribute
and its owner entity type/relationship set �.
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Example 2. Let Publisher=Integrate <S1.Publisher,S2.Publication.Publisher>
where the concept publisher is modeled as an entity type Publisher in S1 and as
an attribute Publisher of Publication in S2. The integrated entity type Publisher
is both insertable and deletable as follows. An insertion of a new publisher into
Publisher at the federated schema is propagated to S1 by inserting the new
publisher into S1.Publisher. Note that the insertion will not be propagated to
S2 because publisher is modeled as an attribute in S2 and needs to be associated
with a publication.

The next theorem determines how the insertion or deletion of a federated
relationship set is propagated to the export schemas. The modification of a
relationship set can refer to the modification of attributes of the relationship
set, or the modification of an association among the participating entities of
the relationship set. The former is handled in Theorem 3 while the latter is
equivalent to a deletion followed by an insertion.

Theorem 2 (Update propagation for federated schema relationship
set). Let RF be a federated schema relationship set. RF = Integrate <
I1, · · · , In > where Ik corresponds to a relationship set or an implicit relationship
E%A between an entity type E and an attribute A in some export schema. Then
RF is always both insertable and deletable wrt to any Ik.

Proof. If Ik is a relationship set, then insertion is similar to the case of entity
type. If Ik is an implicit relationship E%A, then Ik is a binary relationship
set, and RF must be a binary relationship set involving two entities E1 and E2.
Without loss of generality, let E correspond to E1 and attribute A correspond
to the identifier of E2. If A is a single-valued attribute, then we can insert into
E%A by first retrieving the corresponding entity in E using the key value of E1.
If the value of A is NULL, that is, this relationship instance does not yet exist
in E1 and E2, then set the value of A to the identifier value of E2. If A is a
multivalued attribute, then update A by inserting the new value into A. Similarly,
to delete E%A, set the value of A to NULL if A is a single-valued attribute, or
remove the deleted value from A if A is a multivalued attribute �.

Example 3. Consider the integrated relationship set Publish with participating
entity types Publisher and Publication. If Publish is integrated from S1.Publish
and S2.Publication%Publisher, then the integrated relationship set Publish is
both insertable and deletable as follows. The insertion of a new relationship
(IEEE,Computer) into Publish is propagated to S1 by inserting
(IEEE,Computer) into S1.Publish. The insertion is also propagated into S2 by
retrieving publication “Computer” from S2.Publication and inserting the value
“IEEE” to multivalued attribute Publisher.

Theorem 3 (Modification of a federated schema attribute). Let AF be
an attribute in the federated schema. AF = Integrate < I1, · · · , In > where each
Ik is an attribute. The owners of the attributes I1, · · · , Ik are all equivalent entity
types E1, · · · , En (or relationship sets R1, · · · , Rn). Then AF is always modifiable
wrt any Ik.
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Proof. If a federated schema entity type EF (or relationship set RF ) is the owner
of attribute AF whose value is to be modified, then we will use the key value of
EF (or RF ) to retrieve the corresponding entity in Ek (or relationship in Rk). If
Ak is a single-valued attribute of Ek, then modify the value of Ak to new value.
If Ak is a multivalued attribute of Ek, then remove the old value from the set
attribute Ak and insert the new value into Ak. Hence, AF is modifiable wrt any
Ik �.

4.2 Maintaining Set Constraints

We have shown when an update from the federated schema can be propagated
to the export schemas. However, an update can be propagated to an export
schema does not imply that the update WILL be propagated. One of the further
considerations is to maintain set constraints among various local databases. An
update will be propagated only if no set constraint is violated. In this section,
we consider the following three set constraints. Note that these constraints are
not necessarily mutually exclusive. For instance, EQUAL is a special case of
SUBSET.

1. EQUAL - Two entity types (or relationship sets) are EQUAL, if they model
exactly the same set of objects (or relationships) in the real world.

2. SUBSET - An entity type E1 (or a relationship set R1) is a SUBSET of
another entity type E2 (or a relationship set R2 respectively) if for any
database instance, the set of objects in the real world modeled by E1 (or R1
respectively) is a subset of the set of objects in the real world modeled by
E2 (or R2 respectively).

3. DISJOINT - Two entity types (or two relationship sets) obeys the DISJOINT
constraint if for any database instance, the sets of objects in the real world
modeled by both entity types (or both relationship sets) are disjoint.

Lemma 1 (Enforce set constraints for attribute modification). Let A =
Integrate < A1, · · · , An >, where A is a federated schema attribute of an object
type (entity type or relationship set) and Ak is an attribute of an object type Ok

in the export schemas. The execution of a modification request on the value of a
federated schema attribute cannot violate the set relations between any two object
types Oi and Oj �.

On the other hand, an insertion and deletion of entity type and relationship
set can violate some set constraints. The following theorem describes the condi-
tion such that an insertion or a deletion will not violate any of the three given
set constraints.

Theorem 4 (Enforce set constraints for entity type and relationship
set insertion and deletion). Let O = Integrate < O1, · · · , On >, where O is a
federated schema object type, which can be either an entity type or a relationship
set, and Ok are equivalent object types in the export schemas. Suppose the inser-
tion of an object x into federated schema object O is propagated to some export



10 M.L. Lee, S.Y. Lee, and T.W. Ling

schema O′ ∈ {O1, · · · , On}. This insertion does not violate any set constraint if
and only if all the following two conditions hold

1. x is also inserted into each of the Ok ∈ {O1, · · · , On} if either O′ EQUAL
Ok or O′ SUBSET Ok holds.

2. x is not inserted into any of the Ok ∈ {O1, · · · , On} if O′ DISJOINT Ok

holds.
Similarly, Suppose the deletion of an object x from federated schema object O is
propagated to some export schema O′ ∈ {O1, · · · , On}. The deletion of an object
x from O′ does not violate any set constraint if and only if x is also deleted from
all of the Ok ∈ {O1, · · · , On} if either O′ EQUAL Ok or Ok SUBSET O′ holds
�.

The above theorem only decides if a set of update propagations are correct. In
general, there can be many different update propagations that does not violate
any set constraint. The decision of which propagation to be finally chosen will
be determined by the user or application.

Example 4. Suppose S1.Publisher is modeled as a weak entity type. In this case,
we may assume that S1.Publisher EQUAL S2.Publication.Publisher. According
to Theorem 1, an insertion to the integrated entity type Publisher can be prop-
agated to S1 but not S2. According to Theorem 4, an insertion of S1 will violate
some set constraint if S2 is not inserted at the same time. In this case, the in-
sertion into the integrated schema entity type Publisher is not valid. However,
when S1.Publisher is modeled as a normal entity type, we can only assume that
S2.Publication.Publisher SUBSET S1.Publisher. An insertion into S1 without
an insertion into S2 will not violate any set constraints. In this case, an insertion
into the integrated schema entity type Publisher will be valid. Intuitively, this
conclusion is sound as the publishers modeled by S2 are “published publishers”.
A new publisher without any publication can be inserted into S1 but not S2.

5 Conclusions

In this paper, we have examined the issue of supporting updates in an ER based
FDBS. We discussed how an update against the external schema of a FDBS
needs to be translated into equivalent updates on the local databases via the
federated schema, export schemas, component schemas and local schemas. The
crucial step involves mapping an update on the federated schema to equivalent
export schemas updates. This step requires the determination of the updatability
(insertable or deletable) of a federated schema entity type or relationship set.
We examined when and how a federated schema update can be propagated to
updates on various export schemas, and ensure that such an update does not
violate any of set constraints.
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Abstract. Semistructured data has become prevalent with the growth
of the Internet. The data is usually stored in a database system or in a
specialized repository. Many information providers have presented their
databases on the web as semistructured data, while others are develop-
ing repositories for new applications. Designing a “good” semistructured
database is important to prevent data redundancy and updating anoma-
lies. In this paper, we propose a conceptual approach to design semistruc-
tured databases. A conceptual layer based on the Entity-Relationship
model is used to remove redundancies at the semantic level. An algo-
rithm to map an ER diagram involving composite attributes weak entity
types, recursive, n-ary and ISA relationship sets, and aggregations to a
semistructured schema graph (S3-Graph) is also given.

1 Introduction

It is increasing important to design good semistructured databases. While many
information providers have presented their databases on the web as semistruc-
tured data, others are developing repositories for new applications. Consider the
building of an e-commerce application. This involves designing and maintaining
repositories of data including product catalogs, customer and vendor information
and business-to-business transactions. Currently application builders must define
and create objects and relationships in the underlying databases, as the details of
the schema are not expressed in the data. As with traditional databases, poorly
designed databases contain redundant data, leading to undesirable anomalies. A
design methodology that seamlessly maps from the objects and relations in the
database, to the hierarchical elements and attributes in semistructured data is
also required.

In this paper, we describe the research that forms the basis of a methodology
to build applications with semistructured data. This comprises three steps:

1. model the underlying database using ER diagrams [1],
2. normalize the ER diagrams [4],
3. model the views on the data using S3-graphs [3].

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 12–21, 2001.
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Introducing a normalized layer has the following advantages. First, anomalies
and redundancies can be removed at the semantic level. Second, customized XML
views can be generated from the normalized model. Third, data can be stored in
relational databases with controlled redundancy. The contribution of this paper
is an algorithm that maps ER diagrams to semistructured schema graphs (S3-
Graphs), forming a seamless mapping between how the stored data is modeled
and the semistructured views of the data. Our study also reveals similarites
between the S3-Graph and the hierarchical model and nested relations in that
all have limitations in modeling situations with nonhierarchical relationships
given their tree-like structures.

The rest of the paper is organized as follows. Section 2 reviews background
concepts such as the S3-graph and the ER approach. Section 3 shows how the ER
approach can be used to design a semistructured database and gives a compre-
hensive algorithm to translate an ER diagram into a normal form semistructured
schema graph. Finally, we conclude in Section 4.

2 Preliminaries

Data modeling people have acknowledged the fact that if the database attributes
are fixed in structure, the modeling power of the data model is greatly reduced.
In this section, we review some of the concepts of a semistructured data graph
and a semistructured schema graph (S3-Graph) defined in [3]. We also review
the ER approach and discuss how it can be used to model semistructured data.

2.1 SemiStructured Graph

With the introduction of XML, semistructured data becomes widespread. XML
has characteristics which are very similar to semistructured data: self-describing,
deeply nested or even cyclic, and irregular. Graph-based complex object models
such as Object Exchange Model (OEM) [7], Document Object Model (DOM)
[2], Araneus Data Model (ADM) [6] and semistructured graph [3] provide a
natural framework for describing semistructured XML repositories and their
DTDs. Figure 1 shows a semistructured data graph. The data graph is basically
a labeled graph in which vertices correspond to objects and edges represent the
object-subobject relationship. Each edge has a label describing the precise nature
of the relationship. Each object has an object identifier (oid) and a value. The
value is either atomic or complex, that is, a set of object references denoted as
a set of (label, oid) pairs.

Figure 2 shows the schema of the semistructured data graph in Figure 1.
A SemiStructured Schema Graph (S3-Graph) is a directed graph where each
node is either a root node or a component node. We differentiate nodes in a
semistructured data graph from the S3-graph by using the & symbol instead
of #. Node #1 is a root node representing the entity Student. Node #2 is
both a component node as well as a leaf node. Node #3’ is a component node
which references the root node Course (Node #3). Each directed edge in the
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Fig. 1. A semistructured data graph.

S3-graph is associated with a tag indicating the relationship between the source
and destination nodes. The tag may be suffixed with a “*” indicating multiple
occurences. A node V1 is connected to node V2 by a component edge (a solid
arrow line) with a tag T if V2 is a component of V1. If T is suffixed with a “*”,
the relationship is interpreted as “Entity type represented by V1 has many T”.
Otherwise, it is interpreted as “Entity type represented by V1 has at most one
T”. A node V1 is connected to node V2 via a referencing edge (a dashed arrow
line) if V1 references the entity represented by node V2. A node V1 is pointed by
a root edge (a solid arrow line with no source node) tagged T if the entity type
represented by V1 is owned by the database.

The design of our example database is not a good one due to data redundancy.
The two instances “� &9 �” and “� &14 �” in Figure 1 actually represent the
same tutor “Tan” and his office “S16 05-13”. If a tutor changes his office, then
all occurences of this information must be changed to maintain consistency. [3]
employs a decomposition method to restructure a S3-graph to remove anomalies.
As in relational databases, the decomposition approach does not ensure a good
solution.

2.2 The Entity-Relationship Approach

The ER model [1] incorporates the concepts of entity types, relationship sets
and attributes which correspond to structures naturally occuring in information
systems and database applications. An entity type is a collection of similar ob-
jects which have the same set of predefined common properties or attributes.
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string
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string
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Course*
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string string

Course

#3’

Course

#6

string/integer

#7

Building
Room

Office*

Grade

Name

TName
Feedback
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Fig. 2. Schema of the semistructured graph in Figure 1.

Attributes can be single-valued, multivalued or composite. A minimal set of at-
tributes whose values uniquely identify an entity in an entity type is called a key.
A relationship is an association among two or more entities. A relationship set is
a collection of similar relationships with a set of predefined common attributes.
If the existence of an entity in one entity type depends on the existence of a
specific entity in another entity type, such a relationship set and entity type
are called existence dependent relationship set and weak entity type. A relation-
ship set which involves weak entity types is a weak relationship set. An entity
type which is not weak is a regular entity type. If an entity in one entity type
E1 is also in another entity type E2, we say that E1 ISA E2. The ER model
also supports recursive relationships involving entities in the same entity type.
Relationship sets can be viewed as a high level entity type known as aggregation.

Name

Student Course

Tutor

Name Title

Building Room

Office

Grade

Feedback

Code

Enrol

SCT

Fig. 3. Entity-Relationship diagram for Student-Course-Tutor example.
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Figure 3 shows the ER diagram for the Student-Course-Tutor database. The
relationship set Enrol captures the association that a student is enrolled in a
course and has a single-valued attribute Grade. Since a student taking a course
is taught by some tutors, we need to associate the relationship set Enrol with
entity type Tutor. This association is captured in SCT where Enrol is viewed as
an entity type participating in other relationship sets. The ER diagram is also
in normal form.

3 ER to S3-Graph Translation

The task of designing a “good” semistructured database can be made easier if
we have more semantics. For example, [4] proposes a normal form for the ER
model and [5]uses the normal form ER to design normal form nested relations.
This top-down approach has two advantages. First, normalizing an ER diagram
removes ambiguities, anomalies and redundancies at the semantic level. Second,
converting a normalized ER diagram into a set of nested relations results in a
database schema with clean semantics, in a good normal form. An S3-graph is
similar to the nested relations and hierarchical model in that they have a tree-
like structure and allow repeating groups or multiple occurences of objects. All
these models represent hierarchical organizations in a direct and natural way,
but they are problematic when representing nonhierarchical relationships. Du-
plication of data is necessary when representing many-to-many relationships or
relationships that involve more than two participating entity types. The problem
of handling symmetric queries with data duplication also exists in semistructured
data. Keys and foreign keys are used in nested relations while virtual pairing by
logical parent pointers to represent many-to-many relationships are used in the
hierarchical model to allow symmetric queries. In S3-graphs, we will show how
referencing edges can be used to remove redundancies.

We will now describe the translation of an ER diagram to an S3-Graph.
If the ER diagram is not in normal form, then the S3-Graph obtained may
contain redundancy. However, if the ER diagram is in normal form, then the S3-
Graph obtained will be in normal form (S3-NF). Anomalies in the semistructured
database are removed and any redundancy due to many-to-many relationships
and n-ary relationships are controlled.
Algorithm: Translation of an ER diagram to a S3-Graph.
Input: an ER diagram; Output: the equivalent S3-Graph
Step 1. Transform the ER diagram to a normal form ER diagram.
Step 2. Map regular entity types.
Step 3. Map weak entity types.
Step 4. Map relationship sets with no aggregations1 .
Step 5. Map relationship sets with aggregations.
Step 6. Map ISA relationship sets.

1 The participating entity types of a relationship set R may be aggregations or simply
entity types.
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Step 1. Transform the ER diagram to a normal form ER diagram.
Detailed steps with examples are described in [4].

Step 2. Map regular entity types.
Each regular entity type E becomes a root node N of an S3-Graph.
(a) Each single-valued and multivalued attribute A of E is mapped to a

component node NA connected to E by a component edge tagged A. If
A is multivalued, then the tag is suffixed by an “*”. NA is also a leaf
node labeled with the data type of A.

(b) Each composite attribute A of E is mapped to a component node NA

connected to E by a component edge tagged A. Each component at-
tribute C of A is mapped to a component node NC connected to NA by
a component edge with tag C.

Step 3. Map weak entity types.
Each weak entity type W becomes a component node NW connected to the
nodeN corresponding to its owner entity type E by a component edge tagged
W suffixed by an “*”. Attributes of W are mapped in the same way as the
attributes of a regular entity type.

Step 4. Map regular relationship sets with no aggregations.

Case (1) R is a binary relationship set.
Let R be a binary relationship set with participating entity types EA

and EB . EA and EB are mapped to root nodes NA and NB respectively.
Depending on the application, there are several ways to map R:
(a) R is mapped to a component node NR.

NA is connected to NR by a component edge tagged RA and NR

connected to NB by a referencing edge tagged RB .
(b) R is mapped to a component node NR.

NB is connected to NR by a component edge tagged RB and NR

connected to NA by a referencing edge tagged RA.
(c) R is mapped to component nodes NR and NR′ .

NA is connected to NR by a component edge tagged RA and NR

connected to NB by a referencing edge tagged RB , while NB is con-
nected to NR′ by a component edge tagged R′

Band NR′ connected
to NA by a referencing edge tagged R′

A.
(d) R is mapped to a root node NR.

NR is connected to NA and NB by referencing edges tagged RA and
RB respectively.

If R is a one-to-one relationship set, then all the tags of the component
and referencing edges are not suffixed by an “*”. If R is a many-to-many
relationship set, then the tags are suffixed by an “*”. If R is a one-to-
many relationship set, then without loss of generality, let the cardinalities
of EA and EB in R be 1 and m respectively. If we have NA connected to
NR by a component edge, then the tag of the component edge is suffixed
by an “*”. Otherwise, if we have NB connected to NR by a component
edge, then the tag is suffixed by an “*”. Tags of component edges for
NR′ are similarly suffixed.
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Attributes of R are mapped to component nodes in the same way as
attributes of regular entity types. Figure 4 summarizes the mapping of
binary relationship sets. Note that mappings (a) and (b) do not allow
symmetric queries to be answered efficiently, while mapping (c) has con-
trolled data redundancy. The relationship set R is “flattened” in mapping
(d) to allow symmetric queries without duplication.
Note that if R is a recursive relationship set, then only one entity type,
say EA is involved in R with roles r1 and r2. The mapping for a recursive
relationship set is similar to binary relationship sets except that the edges
are tagged with the rolenames of EA.

CN CN

CN CN
CN

A BR

C

N A N B

N R

N A N B

N R

N R N R’

N A N B

A B

N A

A

N B

B

N R

R *A

BR

R *A

BR *

BR

AR

AR BR

(a)

c c

c
cc

(c) (d)

(b)

R

m n

A B A B

BR’ *
AR’

Fig. 4. Different ways to map a binary relationship set in an ER diagram to S3-graph

Case (2) R is a n-ary relationship set where n > 2.
Let the participating entity types of R be E1, E2, ..., Em, where m > 2.
E1, E2, ..., Em are mapped to root nodes N1, N2, ..., Nm respectively.
There are several ways to map R as shown in Figure 5.
(a) Map R to a component node NR. Without loss of generality, con-

nect N1 to NR by a component edge tagged RE1. Then NR has a
referencing edge tagged RE1, RE2, ..., REm to each of the root nodes
N2, N3, ..., Nm respectively.

(b) First choose a path to link the participating entity types of R. Let
≺ V1, V2, V3, · · · , Vk � be the path, vertex V1 corresponds to some
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participating entity type of R which is associated with some root
node N1, and vertex Vi, 2 ≤ i ≤ k, corresponds to either a par-
ticipating entity type of R or a combination of participating entity
types of R. Next, create component nodes NR2, NR3, ..., NRk that is
associated with V2, V3, ..., Vk respectively. Root node N1 has a com-
ponent edge tagged R2E1 to node NR2 , while each node NRi

, where
2 ≤ i ≤ k− 1, has a component edge tagged Ri+1E1 to NRi+1 , and a
referencing edge(s) tagged REi to the root node(s) that is associated
with the participating entity type(s) of R corresponding to Vi.

(c) “Flatten” the relationship set by mapping R to a root node NR.
NR is connected to N1, N2, ..., Nm by referencing edges tagged
RE1, RE2, ..., REm respectively.

N 1

N 1

N 1

R Em

R E2
R*E1

R Em

R E2

R Em

R E2

R*2E1

Em

N m

E1 E2

N 2

N R2

N Rk

(b)

(c) Em

N m

c

c

E1 E2

N 2

N R

1 n
EmRE1

E2

n

c

(a) Em

N m

c

Nc

c

Nc

N

R

E1 E2

N 2

N R

R E1

R*kE1

Fig. 5. Different ways to map a n-ary relationship set in an ER diagram to S3-graph

Step 5. Map regular relationship sets with aggregations.
Aggregations are a means of enforcing inclusion dependencies in a database.
Let R be a regular relationship set and E1, E2, ..., Em and EA1 , EA2 , ...,
EAn be the participating entity types of R. Entity types E1, E2, ..., Em have
been mapped to root nodes N1, N2, ..., Nm respectively. Relationships in the
aggregations EA1 , EA2 , ..., EAn have been mapped to nodes NA1 , NA2 , ...,



20 M.L. Lee et al.

NAn
respectively. Depending on the application, use the various alternatives

in Step 4 to map R to a node NR and link NR to the nodes Ni and NAj ,
where 1 ≤ i ≤ m, 1 ≤ j ≤ n.

Step 6. Map special relationship set ISA.
Given A ISA B, map A and B to nodes NA and NB respectively and the
ISA relationship set to a referencing edge tagged ISA connecting NA to NB .

Example. The ER diagram in Figure 3 can be translated to the semi-structured
schema graph in Figure 6 as follows. The entity types Student, Course and Tutor
become entity nodes #1, #3, #7 respectively. The attributes also become nodes
and are connected to their owner entity type by component edges. We need
to process the relationship Enrol before SCT because Enrol is involved in an
aggregation. Enrol is mapped to an entity node #13 with component edges to
entity nodes Course and Student. The attribute Grade is a component of the
entity node #13. Next, we map the relationship set SCT to an entity node
#15 which has component edges to entity nodes Enrol and Tutor. The attribute
Feedback is a component of node #15. The S3-Graph obtained does not contain
data redundancy. Note that the relationship sets Enrol and SCT have been
flattened in the S3-Graph in Figure 6 because we want to answer symmetric
queries with no redundant data. However, if an application only process queries
which retrieve the courses taken by a student, and do not need to find students
who take a given course, then Figure 7 shows an alternative way to map the ER
diagram. Note that this schema cannot answer symmetric queries effectively.
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Fig. 6. An S3-Graph for the ER diagram in Figure 3
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Fig. 7. An alternative S3-Graph for the ER diagram in Figure 3

4 Conclusion

To the best of our knowledge, this is the first paper that presents a conceptual
approach for designing semistructured databases which can be associated with
some schema. We envisage the growing importance of well designed semistruc-
tured databases with the development of new e-commerce applications that re-
quire the efficient design and maintenance of large amounts of data. The intro-
duction of an ER-based conceptual layer allows us to remove anomalies and data
redundancies at the semantic level. We have developed an algorithm to map an
ER diagram involving weak entity types, recursive, n-ary and ISA relationship
sets, and aggregations to a normal form S3-Graph. Using the mappings proposed,
XML DTDs and customised XML views can be generated from the normal form
ER diagrams. Relational tables can also be created from the normalized ER
diagram to store the XML data with controlled or no redundancy.
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Abstract. In this paper we present a new technique for detecting
changes on the Web. We propose a new method to measure the simi-
larity of two documents, that can be efficiently used to discover changes
in selected portions of the original document. The proposed technique
has been implemented in the CDWeb system providing a change moni-
toring service on the Web. CDWeb differs from other previously proposed
systems since it allows the detection of changes on portions of documents
and specific changes expressed by means of complex conditions, i.e. users
might want to know if the value of a given stock has increased by more
than 10%. Several tests on stock exchange and auction web pages proved
the effectiveness of the proposed approach.

1 Introduction

Due to increasing number of people that use the Web for shopping or on-line
trading, services for searching information and identifying changes on the Web
have received renewed attention from both industry and research community.
Indeed, users of e-commerce or on-line trading sites frequently need to keep track
of page changes, since they want to access pages only when their information has
been updated. Several systems providing change monitoring services have been
developed in the last few years[9,10,13,8]. Generally, these systems periodically
check the status of the selected web pages, trying to identify how the page of
interest has been changed. The lack of a fixed data structure makes the problem
of detecting, efficiently and effectively, meaningful changes on the web a difficult
and interesting problem. Most of the systems developed so far are not completely
satisfactory since they are only able to check if a page has been modified. For
instance, the system Netmind can only detect changes on a selected text region, a
registered link or image, a keyword, or the timestamp of the page [9]. Consider,
for instance, an auction on-line web page (e.g. eBay, Auckland, etc.), an user
wants to be alerted only if a change occurs in one of the items he wants to buy,
i.e. if the quotation of an article has been changed or if new items of the desired
kind are available on the site.

Change detection systems should provide the possibility of specifying the
changes the user is interested in: to select the region of the document of interest,
� Work partially supported by the Murst projects Data-X and D2I
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the items inside the region whose changes have to be monitored, and conditions
on the type of changes which must be detected. Systems detecting changes on
HTML pages with fixed structure are not able to satisfy these kind of user
needs since the page regions considered depend on the user’s request. Current
techniques for detecting document differences are computationally expensive and
unable to focus on the portion of the page that is considered of interest to the user
[3,2,15]. A technique able to detect changes with a reasonable degree of efficiency
and accuracy is necessary. The general problem of finding a minimum cost edit
script that transforms a document into its modified version is computationally
expensive (NP-hard) [3,2]. However, in many application contexts, like the one
considered in the above example, users are only interested in the changes made
and not in the sequence of updates which produce the new document. For the
on-line trading example, users are interested in the change on the quotation of
a stock or in the insertion of a new stock, regardless of the changes in the whole
structure or the intermediate changes.

In this paper we present a different approach that, instead of looking for
the exact sequence of changes that permits the new document to be produced
from the old version, pays attention to how much the changes have modified the
document under observation. Our technique represents the document as a tree
and permits the user to focus on specific portions of it, e.g. sub-trees. The paper
also describes the architecture of a system, called CDWeb system, which allows
users to monitor web pages, specifying the information and the type of changes
they consider relevant. The main contributions of this paper are the definition of
a new efficient technique that allows users to measure Web document differences
in a quantitative way, the definition of a language to specify web update triggers
and the implementation of a system for change detection on the web.

2 Web Changes Monitoring

In this section we define an efficient technique for the detection of meaningful
changes in web documents. We are mainly interested in changes that add, delete
or update information contained in specific portions of a Web page. To specify
the information that has to be monitored, the user selects the region of the
document of interest (a sub-tree of the document tree), the items inside the
region (sub-trees of the previously selected sub-tree) whose changes have to be
monitored, and conditions on the type of changes which must be detected. The
system has to identify first the region of interest (i.e. the portion of the document
that is most similar to the region selected in the old version) and to verify, for
each item the associated conditions.

To retrieve the sub-tree of interest in the updated document it is necessary to
define a similarity measure between document sub-trees and use it to compare
all the possible sub-trees with the old one. The similarity measure of two trees
is defined by considering the similarities of the sub-trees. It is worth noting that
the use of the minimum cost edit script, transforming a given document into the
new one [2], to detect changes is not feasible for this kind of application since
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it is computationally expensive. Our technique can be seen as the computation
of an edit script characterized by a null cost for the “move” operation (and
no glue and copy operations are considered). The null cost assumption is not
a real limitation, since the type of applications considered are only interested
in semantic changes (the position of the stock quote is not of interest). The
similarity measure is defined by considering the complete weighted bipartite
graph ((N1, N2), E) where N1 and N2 are, respectively, the nodes of the two
sub-trees; the weight of each edge (x, y) ∈ E is the similarity of the two nodes.
The similarity of two trees is defined by considering the associations of nodes
(edges of the bipartite graph) which give the maximum degree of similarity. The
association constructed is then used to obtain quantitative information about
changes.

Document Model. Several different data models have been proposed to repre-
sent Web documents. For instance, the WWW Consortium (W3C) has defined a
kind of “generic” model, named Document Object Model (DOM), which defines a
set of basic structures that enable applications to manipulate HTML and XML
documents.

In this work we represent structured documents as unordered labeled trees,
i.e. we do not consider the order of document elements but only the hierarchi-
cal information about them. Generally each node of the tree corresponds to a
structuring HTML tag in the document.

The document model is defined in a formal way as follows. We assume the
presence of an alphabet Σ of content strings, of a set of element types τ , that
contains the possible structuring markup, and a set of attribute names A.

Definition 1. (Document Tree) A document tree is a tuple T = 〈N, p, r, l, t, a〉,
where N is the set of nodes of the tree, p is the parent function associating each
node (except the root r) of the tree with its parent, r is the distinguished root of
T , l is a labeling function from leaf(T ) to Σ+, t is a typing function from N to
τ and a is an attribute function from N to A × Σ∗.

Essentially a document tree is an unordered tree whose nodes (named also
elements) are characterized by their markup type and the associated set of
attribute-value pairs. Leaf nodes have associated the actual textual content of
the document. Given a document tree T , whose root is r, and a node en of T ,
we denote with T (en) the sub-tree of T rooted at en.

Furthermore we define two new functions characterizing an element w.r.t.
the whole document tree, type(en) and w(en). If r, e2, · · · en is the path from the
root r to the element en, type(en) = t(r)t(e2) · · · t(en), whereas w(en) = {s|s is
a word1 contained in l(e) ∧ e ∈ leaf(T (en))}. We also define a(en) as the set
of attributes associated to en. Essentially w(en) is a set of words contained in
the various text strings associated to the leaves of the subtree rooted at en, and
type(n) is the concatenation of type label in the path starting from the root of
the tree and ending in en, i.e. the complete type of the element.
1 A word is a substring separated by blank to the other substring
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Example 1. Consider the portion of an HTML document shown in the right side
of Fig. 1.

Fig. 1. A document tree

It corresponds to the HTML document tree shown in the left side of Fig. 1,
where for each node are reported the corresponding HTML tag, and attributes
(text is not shown for non leaf elements). The root element r of this sub-tree is
characterized by w(r)= { This, is, an, example }, type(r)={table} and a(r)={ ∅
}, whereas for the node p relative to the first paragraph we have w(p)= { This,
is }, type(p)={table.tr.td.p} and a(p)={ A }.

A tree similarity measure. To detect changes in the selected portion of a
web page, we first have to retrieve this portion of the document in the new
document version. Since in the new version of the web page text can be added
or removed before and after the portion of the document we are interested in,
we cannot rely on its old position in the document tree to perform this task,
and consequently, we have to find the portion of the new document that is the
most similar to the old one. One possibility to perform this task is to follow one
of the approaches that compute minimum edit script between tree structures[3,
2]. However the use of these techniques is not suitable for our problem, since, in
general, the problem of finding a minimum cost edit script is computationally
expensive, and we cannot use heuristics to compute the similarity degree. We
define a simple similarity measure between document trees. In the definition of
this measure there are two main issues to be achieved: it should be possible to
compute it efficiently, and it must be normalized, allowing the comparison of
different pairs of trees and the selection of the most similar one.

To define the similarity between documents we first associate each element
of the selected document to its current version in the new document, and then
consider the similarity degree of the two documents w.r.t. this association. So,
we first have to define a measure of similarity between single elements and then
use it to define a similarity measure between whole trees. Given a document tree
T = 〈N, p, r, l, t, a〉 and an element r′ of N , the characteristic of r′ (ψ(r′)) is a
triple < type(r′), a(r′), w(r′) >.

The similarity measure of two elements is defined on the basis of the similarity
between each component of the characteristics of the elements being considered.
We define the following functions measuring similarity between the different
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components of element characteristics. Given two trees T1 and T2, and two nodes
r1 and r2 we define:

intersect(w(r1), w(r2)) = |w(r1)∩w(r2)|
|w(r1)∪w(r2)|

attdist(a(r1), a(r2)) =
∑
ai∈{a(r1)∩a(r2)} Weight(ai)

∑
ai∈{a(r1)∪a(r2)} Weight(ai)

typedist(type(r1), type(r2)) =
∏suf
i=0 (2max−i)
∏max
i=0 (2i)

The function intersect(w(r1), w(r2)) returns the percentage of words that
appear in both w(r1) and w(r2). The function attdist(a(r1), a(r2)) is a measure
of the relative weight of the attributes that have the same value in r1 and r2 w.r.t.
all the attributes in r1 and r2. The attributes are weighted differently because
some attributes are generally considered less relevant than other, for instance
the attribute “href” is considered more relevant than formatting attributes, like
“font”. The definition of the function typedist(type(r1), type(r2)) take care of
the difference between the complete types of element, suf represents the length
of the common suffix between type(r1) and type(r2) and max denotes the maxi-
mum cardinality between type(r1) and type(r2). We can now to define similarity
between two document tree elements.

Definition 2. (Element Similarity) Given two document trees T1 and T2 and
two elements r1 and r2 of characteristics 〈type(r1), a(r1), w(r1)〉 and
〈type(r2), a(r2), w(r2)〉, the similarity of r1 and r2 (CS(r1, r2)) is defined as:
CS(T ′

1, T
′
2) = −1+2× (α∗ typedist(type(r1), type(r2))+β ∗attdist(a(r1), a(r2))

+γ ∗ intersect(w(r1), w(r2))) where α+ β + γ = 1.

The value of α,β,γ are given by the user on the basis of the type of changes
you want to detect (see section 5.1). Clearly the similarity coefficient takes values
from the interval [ -1,1 ], where -1 corresponds to the maximum difference and
1 to the maximum similarity. A element that is deleted (resp. inserted) has
assumed to have similarity 0 with elements of the new (resp. old) document.

Detecting document changes. Once we have defined element similarity, we
can complete the definition of our technique. To compare two document sub-
trees, we consider the complete weighted bipartite graph ((N1, N2), E) where
N1 and N2 are, respectively, the nodes of the two sub-trees; the weight of each
edge (x, y) ∈ E is CS(x, y). We use this weighted graph to establish associa-
tion between elements belonging to the old and new version of the document.
Obviously not all the possible associations can be considered valid since node
association must correspond to an effective document transformation. Also we
do not want to consider all the possible transformations, since it is not proba-
ble that complex transformations correspond to rewriting of some information
already present in the document, at least for the type of applications we are
considering.
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Document mappings. All the possible changes that can occur in a document must
correspond to a change in the association between the nodes in the document
tree of the original pages and the nodes in the document tree of the newest pages.
As stated above, not all the associations can be considered valid. For example
if we do not want to deal with paragraph splitting or joining then only one to
one associations are valid. Also we do not consider glue or copy operations [3,2]
since they seems to be not relevant in this contest.

In general we are interested in associations that correspond to some type of
editing of the document that add, change or delete some meaningful information
in the document, for instance the text of a paragraph or the destination of a
hypertext link. Before defining valid edit mapping we introduce some notation.
Given two document trees T = 〈N, p, o, r, l, t〉 and T ′ = 〈N ′, p′, o′, r′, l′, t′〉. A
Tree Mapping from T to T ′ is a relation M ⊆ N × N ′, such that 〈r, r′〉 ∈ M .
Given two document trees T and T ′, a tree mapping M from T to T ′ and a
node x in N , we denote with Mx,. the set of nodes of N ′ associated with x in
M ; analogously, given a node y in N ′ we denote with M.,y the set of nodes of N
associated with y in M .

Definition 3. (Edit Mapping) Given two document trees T = 〈N, p, o, r, l, t〉
and T ′ = 〈N ′, p′, o′, r′, l′, t′〉. An edit mapping M from T to T ′ is a tree mapping
such that ∀x ∈ N if |Mx,.| > 1 then |M.,y| = 1 for each y in Mx,..

Intuitively if |Mx,.| > 1 the original node has been split while if |M.,y| > 1
many nodes in the original tree have been merged. A mapping between two
trees T and T ′ is said to be Simple if it associates each node in T with at most
one node in N ′ and each node in T ′ with at most one node in N . Given two
document trees T and T ′ and a tree mapping M we denote with ext(M) the
set of mappings M ′ from T to T ′ such that M ⊆ M ′. The number of valid edit
mapping may be very large due to the completeness of the graph, but we can
strongly reduce the number of edges to be considered for the mapping. This can
be done by considering the edges that have a weight greater than a predefined
threshold.

A cost model for mapping. Once we have defined the valid association between
document trees we have to define the cost of these associations, that is: if we
consider the nodes in the new subtree as the new version of the associated nodes
in the original sub-tree, how similar can we consider the new document sub-tree
to the old one? To define document similarity we need to define node similarity.

Definition 4. Given two document trees T1, T2 and two sub-trees T ′
1, T

′
2 and an

edit mapping M from T ′
1 to T ′

2, the similarity of x ∈ N1 w.r.t. M is defined as:

SimM (x) =
{
avg<x,y>∈MCS(x, y) if |{< x, y >∈ M}| > 0.
0 otherwise.

}

Thus, given a bipartite graph 〈(N1, N2), E〉, Definition 4 computes the sim-
ilarity of a node x in N1 by considering the average of the similarities of the
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pairs of elements 〈x, y〉 for each y related to x by the edit mapping. Using the
previous definition we can now define the concept of similarity among document
sub-trees.

Definition 5. Given two document trees T1, T2, two subtrees T ′
1 of T1 ,T

′
2 of

T2 and an edit mapping M from T ′
1 to T ′

2, the similarity of T
′
1, T

′
2 w.r.t. M is

defined as follows:

SimM (T ′
1, T

′
2) =

∑
x∈N1∪N2

SimM (x)
|N ′

1| + |N ′
2|

.

Finally, we define document sub-tree similarity considering the similarity
obtained by the edit mapping that maximizes the similarity between two sub-
trees.

Definition 6. (Tree Similarity) Given two document trees T1, T2, two subtrees
T ′
1 of T1 ,T

′
2 of T2, and letting M be the set of possible mappings from T ′

1 to T ′
2.

The similarity coefficient of T ′
1, T

′
2 (Sim(T ′

1, T
′
2)) is defined as:

Sim(T ′
1, T

′
2) = max

M∈M
SimM (T ′

1, T
′
2)

Searching for the most similar subtree. Once we have defined similarity be-
tween document sub-trees we can approach the problem of detecting document
changes. Here we consider only simple changes, i.e. changes that are detectable
using a simple mapping; these changes are insertion, deletion, or textual modifi-
cation. Note that some types of move operations are also detectable; in particular
changes that move an element e from the sub-tree rooted in the parent of e to
another sub-tree that is not contained in T (e) and does not contain T (e).

Before presenting the technique used to detect changes we introduce the
concept of similarity graph, that will be used in the algorithm searching for the
most similar sub-trees. Given two document trees T1 = 〈N1, p1, r1, l1, t1, a1〉 and
T2 = 〈N2, p2, r2, l2, t2, a2〉, the similarity graph associated to T1, T2 (denoted
WG(T1, T2)) is a weighted bipartite graph 〈(N1, N2), E〉 where E is the set of
weighted edges defined as follows: E = {〈x, y, CS(x, y)〉 | ∀x ∈ N1, y ∈ N2}

Furthermore given a similarity graph WG(T1, T2) = 〈N, E〉, we define the
projection of a similarity graph on a set of nodes N ′ ⊆ N as πN ′WG(T1, T2) =
〈N ′, { 〈x, y, c〉|〈x, y, c〉 ∈ E∧ (x ∈ N ′ ∨y ∈ N ′)}〉, i.e. the sub graph representing
the piece of the document to be monitored. To define the algorithm that for a
given sub-tree finds the most similar sub-tree in the new document, we refer to
the Maximum Matching problem. Indeed, given two document sub-trees T1 =
〈N1, p1, r1, l1, t1, a1〉 and T2 = 〈N2, p2, r2, l2, t2, a2〉, the following lemma assures
that we can use the Hungarian algorithm to compute a simple edit mapping
between two sub-trees. .

Proposition 1. Given two document trees T1, T2 and two subtrees T ′
1, T

′
2, and

a simple edit mapping M between T ′
1 and T ′

2, then SimM (T ′
1, T

′
2) = Sim(T ′

1, T
′
2)

if M is a maximum weight matching on WG(T ′
1, T

′
2).
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3 Web Update Queries

To better exploit the change detection technique defined in the previous section,
we need to provide the possibility of specifying general conditions on data being
observed. A trigger will be executed only if the associated condition is verified.

In this section we introduce a language to specify this type of triggers, named
Web update queries (web trigger). A web update query allows the user to select
some specific portions of the document, that will be monitored (we refer to these
portions as target-zones). These are the portions of the document where the
information which is considered relevant is contained. Inside this zone you can
specify a set of sub-zones, named targets. When specifying the trigger condition,
the user can ask for verification if the information in a target has been modified.
Usually, each target is a leaf of an HTML Tree that is considered relevant by
the user. Web update queries are expressed using the syntax sketched below:

< WebTrigger > ::= CREATE Webtrigger < name >
ON < zone-list >
CHECK < target-list >
NOTIFY BY < notify >
WHEN < target-condition >
[BETWEEN < date > AND < date > ]
[EVERY < polling-interval > ]

< zone-list > ::= < target-zone >< zone-name > INSIDE URL |
< target-zone >< zone-name > INSIDE URL ,
< zone-list >

< notify > ::= < email address > | < alert >
< target-list > ::= < target >< zone-name > . < target-name >

< target-list >| ε
< target > ::= NEW-ITEM | < HTML SubTree >
< target-zone > ::= < HTML SubTree >

< target-condition > ::= < target-name > DELETED |
< target-name > CHANGED(< min threshold >)

< target-name > CONTAINS < string > |
< target-name > CONTAINS ATTRIBUTE

‘[′< attname >,< string > ‘]′ |
< target-name > OF TYPE < typename >

< polling-interval > ::= < number-of-minutes >

where < HTML SubTree > represents a subtree of the document repre-
sentation discussed in the above section. Note that web update queries should
be specified using a visual interface, since it is the best way to specify the
< HTML SubTree > involved in the trigger definition. The non terminal sym-
bol < target-condition > in the trigger syntax table represents simple boolean
conditions that can be used in the when clause. In particular when specifying
conditions in the when clause it is possible to access both the old and new tar-
get values using the NEW and OLD properties of target items, as shown in
the example below. Furthermore you can cast target item type from the pre-
defined string type to number and date type. Using the CREATE WebTrigger
command a user can create a web trigger on the CDWeb personal server, that
handles change detection on his behalf. The server maintains a local copy of the
target zones to be monitored and a list of the target predicates that can fire user
notification.

Example 2. Consider the web page shown in Fig. 2 that contain information
about stock prices on NASDAQ and suppose that a user would like to be notified
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if the quotation for “Cisco System” stock has a percentage variation of 5%. The
user can run CDWeb and once the item relative to “Cisco System” has been
selected (you can do this by simply selecting the table entry indexed by “CSCO”)
a Web Trigger can be set as shown in Fig. 2:

Fig. 2. The Nasdaq example.

where “Cisco System” and “price” are respectively an HTML subtree and leaf
element of it that the user can choose using the CDWeb browser by simply
double click on the table row for Cisco system quotation and then click on the
price column. If the condition specified in the WHEN clause is verified, the user
is notified by an alert.

4 System Architecture

In this section we describe the evaluation process of web update queries in the
CDWEB system that allows users to specify and execute web update queries
using a visual interface. Change detection results are shown when triggers are
raised. The system is implemented in java, and HTML documents are manipu-

Fig. 3. System Architecture

lated by means of performed using the swing document libraries, that are based
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on a document model very similar to the model here used. The architecture
of the system is reported in Fig. 3 and consists of five main modules: are the
change monitoring service, the query engine, the change detection module, the
query builder and the change presentation module. The system is composed of
two main applications, a visual query editor, that handles query specification,
and an active query engine, that evaluates web update queries. The system
maintains an object store where the objects describing the currently active web
update queries are serialized. Each query object maintains information about
the list of target zones(document sub-trees) referred to in the query, and for
each target zone the list of targets contained inside that zone.
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Abstract. Metaclasses are classes whose instances are themselves
classes. Metaclasses are generally used to define and query information
relevant to the class level. The paper first analyzes the more general
term meta and gives some examples of its use in various application
domains. Then, it focuses on the description of metaclasses. To help
better understand metaclasses, the paper suggests a set of criteria
accounting for the variety of metaclass definitions existing in the
literature. The paper finally presents the usage of metaclasses and
discusses some questions raised about them.

1 Introduction

Common object models (and languages and database systems based on them)
model real-world applications as a collection of objects and classes. Objects
model real-world entities while classes represent sets of similar objects. A class
describes structural (attributes) and behavioral (methods) properties of their
instances. The attribute values represent the object’s status. This status is ac-
cessed or modified by sending messages to the objects to invoke the correspond-
ing methods. In such models, there are only two abstraction levels: class level
composed of classes that may be organized into hierarchies along inheritance
(i.e., isA) mechanism, and instance level composed of individual objects that
are instances of the classes in the class level.

However, beyond the need for manipulating individual objects, there is also
the need to deal with classes themselves regardless of their instances. For exam-
ple, it should be possible to query a class about its name, list of its attributes
and methods, list of its ancestors and descendents, etc. To be able to do this,
some object models (e.g., Smalltalk [11], ConceptBase [16], CLOS [18]) allow
to treat classes themselves as objects that are instances of the so-called meta-
classes. With metaclasses, the user is able to express the structure and behavior
of classes, in such a way that messages can be sent to classes in the same way
that messages are sent to individual objects in usual object models. Systems
supporting metaclasses allow to organize data into an architecture of several
abstraction levels. Each level describes and controls the lower one.

Existing work (e.g., [11,16,18,19,26,10,21]) only deal with particular defini-
tions of metaclasses related to specific systems. This work deals with metaclasses
in general. More precisely, the objectives of the paper are:

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 32–41, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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� clarify the concept of metaclasses often confused with ordinary classes;
� define a set of criteria characterizing a large variety of metaclass definitions;
� present some uses of metaclasses;
� discuss some problems about metaclasses raised in the literature.

The rest of the paper is organized as follows. Section 2 analyzes the more
general term meta and gives some examples of its use beyond the object orien-
tation. Section 3 defines the concept of metaclasses. Section 4 presents a set of
criteria accounting for the variety of metaclass definitions found in the literature.
Section 5 describes the mechanism of method invocation related to metaclasses.
Section 6 presents the usage of metaclasses and Section 7 analyzes some of their
drawbacks. Section 8 summarizes and concludes the paper.

2 Meta Concepts

The word meta comes from Greek. According to [29], meta means “occurring
later than or in succession to; situated behind or beyond; more highly organized;
change and transformation; more comprehensive”. Meta is usually used as a
prefix of another word. In the scientific vocabulary, meta expresses the idea of
change (e.g., metamorphosis, metabolism) while in the philosophical vocabulary,
meta expresses an idea of a higher level of generality and abstractness (e.g.,
metaphysics, metalanguage). In the computing field meta has the latter sense
and it is explicitly defined as being a “prefix meaning one level of description
higher. If X is some concept then meta-X is data about, or processes operating
on, X” [15]. Here are some examples of use of meta in computing:

� Metaheuristic. It is an heuristic about heuristics. In game theory and expert
systems, metaheuristics are used to give advice about when, how, and why
to combine or favor one heuristic over another.

� Metarule. It is a rule that describes how ordinary rules should be used or
modified. More generally, it is a rule about rules. The following is an example
of metarule:

“If the rule base contains two rules R1 and R2 such that:
R1 ≡ A ∧ B ⇒ C
R2 ≡ A ∧ not B ⇒ C
then the expression B is not necessary in the two rules; we can replace
the two rules by R3 such that R3 ≡ A ⇒ C”

Metarules can be used during problem solving to select an appropriate rule
when conflicts occur within a set of applicable rules.
Meta-heuristics and meta-rules are known in knowledge-based systems under
a more generic term, metaknowledge.

� Metaknowledge. It is the knowledge that a system has about how it reasons,
operates, or uses domain knowledge. An example of metaknowledge is shown
below.

“If more than one rule applies to the situation at hand, then use
rules supplied by experts before rules supplied by novices”
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� Metalanguage. It is a language which describes syntax and semantics
of a given language. For instance, in a metalanguage for C++, the
(meta)instruction 〈variable〉“=”〈expression〉“;” describes assignment state-
ment in C++, of which “x=3;” is an instance.

� Metadata. In databases, metadata means data about data and refer to things
such as a data dictionary, a repository, or other descriptions of the contents
and structure of a data source [22].

� Metamodel. It is a model representing a model. Metamodels aim at clarifying
the semantics of the modeling constructs used in a modeling language. For
instance a metamodel for OML relationships is proposed in [14]. Figure 1
shows a metamodel for the well-known ER model.

Role
(1,1)

Relationship
(1,1)

Cardinality

(1,1)

(1,n)
has

has

Entity Type

(1,n)

Attribute

(1,1)

Identifier

has

(1,n)
plays

composed-of

(1,n) (0,1)

(1,n)

(1,1)

has

(2,n)

Fig. 1. Metamodel of the ER model.

The basic concepts of the ER model are the following: entity types, rela-
tionships associating entity types, roles played by participating entity types,
attributes characterizing entity types or relationships themselves, identifica-
tion structures identifying in a unique manner the entity types, and cardi-
nalities related to the roles. Each of these concept appears as a metatype in
the metamodel shown in Figure 1.

3 The Metaclass Concept

In a system with metaclasses, a class can also be seen as an object. Two-faceted
constructs make that double role explicit. Each two-faceted construct is a com-
posite structure comprising an object, called the object facet, and an associated
class, called the class facet. To underline their double role, we draw a two-faceted
construct as an object box adjacent to a class box. Like classes, class facets are
drawn as rectangular boxes while objects (and object facets) appear as rectan-
gular boxes with rounded corners as in Figure 2.

MC is a metaclass with attribute A and method M1(..). Object I MC is an
instance of MC, with a0 as value for attribute A. I MC is the object facet of
a two-faceted construct with C as class facet. A is an instance attribute of MC



Definition and Application of Metaclasses 35

A = a0

I2_C

Attr BA = a0

B = b0 B = b1

MC

...

Meth M2(..)

M2(..)M2(..)

M1(..)

:  is-of

:  method invocation

a two-faceted construct

Instance level

Class level

C

Metaclass level

I1_C

I_MC

Attr A
Meth M1(..)

Fig. 2. Class/metaclass correspondence.

(i.e., it receives a value for each instance of MC) and a class attribute of C (i.e.,
its value is the same for all instances of C). For instances I1 C and I2 C of C,
attribute A is either inapplicable (e.g., an aggregate value on all instances) or
constant, i.e., an instance attribute with the same value for all instances. In
addition to the class attribute A, C defines attribute B and method M2(..). The
figure shows that methods like M1(..) can be invoked on instances of MC (e.g.,
I MC), while methods like M2(..) can be invoked on instances of C (e.g., I1 C and
I2 C).

Note that the two-faceted construct above is useful only to illustrate the
double facet of a class that is also an object of a metaclass. Otherwise, in practice,
both the object facet I MC and its associated class facet C (see Figure 2) are the
same thing, say, I MC C defined as shown in Figure 3.

Metaclass MC
Attributes

A:AType

Methods
M1(..)

End

Class I MC C instanceOf MC
Values

A=a0

Attributes
B:BType

Methods
M2(..)

End

Fig. 3. Definition of class I MC C as an instance of metaclassMC.

Systems with metaclasses comprise at least three levels: token (uninstan-
tiable object), class, and metaclass, as shown in Figure 4. Additional levels, like
Metaclass in Figure 4, can be provided as root for the common structure and
behavior of all metaclasses. The number of levels of such hierarchies varies from
one system to another.
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Class level

Metaclass level

Meta2class level
   Metaclass

   Entity

   Person

Token level   John

:  is-of link

Fig. 4. Levels of systems with a metaclass concept.

4 Various Metaclass Definitions

Substantial differences appear in the literature about the concept of metaclass.
We suggest the following criteria to account for the variety of definitions.

� Explicitness: the ability for programmers to explicitly declare a meta-
class like they do for ordinary classes. Explicit metaclasses are supported
by several semantic models (e.g., TAXIS [23], SHM [2]), object models
and systems (e.g., Vodak [19], ADAM [26], OSCAR [10], ConceptBase
[16]), knowledge representation languages (e.g., LOOPS [1], KEE [9], PRO-
TEUS [28], SHOOD [25], Telos [24]), and programming languages (e.g.,
CLASSTALK [21], CLOS [18]). On the contrary, Smalltalk [11] and Gem-
stone [3], for example, only support implicit system-managed metaclasses.
Of course, explicit metaclasses are more flexible [21]. They can, for example,
be specialized into other metaclasses in the same way that ordinary classes
can.

� Uniformity: the ability to treat an instance of a metaclass like an instance
of an application class. More generally, for a system supporting instantiation
trees of arbitrary depth, uniformity means that an object at level i (i≥2),
instance of a (meta)class at level i+1, can be viewed and treated like an
object at level i-1, instance of a (meta)class at level i. Thus, for example, in
Figure 4, to create the Entity metaclass, message new is sent to Metaclass; to
create the Person class, the message new is sent to the Entity metaclass; and,
again, to create the terminal object John, message new is sent to the Person
class. While most metaclass systems support uniformity, Smalltalk-80 and
Loops, for example, do not.

� Depth of instantiation: the number of levels for the hierarchy of classes
and metaclasses. While, for example, Smalltalk has a limited depth in its
hierarchy of metaclasses, Vodak and CLOS allow for an arbitrary depth.

� Circularity: the ability to use metaclasses in a system for a uniform descrip-
tion of the system itself. To ensure finiteness of the depth of instantiation
tree, some metaclass concepts have to be instances of themselves. CLOS and
ConceptBase, for example, offer that ability. Smalltalk does not.

� Shareability: the ability for more than one class to share the same user-
defined metaclass. Most systems supporting explicit metaclasses provide
shareability.
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� Applicability: whether metaclasses can describe classes only (the general
case) or other concepts also. For example, TAXIS extends the use of meta-
classes to procedures and exceptions, while ConceptBase uses attribute meta-
classes to represent the common properties of a collection of attributes.

� Expressiveness: the expressive power made available by metaclasses. In
most systems, metaclasses represent the structure and behavior of their in-
stances only as shown in Figure 2. In some systems like Vodak [19], meta-
classes are able to describe both their direct instances (that are classes) and
instances of those classes. The metaformulas of Telos and ConceptBase can
also specify the behavior of the instances of a metaclass and of the instances
of its instances.

� Multiple classification: the ability for an object (resp., class) to be an in-
stance of several classes (resp., metaclasses) not related, directly or indirectly,
by the generalization link. At our knowledge, only Telos and ConceptBase
support this facility.

Note that this list of characteristics has been identified by carefully analyz-
ing a large set of systems supporting metaclasses. We cannot, however, claim
their exhaustiveness. The list remains open to other characteristics that could
be identified by exploring other systems. Note also that these criteria are very
useful in that they much help designers to select the more suitable system (with
metaclasses) to define their specific needs.

5 Method Invocation

In systems with metaclasses, messages can be sent to classes in the same way
that messages are sent to individual objects in usual object models. To avoid
ambiguity, we show below how messages are invoked at each level of abstraction
and how objects are created. Henceforth, the term object will denote tokens,
classes, or metaclasses. Two rules specify the method-invocation mechanism1.

Rule 1. When message Msg is sent to object o, method Meth which responds
to Msg must be available (directly or indirectly by inheritance) in the class of o.

Rule 2. An object o is created by sending a message, say new(), to the class
of o. Consequently, according to Rule 1, new() must be available in the class of
o’s class.

The following messages illustrate the two rules above. They manipulate ob-
jects of Figure 4.

� John→increaseSalary($1000). In this message, increaseSalary is sent to ob-
ject John to increase the value of salary by $1000. Method increaseSalary is
assumed to be available in the class of John, i.e., Person.

1 These rules assume that the target object system represents object behavior with
methods. Systems like ConceptBase that represent object behavior using constraints
and deductive rules are not concerned with message-passing rules.
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� John := Person→new(). In this message, new is sent to object Person in order
to create object John as an instance of Person. According to Rule 1, method
new must be available in the class of Person, i.e., Entity.

Most object systems provide for built-in primitives and appropriate syntax to
define classes (e.g., Person), their attributes (e.g., salary), and methods (e.g., in-
creaseSalary). However, to illustrate how metaclasses affect classes, just as classes
affect tokens, we show in the following how messages can be sent to the Entity
metaclass to build classes and their features.

� Person := Entity→new(). In this message, Person is created as an instance
of Entity. Once again, this assumes that method new is available in Entity’s
class, i.e., Metaclass.

� Entity→addAttributes(Person, { [attrName:name, attrDomain: String]; [attr-
Name:salary, attrDomain: Real]}). This message adds attributes name and
salary to the newly created object Person. Similarly, a message can be sent
to object Entity to add a new method to object Person.

6 Usage of Metaclasses

Various reasons warrant a metaclass mechanism in a model or a system. Typi-
cally, metaclasses extend the system kernel, blurring the boundary between users
and implementors. Explicit metaclasses can specify knowledge to:

� Represent group information, that concerns a set of objects as a whole. For
example, the average age of employees is naturally attached to an Employ-
eeClass metalevel.

� Represent class properties unrelated to the semantics of instances, like the
fact that a class is concrete or abstract2, has a single or multiple instances,
has a single superclass or multiple superclasses.

� Customize the creation and the initialization of new instances of a class. The
message new which is sent to a class to create new instances can incorporate
additional arguments to initialize the instance variables of the newly created
instance. Furthermore, each class can have its own overloaded new method
for creating and initializing instances.

� Enhance the extensibility and the flexibility of models, and thus allow easy
customization. For example, the semantics of generic relationships can be
defined once and for all in a structure of metaclasses that provides for defin-
ing and querying the relationships at the class level, creating and deleting
instances of participating classes, and so on (see e.g., [13,19,5,7,20,6]).

� Extend the basic object model to support new categories of objects (e.g.,
remote objects or persistent objects) and new needs such as the authorization
mechanism. This kind of extension requires the ability to modify some basic

2 Here, an abstract class, in the usual sense of object models, is an incompletely defined
class without direct instances, whose complete definition is deferred to subclasses.
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behavioral aspects of the system (object creation, message passing), and has
often been faced by allowing these aspects to be manipulated in a metaclass
level.

� Define an existing formalism or a development method within a system
supporting metaclasses. This definition roughly consists in representing the
modeling constructs involved in that formalism or method (i.e., its ontology)
with a set of metaclasses of the target system. For example, Fusion [4], an
object development method, was partially integrated in ConceptBase [12]
using metaclasses.

� Integrate heterogeneous modeling languages within the same sound formal-
ism. For example, a framework combining several formalisms for the re-
quirement engineering of discrete manufacturing systems was defined along
the lines of ConceptBase in [27]. The combined formalisms are: CIMOSA
(for the purpose of eliciting requirements), i∗ (for the purpose of enterprise
modeling), and the Albert II language (for the purpose of modeling system
requirements).

7 Problems with Metaclasses

Some authors (e.g., [17]) have pointed out some problems with metaclasses.
These problems have been analyzed in part in [8]. We summarize the main
issues.

� Metaclasses make the system more difficult to understand. We agree with
[8] that, once programmers are familiar with metaclasses, having a single
mechanism for both data and metadata helps them progress from object
design to object system design.

� By themselves, metaclasses do not provide mechanisms to handle all the
run-time consequences of extending the data model. This is true for most
systems. However, some systems like ADAM [8] and ConceptBase introduce
the notion of active rules to enforce some constraints in order to keep the
database in a consistent state.

� Metaclasses do not facilitate low-level extensions. For most systems this is
true since metaclasses describe the model or class level, above the structures
that specify storage management, concurrency, and access control. Thus, in
such systems, metaclasses do not let applications define policies at all levels.
However, this is not a general rule. In fact, systems such as ConceptBase
and VODAK provide for a mechanism of metaclass that allows to describe
both the class and instance level in a coordinated manner.

� With metaclasses, programmers must cope with three levels of objects: in-
stances, classes, and metaclasses. We agree that it can be difficult at the
beginning to play with the three levels.

After presenting these problems, the authors conclude that the metaclass
approach is not satisfactory. We agree with [8] that this conclusion may be be
valid when talking about programming languages, but we believe that explicit
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metaclasses are a powerful mechanism for enhancing database extensibility, uni-
formity, and accessibility by addressing these issues at the class level (see e.g.,
[6]).

8 Conclusion

Metaclasses define the structure and behavior of class objects, just as classes de-
fine the structure and behavior of instance objects. In systems with metaclasses,
a class can also be seen as an object. We used the two-faceted constructs to make
that double role explicit. Substantial differences appear in the literature about
the concept of metaclass. We suggested a set of criteria to account for the variety
of definitions, namely, uniformity, depth of instantiation, circularity, shareabil-
ity, applicability, and expressiveness. We then presented the method-invocation
mechanism between objects at various levels of abstraction. We also presented
some uses of metaclasses and analyzed some of their drawbacks pointed out in
the literature.
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Abstract.  The large-scale adoption of three-tier partitioned architectures and
the support provided by the distributed object technology has brought a great
flexibility to the information systems development process. In addition, the
development of applications based on these alternatives has led to an increasing
amount of components. This boom in the components amount was remarkably
influenced by the Internet arising, that incorporated a number of new
components, as HTML pages, java scripts, servlets, applets, and others. In this
context, to recover the most suitable component to accomplish the requirements
of a particular application is crucial to an effective reuse and the consequent
reduction in time, effort and cost. We describe, in this article, a neural network
based solution to implement a components intelligent recovering mechanism.
By applying this process, a developer will be able to stress the reuse, while
avoiding the morbid proliferation of nearly similar components.

1 Introduction

The large-scale adoption of architectures partitioned in interface, logical, and data
tiers, levered up by the Internet, has brought an unprecedented flexibility to the
development of information systems. However, the development of applications
based on these alternatives has led to a considerable increment of the number of
components. One important challenge of this scenery is posed by the question: in a
repository with an enormous amount of alternatives, how to recover the most suitable
component to accomplish the requirements of a particular application?
    In this article, we describe a solution based on an artificial neural network, the
associative Hopfield Model (HM) [2] [5], to locate and recover components for
business applications.  The HM is particularly interesting to record sparse signals, as
is the case of software component descriptors. Moreover, in the application phase, the
model allows to recover similes based in the description of the desired component
requirements. A tool, called XSearch was implemented that validates this approach.
We also present a small example that illustrates the applicability of the tool.
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    After discussing the context of the work in the next chapter, we give the details of
our approach in Chapter 3. Chapter 4 describes the tool functions, presenting different
kinds of resources that are used to build the neural network. Chapter 5 illustrates how
the tool works by means of an example. Some techniques related to component
recovery issues are described in Chapter 6.

2 Context

This paper uses results from Software Engineering (SE) and Artificial Intelligence
(AI), aiming to support the information systems development process. To clarify the
proposed approach context, we describe the applied distributed object architecture
(DOA), the multi-tier model, and the technology applied to create the DOA. The
knowledge of these characteristics simplify to understanding the components that
compose a typical distributed object environment and the deployment descriptors that
are mapped to the neural network. To avoid confusion when referring to parts of the
architecture and the topology of the HM, we reserved the word „tier“ to be used when
describing the software engineering context and „layer“ to be used in the HM.
    In this paper we use the platform J2EE, from Sun Microsystems, particularly, the
component model EJB (Enterprise Java Beans). EJB was designed to cope with the
issues related to the management of business distributed objects in a three-tier
architecture [7]. The J2EE Platform provides an application model distributed in tiers;
it means that many parts of an application can run in different devices. On the other
hand, it also enables different client types, to access transparently information from an
object server in any platform. Figure 1 shows the components and services involved
in a typical J2EE multi-tier environment.

Fig. 1. The multi-tier model applied in a J2EE environment

    The client tier supports a variety of client types, inside or outside the corporation
firewall. The middle tier supports client services through web containers and EJB
components that provide the business logic functions. Web containers provide support
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to client requisitions processing, performing time processing answers, such as
invoking JSP methods, or servelets, and returning the results to the client [7]. EIS
(Enterprise Information Systems) tier includes the RDBMS applied to the data
persistency. Behind the central concept of a component based development model we
find the notion of containers. Containers are standard processing environments that
provide specific services to components [7].
    A server-side component model defines an architecture to develop distributed
objects. These models are used in the middle tier and manage the processing, assuring
the availability of information to local or remote clients. The object server comprises
the business object set, which is in this tier. Server-side component models are based
in interface specifications. Since a component adheres to the specifications, it can be
used by the CTM (Component Transaction Monitor). The relationship between a
server-side component and the CTM is like a CD-ROM and a CD player: the
component (CD-ROM) must be adequate to the player specification [7].

3 Proposed Approach

Considering the context previously described, the approach consists of the application
of a HM to retain information about components and recover the most similar one
with respect to a particular set of requirements. Figure 2 represents an overview of the
whole process whose steps are described next.

Fig. 2. Representation process overview.

(1) The tool scans the application server and creates a HM, representing all
components in the environment;

(2) The developer presents the specifications of the desired component to the
interface. These specifications are mapped to the input layer of the HM;

(3) The tool recovers the most similar component;
(4) New components are incrementally incorporated to the HM.
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    In this chapter, we describe: (a) the component descriptors, provided by J2EE
platform, used to build the HM; (b) the HM topology; and (c) how the descriptors are
codified in the HM.

3.1 The Deployment Descriptors

The deployment descriptors works very similarly to a property file, in which
attributes, functions, and behavior of a bean are described in a standard fashion. In our
approach, the component descriptors are used to relate requirements of a desired
component to the components already existing in an environment. Starting at these
descriptors, the tool locates the component or framework most suitable to be reused or
customized. Figure 3 shows an example of directory structures in that appear many
components that belong to a specific package (Product) of an application
(Application).

Fig. 3. The Product beans files.

    When a bean class and its interfaces are defined, a deployment descriptor is created
and populated with data about the bean. Usually, IDEs (Integrated Development
Environments) are provided by the tools that work with EJB, through property sheets
similar to those presented by Visual Basic, Delphi and others. After the description of
these properties, by the developer, the component descriptor can be packaged in a
JAR (Java Archive) type file. A JAR file contains one or more enterprise beans,
including a class bean, remote interfaces, home interfaces, and primary keys (only for
the EntityBean types), for each bean [8].  The component descriptor of a bean must be
saved as a ejb.jar.xml file and must be located in the same directory where are the
other components (interfaces and primary key) of the bean. Normally, in applications,
we create directory structures that match with the structures from the application
packages.
    Notice that the components belonging to the package Product form a set of files
that includes the classes Product.class, ProductHome.class, ProductBean.class and
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ProductPK.class, beyond the files .java (Product.java, ProductHome.java, Product
PK.java). When a JAR file containing a JavaBean (or a set of JavaBeans) is loaded in
an IDE, the IDE examine the file in order to determine which classes represent beans.
Every development environments know how to find the JAR file in the META-INF
directory.

3.2 The Hopfield Model

The adoption of a discrete HM is justified by three main arguments: (1) we are
assuming a stable set of components that are going to be stored in the model; (2) the
components descriptors are typically represented by, or can be converted to, a binary
form; and (3) the descriptors vector is quite sparse, since different components share
very few descriptors. Our HM (see Figure 4) has two layers: the input one, where the
binary descriptors are mapped, and the representation layer, where the traces of the
vectors are represented.

Fig. 4. The auto-associative architecture of HM.

    The HM can be seen as a non-linear auto-associative memory that always
converges to one of the stored patterns, as a response to a presentation of an
incomplete or noisy version of that pattern. The stable points in the network phase
space are the fundamental memories or prototype states of the model. A partial
pattern presented to the network can be represented as an initial point in the phase
space. Since this point is near the stable point, representing the item to be recovered,
the system must evolve in time to converge to this memorized state. The discrete
version of HM uses the formal McCulloch-Pitts neuron that can take one from 2 states
(+1 or –1). The network works in two phases: storage and recovering. Let us suppose
that we want to store a set of p N-dimensional binary vectors, denoted by:
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    These are the p vectors corresponding to the fundamental memories. ξµ,i represents
o i-th element from the fundamental memory ξµ. By the external product-storing rule,
that is a generalization of the Hebb rule, the synaptic weight of neuron i to neuron j is
defined by:

    Defining w the N by N matrix of synaptic weights, in which wji is its ji-th element,
we can write:

ξµξµ
T represents the external product of the vector ξµ with itself, and I denote the

identity matrix.  During the recovering phase, a N-dimensional binary vector of proof
(±)x is imposed to the network. A proof vector is typically a noisy or incomplete
version of a fundamental memory. By this way a prototype is recovered that represent
the most probable reuse candidate component.

3.3 Coding Components in the Network

Taking into account the context of distributed objects and the adopted platform, we
are going to consider initially three kinds of basic components: (1) components of the
bean entity type, (2) components of the bean section type and (3) components of the
web type. For each one of the basic components it is built a different input vector and,
as a consequence, a different HM, making the search and recovery process faster and
more efficient. By this way, different kinds of networks can be generated, being each
one more adequate for a particular objective. Filtering processes, running when
interacting with the user, allow one to establish networks for different component
classes. The input vector stores the description of the searched component and is
defined by the developer. Figure 5 shows a particular example of an input vector
layout for an entity bean component type.

Interface State Behavior
  Client Dbms Integer Char ... CTM Trans Methods
C1 C2 ... D1 D2 ... I1 I2 ... C1 C2 ... ... ... T1 T2 ... T7 M1 M2 ...

Fig. 5.  Input vector data groups to the GenericNetwork.

    Three different data groups compose the vector of one GenericNetwork: Interface,
State, and Behavior. Each group is briefly described next. The fields in this vector are
Boolean, receiving value 1 when the property holds, and -1 otherwise. These data
groups are defined when configuring the HM. Each cell is coded as the contents of the
JAR files are analyzed and according to the following guidelines:

C1, C2, ... represents the different characteristics of a client that interacts with the
entity bean, like: the existence or not of the local and remote interfaces, if the client is
from a EJB type, and others;
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D1, D2, ... holds the DBMS names in the environment, obtained during the
interaction with the user when generating the network;

I2, I2, ... represents, each one, a quantity of  „int“ type attributes occurring in the
component. For example, if a component has 2 attributes of  „int“ type, the cell I2
receives 1 and the remaining I1, I3, ... receive –1. The same rule applies to the other
data type (char, Str, Ima, and so on).
    CTM can have at maximum 7 cells, as described further in the Behavior topic.

4 The XSearch Functions

XSearch is totally configurable, assuring a high flexibility to simulate alternative
HMs, varying the descriptors. By simulating different HMs, the developer can look
for a better tradeoff between search performance and precision. Among the
advantages of using a neural network, a Hopfield Model in this case, the most
important are the simplification of the process and the reduction of processing time.
Comparing our approach to an exhaustive search in a relational database, we can see
that the operations in the latter alternative overcome those in the neural network.
Following we list the key operations for each alternative:

Tasks in a relational model
(a) Traverse all the component base to each element in the input vector: n =

table size;  m = input vector size; Cost = n  x  m
(b) Compare for each interaction;
(c) Sort the selected components by similarity.
(d) Get the address and recover the component.

Task in our approach
(a) Make the product of the input vector by the neural network.

    After recovering a vector describing a component candidate for reuse, it is
necessary to locate this component in its specific repository. Indexing the component
in a binary tree with each descriptor as a node and having its address as leaf solves
this problem.
    The example presented in Section 3.3 has shown a composition of a generic
network GenericNetwork), more adequate to recover components that possess a great
amount of methods combined with many attributes, interfaces, and other
characteristics. Almost all the time, we need to recover a component from a less
general set of specifications. For example, recover a session bean that possesses only
two or three methods. In this case, a specific network to locate components can be
faster and more efficient than a GenericNetwork. To cope with this question,
considering a component of EJB type, the following QuickNets can be generated: (a)
StateNet: deals with only the State group of the component; (b) BehaviorNet:
considers only the Behavior group; (c) ClientNet: help in finding the components
located outside the application server; and (d) PKNets: network that allows recover
components that access databases.
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    To avoid the pattern mixing, due to successive extensions, the HM comprises only
the original components (from which extensions can be generated). From this original
component, a list of its extensions is created. When a component is recovered, a
sequential search on its extension list is performed to try an extension that is more
similar than the component. To find the most similar extension, the Hamming
distance [2] is applied.
    Dictionaries play important roles in the system. When generating the network, after
configuring the environment with the wizard, a process scans the application server to
identify and classify components, attributes, and methods. Moreover, the dictionaries
simplify the search, when recovering components by name or all components that
apply a specific method or contain a specific attribute.

5 Example

In this chapter we present a small example illustrating how a component is recovered
according to a list of requirements stated by the developer: (a) component type: entity
bean; (b) client type: ejb1.1;  (c) DBMS vendor: ORACLE;  (d) attributes: two integer
type fields, two String fields, one Date type, and two doub1e type fields and (e)
Methods: the component must include a set of methods like ejbCreate, ejbStore,
ejbRemove.

Fig. 6. Specifying the component type.                            Fig. 7.  Requirements for the state part.

    One start window, not shown, enables the HM configuration, and includes the
specification of limits for the three data groups (interface, state, and behavior). One
limit, for example, is the number of fields in the state data group. Another
configuration item is the folder to be scanned when building the HM.
    Figure 6 shows the window that enables the user to specify the component type.
The other operation recovers a component of the type selected in this window. It must
be clear that, when choosing the component type (entity, session, or web),
automatically the specific HM that holds the component characteristics is also chosen.
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    The window in Figure 7 allows the user to specify the component requirements. An
example of state requirement specification is shown. Suppose we have a component
base and a required component as described in Table 1. In this case, the HM will
recover the component C2.. Note that, for the sake of simplicity, we adopted a general
specification of behavior as transactional or non-transactional. The level of
specification depends on the user preferences when configuring the tool. For space
limitation it was not included in Table 1 examples of methods.

Table 1.  Components base and components state

Components baseDescripti
on C

1
C

2
C

3
C

4
C

5
C

6

Req.
Cmp.

Client ejb1.0 ejb1.1 java ejb1.1 ejb1.0 ejb1.0 ejb1.1

DBMS INF ORA SYB INF ORA ORA ORA

#int 2 2 1 2 2 4 2

#char 1 - - 1 - 2 1
#Str - 1 - - 1 - 1

#Ima 1 1 1 - - 1 1
#doub 1 2 - - - - 2

#date 1 1 - - 1 1 1

... ... ... ... ... ... ... ...
ORA: Oracle; SYB: Sybase; INF: Informix; Ima: Image; bool: boolean; doub: double.

6 Related Works

Recovering components for reuse has been approached in several recent publications.
Some of them cope with this question by creating standard libraries for reuse. Michail
[1] shows how to discover standard libraries in existing applications using Data
Mining techniques. He applies „generalized association rules“ based in inheritance
hierarchies to discover potential reusable components. By browsing generalized
association rules, a developer can discover patterns in library usage in which take into
account inheritance relationships.

Küng [10], for example, applies the associative memory model Neunet in data
mining, where the basic idea is to develop simple neural units and connections
between the nodes. This is made by applying one binary representation to hold a
connection between two units or not. The network shows a behavior similar to our
approach. Another version – Fuzzy Neunet [11] - processes the signals which are
normally between  –1 and +1 [10].

Cohen [3] considers the recovery problem as an instance of a learning approach,
focussing the behavior. Recently, library reengineering has been assessed, analyzing
their use in many existing applications [6]. Constructing lattices do this provides
insights into the usage of the class hierarchy in a specific context. Such a lattice can
be used to reengineer the library class hierarchy to better reflect standard usage [1]
[6].
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7 Conclusions

An important advantage of our proposal is that, by adopting the HM, it is possible to
simplify and to locate and recover faster components to be reuse. Also, tool supports
the network maintenance, since the model allows one to  perform an online update on
the network as new components are inserted in to the repository. Moreover, the tool
can be reconfigured to include new descriptors in the HM, requiring the HM to be
rebuilt.
    To generate and maintain a neural network in a highly dynamic environment
requires many tasks, like monitoring the environment; keeping the neural network
updated when including, modifying, or excluding components; and presenting the
search results. To perform these laborious tasks a multi-agent system has been
implemented.
    The increasing complexity in the modern computational environment has required
more refined tools and resources that simplify and increase the efficiency of the
development process. This is true even when considering the traditional CASE tools
[9]. The application of Artificial Intelligence techniques can contribute significantly
to provide many of these resources, as we have shown in this paper.
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Abstract. In this paper, we apply possibilistic reasoning to information
retrieval for documents endowed with similarity relations. On the one
hand, it is used together with Boolean models for accommodating possi-
bilistic uncertainty. The logical uncertainty principle is then interpreted
in the possibilistic framework. On the other hand, possibilistic reasoning
is integrated into description logic and applied to some information
retrieval problems, such as query relaxation, query restriction, and
exemplar-based retrieval.

Keywords: Possibilistic logic, Boolean models, Description logic,
Similarity-based reasoning.

1 Introduction

In the last two decades, we have witnessed the significant progress in the infor-
mation retrieval(IR) research. To meet the challenge of information explosion,
many novel models and methods have been proposed. Among them, the logical
approach is aimed at laying down a rigorous formal foundation for the IR meth-
ods and leads to a deeper understanding of the nature of the IR process. Since
the pioneering work of Van Rijsbergen[20], several logical approaches to IR have
been proposed. These approaches usually rely on some philosophical logics or
knowledge representation formalisms, such as modal logic[14], relevance logic[13],
many-valued logic[16], description logic[12,13], and default logic[5]. This list is
by no means exhaustive and further references and surveys can be found in [8,
9].

In the logical approaches, it is common to give the documents and queries
some logical representation and the retrieval work is reduced to establishing some
implication between documents and queries. However, it is also well-known that
classical logical implication is not adequate for the purpose after Van Rijsbergen
introduced the logical uncertainty principle (LUP). To cope with the problem,
many logical models for IR are thus extended with some uncertainty manage-
ment formalisms, such as probability[19], fuzzy logic[15], or Dempster-Shafer

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 52–61, 2001.
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theory[6,7]. Though these extensions cover almost all the mainstream theories of
uncertainty reasoning, the management of possibilistic uncertainty has received
less attention. Possibilistic uncertainty is due to the fuzziness of information. In
particular, in [17], it is shown that possibilistic uncertainty arises naturally from
the degrees of similarity. Since the matching between documents and queries has
been recognized as a kind of similarity in traditional models of IR (such as the
vector models), the logical models should also have the capability of dealing with
possibilistic uncertainty.

Possibility theory[21] is the main theory for the management of possibilistic
uncertainty. Some logical systems based on possibility theory have been devel-
oped and extensively studied in artificial intelligence literature[3,10]. In these
logics, two measures are attached to the logical formulas for denoting their pos-
sibility and necessity. These measures are shown to be closely related to modal
logic operators, so their evaluations rely on a set of possible worlds and a sim-
ilarity relation between them. In IR terms, this means that the uncertainty of
a Boolean query matching with a document will depend on the similarity be-
tween documents. In fact, the inferential IR approach based on fuzzy modal
logic in [15] can be seen as an application of the possibility measures. However,
the full utilization of possibilistic reasoning power remains to be explored. Also,
though it is well-known that possibility theory can be seen as a special case of
Dempster-Shafer theory, the former can provide some simplicity over the latter
in the representation of similarity relation.

In this paper, it would be shown that possibilistic reasoning can enhance
the uncertainty management capability of similarity-based IR models. On the
one hand, possibility theory will be used in combination with Boolean models
to accommodate possibilistic uncertainty. Then it is shown that LUP can be
interpreted in the possibilistic framework. On the other hand, due to the modal
flavor of possibility and necessity measures, it is easy to integrate possibilistic
reasoning into description logic, so we will propose a possibilistic description
logic model for IR. This logic will be a possibilistic extension of ALC[18].

In the rest of the paper, we will first review some notions of possibility theory
and description logic. Then we present the possibilistic extensions of Boolean and
description logic IR models in two respective sections. Finally, we conclude the
paper with some remarks.

2 Preliminaries

2.1 Possibility Theory and Possibilistic Logic

Possibility theory is developed by Zadeh from fuzzy set theory[21]. Given a
universe U , a possibility distribution on U is a function π : U → [0, 1]. In
general, the normalized condition is required, i.e., supu∈U π(u) = 1 must hold.
Thus, π is a characteristic function of a fuzzy subset of U . Two measures on U
can be derived from π. They are called possibility and necessity measures and
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denoted by Π and N respectively. Formally, Π,N : 2U → [0, 1] are defined as

Π(X) = sup
u∈X

π(u),

N(X) = 1− Π(X),

where X is the complement of X with respect to U .
In the IR application, the possibility distributions are in general induced from

a similarity relation. Given a universe U , a similarity relation R : U ×U → [0, 1]
is a fuzzy relation on U satisfying that for all u, v ∈ U ,

(i) reflexivity(also called separation in [4]): R(u, v) = 1 iff u = v, and
(ii) symmetry: R(u, v) = R(v, u).

A binary operation⊗ : [0, 1]2 → [0, 1] is a t-norm if it is associative, commutative,
and increasing in both places, and satisfying 1 ⊗ a = a and 0 ⊗ a = 0 for all
a ∈ [0, 1]. Some well-known t-norms include Gödel t-norm a ⊗ b = min(a, b),
product t-norm a⊗ b = a · b, and ELukasiewicz t-norm a⊗ b = max(0, a+ b− 1).
A similarity relation is called a ⊗-similarity if it in addition satisfies the ⊗-
transitivity:

R(u, v)⊗ R(v, w) ≤ R(u,w)

for all u, v, w ∈ U . For each u ∈ U , the fuzzy relation R can induce a possibility
distribution πu such that πu(v) = R(u, v) for all v ∈ U . The necessity and
possibility measures corresponding to πu are denoted by Nu and Πu respectively.

2.2 Description Logics

In this subsection, we introduce a description logic, called ALC[18]. The alpha-
bets of ALC consists of three disjoint sets, the elements of which are called
concept names, role names, and individual names respectively. The roles terms
of ALC are just role names and denoted by R (sometimes with subscripts) and
the concept terms are formed according to the following rules.

C ::= A | � | ⊥ | C � D | C � D | ¬C | ∀R : C | ∃R : C

where A is metavariable for concept names, R for role terms and C and D
for concept terms. The wffs of ALC consists of terminological and assertional
formulas. Their formation rules are as follows.

1. If C and D are concept terms, then C = D is a terminological formula.
2. If C is a concept term, R is a role term, and a, b are individual names, then

R(a, b) and C(a) are assertional formulas.

The terminological formula C � ¬D = ⊥ is abbreviated as C � D.
The Tarskian semantics for ALC are given by assigning sets to concept names

and binary relations to roles names. Formally, an interpretation for ALC is a pair
I = (U, [| · |]), where U is a set of universe and [| · |] is an interpretation function
which assigns each concept name a subset of U , each role name a subset of U×U ,
and each individual name an element of U . The domain of [| · |] can be extended
to all concept terms by induction
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1. [|�|] = U and [|⊥|] = ∅.
2. [|¬C|] = U\[|C|], [|C � D|] = [|C|] ∩ [|D|], and [|C � D|] = [|C|] ∪ [|D|].
3. [|∀R : C|] = {x | ∀y((x, y) ∈ [|R|]⇒ y ∈ [|C|])}
4. [|∃R : C|] = {x | ∃y((x, y) ∈ [|R|] ∧ y ∈ [|C|])}
An interpretation I = 〈U, [| · |]〉 satisfies a wff

C = D ⇔ [|C|] = [|D|],
R(a, b)⇔ ([|a|], [|b|]) ∈ [|R|],

C(a)⇔ [|a|] ∈ [|C|].
If I satisfies a wff ϕ, it will be written as I |= ϕ. A set of wffs Σ is said to be
satisfied by I, written as I |= Σ, if I satisfies each wff of Σ and Σ is satisfiable
if it is satisfied by some I. A wff ϕ is an ALC-consequence of Σ, denoted by
Σ |=ALC ϕ or simply Σ |= ϕ, iff for all interpretations I, I |= Σ implies I |= ϕ,
and ϕ is ALC-valid if it is the ALC-consequence of ∅.

3 Possibilistic Reasoning in Boolean Models

An IR model in general consists of three components (D,Q,F ), where D is a
collection of documents, Q is the query language(i.e. the set of possible queries),
and F : D × Q → O is a retrieval ranking function with values in a total or-
dered set O. What makes differences between the models is the representation
of documents and queries and the definition of retrieval ranking function. The
models considered in this section will have a logical representation for the docu-
ments and queries and the retrieval ranking function will be determined by the
possibilistic reasoning mechanism.

3.1 Boolean Models with Complete Information

In Boolean models, we have a propositional query language. The set of index
terms A is taken as the set of propositional symbols and the wffs of the query
language Q are formed from the index terms by Boolean connectives ¬,∧, and ∨.
An interpretation is just a two-valued truth assignment d : A → {0, 1} and the
assignment can be extended to the whole set Q as usual. Let Ω be the set of all
interpretations. In the Boolean models with complete information, a document
is just an interpretation, so D is a subset of Ω. In this model, a document d
is matched with a query ϕ if d(ϕ) = 1, so the retrieval ranking function is
completely determined by the satisfaction relation between interpretations and
wffs. This retrieval ranking function is two-valued, so it in fact returns an yes/no
answer instead of a ranked list.

What possibilistic logic can help is to improve the ranking capability of the
above retrieval ranking function. To use possibilistic reasoning, we assume that
there exists a similarity relation on the set D. The similarity relation can be im-
posed extraneously or generated automatically. One approach to the automatic
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generation of similarity relation is by using the Dalal’s distance[2,11]. Let A be
a finite set and d1 and d2 be two documents, then the Dalal’s distance between
d1 and d2 is the proportion of A in which d1 and d2 do not agree, i.e.

δ(d1, d2) =
|{p ∈ A : d1(p)  = d2(p)}|

|A|
Thus, a similarity relation R on D can be defined by

R(d1, d2) = 1− δ(d1, d2) =
|{p ∈ A : d1(p) = d2(p)}|

|A|
Note that the similarity so defined is a ELukasiewicz t-norm similarity.

As mentioned above, given a similarity relation R on D, we can induce a
possibility distribution πd for each d ∈ D. The possibility distribution induces
necessity and possibility measures on the set of interpretations. Since each query
can be identified with its corresponding models, the necessity and possibility
measures can be naturally extended to the set of queries. Thus we can further
define a ordering !ϕ between documents according to the query ϕ:

d1 !ϕ d2 ⇔ Πd1(ϕ) > Πd2(ϕ)
or Πd1(ϕ) = Πd2(ϕ) and Nd1(ϕ) > Nd2(ϕ)

In other words, the ranking function is defined as F : D × Q → [0, 1]2, where
[0, 1]2 is ordered by the lexicographical ordering >lex and for d ∈ D and ϕ ∈ Q,
F (d, ϕ) = (Πd(ϕ), Nd(ϕ)). Then d1 !ϕ d2 iff F (d1, ϕ) >lex F (d2, ϕ).

Because of the reflexivity of similarity relation, each possibility distribution
πd is normalized, so according to possibilistic logic, we have

Nd(ϕ) > 0⇒ Πd(ϕ) = 1.

Thus the ordering d1 !ϕ d2 can be divided into two cases:

1. 1 > Πd1(ϕ) > Πd2(ϕ): thus Nd1(ϕ) = Nd2(ϕ) = 0, this means that neither
d1 nor d2 satisfies ϕ, then they are ordered according to their nearness to
ϕ since Πd(ϕ) corresponds to the minimal distance (or maximal similarity)
from d to the documents satisfying ϕ. This can be seen as an interpretation
of LUP in the possibilistic framework and in fact the same principle has
been used in [11] in the case of Dalal’s distance. However, we can further
distinguish the documents satisfying ϕ by their distances to ¬ϕ, that is

2. Nd1(ϕ) > Nd2(ϕ) > 0: thus Πd1(ϕ) = Πd2(ϕ) = 1, this means that both
d1 and d2 have zero distance to ϕ since they satisfy ϕ by the reflexivity of
similarity relation. However, Nd(ϕ) = 1 − Πd(¬ϕ) measures their distance
to ¬ϕ. The larger the Nd(ϕ), the further d is from ¬ϕ. From the viewpoint
of information need, this means that the documents close to both ϕ and ¬ϕ
may be ambiguous and should be considered less matching the need. The
use of necessity measure will improve the precision but reduce the recall, so
it is particularly useful in meeting the challenge of information explosion.
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In summary, a Boolean model with complete information is a tuple

(Abc, Qbc, Ωbc, Dbc, Rbc, Fbc)

where Abc is the set of index terms, Qbc the propositional language formed from
Abc, Ωbc = 2Abc the set of interpretations for Qbc, Dbc ⊆ Ωbc a set of documents,
Rbc a similarity relation on Ωbc, and Fbc the ranking function defined above. Note
that the domain of Rbc is extended to the whole Ωbc for handling queries not
satisfied by any documents. For a query ϕ satisfiable in classical logic, if there are
not any documents meeting its requirement, then Πd(ϕ) = Nd(ϕ) = 0 when Rbc

is a similarity relation on Dbc. However, by extending the domain of Rbc, we can
order the documents in Dbc according to their distances to the interpretations
satisfying ϕ but not in Dbc. Since Qbc and Ωbc are completely determined by
Abc, the model can sometimes be abbreviated as (Abc, Dbc, Rbc, Fbc).

3.2 Boolean Models with Incomplete Information

In Boolean model with incomplete information, only partial description instead
of complete information is given for each document, so the model is a tuple
(Abi, Qbi, Ωbi, Dbi, Rbi, Fbi), where Abi, Qbi, Ωbi, and Rbi are as above, however
Dbi is now a subset of Qbi since each document is described by a sentence in the
propositional language. As for the ranking function Fbi, we have several choices
at our disposal.

1. Consider each possible interpretation ω of the document description. Let
ψd ∈ Qbi be a description for document d and ϕ a query, then Fbi : Dbi ×
Qbi → [0, 1]2 can be defined in two ways.
a) Optimistic way:

F ∃
bi(d, ϕ) = max

>lex

{Fbc(ω, ϕ) : ω(ψd) = 1}

b) Pessimistic way:

F ∀
bi(d, ϕ) = min

>lex

{Fbc(ω, ϕ) : ω(ψd) = 1}

2. According to the LUP, “a measure of the uncertainty of ψd → ϕ relative
to a data set is determined by the minimal extent to which we have to add
information to the data set, to establish the truth of ψd → ϕ”, however,
what remain unspecified in the principle are the information measure and
the implication →. In the possibilistic framework, the information measure
is given by the pair of possibility and necessity measures induced from the
similarity relation. Let us first consider the material implication ψd ⊃ ϕ =def

¬ψd ∨ ϕ. Let $ denote ∀ or ∃, then we have also two definitions of ranking
function based on optimistic or pessimistic way of looking at the document.

F�⊃
bi (d, ϕ) = F�

bi (d, ψd ⊃ ϕ)
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3. In [10], it is shown that the possibility theory can provide a natural semantics
for conditional implication based on the Ramsey test. Essentially, given an
interpretation ω, we can define an ordering >ω on the set Ωbi in the way
that u >ω v iff πω(u) > πω(v). An ω-maximal model of a wff ϕ is an
interpretation u satisfying ϕ and for all v satisfying ϕ, v  >ω u. Thus we
can define ω(ψd → ϕ) = 1 iff all ω-maximal models of ψd satisfy ϕ. In
this way, each interpretation in Ωbi can also assign truth values to the wffs
of conditional logic, so the possibility and necessity measures can also be
extended to the conditional wffs. This results in our definition of a new form
of ranking function:

F�→
bi (d, ϕ) = F�

bi (d, ψd → ϕ).

4 Possibilistic Description Logic

In the IR applications of DL’s, it is shown that the instance checking problem
is especially relevant[12,13,19]. In those applications, a set of DL wffs is called a
document base and the IR problem is to determine whether an individual i is an
instance of a concept term C. Here a document base contains all descriptions of
documents and thesaurus knowledge and an individual represents a document,
whereas a concept term is just a query, so the problem just amounts to checking
whether a document meets the information need expressed by the query. What
makes DL-based approach advantageous is its capability to represent background
knowledge (in particular, thesaurus knowledge) in the document base. However,
classical DL’s also lack the necessary uncertainty management mechanisms, so
a probabilistic extension of DL’s has been provided in [19].

Though probabilistic DL is definitely a must in dealing with the uncertainty
problem of DL-based IR, it does not utilize the similarity between individuals.
Obviously, the uncertainty due to randomness and that due to fuzziness are two
orthogonal forms of properties and need separate formalisms for handling them.
In the last section, we have seen that possibilistic reasoning is an appropriate tool
for handling similarity-based reasoning in classical IR. In this section, we will
try to propose a possibilistic extension of ALC and show that it is appropriate
for DL-based IR. The logic is called PALC.

To represent the individuals and concepts uniformly, we will use the basic
hybrid language proposed in [1]. Let A, i, R be metavariables respectively for
concept names, individual names, and role names and C and D be for concept
terms, then the formation rules of concept terms are as follows:

C ::= � | ⊥ | A | i | ¬C | C � D | C � D | ∀R : C
| ∃R : C | [α]C | [α]+C | 〈α〉C | 〈α〉+C

where α ∈ [0, 1]. Note that an individual name is also a concept term. The in-
tended meaning is to treat it as a singleton set. Thus we will not need assertional
formulas any more. The wffs of PALC are just terminological ones of the form
C = D for concept terms C,D. The definition of C � D is as in ALC. For
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convenience, we will write i : C or C(i) for i � C and (i, j) : R or R(i, j) for
i � ∃R : j. The new modalities [α], [α]+, 〈α〉, and 〈α〉+ are for quantifying the
necessity and possibility measures induced from a similarity relation. For exam-
ple, an individual is in 〈α〉C iff it is similar to some element of C at least to the
degree α. These modalities are also called numeral modalities.

For the formal semantics, a PALL interpretation is a triple I = (U, [| · |], E),
where E is a similarity relation on U and (U, [| · |]) is an ALC interpretation
except [| · |] now assigns to each individual name a singleton subset instead of an
element of U . Let Eα = {(u, v) : E(u, v) ≥ α} and E+

α = {(u, v) : E(u, v) > α}
denote the α-cut and strict α-cut of E respectively, then the following rules are
added to the interpretation of concept terms:

5. [|[α]C|] = {x | ∀y((x, y) ∈ Eα ⇒ y ∈ [|C|])}
6. [|[α]+C|] = {x | ∀y((x, y) ∈ E+

α ⇒ y ∈ [|C|])}
7. [|〈α〉C|] = {x | ∃y((x, y) ∈ Eα ∧ y ∈ [|C|])}
8. [|〈α〉+C|] = {x | ∃y((x, y) ∈ E+

α ∧ y ∈ [|C|])}
The definitions of satisfaction, validity, etc. are all the same as those for ALC,
so the IR problem under the PALC framework is still the instance checking
problem.

For the application of PALC to IR problems. Let us consider some examples.

Example 1 (Query relaxation) Let Σ be a document base in PALC and C
be a concept term in which the numeral modalities do not occur, then for the
query C, our problem is to find document i such that Σ |= C(i). However,
sometimes, if C is too restrictive, then it may not provide enough recall to meet
the user’s need. In this case, we may try to relax the query by using the concept
term 〈α〉C for some α < 1.

For example, in using an on-line hotel reservation system, the user may input
a query C as follows:

near−train−station � ¬expensive � pet−
allowed � ∃has−room−type.(single � non−
smoking)

and the system consequently find a hotel satisfying the requirement. However,
unfortunately, upon checking the availability during the specified period the user
wants, no rooms are available. In this case, the user may relax the query to 〈0.8〉C
for finding a hotel nearly satisfying his requirement.

Example 2 (Query restriction) On the other hand, sometimes the query
term is too loose so that there are too much recall. In this case, we may further
require that [α]C must be satisfied for some α > 0. Note that [α]C requires the
documents must not have similarity to elements in ¬C with degree exceeding α.
Thus, the desired documents must be not only in C but also far enough from
¬C.
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Example 3 (Exemplar-based retrieval) In some cases, in particular, for the
retrieval of multimedia information, we may be given an exemplar or standard
document and try to find documents very similar to the exemplar but satis-
fying some additional properties. In this case, we can write the query term as
〈α〉i � C, where i is the name for the exemplar and C denotes the additional
properties. According to the semantics, j : 〈α〉i will be satisfied by an interpre-
tation I = (U, [| · |], E) iff E(aj , ai) ≥ α where ai and aj be the elements of [|j|]
and [|i|] respectively. Thus, a document j will meet the query if it can satisfy the
properties denoted by C and is similar to the exemplar to some degree α.

The last example also suggests that we may have to specify the aspect on
which the similarity is derived. For example, we may require the documents
which are similar to the exemplar on the style or on the color. To model the
situation, we should have more than one similarity relations and corresponding
numeral modalities. However, this can be achieved by a straightforward gener-
alization of PALL. For example, let T denote a set of aspects, we can add to
our language different modalities [α]t, etc. for all t ∈ T .

5 Concluding Remarks

We have presented some applications of possibilistic reasoning to IR problems.
On the one hand, it can be used in combination with Boolean IR models to
improve the precision and provide a finer ranking of the retrieval results. On
the other hand, it can be easily integrated into the DL-based approach to help
some IR tasks, such as query relaxation, query restriction and exemplar-based
retrieval, etc. The scope of the applications is that the document collection must
be endowed with some similarity relations. However, in most cases, the similar-
ity relation can be automatically generated from the document representation,
though it can also be given extraneously by some experts. The automatic gen-
eration of similarity relation may be time-consuming in the large collection of
documents. It need O(n2) time if the computation of similarity degree between
any two documents needs constant time. Fortunately, the generation process can
be executed in advance when the collection is constructed, so it can be completed
in a preprocessing phase.
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Abstract.  This paper presents a new approach for the automatic assignment of
document event-time periods. This approach consists of extracting temporal
information from document texts, and translating it into temporal expressions of
a formal time model. From these expressions, we are able to approximately
calculate the event-time periods of documents. The obtained event-time periods
can be useful for both retrieving documents and finding relationships between
them, and their inclusion in Information Retrieval Systems can produce
significant improvements in their retrieval effectiveness.

1   Introduction

Many documents tell us about events and topics that are associated to well-known
time periods. For example, newspaper articles, medical reports and legal texts, are
documents that contain many temporal references for both placing the occurrences
and relating them with other events. Clearly, using this temporal information can be
helpful in retrieving documents as well as in discovering new relationships between
document contents (e.g. [1] [2] and [3]).

Current Information Retrieval Systems can only deal with the publication date of
documents, which can be used in queries as a further search field. As an alternative
approach, in a new object-oriented document model, named TOODOR [4], is presented.
In this model two time dimensions are considered: the publication date, and the event-
time period of documents. Furthermore, by means of its query language, called TDRL
[5], it is possible to retrieve documents by specifying conditions on their contents,
structure and time attributes.

However, TOODOR assumes that the event-time period of a document is manually
assigned by specialists, which is an important limitation. By one hand, this task is
subjective as it depends on the reader’s particular interpretation of the document texts.
On the other hand, in applications where the flow of documents is too high, the
manual assignment of event-time periods is impracticable. Consequently, it is

                                                          
* This work has been funded by the Bancaixa project with contract number PI.1B2000-14 and the CICYT

project with contract number TIC2000-1568-C03-02.



Extracting Temporal References to Assign Document Event-Time Periods         63

necessary to define an automatic method for extracting event-time periods from
document contents.

In this paper we present an approach to extracting temporal information from
document contents, and its application to automatically assigning event-time periods
to documents. Moreover, with this work we demonstrate the importance of these
attributes in the retrieval of documents.

The paper is organized as follows. Section 2 describes the semantic models on
which the extraction system relies. Section 3 presents our approach to extracting
temporal references from texts. Section 4 describes how event-time periods can be
calculated with the extracted dates. Finally, Section 5 presents some conclusions.

2   Semantic Models

This section describes the semantic models on which the proposed information
extraction method relies, these are: a representation model for documents, and a time
model for representing the temporal information extracted from texts.

2.1   Documents and Their Time Dimensions

This work adopts the document model of TOODOR [4]. Under this model, complex
documents are represented by means of object aggregation hierarchies. The main
novelty of this model is that document objects have associated two time attributes,
namely: the publication time and the event time. The former indicates when the
document has been published, whereas the latter expresses the temporal coverage of
the topics of the document.

The publication time plays an important role in the extraction of temporal
expressions, because several temporal sentences, such as "today" and "tomorrow",
take it as point of reference.

The event-time period of a document must express the temporal coverage of the
relevant events and topics reported by its contents. Since the relevance of a topic
depends on the interpretation of the document contents, event-time periods are
inherently indeterminate. As a general rule, we assume that the location of these
periods will coincide approximately with the temporal references appearing in the
document, where a temporal reference is either a date or a period mentioned in the
document texts. In this way, event-time periods could be either extracted
automatically from the texts, or manually assigned by users.

2.2   Time Model

Temporal sentences in natural language usually involves the use of the calendar
granularities. In concrete, we can express time instants, intervals, and spans at several
granularity levels. In this section we provide a time model that takes into
consideration the time entities appearing in temporal sentences.
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2.2.1   Granularities
The proposed time model relies on the granularity system of Figure 1. From now on,
we will denote each granularity of this system by a letter: day (d), week (w), month
(m), quarter (q), semester (s), year (y), decade (x) and century (c). As shown in Figure
1, these granularities can be arranged according to the finer-than relationship, which
is denoted with � [6]. Note that unlike other time models of the literature, in written
text it is usual to relate granularities that do not satisfy this relationship (e.g. "the first
week of the year").  In Figure 1 they are represented with dashed lines.

Fig. 1. Granularity System

In our model, two types of granularity domains are distinguished, namely: relative
and absolute domains. A relative domain for a granularity g is defined in terms of
another coarser granularity g’ (g� g’), which is denoted with dom(g, g’). For instance,
the domain of days relative to weeks is defined as dom(d, w)={1,…,7}. Relative
domains are always represented as finite subsets of the natural numbers. Thus, we will
denote with first(g, g’) and last(g, g’), the first and last elements of the domain dom(g,
g’) respectively.

An absolute domain for a granularity g, denoted with dom(g), is always mapped
onto integer numbers (e.g. centuries and years). Time models from the literature
associate absolute domains to granularities (called ticks), defining over them the
necessary mapping functions to express the finer-than relationship [6].

2.2.2   Time Entities
In this section, we define the time entities of our time model in terms of the
granularity system described above.

A time point is expressed as the following alternate sequence of granularities and
natural numbers T = g1 n1 g2 n2 ... gk nk. In this expression, if gi is a relative granularity
then ni must belong to the domain dom(gi, gi−1) with 1 < i ≤ k, otherwise ni∈dom(gi).
Consequently, the sequence of granularities must be ordered by the finer-than
relationship, i.e. gi+1 � gi with 1 ≤ i ≤ k. From now on, the finest granularity of a time
point T is denoted with gran(T).
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A time interval is an anchored span of time that can be expressed with two time
points having the same sequence of granularities:

I = [T1, T2], where T1 = g1 n1 ... gk nk , T2 = g1 n’1... gk n’k y ni ≤ n’i for all 1≤ i ≤ k

We will use the functions start(I) and end(I) to denote the starting and end points of
the interval I respectively. Besides, the finest granularity of I, denoted with gran(I), is
defined as the finest granularity of its time points.

Finally, a span of time is defined as an unanchored and directed interval of time.
This is expressed as S = ± n1 g1... nk gk , where the sign (±) indicates the direction of
the span (+ towards the future, - towards the past), ni (1 ≤ i ≤ k) are natural numbers,
and the granularities gi with 1 ≤ i < k are ordered (i.e. gi+1 � gi).

2.2.3   Operators
This section describes the main operators that are used during the resolution of
temporal sentences from the text. Firstly, we define the refinement of the a point
T = n1 g1... nk gk to a finer granularity g as follows:

refine(T, g) = [T1, T2]
where T1 = g1 n1... gk nk g first(g, gk), and T2 = g1 n1... gk nk g last(g, gk)

Note that this operation can only be applied to granularities with relative domains.
Similarly, we define the refinement of a time interval I to a finer granularity g (g �
gran(I)) as follows:

refine(I, g) = [start(refine(start(i), g)), end(refine(end(i), g))]

The abstraction is the inverse operation to the refinement. Applying it, any time entity
can be abstracted to a coarser granularity. We will denote this operation with the
function abstract(T, g), where g is a granularity that must be contained in T. This
operation is performed by truncating the sequence of granularities up to the
granularity g. For example, abstract(y2000m3d1, y) = y2000.

Finally, the shift of a time point T = g1 n1 ... gk nk by a time span S = n g is defined
as follows:

shift(T, S) = g1 n’1. … gi n’i. gi+1 ni+1 … gk nk

where gi = g , and n’1… n’i are the new quantities associated to the granularities
resulting from n + ni and propagating its overflow to the coarser granularities. These
are some examples:

shift(y1999m3, +10m) = y2000m1
shift(y2001, -2y) = y1999
shift(y1998m2w2, -3w) = y1998m1w4
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3   Temporal Information Extraction

To calculate the event-time period of a document we apply a sequence of two
modules. The first module, named date extraction module, first searches for temporal
expressions in the document text, then extracts dates, and finally inserts XML tags
with the extracted dates. Figure 2 shows an example of a tagged document. In our
approach we use the tag ����� defined in [7], to which we have added the attribute
���	� to store the extracted dates. Figure 3 presents the different stages of the date
extraction module.


����

����������������������� !"�
#�����������������
����$����%����%��&��������&�'���'�'��������'�%�(��������%�)��'�����������������'�����*%'���'�
*%��+���%�,�������%�����
�������-.�/01���0����	�/2����� !32���%45����'����+��
#������6

#����

Fig. 2. Example of XML tagged document.

Regarding to the second module, named event-time extraction module, it processes all
the TIMEX tags of the document to approximately obtain its event-time period. This
section is focused on describing how the first module works, whereas Section 4
describes the second module.

Fig. 3. Stages of the Date Extraction Process.

In the date extraction module, the main problem to solve is similar to that of any
natural language processing system, that is the ambiguity. This appears in several
contexts:

• Syntactic ambiguity. We need to know which words belong to the same temporal
expression. After testing several syntactic analysers, we have concluded that they
are not able to identify whole phrase like "In May of this year’’.

• Word sense disambiguation. We need to fix indefinite phrases like "in the last
years", vague adverbial words like "now", "recently", and references to events like
"since the beginning of these negotiations".

• Semantic ambiguity. We need to distinguish between temporal expressions that
identify either spans, intervals or dates.

The approach we propose in this work consists of applying a shallow semantic-
syntactic parser to extract temporal information. Similarly to Information Extraction
systems [8], we begin with a lexical analysis that looks-up words related to temporal
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expressions into a dictionary (time granularities, day of weeks, months, holidays,
etc.), and name recognition of standard date expressions. This is followed by a partial
syntactic analysis of the sentences that contain these words, in order to search for
more words that probably belong to the same temporal expression. Afterwards, the
selected words are coded with their semantic meaning in terms of the formal time
model. Finally, these codes are properly combined to obtain dates, intervals and time
spans. Next section illustrates the grammatical elements necessary for all this process,
and the following stages are described afterwards.

3.1   Grammatical Elements

By analysing the range of temporal expressions in natural language, we have
classified the words belonging to these expressions in three categories that give us the
semantic information necessary to assign the corresponding date. These are:

• Granularities, which are words that identify calendar granularities (e.g. "day",
"month", "years", "semester", etc.)

• Time head nouns, which are words closely related with the calendar granularities.
Specifically, these words represent the proper granularities and its synonyms (e.g.
"journey"), the granularities values (e.g. "July", "Monday") as well as relevant
dates and periods like "Hallowing night", "Christmas", "autumn", etc.

• Quantifiers, which are the cardinal, ordinal and indefinite adjectives, as well as the
roman numbers (e.g. "first", "second", "two", etc.)

• Modifiers, which are words that grammatically can take part in a temporal
expression. In this group we can find words for expressing intervals or periods like
"during" and "between", words for indicating the temporal direction of spans like
"past" and "next", and words for specifying a position within a time interval like
"beginning" and "end".

All these elements are always translated into codes representing their temporal
meaning in the formal time model of Section 2.2. We use the notation e ⇒ c to denote
the translation of a temporal expression e into its corresponding representation c in the
formal model. This translation is performed as follows:

• Time head nouns are always encoded as time entities. For example, since Monday
is the first day of the week, we encoded it as "Monday" ⇒ "'�". Other head nouns
can be encoded as time intervals, for instance "autumn" ⇒ "7��'!�8���!'! 9".

• Quantifiers are all encoded as natural numbers. Additionally, ordinal and cardinal
numbers must be distinguished in order to identify the time entity they are referring
to. For instance, "first day" is encoded as "'�" (time point), whereas "two days" is
encoded as "!'" (span). The order of a quantifier with respect to a granularity
changes its meaning. For instance we must distinguish between "day two" ⇒ "'!"
(time point) and "two days" ⇒ "!'" (span).

• Modifiers are used to express the direction of time spans, namely: towards the past
’−’, towards the future ’+’, and at present time ’0’. For instance, "last Monday" is
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encoded as "−'�", and "next three days" as "+:'". Besides, modifiers can also
refer to both other time entities, denoted with the prefix %, and events, denoted with
the prefix ;. For example, consider the following translations "that day" ⇒ "%'" and
"two days before the agreement" ⇒ ";−!' the agreement".

3.2   Date Extraction Module

The basic structural unit in our document model is the paragraph. However in the
extraction date module, as in most Information Extraction systems, it is necessary to
split them into smaller units to extract complex temporal expressions. For this
purpose, we make use of the usual separators of sentences (e.g. '!', '¡',. '?', '-', ':', etc.)
Since some of these symbols are also used for other purposes such as numeric
expressions, we need to define and apply a set of patterns to correctly split sentences.

3.2.1   Extraction of Dates
During this stage, regular expressions are applied in order to extract basic temporal
expressions for dates. These are common date formats (e.g. <'=!8>?<#<'=�8!?<#<'=�8!?) and
relative temporal expressions referred to the publication date (e.g. "today", "this
morning", "weekend", etc.). These regular expressions have been obtained by
analysing the most frequent temporal sentences.

3.2.2   Identifying Simple Temporal Expressions
In this stage all the sentences having temporal head nouns are analysed to extract
simple time entities. Sometimes these head nouns appear in usual temporal
expressions like "every Monday", "each weekend", "each morning", which do not
denote any time entity of our model. To avoid misunderstandings on interpreting such
expressions and improve the efficiency of the extraction process, a list of patterns for
rejecting them has been defined. Once checked that a temporal expression does not
match any of these patterns, the algorithm proceeds to search for modifiers and
quantifiers in the head's adjacent words. As a result, the identified head and its
modifiers/quantifiers are translated into a single time entity.

3.2.3   Grouping Simple Time Expressions
Once the simple time entities from a sentence are extracted, we have to analyse them
in order to detect if they are the components of a more complex time entity. Thus, this
phase we must determine whether they constitute a single date (e.g. "May last year"
⇒ "@��"−�@"), a time interval (e.g. "from May to July" ⇒ "from �" to �3" ⇒ "7�"8
�39"), a list of dates (e.g. "On Wednesday and Friday" ⇒ "on '> and ' " ⇒ "='>8
' ?"), or two different expressions (e.g. "I won yesterday and you today").

Starting from a set of temporal expressions, we have defined a list of regular
expressions for grouping simple time entities. For instance, the pattern 'A%��� <�����@� ��
<�����@' is used to identify a time interval. In this way, when a sentence contains several
encoded time entities, the algorithm tries to apply these patterns to identify complex
time entities.
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3.2.4   Resolution of Temporal References
Most of the identified time entities can be finally translated into concrete dates, which
will be used by the event-time generator. More specifically, only those time entities
that contain the granularities either of year or century  are translated into dates. In this
process we take into account the relationships and operations specified between time
entities as well as the time references of the document. To perform these tasks, the
system makes use of regular expressions as follows:

• If the sentence matches the pattern ’<+%�����%��@7���9B’, the date (or interval date) is
extracted by applying the refine operation on the temporal expression.
Example: "@����" ⇒ %�A���C@����8�'D = 7@������'�8�@������!':�9

• If the sentence matches the pattern ’CBE�DF<+%�����%��@�<1’, the date is extracted by
applying the denoted shift operation to the publication date. If the shift sign is
omitted, the system tries to determine it  by using the tense of the verb within the
same sentence.  Example: "The meeting will be on Monday" ⇒ "The meeting will
be on B�'�"

• If the sentence matches the pattern ’%CBE�D<+%�����%��@<'B’, the date is extracted by
applying the denoted shift operation to the most recent cited date.

• If the sentence matches the pattern ’%CBE�D<'B<+%�����%��@’, we proceed as before.

The rest of cases are not currently analysed to extract concrete dates. However, their
study can be of interest in order to extract further knowledge about events and their
relationships. For instance, temporal expressions containing references to events, for
examples ";B!' the agreement", can be very useful to identify named events and their
occurrences. However, this analysis will be carried out in future works.

4   Generating Event-Time Periods

In this section we describe the module in charge of analysing the extracted dates of
each document, and of constructing the event-time period that covers its relevant
topics. As in Information Retrieval models, we assume that the relevance of each
extracted date is given by its frequency of appearance in the document (i.e. the TF
factor). Thus, the most relevant date is considered as the reference time point of the
whole document. If all dates have a similar relevance, the publication date is taken as
the reference point. This approach differs from others in the literature, where the
publication date is always taken as the reference time point.

The algorithm for constructing the event-time period of a document groups all the
consecutive dates that are located around the reference time point, and whose
relevance is greater than a given threshold.

Currently, both the date extraction module and the event-time generator have been
implemented in the Python language. To perform the dictionary look-ups when
solving temporal references, the date extraction module uses the TACAT system [9],
which is implemented in Perl.
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4.1   Preliminary Results

To evaluate the performance of the date extraction module we have analysed four
newspapers containing 1,634 time expressions. The overall precision (valid extracted
dates / total extracted dates) of the evaluated set was 96.2 percent, while the overall
recall (valid extracted dates / valid dates in the set) was 95.2 percent. Regarding the
execution times, each news is tagged in 0.1 seconds. These results, obtained on a dual
Pentium III-600 MHz, are very satisfactory for our applications.

To study the properties of the generated event-time periods, we have applied the
extraction modules to 4,274 news. Then we have classified them into the following
four classes:
1. Class A: news whose event-time periods contain the publication date and are

smaller than three days.
2. Class B: news whose event-time periods do not contain the publication date and

are smaller than three days.
3. Class C: news whose event-time periods are between four and fourteen days.
4. Class D: news whose event-time periods are greater than fourteen days.

Table 1. Classification of documents according to their event-time period.

Class A Class B Class C Class D
21% 53% 9% 11%

The obtained results are given in Table 1. It is worth pointing out that near 6% of the
articles have no event-time assigned. These cases are due to the lack of dates in the
document contents. Moreover, around 42% of the articles contain dates located at
least 14 days before or after the publication date. These dates are references to other
past or future events, probably described in other newspaper articles. The extraction
of these dates can be very useful to automatically link documents through their time
references.

5 Related Work

The extraction of temporal information from texts is a recent research field within the
Information Retrieval area. In [7] it has been shown that near 25% of the tagged
tokens in documents are time entities, whereas near 31% of the tags corresponds to
person names. The relevance of temporal information is also demonstrated in [2],
where the impact of time attributes on Information Retrieval systems is analyzed.
Extracting temporal information is also important in the topic detection and tracking
tasks. However, the proposed methods in the literature (e.g. [1]) use the publication
date as the event time. The work presented in [2] tries to calculate event-time periods
by grouping similar news located in consecutive publication dates. This approach can
produce errors because an event is published one or more days after its occurrence.

There are other works in the literature dedicated to automatically extract dates from
dialogues [11] and news [12]. The main limitation of these approaches is that only
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absolute temporal expressions [7] are analyzed to extract dates. In [12], some simple
relative expressions can also be analyzed by applying the tense of verbs to
disambiguate them.

6   Conclusions

In this paper a new method for extracting temporal references from texts has been
presented. With this method event-time periods can be calculated for documents,
which can be used in turn for retrieving documents and discovering temporal
relationships. The proposed method is based on the shallow parsing of natural
language sentences containing time entities. These are translated into a formal time
model where calculations can be performed to obtain concrete dates. Future work is
focused on the automatic recognition of events by using the extracted dates and the
chunks of texts where they appear. Another interesting task consists of solving the
temporal expressions that refers to other events.
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Abstract. In this paper we present a set of visual interfaces to query
newspapers databases with conditions on their contents, structure and temporal
properties. Query results are presented in various interfaces designed to
facilitate the reformulation of query conditions and the analysis of the temporal
distribution of news. The group of techniques and tools here described has
shown useful for the temporal analysis of information from documents in a way
that current systems do not support.

1 Introduction

In many professional fields, an important part of the work consists of searching,
organising and analysing documents information. Nowadays, by means of the World
Wide Web and other computer-based systems, professionals have available huge
amounts of searchable digital documents. Analysing information is a research task,
mainly driven by the initial expectations of the researcher, and that must start by
organising properly the original documents. By these reasons, to improve the results
of research activities, current document retrieval systems need to be completed with
new tools for organising information. Furthermore, these tools should apply new
techniques for the visualisation of retrieved information.

In many areas, it is particularly interesting the analysis of how and when the topics
of the documents have taken place. In these cases, researchers look for the
antecedents of current happenings, in order to obtain information about their
relationships with previous events. Similarly, the task of elaborating stories and
chronicles includes the discovery of the time periods that are associated to the
occurrences of past events.

Current information and documents retrieval systems do not provide users with the
proper tools and interfaces for carrying out these tasks. A possible reason for this
resides in that current models of documents representation and retrieval are not
prepared for the processing of query results in a similar way to traditional databases.
In this paper, we present a set of visual interfaces to analyse the temporal distribution
of the information that has been retrieved from a large repository of documents. The
practical usefulness of the proposed interfaces has been proven over a large digital
library of newspapers [1].
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The rest of the paper is organised as follows. Firstly, the underlying documents
database and visual interfaces are briefly described. Sections 4 and 5 explain the
techniques applied to analyse the evolution of topics and to evaluate temporal
patterns. Section 6 explains how to calculate the relevance of retrieved documents,
and section 7 how to implement all these techniques. Conclusions are in section 8.

2 Storage and Retrieval System

The techniques and tools presented in this paper have been developed over a
document storage and retrieval system that contains a large amount of digital
newspapers. This repository has been implemented by means of the Oracle database
management system, with the Context tool for text management, and by following the
approach presented in [5]. The data and query models adopted for this system were
also presented in previous papers, being denoted TOODOR (Temporal Object-
Oriented Document Organisation and Retrieval) [2] and TDRL (Temporal Document
Retrieval Language) [3], respectively.

In the TOODOR data model, each document has assigned a time period denoted
event time, which expresses the temporal coverage of the relevant events and topics
reported by its contents. This temporal attribute is very useful when retrieving
information from the documents stored in the repository. Firstly, it allows retrieving
with better precision the documents relevant to user queries. Secondly, it can be
applied to the evaluation of temporal relationships between document contents, as for
example, cause-effect relationships and topic co-occurrence. Finally, it serves to
analyse the evolution of the topics described in the documents of the repository. To
perform these operations, TDRL provides a complete set of temporal predicates and
operators, and a syntax based on OQL. Logically, to be executed by Oracle, TDRL
sentences must be previously translated into equivalent SQL queries.

3 Interfaces for Information Retrieval

For users not trained to handle database query languages, the specification of
sentences in TDRL can be very difficult, especially when applying its predicates to
define temporal relationships between documents. Something similar happens when
analysing query answers, because for extracting conclusions from query results,
presenting them as tabular raw data combining attributes, text and temporal
information is of little help. Instead of this, it is preferable to specify queries in some
graphical and intuitive interface, easy to use for non-specialised users, and that can be
adapted to many different kinds of query conditions, that is, without loosing the
expressiveness of TDRL. Similarly, the graphical presentation of processed query
results would improve the capacity of analysis of the users, at the same time that
would facilitate the reformulation of queries until satisfactory results were obtained.

Thus, the main objective of this work is to provide a set of interactive user
interfaces to analyse the temporal evolution of the contents of a documents repository
in an intuitive and useful way.
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3.1   Description of the Interfaces

The interface for the definition of query variables is the initial one and it is presented
in Figure 1. It allows for the specification of conditions on the structure and contents
of the documents in the repository, representing each variable a set of documents that
satisfy a group of conditions. In this component, it is also possible to define a
temporal window for each variable, so that the documents are restricted to those
published during those dates.

Fig. 1. Interface for the specification of initial query conditions

After specifying the variables of the query, the interface of Figure 2 can be used for
defining the temporal relationships that will constitute the temporal pattern to analyse.
The set of temporal relationships available is equivalent to the set of temporal
predicates of TDRL, being also possible to specify the temporal granularity at which
they should be evaluated. In this interface, each query variable is represented by an
icon that has associated the number of documents satisfying the corresponding initial
conditions. From the variables of the query, the user will be able to choose one of
them as the objective of the query, that is, the set of documents to retrieve. This and
the rest of parameters of the query can be modified at any moment, so that it is
possible to adjust it depending on the intermediate results, or to analyse these results
from different perspectives. Each time that these parameters are redefined, the number
of documents associated to each variable varies dynamically.

Fig. 2. Interface for the specification of temporal patterns

Finally, in the interface of Figure 3, users can see the list of documents that instantiate
the objective variable ordered by relevance. At selecting one of them, its text is
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visualised together with a histogram of the words that occur more frequently in it. In
this interface, users can find out and select some topics to feed back the initial query,
and refine the results.

Fig. 3. Visualisation of the texts and histogram of keywords

To visualise the query results in a format that facilitates the temporal analysis of
information, users can apply the components in Figure 4, denoted respectively
temporal histogram and chronicles. The first component shows a bar chart expressing
the relevance of the required information in each span of time of the query temporal
window. This relevance is calculated as a combination of the frequency and relevance
of the documents found in that period. The second component represents the periods
of time during which different occurrences of the event described in the query are
happening. Each one of these time periods is calculated by grouping the consecutive
event times of the documents in the answer, and therefore, this interface expresses the
temporal distribution and frequency of events. Like before, the user can adjust the
parameters of these interfaces as needed, and visualise the contents of the documents
associated to a chart bar by clicking on it.

Fig. 4. Query results presented as temporal histograms and chronicles
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3.2 Implementation Requirements

The implementation of the interfaces previously described presents several
requirements with respect to the processing and refinement of query results. They can
be enumerated as follows:
1. The evaluation of the initial query conditions and the temporal pattern is a costly

task that needs some preprocessing in order to optimise its execution. By this
reason, it is necessary to design some algorithms of optimisation to decide the
order of execution of the query conditions.

2. To generate the charts for the temporal histogram and the chronicles, it is required
to design algorithms to group query results based on documents event-time periods
and query granularity. Furthermore, these algorithms should calculate the relevance
of each group, considering in each case several parameters as topic relevance or
structural properties.

3. Users can perform the redefinition of query parameters at any time, including
changes in the granularity of queries or in their retrieval conditions. Therefore, it is
necessary to design some scheme of execution to refine query answers in some
efficient way that is, without re-evaluating the query completely.

In the following sections the solutions that we have developed to satisfy these
requirements are explained.

4 Analysis of Topic Evolution

In this section, the processing of query results for visualising the temporal evolution
of document topics is described. This process applies temporal aggregation functions
to group documents by their event times, and in this way, to draw the two
presentations of Figure 4. The time model of TDRL [3] provides us with two
mechanisms for performing these grouping operations:
1. Regular time partitions based on several time granularities (i.e.: weeks, months,

etc.). These are similar to those defined by the Group-By clause of TSQL2 [7].
2. Irregular time partitions defined by documents with intersecting event times. These

were denoted Chronicles in [3] and can be applied to analyse the periods of
occurrence of the topics described by documents.

4.1   Elaboration of Histograms

After evaluating a query, each regular time partition defined by the chosen granularity
level has associated a possibly empty set of documents whose event-time periods fall
into the partition. The degrees of relevance of these documents can be combined to
calculate the relevance of the whole partition. More specifically, for a retrieval
condition IRE, each retrieved document d has associated an index of relevance
denoted rel(d, IRE). In our model, this index is evaluated by the normal TF-IDF
factor [4], and the degree of structural relevance defined in Section 6.

Given a finite and regular time line partition {Pi}i=1...k , each time interval Pi will
have associated the following functions:

docs(Pi, IRE) = {d | event-time(d) � Pi� � � rel(d, IRE)>0}
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sum(Pi, IRE) = �
"d³docs(Pi, IRE) rel(d, IRE)

avg(Pi, IRE) = sum(Pi, IRE) / |docs(Pi)|

From these functions, we define the relevance of each partition as:

rel(Pi, IRE) = �·sum(Pi, IRE) + (1��)·(sum(Pi,IRE)·avg(Pi,IRE) / |docs(Pi, IRE)|)

In other words, the relevance of each time partition is defined as the pondered sum of
the relevance of the documents in the partition, and a factor that considers the ratio
between the sum of relevances, their average, and the number of documents in the
partition. The � constant is experimentally calculated, in our experiments a value of
0.3 produces good results.

The presentation of the function rel(Pi, IRE) (left hand of Figure 4) as a histogram
shows the relevance of each time partition with respect to the IRE retrieval condition.
This is useful to analyse the distribution of the relevant documents along time.

4.2   Elaboration of Chronicles

For the construction of chronicles, we start from a regular time line partition defined
by choosing a granularity level. These partitions are applied to group the documents
whose event-time periods intersect, and that have a minimum level of relevance with
respect to the query. Each of these groups of documents corresponds to a chronicle
and the algorithm that calculates them is presented in Figure 5. The algorithm takes
two input parameters: the maximum number of empty time partitions that will be
allowed between the documents of a chronicle (separation), and the minimum index
of relevance (limit) that must have a partition to be considered as non-empty.

The purpose of the limit parameter is to remove the documents that are not relevant
for the query, whereas the separation parameter indicates the degree of tolerance to
apply when building the chronicles. In this way, when the limit is increased, the
information is more filtered, and when the separation is increased, the information is
less fragmented. The right chart of Figure 4 shows the chronicles evaluated from the
document distribution represented at the left.

Def chronicle_generator(partitions {Pi}i=1..k, limit, separation):
is_chronicle=false; gaps=0
for each i (1� i � k):

if rel(Pi, IRE)<limit and is_chronicle:
if gaps>separation:

is_chronicle=false
create chronicle with the interval from ini to end

else: gaps=gaps+1
elif rel(Pi,IRE)�limit:

if not is_chronicle: gaps=0; ini=i; end=i
elif docs(Pi,IRE) ¬ docs(Pi+1,IRE) � «: end=i
else: gaps=gaps+1

return the generated chronicles
end chronicle_generator

Fig. 5. Algorithm for the elaboration of chronicles
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5 Evaluation of Temporal Patterns

In TDRL, a temporal pattern consists of a set of temporal relationships between the
event-time periods of the documents in the query (see Figure 2). Here it is an example
of TDRL sentence with a temporal pattern defined:

select a from #.Finantial.#.Article as a, Column as b, Article as c
where contains(a, ’agricultural subsidies’, 0.7) and contains(b, ’EEC meeting’, 0.8)
and contains(c, ’agricultural agreement’, 0.8)
and after-within(10 day, a.et, b.et) and intersects-within(3 day, b.et, c.et)

In a TDRL query, there are a set of query variables v1,...,vn, with some unary
conditions over them c1,...,cn, and a possibly empty set of temporal relationships
between them, Rij with 1� i � n, 1 � j � n and i�j. One of these variables is the
objective of the query and denotes the set of documents to retrieve. Initially, a
possible strategy of query evaluation could apply join operations over the query
variables in the following way:

(SELc1(v1) � R1,2SELc2(v2) � R2,3 SELc3(v3) � R3,4 SELc4(v4) ...)

However, given that temporal relationships are not very restrictive, the number of
tuples that results from the join operations is too large for an efficient execution. By
this reason, a new scheme of optimisation must be designed to execute queries.

After considering several alternatives, the best results were obtained with the
application of semi-join operators by executing a chain of nested EXISTS as shown in
Figure 6. As the order of nesting of the semi-joins modifies the total time of
execution, it is important to elaborate a good strategy. In a query, each variable has
associated a different group of unary conditions that produces a domain for the
variable with a given cardinality. Our strategy consists of nesting more deeply those
variables with a larger domain, evaluating the variables with smaller cardinalities in
last term. In this way, the total time of execution is reduced.

SELECT v1 FROM repository v1 WHERE c1 AND
         EXISTS ( SELECT v2 FROM repository v2 WHERE c2 AND r1,2  AND
                  EXISTS (SELECT v4 FROM repository v4 WHERE c4 AND
                           EXISTS ( SELECT v3 FROM repository v3 WHERE c3 AND r3,4 AND r2,3 )
) )

Fig. 6. Example of nesting of EXISTS clauses

Figure 7 summarises the proposed algorithm of optimisation for queries with a
temporal pattern. In it, the objective variable is denoted by vobj, and the cardinality of
the domain of a variable vi by ni. The Order(vi) operator returns the order of nesting
assigned to the variable vi. Logically, the position of the objective variable is always
the first. The Conjunction operator returns the and of the query conditions. Finally, by
means of Cond[o], all the conditions over the variable with order o are represented.

For variables with similar domains, the behavior of this algorithm may be
unsatisfactory, given that the only criteria considered by Step 2 is the cardinality of
the variables domains. The final algorithm introduces an additional parameter to take
into account the temporal relationships defined between variables.



Techniques and Tools for the Temporal Analysis of Retrieved Information         79

Step 1: Calculate the number of elements of the domain of each non-objective variable:
" vi ¢ vi � vobj calcule ni in paralell

Step 2: Sort the variables and construct the operator Order:
Order(vobj) � 0;
Order(vi � vobj) � increasing order of the variable vi in terms of its ni.

Step 3: Construct the sets of conditions corresponding to each nesting level:
Step 3.1: Inicialise the sets of retrieval conditions associated to each variable:

" vi, Cond[o] � {ci};   with o = Order(vi)
Step 3.2: Iterative construction of the sets of conditions:
For each variable vi so that vi � vobj, and with o = Order(vi), taken in reverse order of Step  2:

Step 3.2.1: " vj ¢ Order(vj) < o ¾ $ ri,j, Cond[o] � Cond[o] {ri,j};
Step 3.2.2: Cond[o-1] � Cond[o-1] 

{EXISTS SELECT vi FROM repository vi WHERE Conjunction(Cond[o])};
Step 4: Construct the final SQL sentence:

SQL-sentence � SELECT vobj FROM repository vobj WHERE Conjunction(Cond[0]);

Fig. 7. Algorithm of optimisation of queries with temporal patterns

6 Relevance of Retrieved Documents

In many applications with documents, the logical position of the retrieved elements
must be considered to calculate their relevance for the query. For example, with
newspapers, the topics that appear in the title, or in the first paragraphs, are more
relevant than those that appear in any other part of the news. This section describes
how the structural relevance of documents has been included in our query model, and
how it can be combined with the relevance based in the frequency of terms (TF-IDF)
to calculate a final relevance for each document.

In our implementation of TDRL, each document element has associated a code,
denoted Scode [5], that indicates its location in the database logical schema. More
specifically, this code is a sequence of codified pairs (elem, order), that describes the
schema path followed to insert the element. As it was explained in [5], it is possible to
define a function of relevance for these codes as follows:

relevance_struc: {Scode} � [0, 100]

In our current approach, this function has been defined in this way:

relevance_struc(Scode) = 	 (elem, order) ³ Scode weight(elem)/(order + 1)

The function weight returns a degree of relevance for each element of the database
logical schema. Those elements considered more relevant in the context of an
application (titles, keywords, etc.) will have assigned a higher degree of relevance.
Each pair (elem, order) of a Scode will have a degree of relevance that depends on the
type of the elem component. In the case of multi-valued elements, this relevance
degree is modified depending on the order of the element. In this way, it is possible to
assign a higher importance to the first paragraphs of the document, as required by
many applications.

Finally, to combine the structural relevance with the TF-IDF factor, the next
formula is applied:

relevance(doc) = ( 2·relevance_struc(doc.SCode) + TF-IDFdoc ) / 3
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This formula has been obtained by experimentation in the newspapers field, and as it
can be seen, the structural relevance has higher importance than the frequencies based
factor. In other application areas, this ratio may vary.

7 Implementation

To implement the application presented in this paper, we have designed a three-tier
architecture with the different components organised as Figure 8 shows. The upper
layer contains the components that visualise the interfaces described in Section 3. The
components that translate queries into SQL sentences are in the intermediate layer,
together with the components to process query answers and generate the results that
are visualised in the upper layer. This layer is also in charge of storing intermediate
query results, and in this way to accelerate the re-execution of queries when their
parameters are modified. Finally, in the lower layer is the Oracle data base server. The
application interfaces used to connect the three layers are also represented in this
figure.

Fig. 8. Proposed multi-tier architecture

The main property of this architecture is that each of the three layers can be developed
over independent and heterogeneous platforms. In this way, the database server and
client processes can be executed apart from those of the intermediate layer, which are
much more costly in time and space. Other interesting property of this architecture is
that it offers independence with respect to the location and evolution of the database
server. From the point of view of the client components, any changes in the server
will be transparent and properly managed by the intermediate layer.

8 Conclusions

In this paper we have presented a set of techniques and tools developed to help in the
analysis of the temporal distribution of the happenings described by documents. In
our solution we assume that each document has assigned an event-time attribute
indicating the time of occurrence of the described happenings. At the moment we are
also working on the development of techniques for extracting these attributes from
documents texts automatically [6].
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As a related work, in [8] the TimeMines system is presented, which starting from a
repository of time tagged news, generates timelines indicating the most important
topics, how much coverage they receive, and their time spans. The purpose of
timelines is similar to our chronicle generators, but they apply statistical methods and
text mining techniques to extract knowledge about time-dependent stories.

Our results are being applied to large repositories of newspapers, where users want
to discover the relationships between the occurrences of pre-established happenings,
or to build the sequence of occurrences that has led to a given event, or simply to
write the story of some topic. The interfaces presented have been implemented in Java
and can be executed from a web navigator over our newspapers database. A demo is
available at http://www3.uji.es/~berlanga/Demos/demo.zip.

Acknowledgments. This work has been funded by the Bancaixa project with contract
number PI.1B2000-14, and the CYCIT project with contract number TIC2000-1568-
C03-02.
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Abstract. Automatic extraction of meta-data from collections of
scanned documents (books and journals) is a useful task in order to
increase the accessibility of these digital collections. In order to improve
the extraction of meta-data, the classification of the page layout into a set
of pre-defined classes can be helpful. In this paper we describe a method
for classifying document images on the basis of their physical layout,
that is described by means of a hierarchical representation: the Modified
X-Y tree. The Modified X-Y tree describes a document by means of a
recursive segmentation by alternating horizontal and vertical cuts along
either spaces or lines. Each internal node of the tree represents a sepa-
rator (a space or a line), whereas leaves represent regions in the page or
separating lines. The Modified X-Y tree is built starting from a symbolic
description of the document, instead of dealing directly with the im-
age. The tree is afterwards encoded into a fixed-size representation that
takes into account occurrences of tree-patterns in the tree representing
the page. Lastly, this feature vector is fed to an artificial neural network
that is trained to classify document images. The system is applied to the
classification of documents belonging to Digital Libraries, examples of
classes taken into account for a journal are “title page”, “index”, “regu-
lar page”. Some tests of the system are made on a data-set of more than
600 pages belonging to a journal of the 19th Century.

1 Introduction

Meta-data are “data about data” and generally provide high level information
about a set of data. In the field of Digital Libraries, appropriate meta-data allow
users to effectively access digital material. When dealing with scanned books and
journals three main categories of meta-data can be taken into account: admin-
istrative (e.g. the ISBN code of a publication), descriptive (e.g. the number of
pages of a book), and structural (e.g. the title of a chapter). Whereas adminis-
trative and descriptive meta-data are frequently already available in electronic
standard formats, or can be easily extracted from library cards, structural meta-
data can be computed from a digital book only after an accurate analysis of
the content of the book. In order to automatically extract structural meta-data
from a scanned book, document image analysis techniques can be taken into

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 82–91, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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account. An useful task for the automatic extraction of structural meta-data is
page classification, that is appropriate for both extracting page-level meta-data
and narrowing the set of pages where to look for some meta-data. Page-level
meta-data have a one-to-one correspondence of the meta-data with a physical
page. Significant examples are the table of contents page, and pages containing
pictures. Page classification can be helpful also for locating meta-data which
appear only in some pages, for instance identifying the title page can help to
retrieve the title of a book.

Page classification has been addressed with different objectives and methods.
Most work concerned form classification methods that are aimed at selecting
an appropriate reading method for each form to be processed [1,2]. Other ap-
proaches address the problem of grouping together similar documents in business
environments, for instance separating business letters from technical papers [3].
In the last few years the classification of pages in journals and books received
more attention [4,5]. An important aspect of page classification are the features
that are extracted from the page and used as input to the classifier. Sub-symbolic
features, like the density of black pixels in a region, are computed directly from
the image. Symbolic features, for instance the number of horizontal lines, are ex-
tracted from a segmentation of the image. Structural features (e.g. relationships
between objects in the page) can be computed from a hierarchical description
of the document. Textual features, for instance presence of some keywords, are
obtained from the text in the image recognized by an OCR (Optical Character
Recognition) program.

In this paper we describe a page classification system aimed at splitting pages
(belonging to journals or monographs in Digital Libraries) on the basis of the
type of page; the input is a structural representation of the page layout. Exam-
ples of classes taken into account are advertisement, first page, and index. The
structural representation is based on the Modified X-Y tree, a hierarchical de-
scription of page layout. The page is classified by using artificial neural networks
(multilayer perceptron trained with Back-propagation) working on an appropri-
ate encoding of the Modified X-Y tree corresponding to the page. This page
classifier is under development in the domain of the METAe European project1.
METAe is focused on the semi-automatic extraction of structural meta-data
from scanned documents of historical books and journals, in order to make the
digital conversion of printed material more reliable in terms of digital preserva-
tion. Key components of the project are layout analysis, page classification and
specialized OCR for automatic meta-data extraction.

The paper is organized as follows, in Section 2 we describe the structural
representation of documents, in Section 3 we analyze the proposed classification
method. Experimental results are reported in Section 4, while conclusions are
drawn in Section 5.

1 METAe: the Metadata engine. http://meta-e.uibk.ac.at
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Fig. 1. Example of X-Y tree decomposition. In the upper-left part of the image we
show the original page. The three images in the lower part describe the position of cuts
at different levels of segmentation.

2 Document Layout Representation

The structure of the page is represented with a hierarchical representation (the
Modified X-Y tree, MXY tree in the following) that is an extension of the clas-
sical X-Y tree representation. In this section, we first review the X-Y tree de-
composition algorithm, and afterwards describe the MXY tree extension that is
designed in order to deal with documents containing lines. Finally the building
of the MXY tree starting from a symbolic description of the page is analyzed.

2.1 The Modified X-Y Tree

The Modified X-Y tree [6] is an extension of the X-Y tree designed in order to
deal with documents containing lines in their layout. The X-Y tree [7] is a top-
down data-driven method for page layout analysis. The basic assumption behind
the X-Y tree segmentation is the property that elements of the page (columns,
paragraphs, figures) are generally laid out in rectangular blocks. Furthermore,
the blocks can usually be grouped in such a way that blocks that are adjacent
to one another within a group have one dimension in common. The method
consists in using thresholded projection profiles in order to split the document
into successively smaller rectangular blocks [8]. A projection profile is the his-
togram of the number of black pixels along parallel lines through the document
(see Figure 3 for an example). Depending on the direction of parallel lines the
profile can be horizontal or vertical. To reduce the effects of noise, frequently a
thresholded projection profile is considered. The blocks are split by alternately
making horizontal and vertical “cuts” along white spaces which are found by
using the thresholded projection profile. The splitting process is stopped when
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VS

HL

HL

Fig. 2. The MXY tree of a page. Dotted lines point out to images of regions described
in the corresponding nodes. VL (HL) denote Vertical (Horizontal) cutting Line; VS
(HS) denote Vertical (Horizontal) cutting Space. Nodes with a line indicate leaves
corresponding to line separators.

a cutting space (either horizontal or vertical) cannot be found or when the area
of the current region is smaller than a pre-defined threshold. The result of such
segmentation can be represented in a X-Y tree, where the root is for the whole
page, the leaves are for blocks of the page, whereas each level alternately repre-
sents the results of horizontal (x cut) or vertical (y cut) segmentation. Figure 1
contains an example of a page segmented into blocks and the corresponding X-Y
tree representation.

Two improvements to this approach have been proposed in literature. The
lossless optimization proposed in [9] is based on the consideration that it is suffi-
cient to perform the projections only up to the threshold Tp. In [10], projections
profiles are obtained by using bounding boxes of connected components instead
of single pixels in order to reduce the computational cost for calculating the
projection profile. This method is tightly related to the symbolic extraction of
MXY tree that we propose in Section 2.2.

When dealing with documents containing lines, the X-Y tree algorithm can
give rise to uneven segmentations for the presence of regions delimited by lines.
The MXY tree extends the basic X-Y tree approach by taking into account
splitting of regions into sub-parts by means of cuts along horizontal and vertical
lines, in addition to the classical cuts along white spaces. Each node of an MXY
tree is associated either to a region of the page or to a horizontal or vertical line.
In particular, internal nodes can have four labels (corresponding to two cutting
directions, and two cutting ways), and leaves can have 4 labels. Figure 2 shows
an example of a page with the corresponding MXY-tree.

2.2 Symbolic Building of Modified X-Y Tree

When using the X-Y tree (and also the MXY tree) for document segmentation,
the purpose is to extract the blocks composing the page, and the algorithm is
applied directly to the document image. To this purpose, appropriate algorithms
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Fig. 3. Two approaches for computing the projection profile of textual regions. Left:
the classic method which computes the profile directly from the image. Right: the
profile is computed taking into account an uniform contribution for each block.

must be considered for the extraction and analysis of the projection profile,
and for the location of separating lines (Section 2.1). However, the MXY tree
data structure can be taken into account also for hierarchically representing
the layout of the page, and this representation is helpful for understanding the
meaning of items in the page, and also for page classification. In order to build an
MXY representation of a document already split into its constituents blocks (e.g.
provided by a commercial OCR), we developed an algorithm for the symbolic
extraction of the MXY tree of a segmented document. Another advantage of the
use of this algorithm is the possibility of integrating the algorithm with other
approaches (e.g. bottom-up methods) that are less sensitive to the skew of the
page, but which provide less structured representations of the page.

The input to the algorithm is a list of rectangular regions (corresponding
to the objects in the page), and the list of horizontal and vertical lines. Since
the input format is quite simple, various segmentation algorithms can be easily
adapted in order to deal with this algorithm. The page classifier that we describe
in this paper (Section 3), was integrated with a commercial OCR that is able to
locate regions corresponding to text, and regions corresponding to images. Since
horizontal and vertical lines are not provided by the OCR package, we look for
them in zones of the image not covered by regions found by the OCR. Moreover,
in order to locate segmentation points corresponding to horizontal and vertical
white spaces, we compute an approximate projection profile (Figure 3). This
profile is computed by considering an uniform contribution from each region
extracted by the OCR both in the horizontal and in vertical direction. The
amount of contribution to the profile depends on the average number of black
pixels in each region, and this value can be either computed directly from the
image or estimated on the basis of the number of characters in the region. A
side effect of this approach is that noise in the image (not included in segmented
regions) does not affect the MXY tree building. This approach is similar to the
use of connected components for computing profiles [10] described in Section 2.1.
The main difference is that in our approach we use whole regions instead of
connected components, and the contribution to the projection profile is related
to the density of the region.
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HL HL

Fig. 4. A common subtree between the MXY trees of two pages of the same class.

3 Page Classification

Page classification is performed with a sequence of operations that is aimed at
encoding the hierarchical structure of the page into a fixed-size feature vector.
MXY trees are coded into a fixed-size representation that takes into account
the occurrences of some specific tree-patterns in the tree corresponding to each
document image. Lastly, this feature vector is fed to an MLP that is trained to
classify document images according to the labels assigned to training data. Most
classifiers (e.g. decision trees and neural networks) require a fixed-size feature
vector as input. Some approaches have been considered for the mapping of a
graph-based representation into a fixed-size vector. One approach (e.g. [11]) is
based on the assignment of some pre-defined slots of the vector to each node
and edge of the graph. This approach is appropriate when the maximum size
of the graph is bounded, and when a robust ordering algorithm of nodes and
edges is available. Another method is based on generalized N-grams [12], and the
tree structure of logical documents is represented by probabilities of local tree
node patterns similar to mono-dimensional N-grams, which are generalized in
order to deal with trees. The generalization is obtained by considering “vertical”
N-grams (describing ancestor and child relations) in addition to the more usual
“horizontal” N-grams (corresponding to sibling relations).

In this paper, we use an encoding method that is used for the classification
of trees describing the page layout. The basic idea that is behind this coding is
the observation that similar layout structures often have similar sub-trees in the
corresponding MXY representation (Figure 4). In real cases, because of noise
and content variability, we cannot expect to find exactly the same sub-tree in all
the trees of a given class. For instance, a block of text can be sometimes split into
two or more sub-parts for other documents. Due to this size variability of the
common sub-trees, we describe each tree by counting the occurrences of some
tree-patterns composed by three nodes. This approach is somehow similar to gen-
eralized N-grams [12]. The main difference with respect to generalized N-grams
is that the tree-patterns considered are composed by three nodes connected one
to the other by a path in the tree. On the contrary, generalized N-grams include
also patterns made by three siblings without taking into account their parent.
Trees composed by three nodes can have two basic structures: one composed by
a root and two children (referred to as balanced tree-pattern), and one composed
by a root, a child, and a child of the second node. Four labels can be assigned
to each internal node: HS, VS (for cuts along spaces), HL, VL (for cuts along
lines). Each leaf can have four labels: hl (Horizontal line), vl (vertical line), T
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Fig. 5. A simple MXY tree; in the right part of the figure we show the balanced
tree patterns in the tree, with the corresponding occurrences. Non adjacent nodes are
considered in the pattern having HS as root and VS as leaves.

(text region), and I (image). Leaves of tree-patterns can correspond either to a
leaf of the MXY tree or to an internal node, consequently internal nodes of a
tree pattern can have four values, whereas leaves can have eight values. Taking
into account all the combinations of labels, 512 possible tree patterns can be
defined. A special care is required by the balanced tree-patterns. Since siblings
in the MXY tree can be ordered according to their horizontal or vertical position
(depending on the cutting direction described in their parent), the relative posi-
tion between contiguous blocks is preserved in this description. However, due to
noise (or simply variable layouts of the documents), one sub-tree can differ from
the reference one only for a node that is inserted between two representative
siblings. In order to overcome this problem, when computing the tree-patterns
appearing in a MXY tree, we look also for non-adjacent children (Figure 5), and
this is another difference with respect to generalized N-grams.

The encoding just described takes into account only discrete attributes in the
nodes of the tree. To consider also some information about the size of regions
considered in the tree nodes, we added four values in the feature vector, that
take into account the size of textual blocks belonging to the same tree-pattern.
Textual blocks are labeled as “small” or “big” depending on the ratio of their
area with respect to the area of the page. Blocks with area lower than a fixed
threshold are labeled as “small”, whereas larger blocks are labeled as “big”.
Therefore each tree-pattern containing textual leaves can belong to one of four
classes according to the possible combinations of size labels of the leaves. The
four features bringing size information are obtained by computing the relative
distribution of each of the four combinations in the MXY tree. The addition of
these features provides increased classification performance as discussed in the
following section.

After extracting the vectorial representation of the MXY tree correspond-
ing to a document, various algorithms can be taken into account for the actual
classification. In this paper we addressed the problem with a classical MLP-
based classifier (trained with the Backpropagation algorithm), which takes the
normalized feature vector as input, whereas outputs describe, with an one-hot
coding, the membership of each pattern. One problem with such an approach
(that is common to other classification methods) is the large size of the feature
vector, since many combinations of node labels can be considered. From a prac-
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Fig. 6. Examples of the classes considered in our experiments. From left to right:
advertisement, first page, index, receipts, regular.

tical point of view, we can easily find out that few tree-patterns can be found in
actual documents of a given data set, as we will analyze in the next section.

4 Experimental Results

We made a set of experiments in order to evaluate the improvements in classi-
fication that can be achieved by considering the information about the relative
size of textual blocks, and by using non-adjacent leaves when computing occur-
rences of balanced tree-patterns. Moreover, we analyzed the results that can be
achieved using few patterns in the training set. The experiments are made with
a data-set of pages belonging to a historical journal: the American Missionary,
that is available in the on-line Digital Library Making of America2. We con-
sidered five classes having different layout, and appearing in each issue of the
journal. Samples of the 5 classes are shown in Figure 6. Some classes have a very
stable layout (e.g. the first page and the index), whereas other classes have a
more variable layout (e.g. the advertisement class) and give rise to most errors.

For each experiment the documents are split into two classes: one is used
for training, and the other is considered for testing purposes. The training set
was furtherly divided into three sub-sets in order to perform a three-folder cross
validation that allowed us to find the optimal number of epochs required for
MLP training. A simple feature selection step was performed by removing from
the feature vectors all the items that never appear in the training set. In this way
we used a feature vector containing only 177 elements, instead of the 512 possible
combinations of labels assigned to nodes. The classification results obtained with
an MLP having 177 inputs, 20 hidden nodes, and 5 outputs are summarized in
Table 1. A pattern is rejected when the difference between the highest MLP
output and the next one is lower than 0.2 (the outputs are in the range [0,1]).

As described in Section 3, in order to take into account the size of textual
blocks, we added to the basic features four block size features. First, we selected
the most appropriate threshold (that discriminates among “small” and “big”
2 Document images can be downloaded from the web site of the collection:
http://cdl.library.cornell.edu/moa/.
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Table 1. Confusion table of the test set, when using the basic features.

Output class
True class adv first page index receipts regular Reject

adv 37 0 1 6 5 2
first page 0 56 0 0 0 3

index 0 0 53 0 0 0
receipts 0 0 0 57 1 1
regular 0 1 0 2 79 0

Table 2. Confusion table of the test set, when adding the textual block size features
considering a threshold of 28 %.

Output class
True class adv first page index receipts regular Reject

adv 36 0 0 6 4 5
first page 0 58 1 0 0 0

index 0 0 52 0 0 1
receipts 1 0 0 56 1 1
regular 0 0 0 1 79 3

blocks), by evaluating the performances with different values of this threshold.
From this experiment we selected a threshold value of 28 % as an optimal one
(the corresponding confusion table is reported in Table 2). Comparing Table 2
with Table 1 we can see that a lower error rate is achieved when introducing the
information about the block area.

Another experiment was performed in order to evaluate the gain that can be
achieved when considering tree-patterns generated from non-adjacent siblings. In
this experiment we generated feature vectors considering only adjacent siblings.
Also in this case the threshold for size selection of blocks was 28 %, and we
obtained an error rate of 6.8 % that is higher than the 4.7 % achieved when
considering non-adjacent siblings. The last experiment concerns an empirical
analysis of the requirements of the proposed method in terms of number of
training samples (Table 3). From this experiment we can see that also with few
training patterns, the performance are not excessively deteriorated.

5 Conclusions
We propose a method for the classification of document images belonging to
Digital Libraries, that can be useful for the automatic extraction of structural
meta-data. The method is based on a vectorial encoding of the MXY tree rep-
resenting the document image. Each item in the feature vector describes the
occurrences of some tree-patterns in the tree corresponding to the document.
After an extensive test on a data-base of more than 600 pages we can conclude
that an encoding taking into account non-contiguous siblings (and that uses in-
formation on the relative size of textual siblings) is appropriate; moreover with
this approach we are able to obtain reasonable performances also when dealing
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Table 3. Classification error versus number of training samples. Each value corresponds
to the average of 10 tests obtained by randomly selecting the corresponding number of
training samples. The test set is fixed and is composed by 300 samples different from
those taken into account for training.

Error (%) 17.4 10.9 9.2 9.5 7.1 6.5 5.7 5.4 5.3 4.7
Number of training samples 30 60 90 120 150 180 210 240 270 300

with few training samples. Future work is related to the use of other feature
selection approaches, and on tests on other kinds of documents. Moreover, other
classifiers will be taken into account in place of the MLP-based classifier consid-
ered in this paper. We would like to thank Oya Y. Rieger from Cornell University
for her help in collecting data taken into account for our experiments.
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Abstract. In this paper, a graph formalism is proposed to describe the semantics
of document in a multilingual context. This formalism is an extension of the
Sowa formalism of conceptual graphs [8] in which two new concepts are added:
vocabulary and term. Based on recent works, we propose a new comparison op-
erator between graphs taking the specific needs of information retrieval into ac-
count. This operator is the core of the comparison function used in our multilin-
gual documentary system, called SyDoM. SyDoM manages XML documents
for virtual libraries. An English collection of articles has been used to evaluate
SyDoM. This first evaluation gives better results than traditional Boolean
documentary system.

Keywords. Digital libraries, information retrieval, knowledge engineering, in-
formation modeling, conceptual graph, multilingual information retrieval system

1   Introduction

The emergence of web applications has deeply transformed the access to information.
Particularly document exchanges between countries are facilitated. Consequently,
document collections contain documents written in various languages. Thanks to this
technical revolution, libraries became digital libraries able to manage multilingual
collections of documents and Information Retrieval (IR) systems retrieve documents
written in different languages.

To take the multilingual aspect of such collections into account, it is necessary to
improve the representation of documents. In multilingual context, terms are no more
sufficient to express the document contents. It is thus necessary to work on elements
more significant than terms, namely "concepts".

Moreover, according to recent works [2], semantics of indices have to be enhanced.
A solution is to transform the usual list of keywords into a more complex indexing
structure, in which relations link concepts. That is the reason why, the Sowa formal-
ism of Conceptual Graph (CG) [4] is chosen to express the document contents. Nev-
ertheless, one of the drawbacks of IR system based on CG is the time consuming ef-
fort to carry on a retrieval process. Moreover, the CG matching function produce lot of
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silence1 that decrease the recall rate. In this article, an adaptation of the CG formalism
is proposed in order to improve the retrieval effectiveness of our system.

First of all, the principles of the CG formalism, used in IR system, are presented.
Afterwards, we propose the semantic graph formalism and its corresponding matching
function. Finally, the validation of our proposition is presented.

2   Conceptual Graph Formalism

A conceptual graph [4] is a graph composed of concept nodes, relation nodes and
edges that link concept and relation nodes. A concept node is labeled by a type and
possibly a marker. Type corresponds to a semantic class and marker is a particular
instance of a semantic class. In the same way, a relation node is only labeled by a type.
A specialization relation, noted �, classifies concept types and relation types in a hier-
archy. Specialization relations are useful to compare graphs by the Sowa projection
operator. This operator defines a specialization relation between graphs. As shown in
Figure 1, there is a projection of a graph H onto a graph G if there exists in G a "copy"
of the graph H where all nodes are specialization of H nodes.

Lubrication Oil
1 2

Development
2 1

Lubrication
1 2H

G

specialization
relation

Instrument

Instrument Goal

Lubricant

Fig. 1. A projection example.

the matching function of IR system is based one the projection operator. For exam-
ple, the previous graph H represents a query and the graph G corresponds to the
document index. If there is a projection of H onto G the document is considered rele-
vant for the query.

3   State of the Art

Several IR systems, based on CG formalism, have been developed:
1. Ounis and all [2] have developed the RELIEF system. Even if in graph theory a

projection cannot be performed in polynomial time, one of the contributions of this
work is to propose a fast matching function, based on inverted file and acceleration
tables.

2. Genest [1] has noted that the projection operator is not adapted to IR purpose. First,
matching functions based on projection give Boolean results. Secondly, document
is not relevant for a query, if its index graph contains only one node, which is a

                                                          
1 Relevant documents not retrieved (forgotten) by the IR system..
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generalization of the query node or if graph structures are different. In order to take
such problems into account, Genest defines some transformations on conceptual
graph. Moreover a mechanism is proposed to order sequences of transformations.
As a consequence, the matching function based on projection becomes a ranking
function and orders relevant documents for a query.

Our proposition considers improvements of the Ounis and Genest methods, by pro-
posing a graph matching function optimized for the information retrieval needs. First a
graph formalism is presented allowing the document description in a multilingual
context.

4   Semantic Graph Model

We have simplified the CG formalism to get it closer to a documentary language. So,
concepts are limited to generic concepts because descriptors represent main notions
and not individual object. Moreover, the comparison between graphs should not be
based on graph structure.

4.1   Semantic Thesaurus

We proposed an extension of the Sowa formalism in which two kinds of knowledge
are identified in a semantic thesaurus:
1. Domain knowledge organizes domain entity in two hierarchies of types. Types

defined a pivot language used to represent document and query graphs
2. Lexical knowledge associates terms, belonging to a vocabulary, to types. Terms are

used to present semantic graphs in the user’s native language.

4.1.1   Domain Conceptualization or Support
A support S is a 2-tuple S = (T C , T R ) such as:
� TC  is a set of concept types partially ordered by the specialization relation, noted

� , and it has a greatest element, noted T.
� TR is a set of binary relation types2 partially ordered by � and it has a greatest

element, noted T2.

4.1.2   Semantic Thesaurus
A semantic thesaurus, noted M, (composed of P languages) is a 3-tuple M = ( S, V, �)
such as :
� S is a support (cf. § 4.1.1).
� V is a set of vocabularies, split into set of terms belonging to the same language (a

vocabulary). V = V L1 � V L2 � …�  V L j � … � VLP such as VLj  is a set of terms
belonging to the language Lj.

                                                          
2 In general, a type of relation can have any arity, but in this paper, relations are considered to

be only binary relations like case relations or thematic roles associated with verbs [5].
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� � = { �VL1

,…, �
VLj

,…, �
VLP

  }is a set of P  mapping such as �VLj

 : TC � TR � VL j is a mapping
�VLj (t) which associates a term of the language Lj � VLj with a type t � TC � TR,.

lubrifiant

huile

lubricant

oil

V

T

tc1 tc2

tc1.1 tc2.1

tc1.1.1

tc1.1.1.1

tc2.1.1

Tc

λV eng(tc2.1)

λV eng(tc2.1.1)

λV fr(tc2.1.1)

λV fr(tc2.1)

Fig. 2. An example of semantic thesaurus.

Figure 2 presents an example of mapping �, in which V is composed of two vocabu-
laries: an English vocabulary, noted Veng , and a French vocabulary, noted Vfr. Each
concept type is linked to a term of each vocabulary. For example, the concept type tc2.1

is linked to the English term �Veng (tc2.1)="lubricant" and it is also linked to a French
term �Vfr (tc2.1)="lubrifiant".

From this semantic thesaurus defining domain knowledge and lexical knowledge,
our formalism, called semantic graph, is defined. A semantic graph is a set of con-
cept nodes connected to each other by relations. Comparing to Conceptual Graph, the
notion of arch is defined as a couple of concept nodes labeled by a relation type.

4.2   Semantic Graph

A semantic graph is a 4-tuple Gs =  (C, A, �, �) related to a semantic thesaurus M,
such that :
� C  is a set of concept nodes3 contained in Gs.
� A � C 	 C is a set of arches contained in Gs.

                                                          
3  In this article, "concept node" and "concept" are equivalent expressions.
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� �: C � TC , A � TR, �  is a mapping, which associated for each concept node, c �
C, a label �(c) � TC , �(c) is also called the type of c. � associated for each arch, a
� A, a label �(a) � TR . �(a) is also called the type of a.

� � is a set of mapping � = {�VL1

 , … �
VLj

 , … , �
VLP

  } such that the mapping �VL j: C� A �
VLj associates an arch, a � A or a concept node, c � C, with a term of the language
Lj. �(a) VL j � VLj  is called the term of a for the language Lj. �(c) VLj � VLj is called
the term of c for the language Lj.

Thanks to previous definitions, there exist different representations for the same se-
mantic graph depending of the label used.
1. The first representation of semantic graph labels each graph component with its

type. So for a concept node c, its label is �(c).
2. The second kind of semantic graph representation labels each graph component

with a term chose in a vocabulary defined in the semantic thesaurus. So for a con-
cept node c, its label is � (c)= � (�(c)). Indeed, there exist several representations of
the same semantic graph depending of the chosen vocabulary.

Now, the pseudo-projection operator comparing semantic graph is presented.

4.2.1   Pseudo-Projection Operator
The pseudo projection operator is an extension of the projection operator of Sowa
conceptual graph. A pseudo projection defines morphism between graphs with less
constraints than the Sowa original operator does. The pseudo projection of a graph H
in a graph G means that, H is "comparable" to G. The formalization of the pseudo-
projection operator is as follows:

Pseudo projection operator: A pseudo projection from a semantic graph H = (CH ,
AH , �H , �H) to a semantic graph G = (CG , AG , �G , �G ) is a mapping 
: AH � AG, CH �
CG which associates an arch of H with an arch of G and a concept node of H with a set
of concept nodes of G. 
 has the following properties:
1. Arches are preserved but concept nodes cannot be preserved.
2. Types can be restricted or increased.

Remark: A concept node can have several images by 
. As a consequence, the
pseudo-projection operator makes no differences between a graph containing several
concept nodes typed by tc, for example, and another graph containing a unique concept
node typed by tc. That is the reason why, a semantic graph is considered to contain a
unique concept node by type. That is defined as the normal form of a graph.

4.3   Similarity Functions

The result of the pseudo-projection operator between graphs is Boolean: pseudo-
projection exists or does not exist. Often, a matching function of IR system orders the
result documents. Thus, a similarity function between graphs is defined. To this end,
various similarity functions are presented. Each similarity function returns a normal-
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ized float value ranging between 0 and 1. First, thanks to the specialization relation, a
similarity function between types will be defined.

4.3.1   Similarity Function between Types
The similarity function, noted sim, between types is an asymmetrical function. sim is
defined as follows:
� If two types are not comparable then the similarity function returns 0.
� If two types are identical then the similarity function returns 1.

�

If a type t2.1 specializes another type t2 directly, i.e. there is not intermediate type
between t2.1 and t2 in the type hierarchy, then the similarity function returns a con-
stant value lower than 1. For example, sim(tC2.1 , tC2) = VG and sim(tC2 , tC2.1) = VS

VS and VG are fixed arbitrary.
� If a type t2.1.1 specializes another type t2 not directly, i.e. there is an intermediate

type t2.1 between t2.1.1 and t2 in the type hierarchy then the similarity function be-
tween t2.1.1 and t2 is the product of the similarity functions between (t2.1.1, t2.1.) and
(t2.1., t2).  For example, sim(tC2.1.1 , tC2) = sim(tC2.1.1 , tC2.1) � sim(tC2.1 , tC2)

4.3.2   Similarity Function between Arches
The similarity function between two arches, noted SimA computes the average of the
similarity type between each arch component.
For example, aH is an arch such as aH = (cH , c’H) and � (aH ) = trH  and aG is an arch such
as aG = (cG , c’G) and � (aG ) = tr G.

( ) ( ) ( )( ) ( ) ( )( )
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4.3.3   Similarity Function between Graphs
The similarity function, noted simG, between a graph H = (CH , AH , �H , �H ) and a graph
G = (CG , AG , �G , �G ) is the average of the similarity function between each arch and
concept node of H and their images in G by �. Because a concept node can have sev-
eral images by �, we take the maximum of the similarity function between a concept
and their images.
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5   Algorithms

After introducing our semantic graph formalism, we shall concentrate on the imple-
mentation of the matching function between graphs. Search algorithms evaluate all the
pseudo-projections from the query graph to the index graphs stored in the database.
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During indexing, all the possible query subgraphs comparable with each index graph
are memorized. Finding documents relevant for a query graph consists of identifying
the subgraphs of the current query corresponding to possible query subgraphs, stored
beforehand in the database.

The semantic graphs are composed of arches and concept nodes. Thus the docu-
ment content are represented by two different indices: a list of arches and a list of
concepts, from which the normal form of semantic graph can be rebuilt.

Following the works of Ounis [2], our algorithms are based on the association of
inverted files and acceleration tables. The inverted file groups in the same entry all the
documents indexed by an indexing entity. The acceleration tables store, for each in-
dexing entity, the list of the comparable entities as well as the result of the similarity
function between the comparable entity and the indexing entity. The acceleration ta-
bles pre-compute all possible generalizations or specializations of the indexing enti-
ties. The construction of the inverted file and the acceleration table is done off-line, as
part of the indexing procedure.

There is a search algorithm for each kind of indexing entities. Because these two
algorithms are similar, only the search algorithm for arches is presented.

GraphReq is a query graph composed of nbArc arches,
noted ArcReq, and of nbConcept concept nodes
ListDocResult is a list of documents weighted by the
value of the similarity function between the query
graph GraphReq and the index graph of document.

For each arch ArcReq of GraphReq do

ListArcIndex �FindArcComparable(ArcReq)

For each(ArcIndex, WeightArc) of ListArcIndex do

ListDoc � FindListDoc(ArcIndex)

For each Doc of ListDoc do

If ListDocArc.Belong(Doc) Then

Weight �ListDocArc.FindWeight(Doc)

NewWeight � max(Weight, WeightArc)

ListDocArc.ReplaceWeight(Doc, NewWeight)

Else

ListDocArc.Add(Doc, WeightArc)

Endif

Endfor

Endfor

For each (Doc, WeightArc) of ListDocArc do

If ListDocResult.Belong(Doc) Then

Weight � ListDocResult.FindWeight(Doc)
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NewWeight � Weight + (WeightArc / (nbArc +
nbConcept))

ListDocResult.ReplaceWeight(Doc, NewWeight)

Else

ListDocResult.Add(Doc, WeightArc)

Endfor

Endfor

FindArcComparable(ArcReq) returns a list of arches (Ar-
cIndex) comparable to ArcReq, weighted by the value of
the similarity function between ArcReq and ArcIndex,
noted WeightArc.

Usually, the cost of a projection operator between graphs is prohibitive, because in
graph theory, it is equivalent to find a morphism between indefinite structures. To
overcome this problem, the graph structure is limited, that is to say a semantic graph is
supposed to contain a unique concept node .

6   Experiment

An information retrieval module based on semantic graph has been developed. This
module is a component of the documentary system called SyDoM (Multilingual
Documentary System) [3]. The system is implemented in JAVA on top of a relational
database system. SyDoM is composed of three modules:
1. The semantic thesaurus module manages the documentary language (addition of

new vocabulary or new domain entity).
2. The indexing module indexes and annotates XML documents with semantic graph

using a set of metadata associated to the semantic thesaurus.
3. The retrieval module performs multilingual retrieval. The users choose their

query component in the semantic thesaurus presented in their native language. As
example, Figure 3 presents a French query graph dealing with combustion model.

The library Doc’INSA associated to the National Institute of Applied Science of Lyon
gives us a test base of English articles. These articles deal with mechanics and they are
called pre-print of the Society of Automotive Engineers (SAE). During manual index-
ing, only titles are taken in account. For our first experiments, approximately fifty
articles were indexed manually and ten queries were performed.
    Our system was compared to the Boolean system used at Doc’INSA. Indices of
Doc’INSA system were generated automatically from those of SyDoM, to avoid vari-
ability. Figure 4 presents this evaluation. The average precision were computed for ten
recall intervals. We can notice that relation treatments and hierarchy inference im-
prove significantly the quality of the answer even for manual indexing.



100         C. Roussey, S. Calabretto, and J.-M. Pinon

Fig. 3. SyDoM interface is composed of a graph editor and a browser of semantic thesaurus
(concept and relation hierarchies). To build their queries, users select graph component in the
hierarchies. The graph can be presented in different language by changing the language vo-
cabulary thanks to the top left button.

7   Conclusion

In this paper, a solution was proposed to the challenge of using complex knowledge
representation formalism for information retrieval purpose. Moreover, a graph for-
malism is presented to describe the semantics of document contents in a multilingual
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Fig. 4. Evaluation of SyDoM (threshold = 0.6) and Doc’INSA system.
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context. This formalism is an extension of the Sowa formalism of Conceptual Graphs.
Starting from recent works, a new comparison operator between graphs is proposed
not based on graph structure comparison. This choice enables us to decrease the com-
plexity of the search algorithm. Our proposition is validated by the prototype SyDoM
dedicated to digital libraries. SyDoM has been evaluated by querying in French, an
English collection of articles. At this stage, SyDoM gives better results than traditional
documentary system. The next step would be to compare our system with RELIEF [2]
or Genest One [1]. Such experiments would test if our proposition -comparing to the
extension of CG proposed by Genest- could have similar results with less computa-
tional time.
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Abstract. Conceptual graphs allow for powerful and computationally afford-
able representation of the semantic contents of natural language texts. We pro-
pose a method of comparison (approximate matching) of conceptual graphs.
The method takes into account synonymy and subtype/supertype relationships
between the concepts and relations used in the conceptual graphs, thus allowing
for greater flexibility of approximate matching. The method also allows the user
to choose the desirable aspect of similarity in the cases when the two graphs can
be generalized in different ways. The algorithm and examples of its application
are presented. The results are potentially useful in a range of tasks requiring ap-
proximate semantic or another structural matching – among them, information
retrieval and text mining.

1   Introduction

In many application areas of text processing – e.g., in information retrieval and text
mining – simple and shallow representations of the texts are commonly used. On one
hand, such representations are easily extracted from the texts and easily analyzed, but
on the other hand, they restrict the precision and the diversity of the results.

Recently, in all text-oriented applications there is a tendency to use richer repre-
sentations than just keywords, i.e., representations with more types of textual ele-
ments. Under this circumstance, it is necessary to have the appropriate methods for
the comparison of two texts in any of these new representations.

In this paper, we consider the representation of the texts by conceptual graphs
[9,10] and focus on the design of a method for comparison of two conceptual graphs.
This is a continuation of the research reported in [15].

Most methods for comparison of conceptual graphs come from information re-
trieval research. Some of them are restricted to the problem of determining if a graph,
say, the query graph, is completely contained in the other one, say, the document
graph [2,4]; in this case neither description nor measure of their similarity is obtained.
Some other, more general methods, do measure the similarity between two conceptual
graphs, but they typically describe this similarity as the set of all their common ele-
ments allowing duplicated information [3,6,7]. Yet other methods are focused on
question answering [12]; these methods allow a flexible matching of the graphs, but
they do not compute any similarity measure.

* Work done under partial support of CONACyT, CGEPI-IPN, and SNI, Mexico.
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The method we propose is general but flexible. First, it allows measuring the simi-
larity between two conceptual graphs as well as constructing a precise description of
this similarity. In other words, this method describes the similarity between two con-
ceptual graphs both quantitatively and qualitatively. Second, it uses domain knowl-
edge – a thesaurus and a set of is-a hierarchies – all along the comparison process,
which allows considering non-exact similarities. Third, it allows visualizing the simi-
larities between two conceptual graphs from different points of view and selecting the
most interesting one according to the user’s interests.

The paper is organized as follows. The main notions concerning conceptual graphs
are introduced in section 2. Our method for comparison of two conceptual graphs is
described in section 3, matching of conceptual graphs being discussed in subsection
3.1 and the similarity measure in subsection 3.2. An illustrative example is shown in
section 4, and finally, some conclusions are discussed in the section 5.

2   Conceptual Graphs

This section introduces well-known notions and facts about conceptual graphs.
A conceptual graph is a finite oriented connected bipartite graph [9,10]. The two

different kinds of nodes of this bipartite graph are concepts and relations.
Concepts represent entities, actions, and attributes. Concept nodes have two attrib-

utes: type and referent. Type indicates the class of the element represented by the
concept. Referent indicates the specific instance of the class referred to by the node.
Referents may be generic or individual.

Relations show the inter-relationships among the concept nodes. Relation nodes
also have two attributes: valence and type. Valence indicates the number of the neigh-
bor concepts of the relation, while the type expresses the semantic role of each one.

Figure 1 shows a simple conceptual graph. This graph represents the phrase “Tom
is chasing a brown mouse”. It has three concepts and three relations. The concept
[cat: Tom] is an individual concept of the type cat (a specific cat Tom), while the
concepts [chase] and [mouse] are generic concepts. All relations in this graph are
binary. For instance, the relation (attr) for attribute indicates that the mouse has
brown color. The other two relations stand for agent and patient of the action [chase].

Building and manipulating conceptual graphs is mainly based on six canonical
rules [9]. Two of these rules are the generalization rules: unrestrict and detach.

Unrestrict rule generalizes a conceptual graph by unrestricting one of it concepts
either by type or referent. Unrestriction by type replaces the type label of the concept
with some its supertype; unrestriction by referent substitutes individual referents by
generic ones.

Detach rule splits a concept node into two different nodes having the same attrib-
utes (type and referent) and distributes the relations of the original node between the
two resulting nodes. Often this operation leads to separating the graph into two un-
connected parts.

cat: Tom chase mouseAgnt Ptnt brownAttr

Fig. 1.  A simple conceptual graph
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Fig. 2.  Projection mapping π: v → u (the highlighted area is the projection of v in u).

A conceptual graph v derivable from the graph u by applying a sequence of gener-
alization rules is called a generalization of the graph u; this is denoted as u ≤ v. In this
case there exists a mapping π: v → u with the following properties (πv is a subgraph
of u called a projection of v in u; see Figure 2):1

• For each concept c in v, πc is a concept in πv such that type(πc) ≤ type(c). If c is
an individual concept, then referent(πc) = referent(c).

• For each relation node r in v, πr is a relation node in πv such that type(πr) =
type(r). If the i-th arc of r is linked to a concept c in v then the i-th arc of πr must
be linked to πc in πv.

The mapping π is not necessarily one-to-one, i.e., two different concepts or rela-
tions can have the same projections (x1 ≠ x2 and πx1 = πx2, such situation results from
application of detach rule). In addition, it is not necessarily unique, i.e., a conceptual
graph v can have two different projections π and π´ in u, π´v ≠ πv.

If u1, u2, and v are conceptual graphs such that u1 ≤ v and u2 ≤ v, then v is called a
common generalization of u1 and u2. A conceptual graph v is called a maximal com-
mon generalization of u1 and u2 if and only if there is no other common generalization
v´ of u1 and u2 (i.e., u1 ≤ v´ and u2 ≤ v´) such that v´ ≤ v.

3   Comparison of Conceptual Graphs

The procedure we propose for the comparison of two conceptual graphs is summa-
rized in Figure 3. It consists of two main stages. First, the two conceptual graphs are
matched and their common elements are identified. Second, their similarity measure
is computed as a relative size of their common elements. This measure is a value be-
tween 0 and 1, 0 indicating no similarity between the two graphs and 1 indicating that
the two conceptual graphs are equal or semantically equivalent.

The two stages use domain knowledge and consider the user interests. Basically,
the domain knowledge is described as a thesaurus and as a set of user-oriented is-a
hierarchies. The thesaurus allows considering the similarity between semantically
related concepts, not necessarily equal, while the is-a hierarchies allow determining
similarities at different levels of generalization.

1 Here, the functions type(c) and referent(c) return the type and referent of the concept c, re-
spectively; the function type(r) returns the type of the relation r. By type(a) ≤ type(b) we de-
note the fact that type(b) is a supertype of type(a).

cat chase animalAgnt Ptnt

cat: Jerry chase mouseAgnt Ptnt brownAttru:

v:

πv
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3.1   Matching Conceptual Graphs

Matching of two conceptual graphs allows finding all their common elements, i.e., all
their common generalizations. Since the projection is not necessarily one-to-one and
unique, some of these common generalizations may express redundant (duplicated)
information. In order to construct a precise description of the similarity of the two
conceptual graphs (e.g. G1 and G2), it is necessary to identify the sets of compatible
common generalizations. We call such sets overlaps and define them as follows.

Definition 1. A set of common generalizations { }ngggO ,,, 21 �=  is called com-

patible if and only if there exist projection maps2 { }nπππ ,,, 21 �  such that the corre-

sponding projections in G1 and G2 do not intersect, i.e.:

∅==
==

i

n

i
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G gg ��
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Definition 2. A set of common generalizations { }ngggO ,,, 21 �=  is called maximal
if and only if there does not exist any common generalization g of G1 and G2 such that
either of the conditions holds:

1. { }ggggO n ,,,, 21 �=′  is compatible,

2.
iggi ≤∃ : ,

igg ≠ , and { }nii gggggO ,,,,,, 111 �� +−=′  is compatible.

(i.e., O cannot be expanded and no element of O can be specialized while preserving
the compatibility of O.)

Definition 3. A set { }ngggO ,,, 21 �=  of common generalizations of two concep-
tual graphs G1 and G2 is called overlap if and only if it is compatible and maximal.

Obviously, each overlap expresses completely and precisely the similarity between
two conceptual graphs. Therefore, the different overlaps may indicate different and
independent ways of visualizing and interpreting their similarity.

Let us consider the algorithm to find the overlaps. Given two conceptual graphs G1

and G2, the goal is to find all their overlaps. Our algorithm works in two stages.
At the first stage, all similarities (correspondences) between the conceptual graphs

are found, i.e., a kind of the product graph is constructed [6].  The product graph P
expresses the Cartesian product of the nodes and relations of the conceptual graphs,

2 Recall that projection map and thus the projection for a given pair v, u is not unique.

Matching

Similarity
measure

overlaps

Domain
Knowledge User

conceptual 
graphs

Similarity description

Similarity measure

Fig. 3.  Comparison of conceptual graphs
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but only considers those pairs with non-empty common generalizations. The algo-
rithm is as follows:

1    For each concept ci of G1

2       For each concept cj of G2

3            P ← the common generalization of ci and cj.
4    For each relation ri of G1

5        For each relation ri of G2

6            P ← the common generalization of ri and rj.

At the second stage, all maximal sets of compatible elements are detected, i.e., all
overlaps are constructed. The algorithm we use in this stage is an adaptation of a well-
known algorithm for the detection of all frequent item sets in a large database [1].

Initially, we consider that each concept of the product graph is a possible overlap.
At each subsequent step, we start with the overlaps found in the previous step. We use
these overlaps as the seed set for generating new large overlaps. At the end of the
step, the overlaps of the previous step that were used to construct the new overlaps are
deleted because they are not maximal overlaps and the new overlaps are the seed for
the next step. This process continues until no new large enough overlaps are found.
Finally, the relations of the product graph are inserted into the corresponding over-
laps. This algorithm is as follows:

1   Overlaps1 = {all the concepts of P}
2   For (k = 2; Overlapsk-1 = ∅; k++)
3         Overlapsk ← overlap_gen (Overlapsk-1)
4         Overlapsk-1 ← Overlapsk-1 – {elements covered by Overlapsk}
5  MaxOverlaps = �k kOverlaps

6   For each relation r of P
7       For each overlap Oi of MaxOverlaps
8           If the neighbor concepts of r are in the overlap Oi

9               O ← r

The overlap_gen function takes as argument Overlapsk-1, the set of all large (k-1)
overlaps and returns Overlapsk, the set of all large k-overlaps.  Each k-overlap is con-
structed by joining two compatible (k-1) overlaps. This function is defined as follows:
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with the exception of the case k = 2 where

{ }conceptsscompatibleareand,,| 12 XXOverlapsXXXXOverlaps ′∈′′∪= .

In the next section we give an illustration of matching of two simple conceptual
graphs; see Figure 4.

It is well-known [5,6] that matching conceptual graphs is an NP-complete problem.
Thus our algorithm has exponential complexity by the number of common nodes of
the two graphs. This does not imply, however, any serious limitations for its practical
application for our purposes, since the graphs we compare represent the results of a
shallow parsing of a single sentence and thus are commonly small and have few
nodes in common. Since our algorithm is an adaptation of the algorithm called
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APRIORI [1] that was reported to be very fast, ours is also fast (which was confirmed
in our experiments); in general, algorithms of exponential complexity are used quite
frequently in data mining. For a discussion of why exponential complexity does not
necessarily present any practical problems, see also [14].

3.2   Similarity Measure

Given two conceptual graphs G1 and G2 and one of their overlaps, O, we define their
similarity s as a combination of two values: their conceptual similarity sc and their
relational similarity sr.

The conceptual similarity sc depends on the common concepts of G1 and G2. It indi-
cates how similar the entities, actions, and attributes mentioned in both conceptual
graphs are. We calculate it using an expression analogous to the well-known Dice
coefficient [8]:3
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Here �O  is the union of all graphs in O, i.e., the set of all their nodes and arcs; the

function weight (c) gives the relative importance of the concept c, and the function
β ( cG1

π , cG2
π ) expresses the level of generalization of the common concept �Oc ∈

relative to the original concepts cG1
π  and cG2

π . The function weight(c) is different

for nodes of different types; currently we simply distinguish entities, actions, and
attributes:

attributeanrepresentsif

actionanrepresentsif

entityanrepresentsif

)(

c

c

c

w

w

w

cweight

A

V

E

⎪
⎩

⎪
⎨
⎧

=

where wE, wV, and wA are positive constants that express the relative importance of the
entities, actions, and attributes respectively. Their values are user-specified. In the
future, a less arbitrary mechanism for assigning weights can be developed.

The function β ( cG1
π , cG2

π ) can be interpreted as a measure of the semantic simi-

larity between the concepts cG1
π  and cG2

π . Currently we calculate it as follows:4
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3 Because of its simplicity and normalization properties, we take the Dice coefficient as the
basis for the similarity measure we proposed.

4
In this definition, the condition type( cG1

π ) = type( cG2
π ) is also satisfied when type( cG1

π )

and type( cG2
π ) are synonyms, which is defined by the thesaurus.
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In the first condition, the concepts cG1
π  and cG2

π  are the same and thus

β ( cG1
π , cG2

π ) = 1.

In the second condition, the concepts cG1
π  and cG2

π  refer to different individuals

of the same type, i.e., different instances of the same class. In this case,
( ) ( )1,

21
+= depthdepthcc GG ππβ , where depth indicates the number of levels of the is-

a hierarchy. Using this value, the similarity between two concepts having the same
type but different referents is always greater that the similarity between any two con-
cepts with different types.

In the third condition, the concepts cG1
π  and cG2

π  have different types, i.e., refer

to elements of different classes. In this case, we define β ( cG1
π , cG2

π ) as the seman-

tic similarity between type( cG1
π ) and type( cG2

π ) in the is-a hierarchy. We calculate

it using a similar expression to one proposed in [11]. In this third option of our for-
mula, di indicates the distance – number of nodes – from the type i to the root of the
hierarchy.

The relational similarity sr expresses how similar the relations among the common
concepts in the conceptual graphs G1 and G2 are. In other words, the relational simi-
larity indicates how similar the neighbors of the overlap in both original graphs are
(see more details in [13]). We define the immediate neighbor of the overlap O in a
conceptual graph Gi, NO(Gi), as the set of all the relations connected to the common
concepts in the graph Gi:

( ) ( ) ( ) { }GcrrcNcNGN G
Oc

GGiO ii
in toconnectedis|  where, ==

∈
� π .

With this, we calculate the relational similarity sr using the following expression –
also analogous to the Dice coefficient:
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Here weightG(r) indicates the relative importance of the conceptual relation r in the
conceptual graph G.5 This value is calculated by the neighbor of the relation r. This
kind of assignment guarantees the homogeneity between the concept and the relation
weights. Hence, we compute weightG(r) as:
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Now that we have defined the two components of the similarity measure, sc and sr,
we combine them into a cumulative measure s. First, the combination should be
roughly multiplicative, for the cumulative measure to be proportional to each of the
two components. This would give the formula rc sss ×= . However, we note that the

relational similarity has a secondary importance, because its existence depends on the
existence of some common concept nodes and because even if no common relations

5 This function also holds for overlaps because an overlap is also a set of conceptual graphs
(see the definition 3.1).
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exist between the common concepts of the two graphs, there exists some level of
similarity between them. Thus, while the cumulative similarity measure is propor-
tional to sc, it still should not be zero when sr = 0. So we smooth the effect of sr using
the expression:

( )rc sbass ×+×=

With this definition, if no relational similarity exists between the two graphs (sr =
0) then the general similarity only depends on the value of the conceptual similarity.
In this situation, the general similarity is a fraction of the conceptual similarity, where
the coefficient a indicates the value of this fraction.

The coefficients a and b reflect user-specified balance (0 < a, b < 1, a + b = 1). The
coefficient a indicates the importance of the part of the similarity exclusively depend-
ent on the common concepts and the coefficient b expresses the importance of the part
of the similarity related with the connection of these common concepts. The user’s
choice of a (and thus b) allows adjusting the similarity measure to the different appli-
cations and user interests. For instance, when a > b, the conceptual similarities are
emphasized, while when b > a, stresses structural similarities.

4   An Illustrative Example

Our method for comparison of two conceptual graphs is very flexible. On one hand, it
describes qualitatively and quantitatively the similarity between the two graphs. On
the other hand, it considers the user interests all along the comparison process.

To illustrate this flexibility, we compare here two simple conceptual graphs. The
first one represents the phrase “Gore criticizes Bush” and the second one the phrase
“Bush criticizes Gore”.6 The figure 4 shows the matching of these two graphs. Notice
that their similarity can be described in two different ways, i.e., by two different and
independent overlaps. The overlap O1 indicates that in both graphs “a candidate criti-
cizes another candidate”, while the overlap O2 indicates that both graphs talk about
Bush, Gore, and an action of criticizing.

The selection of the best overlap, i.e., the most appropriate description of the simi-
larity, depends on the application and the user interests. These two parameters are
modeled by the similarity measure. Table 1 shows the results for the comparison of
these two conceptual graphs. Each result corresponds to a different way of evaluating
and visualizing the similarity of these graphs. For instance, the first case emphasizes
the structural similarity, the second one the conceptual similarity, and the third one
focuses on the entities. In each case, the best overlap and the longer similarity meas-
ure are highlighted.

5   Conclusions

In order to start using more complete representations of texts than just keywords in
the various applications of text processing, one of the main prerequisites is to have an
appropriate method for the comparison of such new representations.

6 Bush and Gore were candidates at U.S. president elections in 2001.
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We considered re-
presentation of the
texts by conceptual
graphs and proposed
a method for com-
parison of any pair of
conceptual graphs.
This method works in
two main stages:
matching conceptual
graphs and measur-
ing their similarity.
Matching is mainly
based on the gener-
alization rules of
conceptual graph
theory. Similarity
measure is based on
the idea of the Dice
coefficient but it also
incorporates some
new characteristics
derived from the
conceptual graph
structure, for in-
stance, the combina-
tion of two comple-
mentary sources of
similarity: conceptual and relational similarity.

Our method has two interesting characteristics. First, it uses domain knowledge,
and second, it allows a direct influence of the user.

The domain knowledge is expressed in the form of a thesaurus and a set of small
(shallow) is-a hierarchies, both customized by a specific user. The thesaurus allows
considering the similarity between semantically related concepts, not necessarily
equal, while the is-a hierarchies allow determining the similarities at different levels
of generalization.

The flexibility of the method comes from the user-defined parameters. These allow
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Fig. 4.  Flexible matching of two conceptual graphs

Table 1.  The flexibility of the similarity measure
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analyzing the similarity of the two conceptual graphs from different points of view
and also selecting the best interpretation in accordance with the user interests.

Because of this flexibility, our method can be used in different application areas of
text processing, for instance, in information retrieval, textual case-based reasoning,
and text mining. Currently, we are designing a method for the conceptual clustering of
conceptual graphs based on these ideas and an information retrieval system where the
non-topical information is represented by conceptual graphs.
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Abstract. User-centered digital libraries for education are developed. Instead of
static contents on the web searched and retrieved in a traditional sense, we
investigate personalized, dynamic information seeking in the learning
environment of digital libraries. Learning objects and user profiles are
important components of the digital library system. In their existing metadata
standards, personalizing agents are designed and developed for realizing peer-
to-peer educational and learning technologies on the Internet.

1   Introduction

Education is an interactive process between learners and teachers in a peer-to-peer
fashion. Digital libraries have great potential for education [2]. But if personalization
is not supported on these large-scale systems, their functions will not be fully utilized.
Personalization in web-based education has taken place in research of adaptive and
intelligent technologies (e.g., [1]). However current web-based personalization
research does not have the large scale and the integrative nature of digital libraries.
Our contribution is to integrate personalization technology into digital libraries. This
paper reports such a recent effort – NBDL (National Biology Digital Library) –
supported by the NSF for biological education [5]. The NBDL project is a core
integration system of the NSF NSDL (National SMETE Digital Library) Program
[10]. The NBDL consortium consists of the University of Missouri, University of
Illinois, NCSA, and Missouri Botanical Garden. The main collection is the Tropicos
collection of more than 1 million botanical specimens. The federated search engine,
Emerge, can access seamlessly networked biological databases, including Medline,
Pubmed, Entrez genetic databases, Library of Congress, and Tropicos. The NSF
NSDL Program is a large-scale program consisting of many collection and service
projects covering science, mathematics, engineering and technology education.

Personalization is essential to user-centered digital libraries. This specific situation
provides us with learning-object and learner standards already established [5-8], thus
theories and technologies (e.g., [2]) can be developed, tested, and validated more
explicitly. In addition to the main search engine and primary collections, we are
developing a user-centered digital library LOVE (Learning Object Virtual Exchange),
which collects non-traditional learning-objects, such as tutorials, lecture notes,
software, examinations, projects, and field trips. Our innovation of personalization
manifests in three dimensions of LOVE: (1) managing learning-related history, goals,
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and accomplishments of learners and learner-groups, (2) engaging a learner in a
learning experience pedagogically, and (3) discovering learning opportunities for
learners in the LOVE collection and the NBDL digital library. The goal of the NSF
NSDL Program is to enhance education through cumulating modern technologies, but
is not to replace completely teachers by web-based learning systems. Thus LOVE is
an intelligent environment supporting peer-to-peer learning. It exploits technologies,
such as multiagent systems (e.g., [12]), but also human involvement of teachers, (K-
12) parents, reviewers, editors, and students, all as users.

2   LOVE: Design Objectives

LOVE is intended for the community of teachers, (K-12, university, and life-long)
learners, authors, editors, and reviewers. It complements the primary collections of
NBDL. Our main design objectives of LOVE as a digital library are adaptivity,
interactivity and openness. Adaptivity is needed to select and customize the learning
resources to the learners and to the context in which the learning is taking place.
These two aspects exhibit a wide range of variability for digital libraries. Such
systems can not make a priori assumptions about the characteristics of the learner,
such as educational background, cognitive style, etc., nor about the context and
purpose for the learning process. Instead it must be able to adapt dynamically based
on explicit knowledge about these aspects that need to be maintained independently
of the more generic learning content knowledge.

In the following, we describe the overall NBDL architecture of which LOVE is a
subsystem:

Fig. 1. NBDL Architecture

In the LOVE collection, we will provide learning objects in standardized forms so
that intelligent agents can index user profiles and learning objects and match them
directly. In the persistent collections of legacy data (e.g., the Library of Congress and
National Library of Medicine), we will not be able to directly match the two parties.
Instead we would develop data mining techniques in the “Semantic Object Manager”
and “Emerge” (search engine) for matching them.  The LOVE architecture consists of
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the collection managed by a community (e.g., a school district) and several networked
services, which implement various educational technologies as multiagents described
in later sections.

3   Learning Objects: Metadata Standards

The IEEE Learning Technology Standards Committee  (IEEE-LTSC P1484) has
undertaken the initiative of drafting a set of standards among which they define a data
model for Learning Object Metadata (LOM) [6], [9]. This standard has received the
endorsement of other consortiums dealing with educational standards such as
ARIADNE, IMS (Instructional Management Systems) Consortium, and SCORM
(Shareable Courseware Object Reference Model) for the ADL-Net (Advanced
Distributed Learning Network) within the DOD.

Several of these standards are being endorsed by the IMS Consortium, who in
addition is developing the Content Packaging Information Model, which describes a
self-standing package of learning resources [7]. The IMS Content Packaging
Information Model describes data structures that are used to provide interoperability
of Internet-based content with content creation tools, learning management systems,
and run time environments. The objective of the IMS Content Packaging Information
Model is to define a standardized set of structures that can be used to exchange
content. These structures provide the basis for standardized data bindings that allow
software developers and implementers to create instructional materials that
interoperate across authoring tools, learning management systems and run time
environments that have been developed independently by various software
developers.

The IEEE Learning Technology Standards Committee  (IEEE-LTSC P1484) has
undertaken the initiative of drafting a set of standards among which they define a data
model for Learning Object Metadata (LOM) [6], [9]. This standard has received the
endorsement of other consortiums dealing with educational standards such as
ARIADNE, IMS (Instructional Management Systems) Consortium, and SCORM
(Shareable Courseware Object Reference Model) for the ADL-Net (Advanced
Distributed Learning Network) within the DOD.

Several of these standards are being endorsed by the IMS Consortium, who in
addition is developing the Content Packaging Information Model, which describes a
self-standing package of learning resources [7]. The IMS Content Packaging
Information Model describes data structures that are used to provide interoperability
of Internet-based content with content creation tools, learning management systems,
and run time environments. The objective of the IMS Content Packaging Information
Model is to define a standardized set of structures that can be used to exchange
content. These structures provide the basis for standardized data bindings that allow
software developers and implementers to create instructional materials that
interoperate across authoring tools, learning management systems and run time
environments that have been developed independently by various software
developers.

The IEEE-LTSC LOM model is an abstract model, however, the IMS Consortium
has provided one possible binding specification using pure XML and XML-Schema
standards. The XML Schema introduces an unambiguous specification of low-level
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Fig. 2. IMS Content Packaging Conceptual Model [7]

and intermediate level data types and structures that assure a higher level of
interoperability between XML documents. We will adopt this model to develop our
LOVE collection. The current LOM model includes the following nine metadata
elements, some of which can occur multiple times:
1. General: title, cat/entry, language, description, keyword, coverage, aggregation

level.
2. Lifecycle: version, status, contributor.
3. MetaMetaData: identifier, catalog/entry, contributor, metadata scheme, language.
4. Technical: format, size (bytes), location, requirements  (installation, platforms),

duration.
5. Pedagogical: interactivty type, learning resource type, interactivity level, semantic

density, intended end user role, learning context, age range, typical learning time,
description on how to be used.

6. Rights: cost, copyright, description of condition of use.
7. Relation: kind, resource (target).
8. Annotation: person, date, description, comment.
9. Classification: taxon, taxon-path.

From this set, the Relation and Classification elements and sub-elements are
specifically relevant from the perspective of supporting LOVE design objectives:
adaptivity, interactivity, and openness. The Relation element provides a best practice
set of controlled vocabulary for kind-of-relations pairings with the target LO or
resource with which the current LO holds this kind-of-relation. Their use for
navigation between LO’s, in a kind of semantic networks, is very important. Note that
these relations do not have to link to other LO’s necessarily, so relations with other
resources that may provide associated active-content is a possibility here. The
Classification element provides the principal mechanism for extending the LOM
model by allowing it to reference a Taxonomy and describe associated taxon-path
sub-elements corresponding to the LO. Thus Classification provides for multiple
alternative descriptions of the LO within the context and meaning of several
Taxonomies.

In our LOVE collection, LO’s will represent small capsules of knowledge in a
form suitable for didactic presentation and assimilation by learners. We believe that
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the LO metadata standardization will introduce a large degree of interoperability and
re-use, promoting the widespread investment in, and adoption of, educational
technology. Each learning object by being highly atomic and complete in capturing a
concept or “learning chunk” provides the opportunity for the configuration of a large
number of course variations. The resulting fine-grained course customization is
expected to lead to “just-in time”, “just-enough”, “just-for-you”, training and
performance support courseware. This implies the traversal of a subject matter
domain in a highly flexible way and learner-specific way. However this flexibility
must comply with inter-LO dependencies and restrictions, which in turn will require
new goal-driven more intelligent navigation facilities.

4   User Profiles: Learner Model Standards

Tracking learners’ patterns and preferences for adapting the digital library system to
their needs is perhaps the most important aspect of user-centered digital libraries. In
addition to LOM, the IMS is also defining a standard model for learners called the
IMS LIP (Learner Information Packaging) Model [8]. IMS LIP is based on a data
model that describes those characteristics of a learner needed for the general purposes
of:

• Recording and managing learning-related history, goals, and accomp-
lishments.

• Engaging a learner in a learning experience.
• Discovering learning opportunities for learners.

Since some IMS LIP elements are narrowly specific to formal classroom learning
context, and not relevant to digital libraries, we will not use them. In user profiling of
our LOVE collection, we will tentatively use the following metadata, subject to
NSDL community decisions:

Identification
Affiliation
Privacy
Security
Relationship
Accessibility (e.g., disability)
Goal
Competency
Performance
Portfolio
Interest
Preference
Activity

The LOVE community is composed of learners, but also creators, reviewers,
catalogers, librarians, and editors. Its user profiles are manifold.  For examples,

1. Learners: finding resources, managing resources once retrieved, sharing
resources with others, talking to other community members;

2. Teachers: tutoring, advising, managing resources;
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3. Parents: advising, coordinating with other parents and teachers;
4. Creators: contributing resources;
5. Reviewers: gaining access for quality assurance and review, rating resources,

finding rated resources;
6. Editors: adding resource descriptions;
7. Catalogers: ingesting content into digital libraries; and
8. Librarians: analyzing collection.

The relationships between learners, reviewers, editors, parents, catalogers, and
librarians of LOVE are hierarchical with different authorities. Learners are basic users
without any authority, while reviewers and editors will have authority over content
materials of LO’s. Catalogers and librarians will have the final authority to manage
the LOVE collection. At present, we have not decided the role of parents, because it
will be a matter of each school district. At least, parents will have a supporting role to
enhance K-12 students. Either proactive or on-demand, personalization services are
derived by matching metadata patterns of both learning objects and learner/user
models. Learners would have at least the following needs:

1. accessibility (e.g., styles, disabilities, cognitive level, language),
2. personal profile on creators/vendors available to judge resource quality,
3. dynamic “portfolio” of their own ratings and assessment,
4. dynamic “portfolio” shared in a limited way with other LOVE members.

Getting profile information for learners/users will be iterative over time. Generally we
can expect users to provide profile information only in incremental times. Moreover
profile information touches upon privacy issues. We are in the process of building
user profiling for NBDL, which will be extended later to the whole NSDL Program.

5   Theories: Multiagent Systems

Personalization of digital libraries for education rests its theories on multiagent
systems (e.g., [11], [12]). These theories are general multiagent theories specialized to
education. Under our LOVE design-objectives, personalization means system
adaptivity, interactivity and openness. Multiagents are required to manipulate and
represent many user profiles, learning objects, and learning experiences. Multiagents
are intelligent software that incorporates many Artificial Intelligence (AI) and
Distributed AI research results, but also exhibit emergent intelligent behavior
resulting from the combined interaction among several agents and their shared
environment. In our perspective, key properties of multiagents are autonomous,
proactive, interactive, adaptive, scalable, and decentralized. These properties support
personalization in several ways. Our contribution is to develop practical and scalable
multiagents as operations on metadata describing user profiles, learning objects, and
learning experiences.

In the following, we define multiagents in the LOVE environment. Autonomous
agents can incorporate a set of goals that steer their planning, behavior and reactions
as they carry out their assigned tasks. Autonomous agents can continuously support
the interaction with users. Proactive agents take the initiative in guiding users based
on high level learning goals and low level tasks selections. Interactive agents possess
complex behavior and can incorporate meaningful responses to users by closely
tracking their inputs and reactions. Interactivity means the agents or significant
portions of them execute on the local desktop thus avoiding network links latencies
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and bandwidth limitations. Adaptive agents are capable of exhibiting a wide range of
adaptivity, by properly modeling users and their contexts in user profiles, and
understanding learning objects interdependencies. Scalable agents are able to tackle
problems whose computational complexity is usually not scalable when using
standard monolithic algorithm approaches. This is achieved through off-loading some
of the potential agent-to-agent interaction complexity to interaction within a shared
environment of standardized formats, styles, and protocols. Decentralized agents can
interact directly with the user without tight coupling with central services, thus
reducing the performance requirements on the network and improving the scalability.

In the LOVE environment, agents are inherently modular services and able to
communicate using a certain inter-agent language in XML asynchronously. Thus our
multiagent architecture is highly flexible allowing the re-use and creative re-
combination of different agents and the independent development and deployment of
new agents with improved functionality, performance and embodying new ideas on
digital libraries. Multiagents permit experimentation and incremental improvement of
the system. They make also possible inter-disciplinary work and cooperation among
different NSDL teams, allowing highly focused development of specialized agents
that can be tested and deployed to real-world learning environments without having to
obsolete and start from scratch every time. The re-usability of learning objects
coupled with the modularity of agents, provide for steady and continuous
improvement both in the quality of content and the quality of delivery of digital
libraries.

Although we can conceive of several partitioning alternatives for a minimum set of
functions required within the LOVE learning environment, an intuitively appealing
break-up is one, which follows the traditional human roles in current educational
settings. This role re-distribution among agents might not be necessarily the best one
but has the advantage to help the architectural specification of the LOVE learning
environment by exploiting existing metaphors that enhance comprehension of the
NSDL architecture. Actual experience with the NSDL Program may suggest a more
optimized approach to role partitioning and re-distribution.

The following is a sample of the kinds of personalizing agents that we will
develop. The learner-agent is a proxy for the learner on interactions with other parts
of the system. Its responsibilities include learner enrollment into a particular course,
presentation of pre-selected material to the learner, capturing learner responses,
forwarding these to a teacher-agent, also forwarding learner input during learner-
driven navigation. The teacher-agent is responsible for performing the role of an
intelligent tutor choosing optimal navigation of the course learning units and the
interactive tasks required from the learner. The recommender-agent provides content
adaptation and navigation support for learner-driven navigation. A major
responsibility of this agent is updating the learner model, including keeping track of
learner cumulative performance portfolio. The course-agent is customized based on
the content of a course. It is responsible for the unwrapping of course content
packages. The timely retrieval of all learning resources identified by a course
manifest, including active content and any additional delivery mechanisms. The
register-agent manages the learner enrollments into courses, and may enforce some
desired curricular sequencing among courses, and other high level policies dealing
with long-term learning and development goals. This agent is responsible for the
security and privacy of learner public and private information, its storage and
retrieval.
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6   Learning Technologies and Implementation Issues

The two major predecessor learner technologies impacting education are intelligent
tutoring systems (ITS) and adaptive hypermedia systems (AHS) (e.g., Brusilovsky
[1]). The goal of ITS is the use of knowledge about the domain and learner profiles to
support personalized learning. There are at least four core functions: curriculum
sequencing, intelligent analysis of student’s solutions, interactive problem solving
support, example-based problem solving support. We will adopt these ideas to the
LOVE environment. Curriculum sequencing is to provide the learner with the most
suitable individually planned sequence of knowledge units to learn and sequence of
learning tasks (examples, questions, problems, etc.). Sequencing is further divided
into active sequencing dealing with a learning goal and passive sequencing dealing
with remedial knowledge. Active sequencing can involve fixed system-level selection
of goals and adjustable learner selections of a subset of the goals. Most systems
provide high level sequencing of knowledge in concepts, lessons, and topics, and low
level sequencing of task in problems, examples, and examinations within a high level
goal. Not all systems adopt intelligent sequencing at both the high and low level. The
learner knowledge is used to drive active sequencing as a function of the “gap”
between the goals and the knowledge. Sequencing can also be driven by learner
preferences with regards to lesson media. The sequencing can be generated statically
before the learner begins interacting with the system or dynamically while the
learning process is taking place.

Curriculum sequencing has become a favorite technology on web-based learning
due to its relatively easy implementation. Historically most ITS had focused on
problem solving support technologies with sequencing being left as the responsibility
of a human tutor. Problem solving support technologies are intelligent analysis of
learner’s solutions, interactive problem solving and example-based problem solving
support. Intelligent analysis of learner’s solutions uses the learner final answers to
perform knowledge diagnosis, provide error feedback and update learner model.
Interactive problem solving support continually tracks learner problem solving
process, identifies difficulties and can provide error indication for each individual
step, hint at alternative solutions, or provide wizard-like step by step help. These
interactive tutors can not only help the learner every step of the way but also update
the learner model. Example-based problem solving support is shifted from identifying
errors or step by step support, to suggesting previously solved examples that are
relevant to the problem at hand.

Adaptive hypermedia systems (AHS) will be another important feature of LOVE.
Adaptive presentation is to adapt the content of a hypermedia page to the learner’s
goal, knowledge and other information stored in the learner model. In this technology,
pages are not static, but are adapted to learner goals, knowledge level, etc. Some
systems perform low-level conditional text techniques, while others can generate
adaptable summaries, or preface to pages. The latter can take the form of adaptively
inserted warnings about learner readiness to learn a given page. Adaptive navigation
support is to support the learner in hyperspace orientation and navigation by changing
the appearance of visible links.  The technique can be seen as a generalization of
curriculum sequencing but within the hypermedia context, and offering more options
for direct/indirect guidance. Direct guidance guides learners to next “best” link.
Contrary to curriculum sequencing where pages are built on demand and only system
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can guide learners to page, here the page must pre-exist. Direct guidance usually
provides one-level sequencing versus two-level sequencing available in traditional
curriculum sequencing. Adaptive link annotation modifies the link colors, associates
icons with links, and provides other differentiation cues that help learner selection.
Adaptive link hiding makes the links selectively invisible when the learner is not
ready to learn that material. Adaptive link sorting sorts links in terms of the next best
choice for navigation. Adaptive collaboration support forms different matching
groups for collaboration, like identifying a collaboration group adequate to a learner
characteristics or finding a qualified learner-tutor among the other learners. Finally,
intelligent class monitoring looks for miss-matching user profiles or outlying learners.

The theory of multiagents provides the foundation of learner-agent, teacher-agent,
and course-agent, and learning technologies supply the didactic model of the LOVE
environment. However practical implementation issues involve a framework of
browsers, applets, servlets, and distributed services in the LOVE environment. In the
browser, the active portion is at the client in the form of an applet. It takes advantage
of the browser facilities to present material and interact with the learner. Although
allowing the applet to be a relatively thin client, the reliance on the browser imposes
and inherits all the browser limitations, constraining the ultimate flexibility. For
example, a heavyweight browser must always remain in the background, and if the
browser window is closed the applet is also terminated. In addition interaction
between the applet and the network is severely constrained. The distributed service
framework implements decentralized agents. A portion of the functionality is
implemented as a service and other parts as a remote service-object that accesses the
service. The client-side is the service-object that knows how to communicate with the
parent service probably using a proprietary protocol. The client-side service-object is
downloaded from a look-up service that makes publicly available the parent service
through a discovery protocol. For example, this is the scheme implemented by JINI
[4]. One of the advantages of this approach is the centralization of the learner model
at the parent service site. A potential disadvantage is the centralized nature of the
parent service.

Fig. 3. The LOVE Architecture
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Abstract. This paper presents an interface that incorporate a method to enrich 
semantically WordNet 1.6. with categories or classes from other classification 
systems. In order to build the WordNet enriched it is necessary the creation of a 
interface to label WordNet with categories from different available classifica-
tion systems. We describe features of the design and implementation of the in-
terface to obtain extensions and enhancements on the WordNet lexical data-
base, with the goal of providing the NLP community with additional knowl-
edge. The experimental results, when the method is applied to IPTC Subject 
Reference System, show that this may be an accurate and effective method to 
enrich the WordNet taxonomy. The interface has been implemented using pro-
gramming language C++ and providing a visual framework. 

1 Introduction and Motivation 

Lexical resources are an essential component of language enabled systems. They 
are one of the main ways of representing the knowledge which applications use in 
Natural Language Processing (NLP) system, such as Information Retrieval (IR), In-
formation Extraction (IE), Machine Translation (MT), Natural Language Interface or 
Text Summarization. 

Byrd in [3], proposes the integration of several structured lexical knowledge re-
sources derived from monolingual and bilingual Machine Read Dictionaries (MRD) 
and Thesaurus. The work reported in [20] used a mapping process between two the-
saurus and two sides of a bilingual dictionary. Knight in [7], provides a definition 
match and hierarchical match algorithms for linking WordNet [9] synsets and LDOCE 
[16] definitions. Knight and Luk in [8], describe the algorithms for merging comple-
mentary structured lexical resources from WordNet, LDOCE and a Spanish/English 
bilingual dictionary. A semiautomatic environment for linking DGILE [2] and 
LDOCE taxonomies using a bilingual dictionary are described in [1]. A semi-
automatic method for associating Japanese entries to an English ontology using a 
Japanese/English bilingual dictionary is described in [14]. An automatic method to 
enrich semantically the monolingual Spanish dictionary DGILE, using a Span-
ish/English bilingual dictionary and WordNet is described in [17]. Several methods 
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for linking Spanish and French words from bilingual dictionaries to WordNet synsets 
are described in [18]. A mechanism for linking LDOCE and DGILE taxonomies using 
a Spanish/English bilingual dictionary and the notion of Conceptual Distance between 
concepts are described in [19]. The work reported in [4] used LDOCE and Roget’s 
Thesaurus to label LDOCE. A robust approach for linking already existing lexi-
cal/semantic hierarchies, in particular WordNet 1.5 onto WordNet 1.6, is described in 
[5].

This paper presents an interface that incorporate a method to enrich semantically 
WordNet 1.6. with categories or classes from other classification systems. In order to 
build the WordNet enriched it is necessary the creation of a interface to label Word-
Net with categories from different available classification systems. 
The organisation of this paper is as follows: After this introduction, in Section 2 we 
describe the technique used (Word Sense Disambiguation (WSD) using Specification 
Marks Method) and its application. In Section 3, we briefly describe the method for 
labelling the noun taxonomy of the WordNet. In section 4, we describe the user inter-
face which allows the enrichment of WordNet. In Section 5, some experiments related 
to the proposal method are presented, and finally, conclusions and an outline of fur-
ther lines of research are shown. 

2 Specification Marks Method 

WSD with Specification Marks is a method for the automatic resolution of lexical 
ambiguity of groups of words, whose different possible senses are related. The method 
requires the knowledge of how many of the words are grouped around a specification 
mark, which is similar to a semantic class in the WordNet taxonomy. The word-sense 
in the sub-hierarchy that contains the greatest number of words for the corresponding 
specification mark will be chosen for the sense-disambiguating of a noun in a given 
group of words. Detailed explanation of the method can be found in [12], while its 
application to NLP tasks are addressed in [15]. 

2.1 Algorithm Description 

The algorithm with Specification Marks consists basically of the automatic sense 
disambiguating of nouns that appear within the context of a sentence and whose dif-
ferent possible senses are related. Its context is the group of words that co-occur with 
it in the sentence and their relationship to the noun to be disambiguated. The disam-
biguation is resolved with the use of the WordNet lexical knowledge base (1.6).  

The input for the WSD algorithm will be the group of words w={w1, w2, ..., wn}.
Each word wi is sought in WordNet, each one has an associated set si={si1, si2, ..., sin}
of possible senses. Furthermore, each sense has a set of concepts in the IS-A taxon-
omy (hypernym/hyponym relations). First, the concept that is common to all the 
senses of all the words that form the context is sought. We call this concept the Initial 
Specification Mark (ISM), and if it does not immediately resolve the ambiguity of the 
word, we descend from one level to another through WordNet´s hierarchy, assigning 
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new Specification Marks. The number of concepts that contain the subhierarchy will 
then be counted for each Specification Mark. The sense that corresponds to the Speci-
fication Mark with highest number of words will then be chosen as the sense disam-
biguation of the noun in question, within its given context. 

2.2 Heuristics 

At this point, we should like to point out that after having evaluated the method, we 
subsequently discovered that it could be improved, providing even better results in 
disambiguation. The results obtained in [13] demonstrate that when the method is 
applied with the heuristics, the percentages of correct resolutions increases. We there-
fore define the following heuristics: 

Heuristic of Hypernym: This heuristic solves the ambiguity of those words that 
are not directly related in WordNet (i.e. plant and leaf). But the word that is forming 
the context is in some composed synset of a hypernym relationship for some sense of 
the word to be disambiguated (i.e. leaf#1  plant organ). 

Heuristic of Definition: With this heuristic, the word sense is obtained using the 
definition (gloss used in WordNet system) of the words to be disambiguated (i.e. sis-
ter, person, musician). 

Heuristic of Common Specification Mark: With this heuristic, the problem of 
fine-grainedness is resolved (i.e. year, month). To disambiguate the word, the first 
Specification Mark that is common to the resulting senses of the above heuristic is 
checked. As this is the most informative of the senses, it is chosen. By means of this 
heuristic it tries to resolve the problem of the fine grainedness of WordNet. Since in 
most of the cases, the senses of the words to be disambiguated differ very little in 
nuances, and as the context is a rather general one it is not possible to arrive at the 
most accurate sense.

Heuristic of Gloss Hypernym: This heuristic resolves the ambiguity of those 
words that are neither directly related in WordNet nor are in some composed synset of 
a hypernym relationship for some senses of the word to be disambiguated. To solve 
this problem we use the gloss of each synset of a hypernym relationship. 

Heuristic of Hyponym: This heuristic resolves the ambiguity of those words that 
are not directly related in WordNet (i.e. sign and fire). But the word that is forming 
the context is in some composed synset of a hyponym relationship for some sense of 
the word to be disambiguated (i.e. sign#3  Visual signal  watch fire).  

Heuristic of Gloss Hyponym: This heuristic resolves the ambiguity of those words 
that are neither directly related in WordNet nor are in some composed synset of a 
hyponym relationship for some sense of the word to be disambiguated. To resolve this 
problem we use the gloss of each synset of a hyponym relationship. 

3 WordNet Enrichment 

The classification systems provide a means of arranging information so that it can 
be easily located within a library, World Wide Web, newspapers, etc. On the other 
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hand, WordNet presents word senses that are too fine-grained for NLP tasks. We 
define a way to deal with this problem, describing an automatic method to enrich 
semantically WordNet 1.6. with categories or classes from the classification systems 
using the Specification Marks Method. Categories, such as Agriculture, Health, etc, 
provide a natural way to establish semantic relations among word senses. These 
groups of nouns are the input for the WSD module. This module will consult the 
WordNet knowledge base for all words that appear in the semantic category, returning 
all of their possible senses. The disambiguation algorithm will then be applied and a 
new file will be returned, in which the words have the correct sense as assigned by 
WordNet. After a new file has been obtained, it will be the input for the rules module. 
This module will apply a set of rules for finding out the super-concept in WordNet. 
This super-concept in WordNet is labelled with its corresponding category of the 
classification system. Detailed explanation of the method can be found in [11]. 

4 Interface 

In order to build the enriched WordNet it is necessary the creation of a interface to 
label WordNet with categories from different available classification systems. This 
interface is made up of a set of computer programs that do all the work leading ulti-
mately to a labelled lexical knowledge base of WordNet.  

This section describes features of the design and implementation of the interface to 
obtain extensions and enhancements on the WordNet lexical database, with the goal of 
providing the NLP community with additional knowledge. 

The design of the interface is composed of four processes: (i) selecting the classify-
cation systems and their categories, (ii) resolving the lexical ambiguity of each word, 
(iii) finding out the super-concept and (iiii) organization and format of the WordNet 
database. These processes are illustrate in the figure 1. 

In order to validate our study, we implemented the interface using programming 
language C++. It is shown in figure 2, with necessary given explanations below. And 
due to the physical distance between the different members of the group of investiga-
tion who use the interface, this has been developed to work through the local area 
network (LAN). The user interface offers the operations followed: 

Select the classification system. A classification systems selection window con-
tains option buttons. The user clicks on the appropriate button to select the desired 
classification system. We have considered the classification systems such as IPTC, 
Dewey classification, Library of Congress Classification and Roget´s. 

Open category. The user clicks on this command button to select a category of the 
selected classification system in the previous step. The group of words that belong to 
the selected category appear in the left text window of the interface, named Input 
Category. 
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Figure 1: Interface Process 

Run Interface. The processes, resolving the lexical ambiguity and finding out the 
super-concept, were implemented in a unique function. The command button Run 
Interface allows one to run this function, and the output information that belongs to 
the group of words of the selected category appear in the right text window of the 
interface, named Output Labelled Synsets. This output information is made up of 
WordNet Sense Word and Super-Concept obtained for each word belonging to the 
category. For example: 

WordNet Sense Word    Super-Concept
{10129713} disease#1   {10120678} <IPTC.Health> ill Health 

Save Category. If this command button is clicked, the information above is or-
ganizated, formatted and storaged in the WordNet lexical database for each super-
concept, their full hyponyms and meronyms. 
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In the second approach we tested the Specification Mark Method on word clusters 
related by categories over IPTC Subject Reference System. The percentage of correct 
resolution was 96.1%. This successful percentage was because the method uses the 
knowledge of how many of the words in the context are grouped around a semantic 
class in the WordNet taxonomy.  

Once it has been shown that the WSD Specification Marks Method works well with 
classification systems, we tested the method of combining the semantic categories of 
IPTC and WordNet.  

Each IPTC category was computed as the amount of synsets of WordNet correctly 
labelled, synsets incorrectly labelled and words unlabelled (synsets are not in Word-
Net).  After, we evaluate the precision1, coverage and recall of the method obtaining 
95,7%, 93,7% and 89,8%, respectively.  

6 Conclusion and Further Work 

This paper applies the WSD Specification Marks Method to assign a category of a 
classification system to a WordNet synset as to full hyponyms and meronyms. We 
enrich the WordNet taxonomy with categories of the classification system. 

The experimental results, when the method is applied to IPTC Subject Reference 
System, indicate that this may be an accurate and effective method to enrich the 
WordNet taxonomy. 

The WSD Specification Marks Method works successfully with classification sys-
tems, that is, categories subdivided into groups of words that are strongly related. 
Although, this method has been tested on IPTC Subject Reference Systems, but can 
also be applied to other systems that group words about a single category. These sys-
tems are Library of Congress Classification(LC), Roget’s Thesaurus or Dewey Deci-
mal Classification(DDC). 

A relevant consequence of the application of the Method to enrich WordNet is the 
reduction of the word polysemy (i.e., the number of categories for a word is generally 
lower than the number of senses for the word). That is, category labels (i.e., Health, 
Sports, etc), provide a way to establish semantic relations among word senses, group-
ing then into clusters. Therefore, this Method intends to resolve the problem of the 
fined-grainedness of WordNet´s sense distinctions [6]. 
The researchers are therefore capable of constructing variants of WSD, because for 
each word in a text a category label has to be chosen instead of a sense label. 

                                                          
1 Precision is given by the ratio between correctly synsets labelled and total number of an-

swered (correct and incorrect) synsets labelled. Coverage is given by the ratio between total 
number of answered synsets labelled and total number of words. Recall is given by the ratio 
between correctly labelled synsets and total number of words 
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Abstract. Database Marketing (DBM) refers to the use of database technology
for supporting marketing activities. In this paper, an architecture for DBM
systems is proposed. This architecture was implemented using HEROS - a
Heterogeneous Database Management System as integration middleware. Also,
a DBM metamodel is presented in order to improve the development of DBM
systems. This metamodel arises from the main characteristics of marketing
activities and basic concepts of Data Warehouse technology. A systematic
method for using the proposed DBM architecture is presented through an
example that shows the architecture's functionality.

1   Introduction

Database Marketing (DBM) refers to the use of database technology for supporting
marketing activities ([8], [9]). Therefore, DBM is a marketing process driven by
information and managed by database technology. It allows marketing professionals
to develop and to implement better marketing programs and strategies.

In some corporations, DBM systems work only as a system for inserting and
updating data, just like a production system. In others, they are used only as a tool for
data analysis. In addition, there are corporations that use DBM systems for both
operational and analytical purposes. Once analytical processing has been researched
in Data Warehouse (DW) [31], DBM systems could use concepts of DW technology
to guide to a solution for specific problems of the marketing area.

This paper presents an architecture for DBM systems considering operational and
analytical aspects. Also, a DBM metamodel is proposed based on the main
characteristics of marketing activities and DW concepts, allowing better
understanding of the application area. This metamodel guides the development of
DBM systems, contributing to improve their efficacy and efficiency. An
implementation of the proposed architecture using a Heterogeneous Database
Management System (HDBMS) as integration middleware and an application
example is also described.

The remainder of this paper is organized as follows: In section 2, the most relevant
concepts to the understanding of the architecture are introduced. Section 3 presents
the proposed architecture for DBM systems, compares HDBMS to other data
access/integration solutions and describes an implementation of this architecture using
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HEROS HDBMS as integration middleware. In section 4, the conceived DBM
metamodel is described. In section 5, a systematic method for using the architecture is
detailed through an example that shows the architecture’s functionality. Finally, in
Section 6, related works and some final remarks are presented.

2   Fundamentals

In this paper, DBM denotes the use of database technology for supporting marketing
activities while marketing database (MktDB) refers to the database system. There are
many different concepts in the specialized literature for DBM. PricewaterHouse&
Coopers [4] proposed three different levels of DBM in order to better organize these
concepts:

• Direct Marketing – Companies manage customer lists and conduct basic
promotion performance analyses.

• Customer Relationship Marketing – Companies apply a more sophisticated,
tailored approach and technological tools to manage their relationship with
customers.

• Customer-centric Relationship Management – Customer information drives
business decisions for the entire enterprise, thus allowing the retailer to directly
dialogue with individual customers and ensure loyal relationships.

Besides these levels, some usual functions/processes of marketing such as
householding, prospecting, campaign planning/management, merchandise planning
and cross selling are mentioned in ([4], [6]). These functions/processes should also be
supported by DBM systems.

An architecture for DBM systems should satisfy operational and analytical
requirements. Usually, analytical systems need the integration of data from several
sources, internal and/or external to the corporation, in a MktDB ([9], [15]). This
MktDB is used by marketing tools/systems for data analysis and also for planning and
execution of marketing strategies.

Some tools like Xantel Connex ([33]), MarketForce ([7]) and The Archer Retail
Database Marketing Software ([27]) consider only operational DBM requirements;
thus they do not provide analytical aspects. Other tools, such as ProfitVision [16],
Decisionhouse ([25]), SAP FOCUS ([13]), Pivotal Software ([24]) and ERM Central
([5]) consider only analytical DBM requirements. Finally, there are some tools, like
IBM marketing and sales application ([23]), that consider both operational and
analytical DBM requirements. They have a MktDB that considers the analytical
aspect and they allow operational applications to use their own databases that are
optimized for operational tasks.

Analytical processing in support of management's decision has been researched in
DW context. According to William H. Inmon [31], a DW is subject oriented,
integrated, non-volatile collection of data that is time-variant and used in support of
management’s decisions.

Generally, a DW is modeled using the dimensional model [26] that is an intuitive
technique to represent business models that allows high-performance access. Business
models are domain dependent and refer to the area of the system. Usually, the
dimensional model is implemented in a schema similar to a star. This resulting
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schema is called star schema. In this schema, there is a central data structure called
„fact structure“ that stores business measures (facts). Business measures are indicators
of some action/activity of business.

3   Proposed Database Marketing Architecture

Based on the characteristics of operational and analytical DBM systems, an
architecture for DBM systems is proposed and the use of a HDBMS as integration
midlleware is highlighted. This architecture is implemented using HEROS – a
HDBMS.

3.1   Specification of the Proposed DBM Architecture

The work described in this paper presents a four-layer architecture (Fig. 1) for DBM
systems.

Fig. 1. Proposed DBM Architecture

In the proposed architecture, the Data Sources layer refers to data from production
systems of the company and from external sources. External data sources refer to data
outside the corporation, such as data obtained from market research or data from other
corporations. They are important to complement the information of the company.
Data sources can be centralized or distributed, homogeneous or heterogeneous, and
comprise relevant data to marketing activities.

The Integration layer is responsible for providing an integrated view from several
component data sources, eliminating inconsistency and heterogeneity, besides
consolidating and aggregating data whenever it is necessary. In this layer, all the
processes for identifying duplications, standardizing names and data types, comparing
data, removing strange and excessive data, identifying synonymous and
homonymous, and treating any other kind of heterogeneity/inconsistency are
executed.

The Materialization layer refers to the materialization of integrated data in a new
database. This layer is responsible for giving persistence to data resulting from
integration process. It allows better performance in the execution of marketing
queries, because a query submitted to a persistent MktDB (where integrated data were
previously stored) executes faster than doing the whole integration processes „on the
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fly“. The execution of integration processes increases network traffic and processing
time in local systems that must also execute local applications.

The materialization layer is composed by a MktDB and an extractor:
• MktDB corresponds to the database system responsible for storing the

integrated data, guaranteeing their persistence and security, as well as allowing
the DBM Application layer to access them. This MktDB stores current data
(resulting from new data loads), historic data (resulting from preview loads that
remain stored in the database) and a catalog for supporting the translation of the
output of the integration middleware to the MktDB format.

• The extractor is responsible for activating integration processes, translating the
output of the integration middleware to the MktDB format and, finally, loading
the MktDB. It generates a persistent view of the integrated data.

In the proposed architecture, the MktDB is used to data analysis. This database
system is based on the multidimensional modeling that presents better performance in
query-only environments. Operational applications can extract data from this MktDB
to their own database where data are stored in a model that is more adequate to
operational aspects.

The DBM Application layer embodies tools for marketing activities. These tools or
systems access data from the MktDB and allow the execution of marketing
functions/processes. Therefore, through this layer, it is possible to visualize, analyze
and manipulate data from the MktDB.

Generally, this layer is composed by OLAP tools, statistical and data mining tools
and/or marketing-specific applications:

• OLAP tools present a multidimensional view of data, allowing sophisticated
analyses through easy navigation and visualization of a large volume of data
([1]).

• Tools for statistical analysis and data mining1 are used for clients/products
segmentation and valuation or for discovering patterns and information,
allowing personalized services ([17], [18]).

• Finally, marketing-specific applications like campaign management,
merchandise planning, media selection and scheduling, retention analysis and
inventory management can also be performed in this layer.

3.1.1   Integration Middleware
Indifferently to which requirements are considered in DBM systems, it is necessary to
have integrated access to data from several sources. There are many different ways to
provide this kind of access.

In database community, HDBMS are one of the solutions for integrating
heterogeneous and distributed data. A HDBMS ([28], [3]) is a layer of software for
controlling and coordinating heterogeneous, autonomous and pre-existing data
sources, interconnected by communication networks. By heterogeneity, it is meant not
only technological differences (hardware and software), but also differences in data
models, database systems and semantics.

The analysis about the level of integration that exists among the component
systems allows heterogeneous database systems (HDBS) to be classified into tightly

1  Data mining refers to extraction of hidden information from large databases. Data mining tools
predict trends and future behavior.
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coupled or loosely coupled HDBS [3]. In loosely coupled HDBS, the end-user must
know in which sources are located data that he/she wants to access and their paths.
The HDBMS just supply mechanisms to facilitate this access. In tightly coupled
HDBS, the end-user has an integrated and homogeneous view of data. It gives the
illusion that there is only one system.

The use of a tightly coupled HDBMS as integration middleware was considered
appropriated to DBM systems according to the following reasons:

Commercial products vs. HDBMS
Some DBM tools consider an existing database or use only their own database as data
source, e.g.: Xantel Connex and MarketForce. Other tools, such as ProfitVision and
DIALOG++, presume the existence of a DW that would be responsible for data
integration processes.

Other tools use proprietary solutions exploring ODBC drivers to access/integrate
data, e.g.: The Archer™ Retail Database Marketing Software, Decisionhouse, SAP
FOCUS, Pivotal Software, ERM Central and IBM marketing and sales application.

Commercial products generally behave as „black“ boxes. The integration
procedures are hidden from the users that are responsible for the DBM definition.
This fact obstructs the user’s perception about extraction and cleansing processes,
creating the possibility of errors in the resulting data. Moreover, these commercial
products don't consider the semantic heterogeneity. It must be treated through other
programs/procedures, in some phase before the use of these products.

The use of tightly coupled HDBMS to integrate heterogeneous data presupposes
that the database administrator that is responsible for the DBM definition knows local
data schemas and translation processes. Once this knowledge is recognized by the
HDBMS, it will treat the heterogeneity and will carry out data integration processes.
In order to include a new data source, the local user (DBA) needs only to define the
characteristics of this source in the HDBMS. This approach contributes to a more
organized and transparent process. Tightly coupled HDBMS support the development
of a DBM without the need of external programs.

Mediators and Wrappers vs. HDBMS
Although it was found no tool or research work using mediators [14] and wrappers
[20] in DBM systems, they are frequently used for data access/integration. Wrappers
and mediators are software programs, which are developed to assist a specific class of
problem. They usually work as „black“ boxes and do not allow accessing their logic.
Therefore, they are less flexible than a HDBMS as an integration middleware that is
responsible for data extraction, transformation and integration. The use of a HDBMS
implies in representing data schemas and their mappings that facilitates data
understanding and project changes.

3.2   Implementation of the DBM Architecture

Once the use of tightly coupled HDBMS as integration middleware was considered
appropriate, it was decided to use HEROS – HEteRogeneous Object System – in the
proposed architecture. HEROS is a tightly coupled HDBMS at development in the
Computer Science Department of PUC-Rio (Catholic University of Rio de Janeiro). It
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allows the integration of a set of HDBS in a federation. These HDBS are cooperative
but autonomous, and queries and updates can be executed with transparency in
relation to data location, access paths and any heterogeneity or redundancy [10].

Therefore HEROS HDBMS is responsible for all the processes for data integration
and consolidation. The use of HEROS HDBMS allows any kind of system, even non-
conventional ones, to be easily integrated. There is only the need for specializing
some classes in HEROS’ data model [11].

The extractor, which is responsible for activating HEROS, triggering data
integration, decoding HEROS’ output and loading the MktDB was implemented using
C++ for its core and Visual Basic for the front end. The database management system
(DBMS) used for the MktDB was Oracle 8.0.

4   Proposed Database Marketing Metamodel

In the development of DBM systems, it is very important to understand marketing
processes and activities. A DBM metamodel could incorporate marketing semantic in
order to guide the project and therefore to provide higher quality to DBM systems.
However, during this research, no DBM metamodel was found in the literature, so it
was decided to propose a DBM metamodel based on fundamental concepts related to
marketing activities.

4.1   Characteristics of Marketing Activities

A marketing activity implies in answering four important questions [30]:
• Who should I target?
• What should I target them with?
• When should I do it?
• How should I bring the offer to market?
Once marketing activities refer to exchange of products/services, it is possible to

generalize the considerations above:
• An exchange involves a deal with two (or more) partners. Then, „Who“

represents the corporation’s partner in a marketing activity.
• In this exchange relationship, the corporation must offer some product or

service. „What“ refers to the product or service that the corporation is offering.
• A marketing activity occurs on a specific moment in time. Then, „When“ is a

temporal aspect in the MktDB, and represents the moment of the exchange.
• Finally, characteristics of the marketing activity are represented by „How“.

However, it is possible to detail it in two aspects:
• Which promotion channel should I use? – representing the communication

channel used to present the promotion.
• How promotion should be done? – representing the promotional strategy,

discount policies, etc.
Analyzing the three DBM levels (section 2) and functions/processes supported by

DBM systems, two new important questions, not found in the literature, were
introduced:
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• Where should I offer it? – representing a spatial aspect in the MktDB. It is
related to the physical and/or geographic space where the marketing activity
occurs.

• Why should I do it? – representing the purpose of the marketing activity.

4.2   Metamodel

To express these fundamental questions in DBM systems, a metamodel was proposed.
This DBM metamodel explores concepts and characteristics of marketing activities
and uses some concepts of multidimensional modeling (facts and dimensions
structures) that are used in DW area. It increases the semantics and brings the
analytical perspective to the DBM systems.

Fig. 2. DBM Metamodel

Fig. 2 represents the DBM metamodel, using the UML notation [22]. As DBM
refers to the use of database technology to support marketing activities, a DBM
system may be represented as a set of marketing activities (Mkt_Activity) such as
sales or promotions. If the company executes these activities, they are considered
Real (representing internal data or complementary data if it comes from an external
source). If these activities refer to benchmarking or monitoring of other company’s
activities, Prospecting represents them.

Each marketing activity has at least one „perspective of the data“ (Dimension).
This perspective provides information for comparative analysis. Exploring the
concepts and characteristics of marketing activities, the questions Who, What, When,
Where, How, Why and Which are the different perspectives of data about marketing
activities and represent the Dimensions. Finally, if there is more than one dimension,
they are related to a specific subject that is responsible for combining them. This
specific subject is represented by Fact. More detail can be found at [29].

If this metamodel is instantiated in a HDBMS, integration processes have more
DBM semantic and become less liable to errors, reducing the possibility of failure of
the DBM project.
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5   Systematic Method for Using the Proposed Architecture

The development and use of a DBM system based on the proposed architecture
should be guided by a systematic method that embraces three stages: the con-
struction/development of the DBM system, the load of the resulting MktDB and the
use of the MktDB by marketing applications.

In order to evaluate the architecture it was considered an example, detailed in [29].
In this paper, a simplified version of this example is used to present the proposed
systematic method. All aspects related to the example are printed in Italics.

The example refers to a virtual bookstore – Book House – that wants to know its
customers and their characteristics in detail. Through this knowledge, Book House
intends to increase sales using a list of prospects (potential customers), which is
obtained from a specialized company (Editora Abril, a Brazilian publishing house). It
is considered a customer of „Book House“ everyone who has bought any product
(book) from the company.

The development of a DBM system – using the proposed architecture – follows
seven steps [29]:
1. Identification of the DBM level:

According to meetings with enterprise managers, level one of DBM - direct
marketing - is the most suitable level to Book House. It is desired to generate a simple
list of promotional prospectus to potential customers, starting data
selection/segmentation from characteristics of the best current customers.
2. Identification of necessary marketing functions/processes:

Among the marketing functions/processes that need to be supported by the Book
House’s MktDB, prospecting and campaign management are the two most important.
Prospecting refers to getting a list of people that have not yet bought at „Book
House“. Campaign management is responsible for coordinating prospectus-mailing
activities to prospects and verifying possible answers (purchases and contacts).
3. Business interviews and data gathering for identifying and understanding data

sources:
After analysis of several data systems of the enterprise and other data sources that

are necessary to the desired marketing activities, two data sources were considered in
the development of Book House’s MktDB. One data source refers to real data that
comes from the enterprise and the other refers to prospecting data.

The first data source is related to Book House’s sales system. This data source,
which is identified in Book House’s DBM system as Sales Component, uses Oracle
DBMS. The other data source, called Ext_Customer Component, corresponds to
prospecting about potential customers bought from Editora Abril. This component
uses Postgres DBMS. Fig 3 shows the component’s local schemas, with some
simplifications.
4. Integrate data using the Integration Middleware:

In HEROS HDBMS, data integration is executed through the definition of a set of
schemas. The schema architecture used by HEROS HDBMS is shown in Fig 4. In this
architecture, each data source has a local schema, represented in its own data model.
This local schema is translated to HEROS’ object oriented data model, resulting in an
export schema. All export schemas must be integrated, resulting in a global schema,
with no heterogeneity. Finally, end user’s views can be created from this global
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schema, generating external schemas. A HEROS’ federation consists of an integrated
set of autonomous component systems.

Fig. 3. Local Schemas of (a) Sales System and (b) Ext_Customer

Fig. 4. Schema Architecture used by HEROS

As the implementation of the proposed architecture for DBM system involves the
use of HEROS HDBMS as integration middleware, it is necessary to follow the steps
for the creation of a HEROS’ federation [12]:
a) To define a new HEROS’ federation and to explain data semantic of each local

system into HEROS’ data dictionary:
     The BookHouse DBM federation was defined in HEROS and the data semantic
of each local system was explained.

b) To create an export schema for each local schema (at present, this is necessary
because HEROS’ active rules mechanism has not yet been developed. This
mechanism would create the export schemas automatically).
     For the creation of export schemas, it is necessary to represent the local
schemas (Sales Systems and Ext_Customer) in HEROS’ data model. Another
component system – HEROS – must be defined in the federation in order to be used
as a working area in the integration process. Therefore, in addition to classes
representing local schemas (Customer, Book, Time, Sale and E_Customer),
another class – Work_Area – is defined. Fig 5 presents the classes of the export
schemas concerning the example. Each method in the classes of the export schema
must call local procedures that will be executed in the component systems. Such
local procedures are mainly responsible for executing data extraction from the
component system. The detailed procedures and execution paths for this example
can be found at [29].
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Fig. 5. Export Schemas of the Component Systems

c) To create a global schema. For creating this global schema, it is necessary to
specialize the metamodel classes, integrating export schemas and to define
command trees in order to achieve data semantic integration and consolidation.

Fig. 6. Global Schema of „Book_House“ Federation

The DBM metamodel was instantiated into HEROS’ global schema and then
specialized according to the semantic of the example. Fig 6 shows the global
schema for BookHouse DBM, representing the metamodel through gray boxes
and the specialization for the example through white boxes.

One Real Marketing Activity – Mkt_Real – and one Prospect Marketing
Activity – Ed_Abril_Prosp composes the BookHouse DBM. The Real Marketing
Activity is composed by a Fact – Sales – and by three Marketing Dimensions:
Book (the „what“ aspect), Time (the „when“ aspect) and Customer (the „who“
aspect). The Prospecting Marketing Activity is composed by only one Marketing
Dimension: Customer_P that represents the „who“ aspect.
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    A query relative to a global class may be decomposed into sub-queries for
other classes in the global schema and afterwards into sub-queries for classes in
the export schemas through the execution trees related to the global procedures.
The execution trees for the example are detailed in [29] and they are responsible
for treating the semantic heterogeneity and data consolidation.

5. Creation of tables for storing integrated data in the MktDB:
In the example, MktDB is a relational DBMS because almost all DBM tools access

this type of DBMS. Tables Sale, Customer, Book, Time and Customer_Prosp were
created in Oracle DBMS.
6. Creation of a mapping catalog between the output of the integration middleware

and MktDB’s tables:
This catalog corresponds to the mapping between HEROS’ output and attributes of

the MktDB’s tables. Therefore, it enables the extractor to load the MktDB. Table 1
represents the catalog for the example.

Table 1. Catalog of Mappings between HEROS’ output and MktDB persistent tables

7. Definition and configuration of DBM tools:
For the example, some tools for campaign management such as Lodgistics (from

DataLodgic), NCR Target Marketing & Campaign Management solution (from NCR)
and Trail Blazer (from Aspen Software Corp.) were analyzed. However, it was
decided to develop a specific application (BSA – BookHouse Sales Analysis) to
access/analyze data from the resulting database in order to improve performance
analysis and enable strategic actions. One of the screens of BSA is shown in Figure 7.
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Fig. 7. Print Screen of module Best Customers Analysis from BSA

After the development of the DBM system, the MktDB is loaded through the
activation of the extractor by the DBA and it is used through marketing tools.

6   Conclusions

This paper presented an architecture for DBM systems, focusing data integration
processes in the creation of a MktDB and considering some concepts of DW
technology. There was found no similar work in the literature. The survey conducted
during the development of the work presented in this paper showed that there are
some works on DBM systems, but they focus different characteristics. On the
business field, the main works consider aspects related to customer loyalty and
selection of customers ([32], [21]). On data mining area, some techniques have been
proposed to allow knowledge discovery on customer data ([2]). Also, DW systems
have been used to store data for data analysis in DBM systems. However, no work
treating data integration for DBM systems, considering operational and analytical
aspects was found.

The proposed architecture is adequate to all levels of DBM (Direct Marketing,
Customer Relationship Marketing and Customer-centric Relationship Management)
because it considers analytical and operational aspects of marketing activities. It
considers a MktDB that uses multidimensional modeling – facts and dimensions
structures – and allows operational marketing applications to use the resulting MktDB
as a data source.

HEROS HDBMS was used as integration middleware, providing the necessary
transparency about data models, localization and other details to end-users.

The proposed DBM metamodel makes possible a business-oriented view because it
was based on marketing concepts and characteristics. It guides the definition of the
necessary data and therefore the MktDB becomes semantically richer and more
reliable.

The systematic mechanism for using the architecture conducts the development of
DBM systems, allowing faster and more reliable DBM projects.
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The main contributions of the work presented in this paper are:
• the proposal of an architecture for DBM systems;
• the definition of a DBM metamodel;
• and the use of HEROS HDBMS as integration middleware in an implementation

of the proposed architecture.
As future work, it is suggested the development of a tool and a systematic

mechanism for automatic refresh of the MktDB. A monitor responsible for detecting
changes in data sources and, automatically, triggering a new load of the MktDB could
perform this refresh. It should also be able to perform scheduled loads of the MktDB.

Other interesting aspect is the research/development of tools in order to automate
some marketing functions/processes using the semantic offered by the resulting
MktDB. Then, it would be possible, for instance, after a load of the MktDB, to
automatically trigger a new marketing campaign to prospects according to automatic
analysis of the profile of the best customers. Therefore, some marketing activities
could be performed automatically.
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Abstract: Numerous natural language interface to databases (NLIDBs )
developed in the mid-eighties demonstrated impressive characteristic in certain
application areas, but NLIDBs did not gained the expected rapid and wide
commercial acceptance. We argue that there are two good reasons explain why:
limited portability and poor usability. This paper describes the design and
implementation of NChiql, a Chinese natural language interface to databases. In
order to bright the essence of these problems, we provide an abstract model
(AM) in NChiql. We try to give a solution for these problems based on the
model in our system. In this paper, we depict a novel method based on database
semantics (SCM) to handle the Chinese natural language query, which greatly
promotes the system’s usability. The experiments show that NChiql has good
usability and high correctness.

1   Introduction

A natural language interface to database (NLIDB or NLI) is a system that allows the
user to access information stored in a database by typing requests expressed in some
natural language (e.g. Chinese, English). Since the early 1960s, much of the research
on NLIDB has been motivated by its potential use for communicating with DBMS.
Prototype NLIDBs appeared in the late sixties and early seventies. The best-known
NLIDBs of that period is LUNAR, a natural language interface to a database
containing chemical analyses of moon rocks. By the late seventies several more
NLIDB had appeared. Although some of the numerous NLIDBs developed in the
mid-eighties demonstrated impressive characteristic in certain application areas,
NLIDBs did not gained the expected rapid and wide commercial acceptance [5]. Two
good reasons explain why:

First, it is the portability problem. Existing systems can only cope with questions
referring to a particular knowledge domain (e.g. questions about university, questions
about company sales). So when we want to transfer a existing NLIDB to different
knowledge-domains, it is very expansive or impossible.

Second, the usability problem. Existing NLIDBs are brittle and users are often
frustrated in using them. That’s caused by the coverage mismatch, i.e. users can not
distinguish between the limitations in the system’s conceptual coverage and the
system’s linguistic coverage.
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In order to bright the essence of these problems, we provide an abstract model
(AM) in NChiql. We try to give a solution for these problems based on the model in
our system.

The remainder of this paper is organized as follows: In Section 2, an abstract
model in NChiql is presented. Section 3 explain the natural language query processing
in NChiql. The experiment results are provided in Section 4. Section 5 concludes the
paper.

2   Abstract Model in Nchiql

Generally, there are three level models involved in a NLIDB, which are user’s
linguistic model, domain conceptual model and data model. The Figure 1 shows that
the domain conceptual model is usually fixed for a specific domain, but the
corresponding data models in computers may be various. Similarly, users can employ
different linguistic models to express the same concepts. For example, "what are sale
on the second floor" and "what we can buy on the second floor", or "what is his
salary" and "how much does he earn every month".

The task of NLIDBs is to map the user’s linguistic model to machine’s data
model. However, the distance between them is very far. Data models do not contain
any semantic information. On the other hand, linguistic models are flexible and
varied. Most systems have to introduce an intermediate representation - conceptual
models. Linguistic models are first mapped to unambiguous conceptual models and
then to definite data models from the conceptual models. All of these are illustrated in
Figure 1, which is called abstract model.

Fig. 1. The Abstract Model in Nchiql
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The introduction of conceptual models can bridge the gap of linguistic models
and data models to some extent. Most NLIs choose logical forms as the conceptual
models. Although E-R models are also available to express conceptual model, they
are developed for database design and cannot express complete semantics. They have
to be extend to cover linguistic models in NLIs.  Based on the idea, we provide a
Semantic Conceptual Model (SCM) to serve as the conceptual models in NChiql,.
SCM can describe not only the semantics of words, but also combination relationship
among different words that involve in linguistic models. So it’s more powerful than
the E-R model in term of semantics expression.

Each application domain has different vocabulary and domain knowledge. So
when a NLIDB is portable from one domain to another, the three models will be
changed based on application domain. Linguistic model and data model can be
obtained by domain experts and database designers respectively. The difficulty is how
to generate conceptual model from domain, namely how to build the bridge. We think
that’s the essence for the problems mentioned above. So in order to solve the problem
of portability, it must enable the system to generate conceptual model automatically or
semi-automatically.

Based on the relationship among the three models, we give an extracting method
in NChiql that can build the SCM automatically [8]. The performance is 15-20
minutes in an evaluation of transporting NChiql to a new domain.

Besides the three models in AM, there are two mappings existing among them,
that’s Linguistic model to conceptual model mapping, and Conceptual to Data
mapping. Actually, the Processing of a natural language query in NLIDBs is the
processing of the two mapping. The first mapping is the sentence analysis processing,
and the second is the translation to database query.

3 Chinese Natural Language Query Processing Based on SCM in
Nchiql

The goal of language processing in NLIDB is to translate natural language to database
query. So it’s not necessary to understand the deep structure of sentences, as long as
we can reach the translation goal. On the other hand, different from common
language, natural query language has its own features: First, it mainly includes three
kinds of sentences: the imperative, the question and the elliptical in term of language
structure. Second, the database concept model limits the semantic content of the
natural query statements, that’s to say, the query statements only involve the words
that have direct relationship with database model (E-R Model). Based on the
consideration, we depict a novel language processing method based on the database
semantic, namely SCM. It includes the following steps:

1. Based on the Chinese query language features, a word segmentation
algorithm is designed to handle the delimiting problem;

2. Based on the semantic word segmentation, a revised dependency grammar
is depicted to parse the language structures;

3. Based on the semantic dependency tree, the outcome of second step, we
give a set of heuristic rules for translation to database query, e.g.SQL.
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3.1 Word Segmentation Based on SCM in NChiql

The initial step of any language analysis task is to tokenize the input statement into
separated words with certain meaning. For many writing systems, using white space
as a delimiter for words yields reasonable results. However, for Chinese and other
systems where white space is not used to delimit words, such trivial schemes will not
work. Therefore, how to segment the words in a Chinese natural language becomes an
important issue.

Most of literatures [2,3,5] on Chinese segmentation are rooted in the natural
language processing (NLP). However, NLIDB, as one of the typical application
domain of NLP, has its own processing features. It is very possible to apply the
achievement in NLP to NLIDB, but it may not be the best way.

The goal of language processing in NLIDB is to translate natural language to
database query. So it’s not necessary to understand the deep structure of sentences, as
long as we can reach the translation goal. Generally, the conventional segmentation
methods mark the word with Part of Speech (POS) such as noun, verb, adjunct, and
pronoun etc. These methods can not reflect the database semantic associated with the
words. However, in NLIDB we do not care which class a word belongs to, but care
what semantic it represents in database. According to this design principle, we give a
novel word segment method based on the database semantic. The advantage of the
word-segmenter is simple and efficient. The performance was 99% above precision to
our real test queries [9].

Definition 1. The database description of a given word in a specific application
domain (DOM) is defined as D(ω:DOM)=(o,[t,c]), where ω represents the given
word; o represents the corresponding database object (entity, relation, attribute) of ω; t
represents the data type(data type, length, precision) of a database object; c represents
the verb case of a database object.

3.2   Sentence Analysis in NChiql

The next step of language analysis is sentence analysis. Many researches have
shown[10] that Chinese languages are suitable to be represented by Dependency
Grammar(DG). We argue that Chinese natural language queries are especially suitable
to be parsed by DG. Under the scope of database, the dependency relationship is very
simple and clear.

In SCM, there are three kinds of the association among the database objects:
1) modifying /modified association;
2) relationship association; and
3) part-of association.
In the query language, every words which have specific database semantic will

associate with other words as the above relationship. The query goals and query
conditions can be clustered based on the associations. Based on the idea, we put
forward a dependency analysis method ground on database semantics.

We know that DG parsing can be represented as dependency trees. Basically, the
nodes in the dependency tree are three attributes tuple as below:

 <dependant-no>,<governor-no>, <dependant-relation>
a dependency tree is the collection of the nodes.
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In NChiql, we extend the above tree. First the node is extended to four attributes
tuple:  <dependant-no>,<governor-no>,<dependant-relation> D
where D is the database semantic description as defined in Definition 1. It will be
useful to the query translation to SQL. We design special values for <dependant-
relation> based on the database requirements.  We have the following dependent
relations

- value based relation
- relationship based relation
- VP based relation
- aggregation based relation
- quantifier based relation
- compare based relation
- conjunction based relation

The tree consisting of the above extended nodes is called the database semantic
dependency tree, or for short, semantic dependency tree(SDT).

3.3   Translation to Database Query Based on Set-Block in NChiql

SDT is a hierarchical tree structure. As mentioned in the above section, STD has
combined database semantics in sentence analysis. Therefore, the SDT has both the
sentence structure and semantic information used in the translation to database query
(i.e.SQL).

The nodes in SDT can be classified to the following types:
Attribute value node (AVD): it’s related to some like “Attribute = value”

expression, i.e. a selection predicate.
Entity node (ED): it’s related to a database object such as table name.
Relationship node (RD): it’s related to a join condition.
Operation node (OD): it’s related to some operators like AND/OR, GREAT/LESS,

SOME/ALL, etc..
AVDs give the restrictive condition. But restrictive objects should be given by

EDs. So a semantic block in database translation should consists of several nodes that
have internal dependent relationship among each other. ED plus at least one AVD can
be a semantic block. Also, a OD plus ED or semantic unit can serve as a semantic
unit.

Definition 2. A semantic block can be defined as a subtree rooted Rs in SDT:
1) Rs should be a ED; or
2) Rs should be a OD with database object sub-nodes;
3) sub node of Rs should be AVD, RD, or semantic block.
It’s a recursive definition that reflects the nest feature in semantic blocks.
Clearly, the semantic block is a recursive definition that reflects the nested block

nature in database queries. Essentially, s semantic block is a set in database
evaluation. So we can call it as set block too. In database scope, set block can be
defined as below.

Definition 3. Let SetBlock = Obj Cond  T where:
  Obj = {o | o  R  o  U} U denoted all attributes R denoted all

relations;
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  Cond = cond1 cond2… condi condi+1… condn;
  Condi = Ai1 Op V Ai1 Op Ai2 or {SQL where conditions},

1 i n Ai1,Ai2  U V denoted values Op  { >,<, , ,=};
  T= {t | t = the relation that Aij belongs to 1 i n 1 j 2}

It can be found that semantic block can acts as the basic unit in the translation from
a natural language query to a database query (SQL). Semantic blocks enable us to
adopt a “divide-and-conquer” strategy for
translation. This method consists of two steps. In
the first step, the SDT is transformed to a tree with
nested blocks, where each block is a subtree
(based on Definition 2). In the second step, blocks
that correspond to subqueries (based on Definition
3) are evaluated in an inside-out manner. When a
block is evaluated, the root of the corresponding
subtree is reduced; that is, the block corresponding
to the root of subtree are returned as an
intermediate result, a possible SQL subquery.
After every blocks are evaluated, we can obtain a
series subqueries. So it’s an important stage to
integrate the subqueries to a final SQL statement.

Based on the above discussion, the translation
process flow is shown in Figure 2.

3.4   Run-Time System Structure and Implementation

Figure 3 illustrates the run-time system structure and functional components of
Nchinql. The part included in the box is the language processing function, the outside
is the user interface function. NChiql have good ability of leaning and guidance. We
explain the processing flow in Figure 3 as below:

 Users face the Guidance function, which can help users to lean the system
scope and typical query statements;

(1) Users input their natural language query statement by voice or writing
devices;

(2) Natural language query is passed to Language Analyzer through Interface
Agent;

(3)(4)(5)(6) Language Analyzer read Semantic Dictionary to process word
segmentation and sentence analysis. When it meets the words that can not be
identified, Language Analyzer returns the words to Interface Agent which call the
Learning module to handle the new words with the interaction of users. The result
will be sent to Language Analyzer to process further;

(7) The result of Language Analyzer is SDT, which can be used as middle
language for translation and paraphrasing;

(8)(9) To be confirmed the result of Language Analyzer by users, middle
language is generated to natural language by paraphrasing module. If the analysis
result does not meet the user’s requirement, system will stop the processing and return
to user interface to revise the paraphrasing result;

SDT

Transforming to Block

Evaluating Blocks

 Integrating Subqueries

Fig. 2. Translation process Flow

SQL Query
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(10)(11) If the result is right, middle language is translated to SQL;
(12)(13) The Executing module call DBMS to handle the SQL, and the query

results are handover to Response Analysis to help user understanding the results.

Fig. 3. Run-time structure in NChiql

4   System Evaluation

4.1   Test Data Collection and Analysis

To conduct the evaluation, an investigation has been designed for two purposes: (1)
collecting the test data for the evaluation; (2) analyzing the data to find out the
sentence distribution.

There were 44 subjects under study in this experiment with very diverse
backgrounds. In fact, the educational backgrounds of these subjects varied drastically
including master program students, undergraduates as well as persons with only
secondary school level education. Their ages varied between 14 and 23. Two methods
are used for the investigation:

– Passive investigation: Each subject should answer our questionnaire by natural
language query. The questionnaire consists of 30 problems shown with pictures.
Additional help were available, but did not inflect their language usage. Each question
can be expressed with several different queries.
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– Active investigation: Each subject give any questions under the specific domain.
We collected 1126 query sentences through the passive investigation and 124 query

sentences through active investigation. There are four kind of sentence involved in
answers, including imperative query, question query, elliptical query, and multi-
sentence query. Table 1 and 2 describe the percentage of each kind of query.

Table 1. Natural language query percentage (passive investigation)

imperative questio
n

elliptic
al

multi-
sentence

others error total

No. of
sentences

620 289 35 94 18 70 1126

percentage
%

55.1 25.7 3.1 8.3 1.6 6.2 100

Table 2. Natural Language query percentage (active investigation)

imperative question elliptica
l

multi-
sentence

others error total

No. of
sentences

48 48 2 7 5 14 124

percentage
%

38.7 38.7 1.7 5.6 1.6 11.3 100

From the table 1 and table 2, we can see that imperative query and question query
are the dominant usage in natural language query (with the percentage of 80.8 and
77.4% respectively) It should note here, all the subjects are not knowledgeable in
database and SQL. So their query usage does not be inflected by database query (e.g.
SQL).

Based on the investigation, we select the imperative query and question query as
the test objects(See Table 3).

Table 3. Testing Queries

imperative question total

Number of  test sentences 130 31 162

4.2   Usability Test

In the language processing, system will interact with users for some ambiguity or
unknown words in order to obtain the right answer.  The number of interaction with
users in NChiql is the main factor in term of usability. The test result is shown in
Table 5.

Table 4. Usability Test
No of interaction

0 1 2 3 4 5 6 7 8 9

No of Testing queries 46 44 46 12 5 2 2 1 1 3
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From the Table 4, we can see that almost 148 sentences (of 162 sentences,
91.36%) need the interaction with users no more than three times, and only 8.64%
sentences need over three times interaction. This result shows that Nchiql has the
good usability. That proves that Nchiql has good ability of leaning and
disambiguating.

4.3   Correctness Test

For a query, There are two results: one is the answer required by users (called UR),
the other is the system output (called SR). It’s a correct result when SR is equal to
UR. Unfortunately, SR is not always equal to UR. Basically, there are following
relationship between SR and UR:

• Equality(EQ): combining with the interaction, EQ can be evaluated as the
following cases:

- EQ(<3): System can output a correct result with no more than three
interactions;
- EQ(>3): System can output a correct result with more than three
interactions.

• Part Equality (PEQ) SR partly matches UR. There are two cases too:
- PEQ1: System can output a SR, but its contents are less or more than UR.

For example, users want to find student’s name and age, but the system outputs a
small result( just including name or age attribute) or a big result ( including more
attributes besides name and age).

- PEQ2: System can output a SR, SR is related to US. For example, users
want to find student’s name, but system gives the student’s address.

• Not Equality(NEQ) System can output a SR, but it’s not related to UR
semantically.

Table 5 shows the correctness test result.

Table 5. Correctness Test 1          Table 5. Correctness Test 2
EQ PEQ NEQ EQ<3 EQ>3

No of sentences 139 22 1 No of sentences 123 16
percent% 85.8 13.58 0.62 percent% 88.49 11.51

There are 85.8% sentences can be processed correctly. Among them, there are
88.49% sentences can be handled correctly with no more than three interactions. So
we can conclude that NChiql has good usability and high correctness.

5   Conclusion

Now there are two main problems hinder NLIDBs to gain the rapid and wide
commercial acceptance: portability and usability. In order to bright the essence of
these problems, we provide an abstract model (AM) in NChiql. In this paper we
depict a novel language processing method based on the database semantic, namely
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SCM. The experiment results show that NChiql has good usability and high
correctness.

In the future , we will explore how to utilize the techniques in NChiql to query
Web by natural language.
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Abstract. This paper focuses on coordination engineering. We state that
coordination engineering can be approached through a double point of view. On
the one hand, coordination problems are recurrent and on the other hand, tested
forms of coordination exist. We define a typology of coordination problems that
can be solved by the enforcement of well known coordination forms. We
highlight a correlation between our approach and the context-problem-solution
formulation of patterns. We present a catalogue of coordination patterns that
makes an inventory of a set of coordination problems, and a set of solutions that
describe how these problems can be solved. After describing an example of
coordination pattern, we finally present guidelines that use the catalogue in a
framework of process coordination engineering.

1 Two Key Components for a Coordination Problem Solving

This paper focuses on the problem of coordination specification, which is a recurrent
problem in numerous domains. Indeed, it appears in each process (human or software)
composed by a great number of activities that have to be performed by different
actors (or processors).

Coordination difficulties exist within every society composed by entities which are
able to act in an autonomous way and have to reach a common goal. The problem we
point out is the difficulty to describe and, therefore, to solve coordination problems
within a complex process. This paper aims to present an approach to describe
coordination problems and elaborate solutions to solve them. This approach is based
on the analysis of coordination problem [4], [13], [15], [5] from which we point out
two fundamental and recurrent issues: on the one hand, the need to identify several
coordination principles and, on the other hand, the need to identify situations where
such principles can be applied.

Consequently, we consider that any intent to control coordination must attempt to
solve the two previously outlined problems: identification of coordination situations,
and identification of coordination forms that manage these situations. Our proposal is
strongly based on this fundamental statement. Indeed, the two previous points will be



156         P. Etcheverry, P. Lopistéguy, and P. Dagorret

considered as two structural axes for solutions modelling as well as they will give rise
to methodological steps in the construction of solutions to coordination problems.

Firstly, our contribution is presented as a catalogue of coordination patterns that
makes an inventory of a set of situations, where coordination problems occur, and a
set of solutions that describe how these problems can be solved. Secondly, we
propose a four steps approach that helps designers to specify the coordination forms
that have to be adopted by the activities of the modelled process. For each step, we
list inputs, deliverables, the corresponding pattern clauses on which it relies and the
models/languages needed to perform it. We also indicate adapted methodologies to
carry out the step and precise existing computer-based tools that are able to support
these methodologies.

2 Situations of Coordination

2.1 Situation Vocabulary = Vocabulary of the Domain

We aim to elaborate guidelines that help to carry out coordination within human or
software processes. Consequently, specification of situations and coordination forms
has to be performed in terms of elements that belong to the considered processes, that
means in terms of the considered domains. Despite the specificity of each process, it
is possible to define a common vocabulary allowing a generic description of any
process.

We consider that a process is basically composed of a set of activities that combine
and use resources. An activity corresponds to an action of the process. It can be
elementary, or composed of other activities.  A resource is an entity belonging to the
activities environment and needed for activities progress. We define three types of
resources: actors (human being or software, and more generally, any component of
the organisation able to process an activity), devices and documents. Moreover,
activities and resources have interactions, like resource utilisation (by an activity) and
temporal constraints (between activities). This point has been developed in [7] and
presented as a complete model of process.

2.2 Typology of Coordination Situations

Our typology of coordination situations relies on [13] which studies the recurrent and
interdisciplinary characteristics of coordination problems. Coordination is defined as
"the management of dependencies between activities", where the main types of
dependencies are: production-expenditure of resources, resource sharing, simultaneity
constraints and tasks - sub-tasks relationships.

Subsequently, we define a coordination situation as a situation where one of these
four dependencies can be identified between activities of a given process.

For each coordination situation, we describe, on the one hand, the characteristics of
this situation and on the other hand, the coordination problems related to it.
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Production - Expenditure of Resources
Characterisation: This situation arises when an activity produces a resource which is
used by another activity. The production - expenditure relation is not limited to
material flows, it also extends to informational flows.

Example: In manufacturing processes, a typical example occurs when the result
produced at one stage of the assembly line is used as input for the following stage.

Associated coordination problems: We distinguish three families of problems related
to the production - expenditure of resources:
- Prerequisite problems: these problems happen when the following constraint cannot
be satisfied: a P activity producer of an R resource must be finished before a C
activity consumer of R begins. This rule implies two sub-constraints: P activity exists
and P must produce R before R expenditure begins.
- Transfer problems: these problems are related to resource "transportation", from
production activity until expenditure activity (wrong data communication channel,
wrong resource deposit place, etc).
- Usability problems: these problems happen when the produced resource cannot be
expended because of its format and/or its properties (access rights, etc).

Sharing Resources
Characterisation: This situation arises when activities must share a limited resource.
It is necessary to have a resource allocator which manages the resource demands
formulated by the activities. Resource allocation is probably one of the most largely
studied coordination mechanisms: for example, economy, organisation theory and
data processing are major domains interested by this issue.

Examples: sharing a storage space, sharing a person’s working time, etc.

Associated coordination problem: It is related to concomitant accesses to the shared
resource.

Simultaneity Constraints
Characterisation: This situation arises when activities must satisfy one or more
temporal constraints among the following ones [11]: "A activity before B activity",
"A activity starts B activity", "A activity overlaps B activity", "A activity during B
activity", etc.

Example: Planning a rendezvous is a typical situation which supposes simultaneity
constraints satisfaction ("A activity starts B activity", which means that activities A
and B must start at the same time).

Associated coordination problems: They deal with difficulties to respect the control of
temporal constraints.
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Tasks and Subtasks Relationships
Characterisation: This situation happens when the goal to reach is divided into sub-
goals and the associated activities are distributed to several actors.

Example: Retrieval information activity on Internet, where different search engines
are in charge of exploring different sites.

Associated coordination problems: Three kinds of coordination problems emerge.
The first problem consists in determining the goal to reach. The second problem
consists in splitting the task into sub-tasks. The last problem consists in allocating the
sub-tasks to the actors.

3 Coordination Forms

A coordination form defines a mechanism that expresses coordination principles. The
study of various works [15], [8], [3] and [5] points out that all detailed coordination
forms are enclosed in coordination forms described in [15]. Thus, we rely upon this
nomenclature for identifying coordination forms. Any coordination is expressed
according to three basic mechanisms: mutual adjustment, supervision, and
standardisation (which is declined in four particular under-forms).

3.1 Supervision

Characterisation: It is the coordination form where a supervisor gives instructions
and controls the execution of a set of tasks.

Example: In computer systems, the supervision mechanism is used in systems based
on a master - slave architecture. In Management domain, supervision is based on
hierarchical levels: leaders supervise managers which themselves supervise operators.

3.2 Standardisation

Characterisation: It is the coordination form where activities have to respect norms.
These norms can focus on: behavior to carry out, results to reach, qualifications to
have or standards to respect.

Example: TCP/IP protocol specifies a behaviour that has to be adopted by
communicating machines.

3.3 Mutual Adjustment

Characterisation:  This mechanism carries out the activities coordination by informal
communication. It is a particularly suitable mechanism for complex situations where
numerous activities interact.

Example: An organisation in charge of sending a man on the moon for the first time is
compelled to use this coordination mechanism. This project requires a very elaborated
labour division between thousands of specialists. The project success largely depends
on the specialists capability to adjust one with each other [15].
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4 Coordination Patterns Catalogue

Our analysis of current research works about coordination leads us to state that the
presented coordination situations can be managed by the introduced coordination
forms.

4.1 Patterns as a Combination of Situations and Coordination Forms

The catalogue of coordination patterns we propose relies on the former statement.
Indeed, for [10], a pattern is "a solution to a problem in a given context". The context
refers to all recurrent situations in which the pattern is applied. The problem expresses
a set of forces (goals and constraints) which take place in the context. The solution
refers to a model that can be applied to solve these forces. Thus, by analysing
coordination issue according to the context-problem-solution point of view, we
identify situations (contexts) where coordination forms must be employed to construct
solutions (solutions) to coordination problems (problems). To take up [14] point of
view, we consider the set of coordination patterns as a catalogue of solution schemas
that can be applied in order to specify and solve coordination problems.

Each pattern results from the connection of one coordination situation and one
coordination form introduced in the former section. Then, the pattern catalogue is
composed of the combination of coordination situations and coordination forms. It is
presented in the bellowing table. For example, mapping a supervision mechanism
with the task allocation problem leads to specify a pattern, marked (*) in the
catalogue, which focuses on task allocation solutions thanks to supervision
techniques.

COORDINATION FORMS
Norms standardization

Results standardization
Qualifications standardization

Processes standardization
Supervision

COORDINATION Mutual adjustment

SITUATIONS
Problems

Prerequisites

Transfer

Production -
expenditure
of resources Usability

Resource sharing Simultaneous access

Simultaneity constraints Temporal constraints

Goal choice

Goal decompositionTasks and sub-tasks

Task allocation (*)

Fig. 1. Patterns catalogue structure
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4.2 An Example of Pattern

We describe patterns according to a framework derived from those presented in [1]
and [9]. The coordination pattern presented results from mapping the task allocation
problem and the supervision mechanism. We present an informal description of each
clause.

Name Task allocation by supervision

Examples

- In MIMD multiprocessors architectures, process distribution to
multiple processors deals with task allocation problems. When
allocation is carried out in a centralised way, the "task allocation by
supervision" pattern is applicable.

- This pattern is applicable to the multi-agent planning mode called
"centralised planning for multiple agents" [8].

Context

This pattern can be used each time the problem deals with
distributing tasks between several actors (human, hardware or
software). The context elements are a set of tasks and a set of actors.

Consider-
ed
Problem

The pattern deals with the problem of tasks allocation between
several actors. The difficulty consists in determining who does what.
The problem is how to establish links between tasks to achieve and
potential actors.

How to
build the
solution

To solve the problem, it is necessary to have a strategy based on the
supervision mechanisms. The strategy has to establish links between
tasks and actors. The strategy is distributed between the supervisor
and the potential actors, and is controlled by the supervisor.

The supervisor:
- knows the tasks to be carried out
- knows the potential actors able to perform tasks
- has an algorithm of tasks allocation
- is informed of the acceptance or not of the tasks assignments

Each actor is provided with communication and behaviour
capabilities:
- reception of instructions
- sending of notifications to received instructions
- instruction interpreter and task performance capabilities

Solution

The supervisor decides the links to establish. It is informed by the
actors of their tasks acceptance. Actors can be required to carry out
tasks and notify the supervisor concerning their acceptance or
refusal.
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Strengths
and
compro-
mises

This solution with centralised structure facilitates control and allows
dynamic adaptation of the supervisor’s strategy. This pattern is
recommended in strongly dynamic environments where re-planning
is an essential activity. The weakness of the pattern is the weakness
of centralised systems. If the supervisor undergoes a fault,
coordination will not be correctly ensured. In a costly
communication environment, this pattern is not efficient because its
success strongly depends on the exchanges between the supervisor
and actors.

Associat-
ed
patterns

Each pattern related to task allocation brings a different solution.
Thus, in order to remedy defaults of this pattern (see Strengths and
compromises), it is recommended to use the "task allocation by
standardisation" pattern (processes standardisation, results
standardisation) which needs few communication.

5 Using the Catalogue to Solve Coordination Problems

We present an approach that uses the catalogue in a process modelling context [12].
We propose a four steps approach that helps designers to specify the coordination
forms that have to be adopted by the components of the modelled process. For each
step, we list inputs, deliverables, the models/languages and the corresponding pattern
clauses on which it relies. We also indicate adapted methodologies to carry out the
step and precise existing computer-based tools that are able to support the step.

5.1 Describing Activities According to a Process Approach

Objectives: The aim of this step consists in describing the various activities that must
be carried out in order to achieve the process goal. It does not focus on how activities
are carried out but on how activities are connected to achieve the final goal.

Input data: It is made up of informal knowledge about the process to be modelled.
Knowledge is parcelled and held by different actors of the process.

Deliverables: A schema of the process describing its components in terms of: actors,
activities, resources, roles, and relations between them.

Models, languages: Deliverables are described thanks to a process model defined in
[2] with a semi-formal modelling language (Unified Modelling Language [17]).

Methodology: Methods belonging to requirements engineering and knowledge
acquisition domains are well adapted to carry out this step.

Tools for Information Technology based support: A collective process editor has been
developed in order to support the achievement of this step [6]. It allows the proper
actors of the process to participate simultaneously at the process description.
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5.2 Identifying Situations That Generate Coordination Problems

Objectives: The goal of this step consists in analysing the described process and
identifying the situations in which problems need coordination solutions.

Input data: The process schema produced by the previous step.

Deliverables: A set of situations and associated problems extracted from the process
schema.

Models, languages: Deliverables of this step are situations described thanks to the
process model used in the previous step.

Methodology: Situations are identified by analysing the existing dependencies
between components (activities, resources, …) and comparing them to the situations
typology defined in the patterns catalogue.

Tools for Information Technology based support: Pattern recognition systems are of
interest in this step. They identify and suggest situations in the process schema that
can match with situations of the catalogue.

5.3 Choosing a Coordination Form for Each Coordination Problem

Objectives: The aim of this step consists in associating a coordination form to each
identified coordination situation.

Input data: A set of situations and associated problems extracted from the process
schema and identified in the previous step.

Deliverables: A set of pairs: coordination situation extracted from the process
schema ; associated coordination form, which define the coordination canvas of the
process. There is one pair [coordination situation ; coordination form] for each
extracted situation, and it defines the way the named situation will be managed.

Models, languages: no specific language to describe a set of pairs.

Methodology: The assignment of a catalogue's coordination form to a coordination
situation is carried out thanks to the comparison between characteristics and
constraints of the situation's environment (organisation: distributed / centralised /
hierarchical, communication: quality / rapidity …) with advantages and drawbacks of
the coordination forms (local / global knowledge and decision, communication usage
…). These correlation aspects are treated in the Strengths and compromises clause
and the Associated patterns clause of the pattern. The choice of forms can also be
guided by the analysis of previously acquired experience.

Tools for Information Technology based support: Case based reasoning systems are of
interest in this step.

5.4 Carrying out Coordination

Objectives: The aim of this step consists in producing a solution for each extracted
coordination situation by the enforcement of the corresponding coordination form.

Inputs: A set of pairs [ coordination situation ; coordination form ] defined in the
previous step.
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Deliverables: A set of solutions derived from the pairs [ coordination situation ;
coordination form ]. Each solution assigns procedures (directives, rules) to the
situation components and brings, when necessary, new elements needed to implement
the solution (queues, stacks …).

Models, languages: The procedures assigned by the solution are specified in terms of
mechanisms (directives, rules) belonging to the form.

Methodology: How to build and Solution pattern clauses describe how to carry out this
step. The objective consists in using the specific mechanisms of the form to express
the procedures to be applied by the components. Adapted methodologies for carrying
out this step concern engineering of procedures production and engineering of
procedures implementation into situation components. For example, business process
reengineering in management domain.

Tools for Information Technology based support: The tools facilitate the
implementation of the procedures within situation components. For instance, multi-
agent systems are suitable to implement procedures derived from negotiation forms.

6 Conclusion

The whole approach is based on the strong distinction between two axes: situations
and forms of coordination. According to these two axes, coordination description is
an original way to present coordination problems. Specification of solutions by the
means of patterns constitutes a framework that allows answering to fundamental
questions of [16] "… why, when, where and how is coordination carried up …".
Indeed, each pattern describes a solution (how to) in order to solve a coordination
problem (why) that arises in a situation (when / where) [9]. The proposal of a pattern
catalogue structured according to these two main axes allows a large enumeration of
solutions and any extension of each axes leads to the extension of the whole
catalogue. Our presented approach also relies upon the two axes. Consequently, it
suggests the designer a prior specification of problematic situations. The analysis of
their environment facilitates then an adapted choice of the form to be adopted.
Moreover, the organisation of both catalogue and approach according to the two axes
ensures a usefulness help of the described patterns in the approach.
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Abstract. The goal of Virtual Laboratory project (VL), being developed at the
University of Amsterdam, is to provide an open and flexible infrastructure to
support scientists in their collaboration towards the achievement of a joint ex-
periment. The advanced features of VL provide an ideal environment for ex-
periment-based applications, such as the Material Analysis of Complex Surfaces
(MACS) experiments, to benefit from different developed interfaces to the
hardware and software required by the scientists. To properly support the infor-
mation management in this collaborative environment, a set of innovative and
specific mechanisms and functionalities for efficient storage, handling, integra-
tion, and retrieval of the MACS-related data, as well as data analysis tools on
the experiment results, are being developed. This paper focuses on the informa-
tion management in the MACS application case and describes its implementa-
tion using the Matisse ODBMS system.

1   Introduction

The aim of the Virtual Laboratory (VL) project1 is to provide an open and flexible
framework that support the collaboration between groups of scientists, engineers and
scientific organizations that decide to share their knowledge, skills and resources (e.g.
data, software, hardware, complex devices, etc.) towards the achievement of a joint
experiment [1], [2], [11]. The advanced features of VL provide an ideal environment
for experiment-based applications to benefit from different developed interfaces to the
hardware and software required by the scientists.

One of the experiment-based application cases proposed for the VL, is focused on
the Material Analysis of Complex Surfaces (MACS) experiments. These experiments
involve large and complex physics related devices, such as the Fourier Transformed
Infra-Red imaging spectrometer (FTIR) and the nuclear microprobe (�Beam). This

1 This research is supported by the ICES/KIS organization.
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application case benefits from VL since it is possible to operate these devices remotely
in a multiple-user collaboration way and also from the possibility to combine results
from different experiments, creating in this way new research opportunities.

In order to support the information management involved in this collaborative envi-
ronment, a set of innovative and specific mechanisms and functionalities for efficient
storage, handling, integration, and retrieval of the MACS related data, through the VL,
are being developed. These mechanisms and functionalities enable scientists to search
through the large amount of stored data in order to identify patterns and similarities.
Therefore, the database model is carefully designed to enable an efficient way to store
and access the data produced in such scientific environments.

The focus of this paper is on describing these information management mechanisms
and functionalities specific for the MACS case that are being implemented using the
Matisse ODBMS. This paper is organized as follows. Section 2 describes the Virtual
Laboratory environment and its reference architecture. In Section 3, the specific do-
main, i.e. the MACS experiment case is covered. Section 4 presents the development
approach and the functional details that support the information management system
developed for the MACS application using the Matisse ODBMS system. Section 5
addresses the main conclusions of this paper and some of the future work that is
planned in the context of this research project.

2   The Virtual Laboratory Environment

The Virtual Laboratory environment provides a framework for groups of scientists,
engineers and scientific organizations that interact and cooperate with each other to-
wards the achievement of a common experiment. Such an experimental environment
enables researchers, at different locations, to work in an interactive way, as in any
laboratory, i.e. the scientists are able to create and conduct the experiments in the
same natural and efficient way as if they were in their laboratory.

One of the most important characteristics of the experimental domains is the ma-
nipulation of large data sets produced by the experiment devices, as described in [1].
To be able to handle the resulting experiment data sets, three main requirements are
supported within the VL architecture:
� Proper management of large data sets: i.e. storage, handling, integration, and re-

trieval of large data sets. For example, in such a scientific environment, the size of
data sets can range from a few megabytes (e.g. DNA micro-array experiments data
sets) to tens of gigabytes (e.g. FTIR imaging micro-spectrometer data sets).

� Information sharing and exchange for collaboration activities: scientists are able to
share both the devices used to perform the experiments and the data sets generated
by those experiments. They must be able also to look at these data sets and compare
them to the ones from previous experiments or other public databases, in order to
find similarities and patterns.

� Distributed resource management: must be properly considered in order to meet the
high performance and massive computation and storage requirements.
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The Virtual Laboratory architecture, shown in Fig. 1, has incorporated these and
other functional requirements through the design of different system components. In
particular, the VL architecture consists of three main architecture components:
1. The Application Environment contains the scientific application domains consid-

ered in the VL (e.g. MACS application case, DNA Micro-array application case,
and others), including certain specific domain functionalities.

2. The VL Middleware enables the VL users to access low level distributed computing
resources. The VL middleware provides: the VL user interface that enables the sci-
entists to define and execute the experiments; the Abstract Machine (AM) that is
the intermediate layer between the Grid infrastructure and the VL users, as de-
scribed in [2]; and three main functional components: the VIMCO component pro-
vides the functionalities to store and retrieve both the large data sets and the data
analysis results, the advance functionalities for intelligent information integration
and the facilities for information sharing based in a federated approach [1]. The
ComCol component provides the appropriate mechanisms for the data and process
handling based on the Grid technology. The ViSE component offers a generic Vir-
tual Simulation and Exploration environment where 3D visualization techniques are
offered to analyze large data sets. The functionality provided by each one of these
components is integrated through the VL integration architecture.

3. The Distributed Computing Environment provides the network platform that en-
ables efficient usage of the computing and communication resources. At present, a
Gigabit Ethernet connection is being used. In the near future, it will be extended to
a Wide-Area environment using a GigaPort network based on the Surfnet5 back-
bone, which will result in a speed of 80 gigabits per second and a client connection
capacity of 20 Gigabits per second [6]. The Grid infrastructure provides the plat-
form to manage data, resources, and processes in distributed collaborative envi-
ronments, such as the VL scientific applications. The Globus toolkit offers a set of
tools to manage the resources in Data-Grid systems [5], [2], [7], [15].
The functionalities provided by the VIMCO layer and the specific domain tools

developed in the VL Interface layer specifically for the Material Science applications
are described in details in the following sections.

VL User Interface Environment
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FTIR Scanner

Others
Case  3

DNA Array
Case 2

Microbeam
End-user

Application
Environment

ViSE VIMCOComCol
VL
Middleware

VL Abstract Machine

VL Integration Architecture

Distributed Computing Environment

...

... ......

Fig. 1. Virtual Laboratory reference architecture
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3 Material Science Application in VL

The goal of the Material Science application is to the study materials and their proper-
ties and understanding what happens on surfaces when materials interact. In this sec-
tion, the Material Analysis of Complex Surface experiment, a specific case of the
Material Science application, is described.

3.1   Material Analysis of Complex Surface Experiment

The Material Analysis of Complex Surface (MACS) experiments try to identify and
determine the elements that compose complex surfaces, regardless of the nature of the
sample. Some application areas that benefit from this kind of experiments (some of
which are currently implemented or considered) includes: art conservation and resto-
ration (e.g. analysis of binding media and organic pigments in old master paintings),
bio-medical science (e.g. identification of arteriosclerotic deposits in mice), medical
research (e.g. studies of trace elements in brain tissues), and others.

The MACS experiment itself can be divided into three phases as shown in Fig. 2, as
the preprocessing, the experimentation process, and the analysis of results. The pre-
processing phase is where references to related research and images of the object are
collected and analyzed. After this, the sample that will be used during the experiment
process is extracted from the object. This process includes several extraction protocols
and procedures to be followed. Then usually the sample needs to be treated, for exam-
ple with reagents and solutions, in order to fulfill the requirements of the device used
in the material analysis process for the experimentation phase.

The material analysis process is performed with a set of specialized and complex
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Fig. 2. Material Analysis of Complex Surfaces Experiment
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hardware equipments. At present, the FTIR and the �Beam devices are available. The
FTIR facility is a non-dispersive infrared imaging spectrometer coupled to an infrared
microscope used to examine the infrared radiation absorbed by complex surfaces, as
described in [8] and [4]. The �Beam device provides a highly focused beam of ions,
with a spatial resolution in the sub-micrometer range, that can be used to identify trace
elements on a surface with a sensitivity of 10-15 grams as described also in [8].

After the full scan process finishes, the outcome of the experiment is a set of data
files, containing the experiment results and the device parameters. This data set con-
sists of a stack of images, known as hyper-spectral data cube. Afterwards, these data
files are converted into a format that can be used in the analysis phase. Also a quality
control process is carried out to certify that the generated data complies with some
standards, otherwise the data is discarded and the material analysis process is redone.

The large amount of data produced by these devices makes the analysis phase
longer and more effort consuming than the experiment phase itself. For example, the
size of one single data cube can range from 16 to 100 Mbytes and considering that
every day up to 20 data cubes can be generated, it is understandable that individual
scientists cannot do this analysis. Therefore, a set of analysis tools needs to be inte-
grated into the application to facilitate the work of the scientists, e.g. correlation
analysis, multivariate data analysis (PCA, pLS) and others.

4    The MACS Information Management System

The main goal of this system is to design and develop an open and flexible environ-
ment to facilitate the experimentation process for physicists involved in MACS-related
experiments. This application case is being developed at the CO-IM group [14] at the
University of Amsterdam in collaboration with the physics institutes AMOLF and
NIKHEF.

The first phase to build the MACS system focuses on the specific mechanisms and
functionalities that need to be developed for the information management of the data
produced by the FTIR and the �Beam devices. Thus, first the identification of the
information management requirements including the study of the structures of the
input and output data and the study of the operations on the data of the application
domain was done. The next step was the development of the MACS database that
included: the design of the database, the development of database prototype, the de-
sign and development of tools to load the database, the population of the database with
the FTIR and/or �Beam data, and the design and development of the user and query
interfaces. The second phase will focus on the development of data analysis and
knowledge extraction tools that will be used to process, analyze and present the results
in such a way that valuable knowledge can be extracted from the large amount of data
generated by these complex devices, i.e. information about experimental resources,
experimental parameters and conditions, and raw or processed results.
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4.1   MACS Process-Data Model

After studying and analyzing the way in which the MACS experiments are performed,
(including data, objects, and processes), a process-data flow model was designed. For
this design, the Virtual Laboratory Experiment Environment Data (VL-EED) model
was used as a reference model [10]. The VL-EED model is a generic database model
for experimentation environments. This model is the result of the careful study of
several applications, within the context of the VL project. Therefore, it was possible to
determine the generic characteristics of scientific experiments and design a generic
schema to store experimental information. The VL-EED model is a template that
facilitates the creation of new experiment-based schemas, preventing in this way the
duplication of modeling effort, i.e. the database managers do not have to create a new
“schema” for each new experimental application. It also enables a more efficient way
to share and access the data from different experiment-based application tools, e.g.
data analysis tools, browser and query tools.

The VL-EED model (shown in Fig. 3) can be viewed as a hierarchy with the class
Project as the root. Under each project a number of experiments can be performed.
Each experiment consists of experiments elements that can be either processes or data
elements. The experiments and the experiment elements can have comments. The
processes are actions that can be described by protocols (i.e. standard procedures) and
can have properties. The processes may be carried out with the use of hardware or
software tools with their parameters and whose vendor is an organization. In addition,
a person that belongs to an organization (both with an address) performs the experi-
ments and processes. The relationships between experiments and experiment elements
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are represented by the recursive-relations has_prev_elm and has_next_elm. The goal
of this representation is to enable a flexible and random process-data flow.

The MACS process-data flow model (shown in Fig. 4) covers the information spe-
cific for the material science experiments. Due to the fact that the VL-EED model is
flexible and extendible, it was easy to develop the domain specific data model on top
of it. Following the VL-EED definition, the MACS experiments consist of experiment
elements that can be extended to data elements and/or processes. The data elements
can be subdivided into active elements and passive elements considering their partici-
pation during the different experimental phases. Thus, the passive elements are just
used during the experiment process while the active elements are generated and/or
modified by one or more experimental processes. In the figure, for instance, the set of
Passive data elements is represented by gray rectangles (e.g. Object, Physics Devices,
Analysis Tool, etc.). And the Active data elements, represented by lined rectangles
(e.g. Sample, Data Cube, etc. The Processes elements are represented by ovals (e.g.
Sample Extraction, Material Analysis, Data Cube Analysis, etc.).

4.2   MACS Information Management System Development

The MACS database system was developed using the Matisse object-oriented database
management system, which provides a set of database management tools for proper
handling of large and complex data from database applications. Some of the advan-
tages of considering Matisse ODBMS for this application include its flexible and dy-
namic data model, its support to manage many multimedia data types, and the high
level of scalability and reliability that it provides, as mentioned in [12].

In order to create the description of the MACS schema in Matisse, the data defini-
tion language MATISSE ODL was used. The MACS ODL file provides the descrip-
tion of the persistent data for both of the VL-EED and the MACS schema as a set of
object classes, including the attributes and relationships. Once, the MACS ODL file is
ready, the next step is to interpret it using the MATISSE  mt_odl utility, which  creates

Fig. 4. MACS Process Data Flow
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the actual MACS schema in the database. Thus the MACS database schema is stored
in the database and can be manipulated like the other objects through the use of APIs.

Once the database is set up, the transference of the data from some existing external
sources can be done with the loader tool specially developed for this purpose. Thus,
the MACS Database Loader is responsible for providing the proper means for up-
loading data into the MACS database. Therefore, instead of creating one object at a
time it is possible to load many objects at once. The format of the source data file of is
based on the Object Interchange Format (OIF) file. This format is a specification lan-
guage proposed in the ODMG standard to dump/load databases objects to/from files,
as described in [13]. The MACS Database Loader (presented in Fig. 4) was imple-
mented using Java, in order for the application to be portable between platforms, and
also to offer the possibility of using the program as an applet, allowing it to also run
remotely from a web browser. For the integration with the MACS database, the Ma-
tisse Java API was used [9].

The Matisse Java API, developed at the University of Amsterdam, is a set of library
functions that provides a high-level and object-oriented Java access to the Matisse
ODBMS. It provides a set of generic data management functions that encapsulate
Matisse C API commands. In this way, the applications that are developed do not have
to deal with Matisse specificities, and may just provide the necessary information
through the access functions. These functions do not necessarily imply a one-to-one
mapping in relation to Matisse commands; they can encapsulate a sequence of Matisse
commands. The functions contained in this library include: the DB Access functions
(e.g. to connect and perform the transactions on Matisse DB), the Data access func-
tions (e.g. to select, update and delete the data in the Matisse DB), and the Meta-data
Access functions (e.g. to perform operations on the database schema).

4.3 The MACS Information Management System in the Virtual Laboratory

Considering as a scenario case, the experiment for the analysis of highly oxidised
diterpenoid acids of Old Master paintings described in detail in [3], a typical experi-
ment developed within the VL environment would consist of the following steps:
1. Through the VL user interface environment (of the VL middleware), the user logs

in to the system, and through a VL web-based interface he/she is able to access the
VL resources that include physical devices, software and data elements.

2. Using further features of the VL Abstract Machine, the experiment is defined by
selecting a number of experiment elements, i.e. processes and data elements and
connecting them in order to create a process-data flow. The definition of the ex-
periments is performed using a drag-and-drop interface, which may also provide an
intelligent assistant (i.e. VL-AM Assistant) to help the user, during the design of
the VL experiment, as described in [2]. It is also possible to load a previous ex-
periment, i.e. an experiment that was performed earlier, or even a pre-defined ex-
periment (i.e. a experiment template).

3. Every application provides a set of user-friendly tools, either specific domain tools
or generic tools, to look at the data sets stored in VIMCO. Through the MACS user
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interface facilities, the user can access, at any time, the data collected from the ex
periments. In this case, the MACS interface allows the user to perform queries on
the MACS database, to apply some analysis processes in order to extract valuable
information and to provide the facilities to access visualization tools.

4. When the setup of the experiment is finished, the experiment is submitted to the
system. At this moment, the VL Abstract Machine Run Time System (VL-AM
RTS), uses the tools provided by the Globus toolkit for the Data-Grid management
to send the different parts of the experiment, throughout the distributed environ-
ment (within the computational grid), according to the computational requirements
and the availability of the resources needed.

5. During the execution of the experiment, through the VL user interface environment
of the VL middleware, the user is able to supervise their experiments using moni-
toring tools. Also, it is possible for the user to change the experiment parameters at
any moment, in order to adjust the experiment process.

5   Conclusions and Future Work

In the VL environment, an important requirement is the appropriate management of
the large amount of data produced by the large and complex devices used in the scien-
tific experiments. The information management system developed for the Material
Science application in the VL project and its implementation using Matisse ODBMS
supports the efficient storage, handling, integration, and retrieval of such data sets.
The MACS component, integrated in the VL environment, provides a comprehensive
and friendly environment to scientists of the Material Science application.

The user-friendly interfaces that allow the VL users to access the data stored in the
Matisse database are now under development. Such query/search component will
enable the VL user to search through the data and look for similarities or patterns. A
query component that includes sophisticated search commands is being considered
and will result in a more powerful tool. For instance, these query tools can be used to
extract slices from the data cubes and together with specialized tools perform some
calculations (e.g. chemometrics, correlation analysis methods) on these data slices.
Additionally, some data mining and knowledge extraction technology should be of-
fered to analyze the large data sets, to process either the raw data generated by differ-
ent devices from different applications or the processed experiment-results. This tech-

Fig. 4. MACS Database Loader user interface
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nology is presently being considered to process, analyze and present the results in
such a way that some valuable knowledge can be extracted from the large amount of
data. The stored data that will be used may include information about experimental
resources, experimental parameters and conditions, and raw or processed results. The
easy retrieval and manipulation of the large data sets together with sophisticated data
analysis and knowledge extraction tools give the scientists new research possibilities.
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Abstract. This paper focuses on some issues relating to data modelling, quality
and management in a specific domain: forests. Many forest domain specialists
e.g., botanists, zoologists, economists and others collect vast volumes of data
about the forest fauna and flora, climate, soil, etc. The favourite tools for
managing this data are spreadsheets and/or using popular DBMS packages such
as Access or FoxPro. The use of these tools introduces two major problems:
loss of semantics and poor data structure. These problems and associated issues
are examined in this the paper.

To address these problems, we propose a method for database reverse
engineering from spreadsheet tables to a conceptual model and suggest a design
of a prototype tool (TREAT). We also explain the motivation for and the
methodology and approach that we adopted. The interactive process used to
identify the constituents of the spreadsheet tables and data semantics are
explained.  Semi-automated analysis of the associations between the data items
in terms of the domain knowledge, constraints and functional dependencies
between the data items are also described. The output from the tool may be
selected as either an Entity-Relationship or Object or Object-Relational model.

Keywords. Data management, reverse engineering, data modelling.

1. Introduction

 There are many vast, valuable, and expensive tropical forest inventories kept by
many countries in the tropics, and controlled by many different organizations [27, 28].
In some cases the aims of the inventory can be tightly specified which is likely to be
the case if the aims are restricted to the management of the timber resources.
However, such limited aims are the exception rather than the rule. For example, even
if the considerations of the inventory are only those of timber management, the
question of sustainable forest management for timber production must be faced.  It is
accepted [27, 28, 29], information requirements for a sustainable forest management
plan go well beyond those required for the management of a single crop to final clear.
For example, issues such as site degradation and continuing interaction between local
communities and the forest edges, for economic reasons, are quite important and must
be considered in the overall scheme of things.

However, there are other important aims in forest management that have become to
be recently recognized. To give an example, there are the monitoring and
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conservation of biodiversity, and also the management of medicinal and
pharmaceutical resources in forests. In such areas, even the yardsticks of
measurement are not well developed, since the inherent structure of tropical rain
forests, and its relationship to biodiversity and medicinal plant communities are not
well understood and are the subject of continuing ecological and environmental
research.

This paper is organized as follows. In section 2, we offer some observations based
on practical field experiences of the authors. This is then followed by discussion of
some issues of data modelling in section 3. In section 4, we discuss some practical
experience in model extraction and share with the reader some of the problems we
faced in this respect. Sections 5 and 6 deal with our proposed method for reverse-
engineering and a prototype tool which we dubbed our ’TREAT’. In section 7, we
discuss our conclusions and suggest further work.

2. Observations on Data Management Practice

Date describes a database as “nothing more than a computer-based record keeping
system: that is a system whose overall purpose is to record and maintain information”
[1].  In current database theory it is convenient when considering design and structure
to assume that there is just one database containing the totality of all stored data in the
system.  It can be shown that subsequent physical partitioning and distribution of data
for practical implementation and performance reasons does not invalidate this
assumption [2]. Thus databases are considered ‘integrated’, that is, a unification of
several otherwise distinct data files with any redundancy among those files partially
or wholly eliminated.  For example, a forestry database may contain both species
records, giving name, genus, family, etc, and study plot records listing trees with their
heights, diameters and so on.  There is clearly no need to include the genus of each
tree in the study plot records as this can always be discovered from the species
records.

As well as being an integrated repository for stored data, databases are also
‘shared’.  Sharing is a consequence of integration and implies that different users may
access individual data items for different purposes.  Any given user will normally be
concerned with only a subset of the total database and different user’s subsets may
overlap in many different ways.  Thus a given database will be perceived by different
users in a variety of different ways and two users sharing the same subset of the
database may have views of that subset which differ considerably at a detailed level.
For example the same forest data set may be employed in resources assessment for
production, dynamics monitoring for conservation or environmental impact
assessment for protection.

An integrated and shared repository of information implies a central responsibility
for the data and database management.  Although long accepted in areas of commerce
and business where data is recognised as a valuable asset, this is in stark contrast to
the situation that prevails in many areas of forestry research where each application
has its own private files and local copies of data.
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Indeed studies by Boehm have shown that a requirement incorporated into an
unstructured system by someone who was not the original author typically takes 40
times the development effort of incorporating the requirement when the system was
initially implemented [5].  Data that had been collected and generated at enormous
cost was therefore lost or beyond practical use to other research.

3. Issues in Data Modelling

The work in this paper stems from practical recent experiences with the Indonesian
Forest Sector. The overall aim of this European Commission funded project is to
strengthen the Ministry of Forestry’s capacity for forest planning and management at
a provincial level.  Botanical, zoological and soil surveys have been conducted and
this with socio-economic, climatic, geological, topographic and other data is being
incorporated into a comprehensive and user-friendly Integrated Forest Resource
Information System (IFRIS) to complement the National Forest Inventory [8, 16].

Our prime concern was to recover the data model of this wealth of data using an
information systems perspective and hence forward engineer the required information
systems based on sound foundations.  Whilst there are many kinds of information
system, our initial interest was restricted to two main systems: Operational
Transaction Processing (TP) and Decision Support Systems (DSS) aspects of the
IFRIS data.

TP systems are concerned with standard day-to-day operations such as entering,
modifying and reporting on ‘operational’ data and are characterized by the traditional
ACID concepts of atomicity, consistency, isolation and durability [9].  The collation
and management of field study data would typically be within the remit of TP.  DSS,
on the other hand, supports the strategic exploration of ‘informational’ data by a
‘knowledge worker’.  This sort of information processing often takes the form of
‘What if?’ queries as exemplified by a researcher’s explorations into biodiversity
metrics or those of a senior manager concerned with ecological or environmental
impact analysis.

Management Information Systems (MIS) would clearly be essential in the longer
term to bodies responsible for on-going forest management or conservation or, for
example, those seeking ISO14000 certification [10], and therefore an important aspect
of IFRIS.  With restricted time and limited access to potential end-users, little
progress could be made in the required analysis.

The standard approach to building TP, MIS and DSS information systems is to
bridge the semantic gap from problem domain to the solution space via a set of
models that may be transformed and refined at each step [11]. Whilst different authors
use different terms, the standard models are conceptual, logical, and physical. Quality
is assured by applying verification and validation to each refinement.  The first of
these steps maps semantics from the real-world problem to a conceptual model that
embodies an abstract representation of the user mini real world.

 There are many design solutions to any system and the actual result will be
dependent on the paradigm employed in the modeling and the target technology.
Irrespective of the adopted paradigm, the models will normally coincide with the
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deliverables of the standard analysis, design and implementation phases of the
classical software engineering lifecycle [12].

Each of the information models may be viewed in terms of the data and processes
on that information and consist of three main components:

1. Structure: including objects, properties and association between objects,
2. Operations to manipulate the structure,
3. Domain knowledge and Constraints to ensure validity of:

� the (static) database states, and
� the operations and transition between states.

    Although ER modelling has been successfully employed for the data modelling
of pictorial or spatial and temporal entities [15], OO has clear advantages in the
analysis and design of a system presentation layer that employs event driven
interaction with multimedia objects such as a GIS based user interface.  However, as
our concern with Indonesian Forest sector was with data management and the storage
layer of TP and DSS systems targeted at relational DBMS systems, it was felt that
structured data analysis based on ER models was adequate given the limited local
skills available.

4. Practical Model Extraction Experience

An example of the data modeling, undertaken in Indonesia, is the analysis of botanical
data held in spreadsheets [16]. Spreadsheets are popular and flexible data
manipulation tools however they have no data dictionary or other explicit mechanism
to act as a repository for meta-data and no input or state transition validation facilities.
The implicit metadata is limited to data-type information of cell values and range
relationships for embedded formulae provided by the audit facilities of the
spreadsheet system.

The botanical data consists of sets of Microsoft Excel workbooks, each of which
represents a study area and contains two related worksheets of tree and plot data.  An
example of the plot data is presented figure 1.

The second worksheet is the related plot data.  The size of this data set depends on
the number of transects in the study area and the number of plots within the transects.
Typically there are a few tens of records.

     An example of tree data is given in figure 2. Again the sheet has been transposed
and restricted to three records to fit the printed page.  In this table it can be seen that,
without domain specific knowledge of transects, plots and subplots or an
understanding of the representation of sample data as arrays of percentages,
interpretation may be extremely difficult.  It can thus be seen that discovering what
the data means is hard and time-consuming without ‘proper’ documentation. The
actual process of producing a data model from the spreadsheet data required many
iterations of file-gazing, reading available documents and reports and interaction with
domain experts - for completeness an example data model manually produced from
this botanical data is given in figure 3.  It was therefore of interest to explore how
much of this effort could be automated.
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Fig. 1. Example Plot Worksheet Data

5. The Design of a Reverse-Engineering Tool

Much work has been done within the software engineering community on automated
‘reverse-engineering’ of process models from code and re-engineering the systems
[17]. Unfortunately reverse engineering of data models is not as well explored.
Chikofsky and Cross define reverse engineering as the “Process of analysing a system
to identify components and their inter-relationships in order to create representations
in another form, usually at a higher level of abstraction” [18].

Re-Engineering is defined as the “process of re-implementing a design recovered
by means of reverse engineering, possibly in a different environment”. The
relationship between the concepts is shown in figure 4. The term ‘reverse
engineering’ comes from the practice of analysing existing hardware (created by a
competitor or even an enemy) to understand its design.  As the goal is to create an
alternative representation, usually at a higher level of abstraction, it is also known as
‘design recovery’.

Re-engineering employs reverse engineering to recover a design followed by
forward engineering to re-implement the system in a changed form.  Re-engineering
does not necessarily involve changing the system’s external appearance or
functionality. One of the benefits of database reverse engineering identified by

Pengisi Jonar Purba Jonar Purba Jonar Purba
Tempat Pemunyian Pemunyian Pemunyian
Tinggi 300 315 325
Azimuth 200 130 200
Habitat 1 3 5
Tanggal 21-Jun-96 22-Jun-96 22-Jun-96
T 1 1 1
P 1 2 3
Ukuran plot 50 100 50
No. Pohon 1 36 105
Miring 0505050505xxxxxxxxxx 05050515151010151515 0505050505xxxxxxxx

Dominan xxxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxx

Tajuk Utama xxxxxx38xxxxxxxxxxxx xx743841xxxxxx887487 64xx425661xxxxxxxx

Strata ke2 7869596471xxxxxxxxxx 81628782768689646871 9178746954xxxxxxxx

Strata ke3 6746314827xxxxxxxxxx 46345241546748414258 7154584140xxxxxxxx

pohon kecil 2614112015xxxxxxxxxx 24192128273118192326 3928291815xxxxxxxx

Tanlunak xxxxxxxxxxxxxxxxxxxx xxxxxxxxxx0204xxxxxx xxxxxxxxxxxxxxxxxx

palm xxxxxx0202xxxxxxxxxx 010304xxxx02xxxxxxxx xxxx0201xxxxxxxxxx

pandan xxxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxxxx 02xx03xxxxxxxxxxxx

Pakis xxxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxx

rotan_m 0503020403xxxxxxxxxx 03040608060402060709 0804060503xxxxxxxx

rotan_r 0203040101xxxxxxxxxx 01020203050201020403 0301040301xxxxxxxx

liana_L5 xx02030502xxxxxxxxxx 01010102xx01xxxx0102 xxxx03xxxxxxxxxxxx

liana_K5 0812080605xxxxxxxxxx 05040306050312080508 0504080703xxxxxxxx

bambu xxxxxxxxxx xxxxxxxxxx xxxxxxxxxx

Epifit 11232xxxxx x211xxx11x xx11xxxxxx

Belukar tua xxxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxx

Belukar tua xxxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxx



180         M. Ibrahim, A.M. Fedorec, and K. Rennolls

Premerlani [19] is the identification of errors in original data design – he reports that
50% of the database systems he studied had major errors.

Fig. 2. Tree data - (sample only)

As incomplete information is the norm and undocumented metadata is held in the
head of the author a fully automated tool for reverse engineering the forest botanical
data is infeasible.  The goals were therefore to:

1. Automate as much as is possible
2. Ensure quality by verification of transforms
3. Assist the analyst/domain expert where the process cannot be automated by:

(i) pruning of the search space, and
(ii) presentation of relevant information.

The desired output would be a sound data model with an explicit representation of
the entities, relationships and a stable structure that could support the diverse
information needs of TP, MIS and DSS.

The resultant tool is called TREAT – which, in the best software engineering tradition
is an acronym for ‘Trial Reverse Engineering Automated Tool’.  It was developed
using Microsoft Visual Basic Version 5 for Excel 97 and presents a set of interactive
steps which briefly are as follows.

I d n o 1 1 1 0 1 1 1 1 0 1 1 1 1 0 1 1 1 1 0 1
T r e e N o . 1 2 3 4
x 9 .9 6 .2 5 .4 6 .1
y 0 .7 2 .8 4 .8 7 .5
d 1 6 .2 1 2 . 6 1 3 .7 1 3 .9
H t 9 6 1 0 9
H b 6 4 8 5 .5
B a 0 .0 2 0 6 1 4 6 6 2 0 .0 1 2 4 7 0 5 9 8 0 .0 1 4 7 4 3 0 5 0 .0 1 5 1 7 6 6 4 6
V o l 0 .0 6 1 8 4 3 9 8 6 0 .0 2 4 9 4 1 1 9 6 0 .0 4 9 1 4 3 4 9 8 0 .0 4 5 5 2 9 9 3 7
H t /D 5 5 .5 5 5 5 5 5 5 6 4 7 . 6 1 9 0 4 7 6 2 7 2 .9 9 2 7 0 0 7 3 6 4 .7 4 8 2 0 1 4 4
T 1 1 1 1
P 1 1 1 1
S u b P 1 1 1 1
L f 1 1 1 1
c o l l - . R IZ . H A S R IZ .
N _ H e r b - 1 2 4 5 3 1 1 2 5
F a m M O R A D IP T R U B I D IP T
G e n u s A r to c a r p u s S h o r e a N e o n a u c le a S h o r e a
S p e c i e s e la s t ic u s a s s a m ic a c a ly c in a o v a l i s
G e n _ S p e A r t_ e la S h o _ a s s N e o _ c a l S h o _ o v a
f r e q . 2 2 2 2 0
S p _ r a n k 2 4 2 4 2 4 6
A u t h o r - - - -
C n t  o f  G e n _ S p e G e n _ S p e * * * _ * * * A c t_ g la A c t _ g lo

T o ta l 3 2 8 1 2

G e n _ S p e * * * _ * * * A c t_ g la A c t_ g lo A d e _ m ic
T o t a l 3 2 8 1 2 3
R a n k 0 2 5 2 4 2 3

2 6 2 6 2 6
N _ H e r b 2 2 2 2
c o l l R IZ . R IZ . R IZ . R IZ .
* * * * * * * * * * * * * * *
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Fig. 3. ER Model - Forest Botanical data

The first step is to set up and initialize a symbol table of spreadsheet objects and
data dictionary to be populated with the identified entities, relationships and attributes.
The symbol table lists each workbook and the worksheets within the workbooks, the
ranges, data types and names of the ranges of each dataset.  This is achieved by
iteratively prompting the user to select ranges of headings and of data.

Fig. 4. Concepts in Reengineering

The data dictionary is initialized with a dummy ‘super-entity’ from which further
entities will hang.  Drawing on the information in the symbol table each workbook is
represented as a tentative entity as are each of the worksheets within the workbooks.
As each new entity is formed it is allocated a temporary unique name of the form
TEnnn, (the user is given the opportunity to change this to something more
meaningful at a later stage).
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Fig. 5. Example of TREAT – First Pass Amendment of Entity-Attribute List

The symbol table is then processed.  Each column entry is made an attribute of the
enclosing sheet entity and the column reference, name and data type is entered into
the data dictionary.  As each row is a record each cell is an instance value and could
later be forward engineered into a new database.

Having initialized the symbol table and data dictionary we perform an automatic
attribute analysis. This consists of pairing and comparing the data values in each of
the datasets allocated to the same entity and logging the nature of the relation between
them.  A set of predicates are used, largely derived from Semmen’s [23] and Fraser’s
[24] respective formal specifications of ER models, to indicate which columns should

Fig. 6. TREAT Modification of Relations

Fig. 6. TREAT Modification of Relations
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be factored out into new entities and what is the cardinality of the relation between the
existing entity and the new one.  The mapping relations of prime interest are the
functions; in particular bijections, which indicate potential attributes of the same
entity, and the forward and reverse injections that suggest attributes of entities with a
one-to-many cardinality.  As a sequence of injective functions is transitive these are
also used to indicate indirect dependencies between entities.  The relation log (which
is actually part of the symbol table) is also used to provide proof obligations on
further transforms, restrict and validate the manual changes to the model and provide
verification constraints on the final data model and future database modifications.

After the automatic attribute analysis has generated a new set of candidate entities
and nominally assigned attributes and relations to them they must be reviewed
manually. Following [25], examples of two of these dialogue boxes are given in
figures 5 and 6.  On completion of a step control progresses to the next step or
iteration.  In practice there is much iteration, backtracking and re-ordering of steps
and so facilities are provided through pull-down menus and command buttons for the
user to navigate to any of the key steps.

6. Notes on ’Our’ TREAT

Numerous problems and exceptions were found in formulating our predicate set
which could not be resolved from just the information content of the source data.
Some of these problems were due to the syntactic style of the original data (for
example the formulation of strata data as uniquely identified attributes rather than a
repeating group of homogeneous attributes, and the use of repeating groups within the
strata variables).  It may be feasible (but probably not cost-effective) to include
algorithms to search for and handle many of these problems.  However the majority of
real problems were due to loss of semantics.  These problems required considerable
domain knowledge to resolve and it is clear from this that the reverse engineering
process could never be fully automated.

The tool therefore ‘suggests’ data refinements and the process still requires
substantial domain expertise to clarify the semantics of the entities, attributes and
relations between them.  Because the process is primarily an iterative factoring and
decomposition of existing objects, the data model produced is fundamentally
hierarchical.  Whilst techniques have been suggested by Blaha and Premerlani for
transforming hierarchical and network data structures to fully relational or object-
relational models [26] the process still demands considerable data modeling and
systems analysis expertise and cannot be automated.

7. Conclusion & Further Work

In this paper we have stressed the importance of data modeling and data management
for forestry data sets and outlined some important information systems concepts for
data analysis.  We have presented examples of botanical data and discussed some of
the problems associated with the data being held in spreadsheets or poorly structured
personal databases.  In particular we have noted the loss of semantic data, lack of
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metadata and formal documentation and therefore the difficulty in integrating and
sharing that data in operational and informational information systems.

Finally, the design and implementation of a proof of principle prototype for a tool
(TREAT) to facilitate the reverse engineering of data models from these data sets is
described.  Whilst limited in functionality, the tool has been found to help structure
the systems analyst/domain expert knowledge elicitation process and could potentially
reduce the substantial time and effort currently required for data analysis of existing
forestry data sets. Work is planned for enhancing the functionality of TREAT further
and examining the possibility of implementation a fully automated version.
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Abstract. SDDSs (Scalable Distributed Data Structures) are access
methods specifically designed to satisfy the high performance require-
ments of a distributed computing environment made up by a collection
of computers connected through a high speed network. In this paper we
present and discuss performances of ADST, a new order preserving SDDS
with a worst-case constant cost for exact-search queries, a worst-case log-
arithmic cost for update queries, and an optimal worst-case cost for range
search queries of O(k) messages, where k is the number of servers cov-
ering the query range. Moreover, our structure has an amortized almost
constant cost for any single-key query. Finally, our scheme can be easily
generalized to manage k-dimensional points, while maintaining the same
costs of the 1-dimensional case.
We report experimental comparisons between ADST and its direct com-
petitors (i.e., LH*, DRT, and RP*) where it is shown that ADST behaves
clearly better. Furthermore we show how our basic technique can be com-
bined with recent proposals for ensuring high-availability to an SDDS.
Therefore our solution is very attractive for network servers requiring
both a fast response time and a high reliability.

Keywords: Scalable distributed data structure, message passing envi-
ronment, multi-dimensional search.

1 Introduction

The paradigm of SDDS (Scalable Distributed Data Structures) [9] is used to de-
velop access methods in the technological framework known as network comput-
ing : a fast network interconnecting many powerful and low-priced workstations,
creating a pool of perhaps terabytes of RAM and even more of disk space.

The main goal of an access method based on the SDDS paradigm is the
management of very large amount of data implementing efficiently standard op-
erations (i.e. inserts, deletions, exact searches, range searches, etc.) and aiming
at scalability, i.e. the capacity of the structure to keep the same level of perfor-
mances while the number of managed objects changes.

The main measure of performance for a given operation in the SDDS
paradigm is the number of point-to-point messages exchanged by the sites of
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the network to perform the operation. Neither the length of the path followed
in the network by a message nor its size are relevant in the SDDS context. Note
that, some variants of SDDS admit the use of multicast to perform range query.

There are several SDDS proposals in the literature: defining structures based
on hashing techniques [3,9,12,16,17], on order preserving techniques [1,2,4,7,8,
10], or for multi-dimensional data management techniques [11,14], and many
others.

LH* [9] is the first SDDS that achieves worst-case constant cost for exact
searches and insertions, namely 4 messages. It is based on the popular linear
hashing technique. However, like other hashing schemes, while it achieves good
performance for single-key operations, range searches are not performed effi-
ciently. The same is true for any operation executed by means of a scan involving
all the servers in the network.

On the contrary, order preserving structures (e.g., RP* [10] and DRT* [5])
achieve good performances for range searches and a reasonably low (i.e. loga-
rithmic), but not constant, worst-case cost for single key operations.

Here we present and discuss experimental results for ADST, the first order
preserving SDDS proposal achieving single-key performances comparable with
the LH*, while continuing to provide the good worst-case complexity for range
searches typical of order preserving access methods (e.g., RP* and DRT*). For
a more detailed presentation of the data structure see [6].

The technique used in our access method can be applied to the distributed
k-d tree [14], an SDDS for managing k-dimensional data, with similar results.

2 Distributed Search Trees

In this section we review the main concepts relative to distributed search trees,
in order to prepare the way for the presentation of our proposal and to allow its
better comparison with previous solutions.

Each server manages a unique bucket of keys. The bucket has a fixed capacity
b. We define a server “to be in overflow” or “to go in overflow” when it manages
b keys and one more key is assigned to it. When a server s goes in overflow it
starts the split operation. This operation basically consists of transfer half of its
keys to a new fresh server snew. Consequently the interval of keys I managed is
partitioned in I1 and I2. After the split, s reduces its interval I to I1. When snew

receives the keys, it initializes its interval to I2. This is the first interval managed
by snew and we refer to such an interval as the basic interval of a server.

From a conceptual point of view, the splits of servers build up a virtual
distributed tree, where each leaf is associated to a server, and a split creates a
new leaf, associated to the new fresh server, and a new internal node.

Please note that the lower end of the interval managed by a server never
changes. A split operation is performed by locking the involved servers. Its cost
is a constant number of messages, typically 4 messages. We recall that since in
the SDDS paradigm the length of a message is not accounted in the complexity,
then it is assumed that all keys are sent to the new server using one message.
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After a split, s manages b
2 keys and snew

b
2 + 1 keys. It is easy to prove that

for a sequence of m intermixed insertions and exact searches we may have at
most

⌊
m
A

⌋
splits, where A = b

2 .
The splits of a server is a local operation. Clients and the other servers are

not, in general, informed about the split. As a consequence, clients and servers
can make an address error, that is they send the request to a wrong server.

Therefore, clients and servers have a local indexing structure, called local tree.
Whenever a client or a server performs a request and makes an address error, it
receives information to correct its local tree. This prevents a client or a server
to commit the same address error twice.

From a logical point of view the local tree is an incomplete collection of asso-
ciations 〈server, interval of keys〉: for example, an association 〈s, I(s)〉 identifies
a server s and the managed interval of keys I(s). A local tree can be seen as
a tree describing the partition of the domain of keys produced by the splits of
servers. A local tree can be wrong, in the sense that in the reality a server s
is managing an interval smaller than what the client currently knows, due to a
split performed by s and yet unknown to the client.

Note that for each request of a key k received by a server s, k is within
the basic interval I of s, that is the interval s managed before its first division.
This is due to the fact that if a client has information on s, then certainly s
manages an interval I ′ ⊆ I, due to the way overflow is managed through splits.
In our proposal, like other SDDS proposals, we do not consider deletions, hence
intervals always shrinks. Therefore if s is chosen as the server to which to send
the request of a key k, it means that k ∈ I ′ ⇒ k ∈ I.

Given the local tree lt(s) associated to server s, we denote as I(lt(s)) the
interval of lt(s), defined as I(lt(s)) = [m,M), where m is the minimum of lower
ends of intervals in the associations stored in lt(s), and M is the maximum of
upper ends of intervals in the associations stored in lt(s).

From now on we define a server s pertinent for a key k if k ∈ I(s), and
logically pertinent if k ∈ I(lt(s)).

3 ADST

We now introduce our proposal for a distributed search tree, that can be seen
as a variant of the systematic correction technique presented in [2].

Let us consider a split of a server s with a new server s′. Given the leaf f
associated to s, a split conceptually creates a new leaf f ′ and a new internal
node v, father of the two leaves. This virtual node is associated to s or to s′.
Which one is chosen is not important: we assume to associate it always with
the new server, in this case s′. s stores s′ in the list l of servers associated to
nodes in the path from the leaf associated to itself and the root. s′ initializes its
corresponding list l′ with a copy of the s′ one (s′ included).

Moreover if this was the first split of s, then s identifies s′ as its basic server
and stores it in a specific field. Please note that the interval I(v) now corresponds
to the basic interval of s.
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After the split s sends a correction message containing the information about
the split to s′ and to the other servers in l. Each server receiving the message
corrects its local tree. Each list l of a server s corresponds to the path from the
leaf associated with s to the root.

This technique ensures that a server sv associated to a node v knows the
exact partition of the interval I(v) of v and the exact associations of elements
of the partition and servers managing them. In other words the local tree of sv

contains all the associations 〈s′, I(s′)〉 identifying the partition of I(v). Please
note that in this case I(v) corresponds to I(lt(sv)).

This allows sv to forward a request for a key belonging to I(v) (i.e. a request
for which sv is logically pertinent) directly to the right server, without following
the tree structure. In this distributed tree, rotations are not applied, then the
association between a server and its basic server never changes.

Suppose a server s receives a requests for a key k. If it is pertinent for the
requests (k ∈ I(s)) then it performs the request and answers to the client.
Otherwise if it is logically pertinent for the requests (k ∈ I(lt(s))) then it finds
in its local tree lt(s) the pertinent server and forwards it the requests. Otherwise
it forwards the requests to its basic server s′. We recall that I(lt(s′)) corresponds
to the basic interval of s, then, as stated before, if the request for k is arrived to
s, k has to belong to this interval. Then s′ is certainly logically pertinent.

Therefore a request can be managed with at most 2 address errors and 4
messages.

The main idea of our proposal is to keep the path between any leaf and the
root short, in order to reduce the cost of correction messages after a split. To
obtain this we aggregate internal nodes of the distributed search tree obtained
with the above described techniques in compound nodes, and apply the above
technique to the tree made up by compound nodes. For this reason we call our
structure ADST (Aggregation in Distributed Search Tree).

Please note that the aggregation only happens at a logical level, in the sense
that no additional structure has to be introduced.

Each server s in ADST is conceptually associated to a leaf f . Then, as a
leaf, s stores the list l of servers managing compound nodes in the path from f
and the (compound) root of the ADST. If s has already split at least one time,
then it stores also its basic server s′. In this case s′ is a server that manages a
compound node and such that I(lt(s′)) contains the basic interval of s.

Any server records in a field called adjacent the server managing the adjacent
interval on its right. Moreover, if s manages also a compound node va(s), then
it also maintains a local tree, in addition to the other information (see figure 1).

The way to create compound nodes in the structure is called aggregation
policy. We require that an aggregation policy creates compound nodes so that
the height of the tree made up by the compound nodes is logarithmic in the
number of servers of the ADST. In such a way the cost of correcting the local
trees after a split is logarithmic as well.

One can design several aggregation policies, satisfying the previous require-
ment. The one we use is the following.
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(AP): To each compound node va a bound on the number of internal nodes
l(va) is associated. The bound of the root compound node ra is l(ra) = 1. If the
compound node va′ father of va has bound l(va′), then l(va) = 2l(va′) + 1.

In figure 2 an example of ADST is presented.

correction
message

adjacent pointer

basic server
 pointer

�

��������

�����������

�������

����

���� ���� ��������

� ��

Fig. 1. Before (left) and after (right) the split of server s with snew as new server.
Intervals are modified accordingly. Correction messages are sent to server managing
compound nodes stored in the list s.l and adjacent pointers are modified. Since the
aggregation policy decided to create a new compound node and snew has to manage
it, then snew is added to the list s.l of servers between the leaf s and the compound
root nodes, snew sets snew.l = s.l. If this is the first split of s, then s sets snew as its
basic server.

We now show how a client c looks for a key in ADST: c looks for the pertinent
server for k in its local tree, finds the server s, and sends it the request. If s is
pertinent, it performs the request and sends the result to c.

Suppose s is not pertinent. If s does not manage a compound node, then it
forwards the request to its basic server s′. We recall that I(lt(s′)) includes the
basic interval of s, then, as stated before, if the request for k is arrived to s,
k has to belong to this interval. Therefore s′ is certainly logically pertinent: it
looks for the pertinent server for k in its local tree and finds the server s′′. Then
s′ forwards the request to s′′, which performs the request and answers to c. In
this case c receives the local tree of s′ in the answer, so to update its local tree
(see figure 3).

Suppose now that s manages a compound node. The way in which compound
nodes are created ensures that I(lt(s)) includes the basic interval of s itself. Then
s has to be logically pertinent, hence it finds in lt(s) the pertinent server and
sends it the request. In this case c receives the local tree of s in the answer.

For an insertion, the protocol for exact search is performed in order to find
the pertinent server s for k. Then s inserts k in its bucket. If this insertion causes
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Fig. 2. An example of ADST with policy AP. Lower-case letters denote servers and
associated leaves, upper-case letters denote intervals of data domain. The sequence of
splits producing the structure is a→ b→ c→ d→ e, then d→ f → g → h→ i→ l→
m → n, then l → o → p, then c → q and finally e → r, meaning with x → y that the
split of x creates the server y.

s

va(s’)

client c

request

forward to
basic server 

forward to 
pertinent server

+
lt(s’)

answer + lt(s’) 

s’’

Fig. 3. Worst-case of the access protocol

s to go in overflow then a split is performed. After the split, correction messages
are sent to the servers in the list l of s.

Previous SDDSs, e.g LH*, RP*, DRT*, etc., do not explicitly consider dele-
tions. Hence, in order to compare ADST and previous SDDSs performances, we
shall not analyze behavior of ADST under deletions.

To perform a range search the protocol for exact search is performed in order
to find the server s pertinent for the leftmost value of the range. If the range is
not completely covered by s, then s sends the request to server s′ stored in its
field adjacent. s′ does the same. Following the adjacent pointers all the servers
covering the range are reached and answer to the client. The operation stops
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whenever the server pertinent for the rightmost value of the range is reached
(see figure 4).

client c

request

answers

s k-1 messages following
adjacent pointers

va(s’)forward to
basic server 

forward to 
pertinent server

s*

Fig. 4. Worst-case of the range search. s is the server pertinent for the leftmost value
of the range.

In the following we give the main results of ADST. Detailed descriptions can
be found in the extended version of the paper [6].

An exact search and an insertion that does not cause a split have in an ADST
a worst-case cost of 4 messages. A split and the following corrections of local
trees have in an ADST a worst-case cost of log n+ 5.

A range search has in an ADST a worst-case cost of k+1 messages, where k
is the number of servers covering the range of query, without accounting for the
single request message and the k response messages.

Moreover, under realistic assumptions, a sequence of intermixed exact
searches and insertions on ADST has an amortized cost of O(1) messages. The
basic assumption is that log n

b < 1. For real values of b, e.g. hundreds, thousands
or more, the assumption is valid for SDDSs made by up to billions of servers.

ADST has a good load factor, under any key distribution, like all the other
order preserving structures, that is 0.5 in worst case and about 0.7 (= ln 2) as
expected value.

Another important performance parameter for an SDDS is the convergence
of new client’s index. This is the number of requests that a new client starting
with an initial index has to perform in order to have an index reflecting the exact
structure of the distributed file: this means that the client does not make address
errors until new splits occur in the structure. The faster is the convergence, the
lower is the number of address errors made by clients.

In ADST a new client is initialized with a local tree containing the server
associated to the compound root node, or the unique server, in the case ADST
is made up just by one server. Due to the correction technique used after a split,
this server knows the exact partition of data domain among servers. Then it is
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easy to show that a new client obtains a completely up-to-date local tree after
just one request.

Also in this case ADST notably improves previous results. In particular we
recall that, for an n-servers SDDS, the convergence of a new client’s index re-
quires in the worst-case:

– n messages in any structure of DRT family.
– O

(
n

0.7f

)
messages in RP*s, where f is the fanout of servers in the kernel.

– O(log n) messages in LH*.

4 Experimental Comparison

In this section we discuss results of experimental comparisons between ADST
performances and RP*, DRT* and LH* ones with respect to sequences of inter-
mixed exact-searches and insertions. The outcome is that ADST behaves clearly
better than all its competitors.

As discussed previously ADST presents worst-case constant costs for exact
searches, worst-case logarithmic costs for insertions whenever a split occurs,
and amortized constant costs for sequences of intermixed exact-searches and
insertions. On the other hand, LH* is the best SDDS for single key requests,
since it has worst-case constant costs for both exact searches and insertions, and
constant costs in the amortized case as well.

The objective of our experimental comparison is to show which is the differ-
ence between ADST and its direct competitors. We have not considered in our
experimental comparison the case of deletions since this case is not explicitly
analyzed in LH*, RP* and DRT*.

In our experiments we perform a simulation of SDDS using the CSIM pack-
age [15], which is the standard approach in the SDDS literature for this kind of
performance evaluation. We analyze structures with a capacity of buckets fixed
at b = 100 records, that is a small, but reasonable, value for b. Later we de-
scribe the behavior of the structures with respect to different values of b. We
consider two situations: a first one with 50 clients manipulating the structures
and a second one with 500 clients. Finally, we consider three random sequences
of intermixed insertions and exact searches: one with 25% of insertions, one with
50% of insertions and one with 75%.

We have considered a more realistic situation of fast working clients, in the
sense that it is possible that a new request arrives to a server before it has termi-
nated with updating operations. This happens more frequently when considering
500 clients with respect to the case of 50 clients.

The protocol of operations is the usual one. In case of exact searches an
answer message arrives to the client which issued the request, with the informa-
tion to correct the client index. In case of insertions, the answer message is not
sent back. This motivates the slightly higher cost for the structures in case of
low percentage of inserts, even if more exact searches means more possibility to
correct an index of a client.
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Note that, although all costs in LH* are constant, while ADST has a loga-
rithmic split cost, in practice ADST behaves clearly better with respect to LH*
in this environment, as shown in figure 5, 6, 7, 8, 9 and 10. This is fundamen-
tally motivated by the better capacity of ADST to update client indexes with
respect to LH*, and then to allow clients to commit a lower number of address
errors. This difference of capability is shown by the fact that while LH* slightly
increases its access cost passing from 50 to 500 clients, for ADST the trend is
opposite: with 500 clients access cost is slightly decreased with respect to 50.

The logarithmic cost of splits for ADST become apparent for lower values
of b, where the weight of term log n

b increases its relative weight. However lower
values for b, e.g. 10, are not realistic for an SDDS involving a large number of
servers. On the contrary the situation shown in figures is even more favourable
to ADST for larger values of b, like for example 1000 or more (in this case the
term log n

b decreases its relative weight). This also happens for larger number of
clients querying the structure, due to the relevant role played by the correction
of client indexes.
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Fig. 5. Access cost for a bucket capacity b = 100 and for a number of clients c = 50 and
a sequence of requests of intermixed exact searches and inserts, with 25% of inserts.

Other possible experiments could have involved the load factor of the struc-
tures, but there we fundamentally achieve the results of other order preserving
SDDSs. For a series of experimental comparisons see [7].

For range searches, ADST is clearly better than LH*, where a range search
can require to visit all the servers of the structure, even for small ranges. This
is a direct consequence of the fact that ADST preserves the order of data.

For other order preserving proposals (e.g. RP*s, BDST), the worst-case range
search cost is O(k + log n) messages, when using exclusively the point-to-point
protocol, without accounting for the request message and the k response mes-
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Fig. 6. Access cost for a bucket capacity b = 100 and for a number of clients c = 500
and a sequence of requests of intermixed exact searches and inserts, with 25% of inserts.
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Fig. 7. Access cost for a bucket capacity b = 100 and for a number of clients c = 50 and
a sequence of requests of intermixed exact searches and inserts, with 50% of inserts.

sages. The logarithmic term is due to the possibility that the request arrives to
a wrong server and then has to go up in the tree to find the server associated
to the node covering the entire range of the query. The base of the logarithm is
a fixed number (it is equal to 2 for BDST and to the fanout of servers in the
kernel for RP*s), while n is assumed unbounded.

Hence, in the case of use of point-to-point protocol, our algorithm clearly im-
proves the cost for range search with respect to other order preserving proposals
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Fig. 8. Access cost for a bucket capacity b = 100 and for a number of clients c = 500
and a sequence of requests of intermixed exact searches and inserts, with 50% of inserts.
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Fig. 9. Access cost for a bucket capacity b = 100 and for a number of clients c = 50 and
a sequence of requests of intermixed exact searches and inserts, with 75% of inserts.

and reaches the optimality. Whenever multicast is used, all proposals have the
same cost since in this case the nature of access method does not affect the cost.

5 Extensions

The basic ADST technique can be extended to:

– manage k-dimensional data. This is obtained considering the distributed k-d
tree with index at client and server sites [14];

– manage deletions.
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Fig. 10. Access cost for a bucket capacity b = 100 and for a number of clients c = 500
and a sequence of requests of intermixed exact searches and inserts, with 75% of inserts.

The detailed presentation of the extensions would exceed the limit of the paper
and can be found in extended version of this paper [6]. In the following we just
consider the fault tolerance extension of ADST.

5.1 High Availability

In this section we want to focus on the fact that our scheme is not restrictive
with respect to techniques for fault tolerance in SDDSs, and we can consider
ADST as an access method completely orthogonal to such techniques.

In particular we focus on the techniques for high availability using Reed
Solomon codes and in general based on record grouping [13] and on the very
interesting scalable availability provided by this scheme. One of the important
aspect of this work is that with full availability of buckets, the normal access
method can be used, while recovery algorithms have to be applied whenever a
client cannot access a record in normal mode. In such a case we say an operation
enters in degraded mode.

A more detailed description of record grouping and of techniques based on
Reed Solomon codes would exceed the limits of this paper, hence we give only a
brief sketch in the following.

In [13] LH* is used as access method in normal mode. The operations in
degraded mode are handled by the coordinator. From the managed state of file,
it locates the bucket to recover, and then proceeds with the recovery using the
parity bucket. But for the search of the bucket to recover, the access method does
not influence the correctness of the recovery algorithm, based on parity buckets.
Moreover the coordinator is, in some sense, considered always available.
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As already stated in [13], the same technique may be applied to other SDDS
than LH*. For example we consider ADST. Buckets can be grouped and the
parity bucket can be added in the same way as in [13]. We just have to associate
a rank to a record in a bucket. This can be the position of the record at the
moment of insertions.

ADST technique is used in normal mode. Whenever an operation enters in
degraded mode, it is handled by the coordinator. We assume that the coordinator
is the server s managing the compound root node (or a server with a copy of the
local tree of s that behaves like the coordinator in LH*. This is not important
here). From the request entered in degraded mode, the coordinator finds the
server and then the bucket pertinent for the request. Then s can proceed with
the recovery, following algorithms of [13].

The cost of operations in degraded mode are just increased with the cost
of the recovery. In this case we want to emphasize that ADST, extended for
achieving high availability, still keeps better worst-case and amortized case per-
formances than the extensions of other proposals, e.g. RP*s or DRT, to a high
availability schema.

6 Conclusions

We presented an evaluation of performances of ADST (Aggregation in Dis-
tributed Search Tree). This is the first order preserving SDDS, obtaining a con-
stant single-key query cost, like LH*, and at the same time an optimal cost for
range queries, like RP* and DRT*. More precisely our structure features: (i) a
cost of 4 messages for exact-search queries in the worst-case, (ii) a logarithmic
cost for insert queries producing a split in the worst-case, (iii) an optimal cost
for range searches, that is a range search can be answered with O(k) messages,
where k is the number of servers covering the query range, (iv) an amortized
almost constant cost for any single-key query.

The experimental analysis compares ADST and its direct competitors,
namely LH*, RP* and DRT*. The outcome is that ADST has better perfor-
mances than LH* (hence better than RP* and DRT*) in the average case for
single-key requests. Moreover ADST is clearly better with respect to other order
preserving SDDSs, like RP* and DRT*, for range searches (hence better than
LH*).

ADST can be easily extended to manage deletions and to manage k-
dimensional data. Moreover, we have shown that ADST is an orthogonal tech-
nique with respect to techniques used to guarantee fault tolerance, in particular
to the one in [13], that provides a high availability SDDS.

Hence our proposal is very attractive for distributed applications requiring
high performances for single key and range queries, high availability and possibly
the management of multi-dimensional data.



A Very Efficient Order Preserving Scalable Distributed Data Structure 199

References

1. P. Bozanis, Y. Manolopoulos: DSL: Accomodating Skip Lists in the SDDS Model,
Workshop on Distributed Data and Structures (WDAS 2000), L’Aquila, June 2000.

2. Y. Breitbart, R. Vingralek: Addressing and Balancing Issues in Distributed B+-
Trees, 1st Workshop on Distributed Data and Structures (WDAS’98), 1998.

3. R.Devine: Design and implementation of DDH: a distributed dynamic hashing
algorithm, 4th Int. Conf. on Foundations of Data Organization and Algorithms
(FODO), Chicago, 1993.

4. A.Di Pasquale, E. Nardelli: Fully Dynamic Balanced and Distributed Search
Trees with Logarithmic Costs, Workshop on Distributed Data and Structures
(WDAS’99), Princeton, NJ, Carleton Scientific, May 1999.

5. A.Di Pasquale, E. Nardelli: Distributed searching of k-dimensional data with al-
most constant costs, ADBIS 2000, Prague, Lecture Notes in Computer Science,
Vol. 1884, pp. 239-250, Springer-Verlag, September 2000.

6. A.Di Pasquale, E. Nardelli: ADST: Aggregation in Distributed Search Trees, Tech-
nical Report 1/2001, University of L’Aquila, February 2001, submitted for publi-
cation.
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Abstract. With the increasing amount of information available in elec-
tronic document collections, methods for organizing these collections
to allow topic-oriented browsing and orientation gain increasing impor-
tance. The SOMLib digital library system provides such an organization
based on the Self-Organizing Map, a popular neural network model by
producing a map of the document space. However, hierarchical relations
between documents are hidden in the display. Moreover, with increasing
size of document archives the required maps grow larger, thus leading
to problems for the user in finding proper orientation within the map.
In this case, a hierarchically structured representation of the document
space would be highly preferable.
In this paper, we present the Growing Hierarchical Self-Organizing Map,
a dynamically growing neural network model, providing a content-based
hierarchical decomposition and organization of document spaces. This
architecture evolves into a hierarchical structure according to the requi-
sites of the input data during an unsupervised training process. A recent
enhancement of the training process further ensures proper orientation
of the various topical partitions. This facilitates intuitive navigation be-
tween neighboring topical branches. The benefits of this approach are
shown by organizing a real-world document collection according to se-
mantic similarities.

1 Introduction

With the increasing amount of textual information stored in digital libraries,
means to organize and structure this information have gained importance. Specif-
ically an organization by content, allowing topic-oriented browsing of text col-
lections, provides a highly intuitive approach to exploring document collections.
As one of the most successfull methods applied in this field we find the Self-
Organizing Map (SOM ) [5], a popular unsupervised neural network model, which
is frequently being used to provide a map-based representation of document
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archives [7,2,10,6]. In such a representation, documents on similar topics are lo-
cated next to each other. The obvious benefit for the user is that navigation
in the document archive is similar to the well-known task of navigating in a
geographical map. With the SOMLib digital library [9] we developed a system
using the SOM as its core module to provide content-based access to document
archives. This allows the user to obtain an overview of the topics covered in
a collection, and their importance with respect to the amount of information
present in each topical section.

While these characteristics made the SOM a prominent tool for organizing
document collections, most of the research work aims at providing one single map
representation for the complete document archive. As a consequence, hierarchical
relations between documents are lost in the display. Moreover, it is only natural
that with increasing size of the document archive the maps for representing
the archive grow larger, thus leading to problems for the user in finding proper
orientation within the map. We believe that the representation of hierarchical
document relations is vital for the usefulness of map-based document archive
visualization approaches.

In this paper we argue in favor of establishing such a hierarchical organiza-
tion of the document space based on a novel neural network architecture, the
Growing Hierarchical Self-Organizing Map (GHSOM ) [3]. The distinctive fea-
ture of this model is its problem dependent architecture which develops during
the unsupervised training process. Starting from a rather small high-level SOM ,
which provides a coarse overview of the various topics present in a document
collection, subsequent layers are added where necessary to display a finer sub-
division of topics. Each map in turn grows in size until it represents its topic to
a sufficient degree of granularity. Since usually not all topics are present equally
strong in a collection, this leads to an unbalanced hierarchy, assigning more
“map-space” to topics that are more prominent in a given collection. This al-
lows the user to approach and intuitively browse a document collection in a way
similar to conventional libraries.

The hierarchical structuring imposed on the data represents a rather strong
separation of clusters mapped onto different branches. While this is a highly
desireable characteristic helping in understanding the topical cluster structure
in large data sets, it may lead to misinterpretations when long-streched clusters
are mapped and expanded on two neighboring, yet different units of the SOM .
This can be alleviated by ensuring proper orientation of the maps in the various
branches of the hierarchy, allowing navigation between branches. We present the
the benefits of such a hierarchical organization of digital libraries, as well as
the stability of the process using a set of experiments based on a collection of
newspaper articles from the daily Austrian newspaper Der Standard. Specifically,
we compare two different representations of the topical hierarchy of this archive
resulting from different parameter settings.

The remainder of this paper is organized as follows. In Section 2 we provide a
brief review of related architectures followed by a description of the principles of
the SOM and GHSOM training in Section 3. Subsequently, we provide a detailed
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discussion of our experimental results in Section 4 as well as some conclusions
in Section 5.

2 Related Work

A number of extensions and modifications have been proposed over the years in
order to enhance the applicability of SOMs to data mining, specifically inter- and
intra-cluster similarity identification. The Hierarchical Feature Map(HFM ) [8]
addresses the problem of hierarchical data representation by modifying the SOM
architecture. Instead of training a flat SOM , a balanced hierarchical structure of
SOMs is trained. Data mapped onto one single unit is represented at a further
level of detail in the lower-level map assigned to this unit. However, this model
merely represents the data in a hierarchical way, rather than really reflecting the
hierarchical structure of the data. This is due to the fact that the architecture of
the network has to be defined in advance, i.e. the number of layers and the size
of the maps at each layer is fixed prior to network training. This leads to the
definition of a balanced tree which is used to represent the data. What we want,
however, is a network architecture definition based on the actual data presented
to the network.

The shortcoming of having to define the size of the SOM in advance has
been addressed in several models, such as the Incremental Grid Growing (IGG)
[1] or Growing Grid(GG) [4] models. The former allows the adding of new units
at the boundary of the map, while connections within the map may be removed
according to some threshold settings, possibly resulting in several separated,
irregular map structures. The latter model, on the other hand, adds rows and
columns of units during the training process, starting with an initial 2×2 SOM .
This way the rectangular layout of the SOM grid is preserved.

3 Content-Based Organization of Text Archives

3.1 Feature Extraction

In order to allow content-based classification of documents we need to obtain a
representation of their content. One of the most common representations uses
word frequency counts based on full text indexing. A list of all words present
in a document collection is created to span the feature space within which the
documents are represented. While hand-crafted stop word lists allow for specific
exclusion of frequently used words, statistical measures may be used to serve the
same purpose in a more automatic way. For our experiments we thus remove all
words that appear either in too many documents within a collection (e.g. say in
more than 50% of all documents) or in too few (say, less than 5 documents) as
these words do not contribute to content representation. The words are further
weighted according to the standard tf × idf , i.e. term frequency times inverse
document frequency, weighting scheme [11]. This weighting scheme assigns high
values to words that are considered important for content representation. The
resulting feature vectors may further be used for SOM training.
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3.2 Self-Organizing Map

The Self-Organizing Map is an unsupervised neural network providing a mapping
from a high-dimensional input space to a usually two-dimensional output space
while preserving topological relations as faithfully as possible. The SOM consists
of a set of i units arranged in a two-dimensional grid, with a weight vector
mi ∈ �n attached to each unit. Elements from the high dimensional input space,
referred to as input vectors x ∈ �n, are presented to the SOM and the activation
of each unit for the presented input vector is calculated using an activation
function. Commonly, the Euclidean distance between the weight vector of the
unit and the input vector serves as the activation function. In the next step
the weight vector of the unit showing the highest activation (i.e. the smallest
Euclidean distance) is selected as the ‘winner’ and is modified as to more closely
resemble the presented input vector. Pragmatically speaking, the weight vector
of the winner is moved towards the presented input signal by a certain fraction of
the Euclidean distance as indicated by a time-decreasing learning rate α. Thus,
this unit’s activation will be even higher the next time the same input signal is
presented. Furthermore, the weight vectors of units in the neighborhood of the
winner as described by a time-decreasing neighborhood function ε are modified
accordingly, yet to a less strong amount as compared to the winner. This learning
procedure finally leads to a topologically ordered mapping of the presented input
signals. Similar input data is mapped onto neighboring regions on the map.

3.3 Growing Hierarchical Self-Organizing Map

The key idea of the GHSOM is to use a hierarchical structure of multiple layers
where each layer consists of a number of independent SOMs. One SOM is used
at the first layer of the hierarchy. For every unit in this map a SOM might be
added to the next layer of the hierarchy. This principle is repeated with the third
and any further layers of the GHSOM .

Since one of the shortcomings of SOM usage is its fixed network architecture
we rather use an incrementally growing version of the SOM . This relieves us
from the burden of predefining the network’s size, which is rather determined
during the unsupervised training process. We start with a layer 0, which consists
of only one single unit. The weight vector of this unit is initialized as the average
of all input data. The training process then basically starts with a small map
of 2 × 2 units in layer 1, which is self-organized according to the standard SOM
training algorithm.

This training process is repeated for a fixed number λ of training iterations.
Ever after λ training iterations the unit with the largest deviation between its
weight vector and the input vectors represented by this very unit is selected as
the error unit. In between the error unit and its most dissimilar neighbor in terms
of the input space either a new row or a new column of units is inserted. The
weight vectors of these new units are initialized as the average of their neighbors.

An obvious criterion to guide the training process is the quantization error
qi, calculated as the sum of the distances between the weight vector of a unit i
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and the input vectors mapped onto this unit. It is used to evaluate the mapping
quality of a SOM based on the mean quantization error (MQE ) of all units
in the map. A map grows until its MQE is reduced to a certain fraction τ1 of
the qi of the unit i in the preceding layer of the hierarchy. Thus, the map now
represents the data mapped onto the higher layer unit i in more detail.

As outlined above the initial architecture of the GHSOM consists of one
SOM . This architecture is expanded by another layer in case of dissimilar input
data being mapped on a particular unit. These units are identified by a rather
high quantization error qi which is above a threshold τ2. This threshold basically
indicates the desired granularity level of data representation as a fraction of the
initial quantization error at layer 0. In such a case, a new map will be added to
the hierarchy and the input data mapped on the respective higher layer unit are
self-organized in this new map, which again grows until its MQE is reduced to
a fraction τ1 of the respective higher layer unit’s quantization error qi.

layer 0

layer 1

layer 2

layer 3

Fig. 1. GHSOM reflecting the hierarchical structure of the input data.

A graphical representation of a GHSOM is given in Figure 1. The map in
layer 1 consists of 3 × 2 units and provides a rough organization of the main
clusters in the input data. The six independent maps in the second layer offer a
more detailed view on the data. Two units from one of the second layer maps
have further been expanded into third-layer maps to provide sufficiently granular
data representation.

Depending on the desired fraction τ1 of MQE reduction we may end up with
either a very deep hierarchy with small maps, a flat structure with large maps,
or – in the most extreme case – only one large map, which is similar to the
Growing Grid. The growth of the hierarchy is terminated when no further units
are available for expansion. It should be noted that the training process does not
necessarily lead to a balanced hierarchy in terms of all branches having the same
depth. This is one of the main advantages of the GHSOM , because the structure
of the hierarchy adapts itself according to the requirements of the input space.
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Therefore, areas in the input space that require more units for appropriate data
representation create deeper branches than others.

The growth process of the GHSOM is mainly guided by the two parameters
τ1 and τ2, which merit further consideration.

– τ2: Parameter τ2 controls the minimum granularity of data representation,
i.e. no unit may represent data at a coarser granularity. If the data mapped
onto one single unit still has a larger variation a new map will be added
originating from this unit, representing this unit’s data in more detail at a
subsequent layer.
This absolute granularity of data representation is specified as a fraction of
the inherent dissimilarity of the data collection as such, which is expressed
in the mean quantization error of the single unit in layer 0 representing all
data points.
If we decide after the termination of the training process, that a yet more de-
tailed representation would be desirable, it is possible to resume the training
process from the respective lower level maps, continuing to both grow them
horizontally as well as to add new lower level maps until a stricter quality
criterion is satisfied. This parameter thus represents a global termination
and quality criterion for the GHSOM .

– τ1: This parameter controls the actual growth process of the GHSOM . Basi-
cally, hierarchical data can be represented in different ways, favoring either
(a) lower hierarchies with rather detailed refinements presented at each sub-
sequent layer, or (b) deeper hierarchies, which provide a stricter separation
of the various sub-clusters by assigning separate maps.
In the first case we will prefer larger maps in each layer, which explain larger
portions of the data in their flat representation, allowing less hierarchical
structuring. In the second case, however, we will prefer rather small maps,
each of which describes only a small portion of the characteristics of the
data, and rather emphasize the detection and representation of hierarchical
structure.
Thus, the smaller the parameter τ1, the larger will be the degree to which
the data has to be explained at one single map. This results in larger maps
as the map’s mean quantization error (MQE ) will be lower the more units
are available for representing the data. If τ1 is set to a rather high value, the
MQE does not need to fall too far below the mqe of the upper layer’s unit
it is based upon. Thus, a smaller map will satisfy the stopping criterion for
the horizontal growth process, requiring the more detailed representation of
the data to be performed in subsequent layers.

In a nutshell we can say, that, the smaller the parameter value τ1, the more
shallow the hierarchy, and that, the lower the setting of parameter τ2, the larger
the number of units in the resulting GHSOM network will be.

In order to provide a global orientation of the individual maps in the various
layers of the hierarchy, their orientation must conform to the orientation of
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the data distribution on their parents’ maps. This can be achieved by creating
a coherent initialization of the units of a newly created map, i.e. by adding a
fraction of the weight vectors in the neighborhood of the parent unit. This initial
orientation of the map is preserved during the training process. By providing a
global orientation of all maps in the hierarchy, potentially negative effects of
splitting a large cluster into two neighboring branches can be alleviated, as it is
possible to navigate across map boundaries to neighboring maps.

4 Two Hierarchies of Newspaper Articles

For the experiments presented hereafter we use a collection of 11,627 articles
from the Austrian daily newspaper Der Standard covering the second quarter
of 1999. To be used for map training, a vector-space representation of the sin-
gle documents is created by full-text indexing. Instead of defining language or
content specific stop word lists, we rather discard terms that appear in more
than 813 (7%) or in less than 65 articles (0.56%). We end up with a vector di-
mensionality of 3,799 unique terms. The 11,627 articles thus are represented by
automatically extracted 3,799-dimensional feature vectors of word histograms
weighted by a tf × idf weighting scheme and normalized to unit length.

4.1 Deep Hierarchy

Training the GHSOM with parameters τ1 = 0.07 and τ2 = 0.0035 results in a
rather deep hierarchical structure of up to 13 layers.1 The layer 1 map depicted
in Figure 2(a) grows to a size of 4 × 4 units, all of which are expanded at sub-
sequent layers. Among the well separated main topical branches we find Sports,
Culture, Radio- and TV programs, the Political Situation on the Balkan, Inter-
nal Affairs, Business, or Weather Reports, to name but a few. These topics are
clearly identifiable by the automatically extracted keywords using the LabelSOM
technique [10], such as weather, sun, reach, degrees for the section on Weather
Reports2. The branch of articles covering the political situation on the Balkan
is located in the upper left corner of the top-layer map labeled with Balkan,
Slobodan Milosevic, Serbs, Albanians, UNO, Refugees, and others.

We find the branch on Internal Affairs in the lower right corner of this map
listing the three largest political parties of Austria as well as two key politicians
as labels. This unit has been expanded to form a 4×4 map in the second layer as
shown in Figure 2(b). The upper left area of this map is dominated by articles
related to the Freedom Party, whereas, for example, articles focusing on the
Social Democrats are located in the lower left corner. Other dominant clusters
on this map are Neutrality, or the elections to the European Parliament, with
one unit carrying specifically the five political parties as well as the term Election
as labels. Two units of this second layer map are further expanded in a third
1 The maps are available for interactive exploration at
http://www.ifs.tuwien.ac.at/˜andi/somlib/experiments_standard

2 We provide English translations for the original German labels.

http://www.ifs.tuwien.ac.at/~andi/somlib/experiments_standard
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layer, such as, for example, the unit in the lower right corner representing articles
related to the coalition of the People’s Party and the Social Democrats. These
articles are represented in more detail by a 3 × 4 map in the third layer.

Sports

Internal
Affairs

Balkan

Radio/TV

Culture

Weather

Business

(a) Top layer map: 4×4 units; Main
topics

Neutrality

Freedom Party

Social Democrats

EU Elections

(b) Second layer map: 4×4 units; Internal
Affairs

Fig. 2. Top and second level map.

4.2 Shallow Hierarchy

To show the effects of different parameter settings we trained a second GHSOM
with τ1 set to half of the previous value (τ1 = 0.035), while τ2, i.e. the absolute
granularity of data representation, remained unchanged. This leads to a more
shallow hierarchical structure of only up to 7 layers, with the layer 1 map growing
to a size of 7 × 4 units. Again, we find the most dominant branches to be, for
example, Sports, located in the upper right corner of the map, Internal Affairs in
the lower right corner, Internet-related articles on the left hand side of the map,
to name but a few. However, due to the large size of the resulting first layer map,
a fine-grained representation of the data is already provided at this layer. This
results in some larger clusters to be represented by two neighboring units already
at the first layer, rather than being split up in a lower layer of the hierarchy.
For example, we find the cluster on Internal Affairs to be represented by two
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neighboring units. One of these, on position (6/4), covers solely articles related
to the Freedom Party and its political leader Jörg Haider, representing one of
the most dominant political topics in Austria for some time now, resulting in an
accordingly large number of news articles covering this topic. The neighboring
unit to the right, i.e. located in the lower right corner on position (7/4), covers
other Internal Affairs, with one of the main topics being the elections to the
European Parliament. Figure 3 shows these two second-layer maps.
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Fig. 3. Two neighboring second-layer maps on Internal Affairs

However, we also find, articles related to the Freedom Party on this second
branch covering the more general Internal Affairs, reporting on their role and
campaigns for the elections to the European Parliament. As might be expected
these are closely related to the other articles on the Freedom Party, which are
located in the neighboring branch to the left. Obviously, we would like them
to be presented on the left hand side of this map, so as to allow the transition
from one map to the next, with a continuous orientation of topics. Due to the
initialization of the added maps during the training process, this continuous
orientation is preserved, as can easily be seen from the automatically extracted
labels provided in Figure 3. Continuing from the second layer map of unit (6/4)
to the right we reach the according second layer map of unit (7/4), where we
first find articles focusing on the Freedom Party, before moving on to the Social
Democrats, the People’s Party, the Green Party and the Liberal Party.

We thus find the global orientation to be well preserved in this map. Even
though the cluster of Internal Affairs is split into two dominant sub-clusters in
the more shallow map, the articles are organized correctly on the two separate
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maps in the second layer of the map. This allows the user to continue his explo-
ration across map boundaries. For this purpose, the labels of the upper layers
neighboring unit may serve as a general guideline as to which topic is covered
by the neighboring map. In the deeper hierarchy, these two sub-clusters are rep-
resented within one single branch in the second layer of the map, covering the
upper and the lower area of the map, respectively.

5 Conclusions

Automatic topical organization is crucial for providing intuitive means of ex-
ploring unknown document collections. While the SOM has proven capable of
handling the complexities of content-based document organization, its applica-
bility is limited, firstly, by the size of the resulting map, as well as secondly, by
the fact that hierarchical relations between documents are lost within the map
display.

In this paper we have argued in favour of a hierarchical representation of
document archives. Such an organization provides a more intuitive means for
exploring and understanding large information spaces. The Growing Hierarchical
Self-Organizing Map (GHSOM ) has shown to provide this kind of representation
by adapting both its hierarchical structure as well as the sizes of each individual
map to represent data at desired levels of granularity. It fits its architecture
according to the requirements of the input space, reliefing the user from having
to define a static organization prior to the training process.

Multiple experiments have shown both its capabilities of hierarchically
orginzing document collection according to their topics, as well as the bene-
fits of providing a better overview of, especially, larger collections, where single
map-based representations tend to become unacceptably large. Furthermore,
by preserving a global orientation of the individual maps, navigation between
neighboring maps is facilitated. The presented model thus allows the user to
intuitively explore an unknown document collection by browsing through the
topical sections.
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Abstract. In this paper, we propose effective feature selection method using
association word mining. Documents are represented as association-word-
vectors that include a few words instead of single words. The focus in this paper
is the association rule in reduction of a high dimensional feature space. The
accuracy and recall of document classification depend on the number of words
for composing association words, confidence, and support at Apriori algorithm.
We show how confidence, support, and the number of words for composing
association words at Apriori algorithm are selected efficiently. We have used
Naive Bayes classifier on text data using proposed feature-vector document
representation. By experiment for categorizing documents, we have proved that
feature selection method of association word mining is more efficient than
information gain and document frequency.

1   Introduction

A growing number of statistical classification methods and machine learning
techniques have been applied to text classification in recent years, including
multivariate regression models[17], nearest neighbor classification[8], Bayes
probabilistic approaches[6], decision trees, neural networks[15], symbolic rule
learning[11] and inductive learning algorithms[3]. A major characteristic or difficulty
of text classification problems is the high dimensionality of the feature space. This is
prohibitively high for many learning algorithms. It is highly desirable to reduce the
naïve space without sacrificing classification accuracy.

There are a little feature selection methods in statistical learning of text
classification, including term selection based on document frequency, information
gain, mutual information, and term strength[9,10,18]. Information gain method is
most effective but too expensive. Document frequency can be reliably used instead of
information gain but is not a principled criterion for selecting predictive feature. Term
strength is compared favorably with the other methods with up to 50% vocabulary
reduction but is not competitive at higher vocabulary reduction levels. In contrast,
mutual information has relatively poor performance due to its bias towards favoring
rare terms [18].

In this paper, we propose effective feature selection method using association word
mining for classification. The focus in this paper is the association rule in reduction of
a high dimensional feature space using Apriori algorithm[16]. The accuracy and recall
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of document classification depend on the number of words for composing association
words, confidence, and support at Apriori algorithm. We show how confidence,
support, and the number of words for composing association words at Apriori
algorithm are selected efficiently.

In order to evaluate the performance of feature selection using association word
mining designed in this paper, we compare feature selection methods with
information gain and document frequency. In this case, we use Naïve Bayes classifier
on text data using proposed feature-vector document representation[7].

2   Feature Selection Methods

Scoring of individual features can be performed by using some of the methods used in
machine learning for feature selection during the learning process[18].

2.1   Document Frequency(DF)

Document frequency is the number of documents in which a term occurs. We
computed the document frequency for each unique term in the training corpus and
removed from the feature space those terms whose document frequency was less than
some predetermined threshold.

2.2   Information Gain(IG)

Information gain is frequently employed as a term goodness criterion in the field of
machine learning. It measures the number of bits of information obtained for category
prediction by knowing the presence or absence of a term in a document. Let

}{
1=

ci
m

i

denote the set of categories in the target space. The information gain of term t

is defined to be:

2.3   Mutual Information(MI)

If one considers the two-way contingency table of a term t and a category c, where A
is the number of times t and c co-occur, B is the number of time the t occurs without
c, C is number of times c occurs without t, and N is the total number of documents,
then the mutual information criterion between t and c is defined to be:
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2.4   Term Strength(TS)

Term strength is originally proposed and evaluated for vocabulary reduction in text
retrieval. Let x and y be a arbitrary pair of distinct but related documents, and t be a
term, then the strength of the term is defined to be:

3   Feature Selection Using Association Word Mining

3.1   Feature Selection for Document Representation

We adopt the commonly used ‘bag-of-words’[12] document representation scheme, in
which we ignore the structure of a document and the order of words in the
document[5]. ‘bag-of-words’ is composed of nouns pruned stop-list from results after
morphological analysis[13,14]. In this paper, we represent ‘bag-of-words’ as ‘bag-of-
association words’. The feature vectors represent the association words observed in
the documents. The association word-list in the training set consists of all the distinct
words that appear in the training samples after removing the stop-words.

The AW (association word)_list is defined to be : AW={(w11&w12…&w1(r-1)=>w1r),
(w21&w22…&w2(r-1)=>w2r),…,(wk1&wk2…&wk(r-1)=>wkr),...,(wp1&wp2…&wp(r-1)=>wpr)}. Here, each
of { wk1,wk2,…,wk(r-1),wkr } in (wk1&wk2…&wk(r-1)=>wkr) represents a word for composing
association word. “p” in AW represents the number of association words in a
document. “r” in AW represents the number of words in an association word. “&” in
pairs of words means that pairs of words have a high degree of semantic relatedness.
“wk1&wk2…&wk(r-1)” is antecedent of association word (wk1&wk2…&wk(r-1)=>wkr) and
“wkr” is consequent of association word (wk1&wk2…&wk(r-1)=>wkr).

3.2   Confidence and Support at Apriori Algorithm

Apriori algorithm [1,2] extracts association rule between words through data mining
[15]. Mining association rule between words consists of two stages. In the first stage,
composition having transaction support in excess of min_support is found to
constitute frequent word item. In the second stage, frequent word item is used to
create association rule from database. As for all frequent word item(L), find subset
instead of all empty set of frequent word item. As for each subset(A), if ratio of
support(L) against support(A) is not less than min_confidence, rule of A=>(L-A) type
is displayed. Support of this rule is support(L).

In order to constitute association word, confidence and support should be decided.
Equation (1) to decide confidence can be obtained as follows. Equation (1) is the
result of dividing the number of transaction that includes all items of W1 and W2 with
the number of transaction that includes item of W1.

Confidence(W1->W2)=Pr(W2|W1) (1)
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Fig. 1 indicates accuracy and recall of extracted association word in times of
diversifying confidence of one hundred web documents. One hundred web documents
are those collected in game class from one of eight classes into which web document
related to computer is classified for this experiment. Criteria of recall and accuracy of
mining result has been evaluated through use of words thesaurus of WordNet[19]. For
the evaluation, synonym, hyponyms and hypernyms of words related to game has
been extracted from WordNet. And we extract to make 300 association words. If
mining association words are not included in these 300 association words, it is
regarded as error. Accuracy represents ratio of association word regarded as error
against mining association word. Recall is ratio of inclusion of mining association
word into association words made for evaluation.

Fig. 1. The accuracy and recall of extracted association word in times of diversifying
confidence of one hundred web documents

Fig. 1 shows that the bigger confidence the more accurate association words become
but the lower recall becomes. However recall is almost consistent and accuracy
recorded high at not less than 85 of confidence. Accordingly, in order to extract the
most proper association word, confidence should be fixed at not less than 85.
Equation (2) to decide support represents frequency of each association word among
all word sets. Equation (2) is result of dividing the number of transaction that includes
all items of W1 and W2 with the number of all transactions within database.

 Support(W1-> W2)=Pr(W1U W2) (2)

If support is large, frequency can be low but important association word can be
omitted, and less important association word with high frequency such as (basics &
method & use & designation => execution) is extracted. Fig. 2 represents change in
accuracy and recall according to change in support of one hundred web documents.
Criteria of evaluating accuracy and recall are the same as confidence.
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Fig. 2.  The change in accuracy and recall according to change in support of one hundred web
documents

Curve of accuracy and recall is identical at support of 22 and at this point, the most
proper association word is extracted. However, if support is not less than 22, both
accuracy and recall become lower. Accordingly, in order to extract the most
trustworthy association word, support of not more than 22 should be designated.

3.3   Generating Feature

Our document representation includes not only 2 association words but also up to 5
association words occurring in document. At confidence 90 and support 20 in Apriori
algorithm, we can capture some characteristic word combinations, in which the
number of words increases. The process of generating feature is performed in n
database retrieval, where n-association words are generated in the last pass. For
illustration we show in Fig. 3(a) the accumulated number of features during the
process of generating feature on 1000 web documents gathered by HTTP down
loader. Let AW denote association word in generating feature. In Fig. 3(a), we can see
that the number of feature generated using 2-AW is larger than the others(149890 for
2-AW vs. 13932 for 3-AW vs. 3802 for 4-AW vs. 98 for 5-AW).

Fig. 3(b) shows the result of classification using new features generated. In order to
evaluate the performance of classification using each AW(2-AW, 3-AW, 4-AW, 5-
AW), we use Naïve Bayes classifier on 500 web documents. We have gathered 500
web documents in game class at yahoo retrieval engine by HTTP down loader. In case
that Naïve Bayes classifier using AW classifies documents into the other classes
except game class, it is incorrect classification. The accuracy of classification is rate
of documents correctly classified for 500 documents. In Fig. 3(b), time(sec) is the
response time for document classification. As the graph shows, 2-AW has a very bad
speedup performance. On the other hand, the accuracy of classification using 2-AW is
higher than using 4-AW but is lower than using 3-AW. The classification using 3-AW
has much more accuracy than the others. In addition, 3-AW has a good speedup
comparatively. 4-AW has a very good speedup performance. On the other hand, the
accuracy of classification using 4-AW is much lower than the others. Therefore, it is
relevant to use 3-association words format at feature selection for document
classification.
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(a) Generating feature                                    (b) Result of classification

Fig. 3. The accumulated number of features during the process of generating feature on 1000
web documents  and the result of classification

4   Document Classification by Naïve Bayes

This chapter illustrates how Naïve Bayes classifier using association word mining
classify web documents.

4.1   Naïve Bayes Classifier

In order to classify document, we use Naïve Bayes classifier[8]. Naïve Bayes classifier
classifies document through learning stage and classifying stage. In order to learn, we must
choose Equation (3) for estimating the probability of association words. In particular, we
shall assume that the probability of encountering a specific association word AWk is
independent of the specific association word position being considered.

(3)

Here, n is the total number of association word positions in all training examples whose
target value is vj. nk is the number of times association word AWk is found among n
association word positions.�AWKB�is the total number of distinct association words found
within the training data. In second stage, new web document can be categorized by Equation
(4).

(4)
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4.2   Feature Selection and Document Classification

In order to classify document, we first represent document as 3-association words
feature using Apriori algorithm. Apriori algorithm can mine association words at
confidence 90 and support 20 and 3-association rule. In order to experiment, web
documents on field of computer are classified into 8 classes. A basis of classification
follows a statistics that the established information retrieval engines- yahoo, altavista
and so on - classify words on field of computer. In Table 1, we show an example of 3-
association words using Apriori algorithm.

Table 1. An example of 3-association words format for feature selection

Class Antecedent Consequent
Average

confidence
Average
support

Game game&composition
sports&participation

choice
play

91.30% 20.1039%

Graphic method&center
manufature&use

evaluation
process

90.10% 21.4286%

News& media
news&offer
inforamtion&flash

guide
radio 99.9% 20.2838%

Semiconductor
system&business
activity&technique

computer
system 96.20% 20.3839%

Security
world&netizen
person&maniplation

hacker
communication 96.30% 21.7583%

Internet
content&site
management&shopping

web
electronic 94.90% 19.3838%

Publication input&edit
output&color&kind

publication
print

95.30% 18.2129%

Hardware board&printer
slot&Pentium

machine
computer

96.20% 21.2532%

Table 2 shows examples of how Naïve Bayes classifier classifies web document(D)
using Equation (3) and Equation (4). Apriori algorithm extracts association words,
which represent the web document(D). Association words that represent web
document(D) are {game&participation=>event, domain&network=>host,
laser&inkjet=>printer, game&technique =>development, composition&choice=>
play}. In Table 2, Naïve Bayes classifier in Equation (4) assigns class1 to web
document(D).

Table 2.  Documents classification by Naïve Bayes classifier

Association word
Class

1
Class
2

Class
3

Class
4

Class
5

Class
6

Class
7

Class
8

game&participation=>event 1(0.100386)

Domain&network=>host 1(0.00635)

laser&inkjet=>printer 1(0.0321)

game&technique=>develop
ment

1(0.100386)

composition&choice=> play 1(0.086614)

class 0.1724 0.0013 0.00642
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5   Evaluation

In order to evaluate the performance of feature selection using association word
mining(AW), we compare feature selection methods with IG and DF. We experiment
on Naïve Bayes document classification with 1000 web documents gathered by HTTP
down loader.

It is important to evaluate accuracy and recall in conjunction. In order to quantify
this with single measure, we use F-measure in Equation (5), which is a weighted
combination of accuracy and recall[4].

.

(5)

P and R in Equation (5) represent the accuracy and recall. “a” is the number of
documents, which appear in both classes. “b” is the number of documents, which
appear in class categorized by first method but not in class categorized by second
method. “c” is the number of documents, which appear in class categorized by second
method but not in class categorized by first method. The larger F-measure is, the
better performance of classification is. Here, � represents the relative weight of recall
for accuracy. For �=1.0, the weight of accuracy and recall is same. The larger � is
than 1.0, the larger relative weight of recall for accuracy is. In this experiment, we
show the results of F-measure for �=1.0 and changing � from 0.5 to 1.4.

(a) Accuracy of classification                                   (b) Recall of classification

 (c) F-measure at varying �                                    (d) F-measure of classification

Fig. 4. Performance of the AW method compared to IG method and DF method
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Fig. 4 summarizes the performance of three methods. In Fig. 4(a), we can see that AW
is much more accuracy than the other methods(average 90.17 for AW vs. 87.33 for IG
vs. 85.72 for DF). In Fig. 4(b), we can see that both AW, as well as IG, have a
significant advantage in recall(average 87.92 for AW vs. 87.47 for IG) but DF is low
in recall(average 85.33 for DF). In addition, AW has an advantage than IG
substantially. In Fig. 4(c), at varying with change for with � from 0.5 to 1.4, we can
see that all methods have similar performance in accuracy and recall. In Fig. 4(d), we
can see that AW has higher performance than the other methods(average 89.02 for
AW vs. 87.39 for IG vs. 85.50 for DF).

These results are encouraging and provide empirical evidence that the use of AW
can lead to improved performance on document classification.

6   Conclusion

In this paper, we have proposed feature-vector document representation that includes
association words instead of just single words. We believe that the contributions of
this paper are twofold. First, we have shown that feature of association rule is able to
extract at confidence 90 and support 20 significantly. Second, we have shown that
when association words are composed of 3-words, performance of document
classification is most efficient.

We have used Naïve Bayes classifier on text data using proposed feature-vector
document representation. In order to evaluate the performance of feature selection
using association word mining designed in this paper, we compared feature selection
methods with information gain and document frequency. By experiment for
classifying documents, we have proved that feature selection method of association
word mining is much more efficient than information gain and document frequency.
In the future, the availability of association rule for feature space reduction may
significantly ease the application of more powerful and computationally intensive
learning methods, such as neural networks, to very large text classification problems
that are otherwise intractable.
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Abstract. This paper proposes novel strategies for efficiently extracting
repeating patterns and frequent note sequences in music objects. Based on bit
stream representation, the bit index sequences are designed for representing the
whole note sequence of a music object with little space requirement. Besides,
the proposed algorithm counts the repeating frequency of a pattern efficiently to
rapidly extracting repeating patterns in a music object. Moreover, with the assist
of appearing bit sequences, another algorithm is proposed for verifying the
frequent note sequences in a set of music objects efficiently. Experimental
results demonstrate that the performance of the proposed approach is more
efficient than the related works.

1   Introduction

Data mining has received increasing attention in the area of database, with the
conventional alphanumeric data having been extensively studied [4]. However, the
mining of multimedia data has received lesser attention. Some interesting patterns or
rules in multimedia data can be mined to reveal the hidden useful information. In the
melody of a music object, many sequences of notes, called repeating patterns, may
appear more than once in the object. For example, “sol-sol-sol-mi” is a well-known
melody that repeatedly appears in Beethoven's Fifth Symphony. The repeating pattern,
an efficient representation for content-based music retrieval, can represent the
important characteristics of a music object. Moreover, the sequence of notes that
frequently appear in a set of music objects, an interesting pattern called a frequent note
sequence, can be used for music data analysis and classification.

Hsu [5] proposed an effective means of finding repeating patterns of music objects
based on a data structure called correlative matrix. The correlative matrix was used to
record the lengths and appearing positions of note patterns that are the intermediate
results during the extracting process. However, as the lengths of music objects
increase, the memory requirement increases rapidly. The authors of [5] proposed a
new approach in 1999 for discovering repeating patterns of music objects [8]. In this
approach, the longer repeating pattern was discovered by using string-join operations
to repeatedly combine shorter repeating patterns. Therefore, the storage space and
execution time is reduced. However, the approach is inefficient when there exist many
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repeating patterns whose length are extremely close to the length of the longest
repeating patterns.

Mining frequent note sequences that differ from mining frequent item sets must
consider the order of data items. Agrawal [2] extended the Apriori approach [1] to
mine the sequential orders that frequently appear among the item sets in customer
transactions. Bettini [3] adopted the finite automata approach to extract the frequent
sequential patterns. However, the lengths and the ending of the repeating patterns and
frequent note sequences in music objects can not be predicted, such that the
terminating state of the finite automata can not be defined. Wang [9] designed suffix
tree structure for representing the data set. Although capable of confirming the
appearance of a certain data sequence efficiently by tracing the path of the suffix tree,
that approach requires much storage space.

In light of above developments, this paper presents an efficient approach for
extracting all maximum repeating patterns in a music object. Based on bit stream
representation, the bit index sequences are designed for representing the whole note
sequence of a music object with little space requirement. In addition, the repeating
frequency of a candidate pattern can be counted by performing bit operations on bit
index sequences so that repeating patterns can be verified efficiently. Moreover, an
extended approach for mining frequent note sequences in a set of music objects is
provided. Also based on bit stream representation, the appearing bit sequences are
designed for representing the music objects in which a note sequence appears. With the
aid of appearing bit sequences and bit index sequences, the number of music objects in
which a note sequence appears can be counted by performing bit operations.
Therefore, the frequent note sequences can be extracted efficiently.

The rest of this paper is organized as follows. Section 2 introduces the basic
definitions of the problem domain. Section 3 describes the proposed data structure and
algorithm for extracting repeating patterns. By extending the idea proposed in Section
3, Section 4 introduces the algorithm for extracting frequent note sequences in a set of
music objects. Next, Section 5 summarizes the experimental results that demonstrate
the efficiency of the proposed algorithm. Finally, we conclude with a summary and
directions for future work in Section 6.

2   Repeating Patterns and Frequent Note Sequences

A repeating pattern is a consecutive sequence of notes appearing more than once in a
music object and a frequent note sequence is the one appearing among a set of music
objects frequently. As important features in music objects, these two kinds of patterns
can be used for content-based retrieval and analysis of music data.
[Def. 2.1] Let X denote a note sequence consisting of P1P2...Pn, where n denotes a

positive integer and each Pi (i=1, ..., n) denotes a note. The length of X is denoted
by length(X), whose value is n.

[Def. 2.2] Let X denote a note sequence consisting of P1P2...Pn and X’ denote another
note sequence consisting of Q1Q2...Qm, where m and n are positive integers and
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each Pi (i=1, ..., n) and Qj (j=1, ..., m) denotes a note, respectively. X’ is called a
sub-pattern of X if

(1) m � n,
(2)  and � positive integer i, i� n, such that PiPi+1...Pi+m-1 = Q1Q2...Qm.

[Def. 2.3] Let X denote a note sequence consisting of P1P2...Pn, where n denotes a
positive integer and each Pi (i=1, ..., n) denotes a note. The set containing all the
sub-patterns of X is {X’| X’= Pi...Pj, where i, j � positive integers, i � 1, j � n, and i
� j }, which is denoted by SUBP(X).

[Def. 2.4] A note sequence X is a repeating pattern in music object M, if X satisfies
(1) X � SUBP(the entire note sequence of M), and
(2) FreqM(X) � min-freq.

FreqM(X) denotes the repeating frequency of X in M. Besides, min-freq denotes a
constant value, which can be specified by users. Hereinafter, min-freq is set to be 2.

[Def. 2.5] The note sequence X is a maximum repeating pattern in M if X is a
repeating pattern in M, and there does not exist another repeating pattern X’ in M
such that X is a sub-pattern of X’ and FreqM(X) is equal to FreqM(X’).

[Example 2.1]

Table 1. Music example for example 2.1

Music ID Music Melody
M1 DoMiMiMiSoSo
M2 SoMiMiFaReRe
M3 SoSoSoMiFaFaFaRe
M4 SoDoDoReSoDoDo

Consider the music objects as shown in Table 1. In music object M1, FreqM1("Mi")
= 3, FreqM1("So") = 2, and FreqM1("MiMi") = 2. Because the repeating frequencies of
these three patterns are larger than or equal to min-freq,  "So",  "Mi", and  "MiMi" are
repeating patterns in M1.  In addition, these three patterns are also maximum repeating
patterns in M1. In music object M4, FreqM4 ("So") = 2, FreqM4 ("Do") = 4, FreqM4

("SoDo") = 2, FreqM4 ("DoDo") = 2, and FreqM4 ("SoDoDo") = 2. These five patterns
are repeating patterns in music object M4. However, only "Do" and "SoDoDo" are
maximum repeating patterns.

[Def. 2.6] Let MS denote a set of music objects. The note sequence Y is a frequent
note sequence in MS, if SupMS(Y) � min-sup,

where SupMS(Y) = �M�MS ContainsM(Y),
  ContainsM(Y) = 1, if FreqM(Y) � 1
  ContainsM(Y) = 0, otherwise.
In the definition, min-sup denotes a constant value, which is used to require that

a frequent note sequence must appear in at least min-sup music objects in MS.
Besides, the notation SupMS(Y) is named the support of Y in MS.
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[Def. 2.7] The note sequence Y is a maximum frequent note sequence in MS if Y is a
frequent note sequence in MS, and there does not exist another frequent note
sequence Y’ in MS such that Y is a sub-pattern of Y’.

[Def. 2.8] Let P and Q denote a note in music object M, respectively. Q is named an
adjacent note of P if note sequence PQ appears in M. We also say Q is adjacent to
P. Moreover, PQ is an adjacent note pair in M.

3   Repeating Patterns Mining

3.1   Bit Index Table

The bit index table is designed based on bit stream representation. A bit index
sequence is constructed for each note in the note sequence of a music object. The
length of the bit index sequence equals the length of the note sequence. Assume that
the least significant bit is numbered as bit 1 and the numbering increases to the most
significant bit. If the ith note in the note sequence is note N, bit i in the bit index
sequence of N is set to be 1; otherwise, the bit is set to be 0. That is, the bits in the bit
index sequence of note N represent the appearing locations of N in the music object.
Consider the note sequence "DoDoDoMiMi" as an example. The bit index sequence of
"Do", denoted by BISDo, is 00111. Then, the entire note sequence of a music object is
represented by a bit index table that consists of bit index sequences for various notes in
the music object. Consider the music object with note sequence "SoSoSoMFaFaFa
Re". The length of the sequence is 8, which contains four various notes. Table 2
presents the corresponding bit index table.

Table 2. Example of bit index table

For each note P, the number of bits with value 1 in its bit index sequence implies
the repeating frequency FreqM(P). Suppose a note sequence consists of two notes P and
Q. The repeating frequency of the note sequence PQ also can be counted efficiently by
performing bit operations on bit index sequences as described in the following.
Initially, the bit index table provides the corresponding bit index sequences of note P
and Q, BISP and BISQ. The left shift operation on BISP is performed. An and operation
on the previous result and BISQ is then performed to get the bit index sequence of PQ.
The bits with value 1 in the sequence correspond to the positions in music object M
where PQ appears. In addition, the number of bits with value 1 represents FreqM(PQ).
Similarly, this strategy can be applied to verify whether a note sequence ST, consisting
of a note sequence S with length(S) � 1 and a note T, is a repeating pattern.
Hereinafter, Frequent_Count(M, P) represents the function for counting the repeating
frequency of note sequence P in music object M.

Note Bit index sequence
Re 10000000
Mi 00001000
Fa 01110000
So 00000111
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 [Example 3.1]
Given the bit index table of music object M as shown in Table 2, where the

represented note sequence is "SoSoSoMiFaFaFaRe". The process for evaluating
whether the note sequences "SoSo" and "SoSoMi" are repeating patterns is as follows.
<1> Frequent_Count(M, SoSo)

1) Obtain the bit index sequence of the second note "So", BISSo = 00000111.
2) Perform the left shift operation on BISSo, which is 00000111. The resultant

sequence is then assigned to temporal variable t, t =shl(BISSo, 1) =00001110.
3) Perform r = t � BISSo, and the resultant bit sequence is 00000110.
4) Count the number of 1s in the bit sequence r and get FreqM(SoSo) = 2. This

implies that "SoSo" appears in M two times and, thus, is a repeating pattern in
M.

<2> Frequent_Count(M, SoSoMi)
1) Obtain BISMi = 00001000.
2) BISSoSo , 00000110, is obtained from the previous step. Perform the left shift

operation and assign it to variable t. t = 00001100.
3) Perform r = t � BISMi, and, in doing so, bit sequence 00001000 is obtained.
4) The number of 1s in the bit sequence r is 1. This indicates that

FreqM(SoSoMi) = 1 and, thus, "SoSoMi" is not a repeating pattern in M.

3.2   Algorithm for Mining Repeating Patterns

This subsection presents an algorithm, named MRP algorithm, for mining repeating
patterns by applying the bit index table. Redundancy may occur among the repeating
patterns and, therefore, only the maximum repeating patterns are extracted. The
algorithm consists of two phases: mining repeating patterns and extracting maximum
repeating patterns.

The mining phase applies the depth first search approach. First, the candidate
pattern consists of a single note. If the pattern is a repeating pattern, the algorithm
constructs a new candidate pattern by adding an adjacent note to the old one and
verifies the repeating frequency. If the new candidate is a repeating pattern, the
process will continue recursively. Otherwise, the process returns to the old candidate
pattern before adding a note and attempts to add another note to the sequence.

Consider the music object with note sequence "ABCABC". The candidate pattern
with length 1, "A", is initially chosen and its repeating frequency is then counted.
Since the repeating frequency of "A" equals 2, "A" is a repeating pattern. Next, an
adjacent note of "A" is added, and the candidate pattern "AB" is constructed as well.
After verifying that "AB" satisfies the definition of a repeating pattern, the candidate
"ABC" is then constructed. Although "ABC" is verified to be a repeating pattern, a
repeating pattern with length 4 can not be obtained by adding any note to "ABC".
Thus, the recursive process is terminated and the status returns to the sequence "AB"
and then back to the sequence "A". When the process returns the status back to the
sequence "A", no other adjacent notes of "A" can be added. Next, another candidate
pattern with length 1, "B", is chosen and the above process repeats. After that, the
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repeating patterns "B" and "BC" are found. In addition, the final candidate pattern with
length 1, "C", is also a repeating pattern.

Among the extracted repeating patterns, not all repeating patterns are maximum
repeating patterns. Therefore, the second phase is required to investigate the sub-
pattern relationship and repeating frequencies for every pair of repeating patterns to
remove the non-maximum repeating patterns. In order to reduce processing cost of the
second phase, the following property is applied in the mining phase for removing a
part of non-maximum repeating patterns.

If repeating pattern T is constructed from repeating pattern S by adding a note, S is
a sub-pattern of T. Therefore, we can make sure that S is not a maximum repeating
pattern if S and T have the same repeating frequency and S can be removed in the
mining phase. In the example illustrated above, the repeating frequency of sequence
"AB" is 2, and so is sequence "ABC". Therefore, "AB" is not a maximum repeating
pattern. Similarly, "A" is not a maximum repeating pattern. Therefore, only sequences
"ABC","BC", and "C" remain in the result because they are possibly maximum
repeating pattern and require the processing of second phase. This strategy can filter
out many non-maximum repeating patterns, such that it is more efficient when
extracting the maximum repeating patterns during the second phase.

Among the possible maximum repeating patterns remained in set RP, no two
repeating patterns exist that have the same repeating frequency and one is the prefix of
the other. These patterns are stored in a table as shown in Table 3. In addition to the
note sequence of the repeating pattern, the other three columns are used to store the
length, repeating frequency, and the final starting position where the pattern appears in
the music object. Applying the table allows us to extract the maximum repeating
patterns without performing string matching.

The function MMRP() is used to extract the maximum repeating patterns. The
pseudo codes for function MMRP() are shown below. The first two predicates in the
"if clause" are used to verify whether if note sequence T is a sub-pattern of sequence
S. If T is a sub-pattern of S and has the same repeating frequency with S, T is not a
maximum repeating pattern and is removed from the results.

Table 3. Example of maximum repeating patterns

Repeating pattern Length Repeating frequency Final starting position
ABC 3 2 4
BC 2 2 5
C 1 2 6

Function MMRP()
{for each note sequence S in RP
    for each note sequence T in RP and T � S
       i := the final starting position where S appears
       j := the final starting position where T appears
       if((i <
j)and(length(S)+i�length(T)+j)and(FreqM(S)=FreqM(T))
          RP = RP - {T}
    end for }
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Consider the note sequence "ABCABC". Table 3 displays the possible maximum
repeating patterns extracted in the mining phase. Both the final starting positions of
"BC" and "C" are larger than the one of "ABC". These patterns have the same result
by adding the final starting positions and the lengths of the patterns. Moreover, their
repeating frequencies are all the same. Therefore, only "ABC" is a maximum repeating
pattern among these patterns.

4   Frequent Note Sequences Mining

This section describes a novel algorithm for mining frequent note sequences in a set of
music objects. The note combination structure is designed for storing the adjacent note
pairs appearing in a set of music objects. Applying the structure allows us to produce
the candidate frequent note sequences efficiently in the mining process.

4.1   Note Combination Structure

The note combination structure is a two-dimensional array named NC table. Notably,
the index values of the array correspond to the distinct notes. The data stored in array
NC[M][N] is a bit stream representing the music objects in which the note sequence
MN appears and is named the appearing bit sequence of MN. The length of the
sequence equals the number of music objects. If MN appears in the ith music object,
bit i in the appearing bit sequence is set to be 1; otherwise, the bit is set to be 0. In the
following, AppearS denotes the appearing bit sequence of a note sequence S.

Table 4. Example of NC table

Do Re Mi Fa
Do 000 011 100 000
Re 000 000 011 000
Mi 000 000 000 111
Fa 110 000 000 000

[Example 4.1] Consider the note sequences of three music objects: "DoReMiFa",
"ReMiFaDoRe", and "MiFaDoMi". All the adjacent note pairs appearing in the first
music object are "DoRe", "ReMi", and "MiFa". Because "DoRe" appears in music
object 1, the first bit of the appearing bit sequence in NC[Do][Re] is set to be 1. Table
4 presents the NC table for these three music objects.

The bit sequence stored in NC[Do][Re], which is 011, represents that the note
sequence "DoRe" appears in music object 1 and 2. Similarly, AppearMiFa is stored in
NC[Mi][Fa]. The sequence "111" implies that "MiFa" appears in all the music objects.

For a single note P, the appearing bit sequence of P, denoted as AppearP, represents
the music objects in which note P appears. This sequence can be obtained via
performing or operations on the sequences stored in the row and column indexed by P.
Then the number of bits with value 1 in AppearP represents the support of P.
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For a note sequence consisting of two notes, P and Q, AppearPQ is obtained from the
NC table directly. Therefore, the support of PQ also can be counted efficiently
according to the number of 1s in AppearPQ.

Suppose a note sequence S with length n (n�2) is a frequent note sequence. And a
new candidate note sequence is constructed by adding a note Q to S. In order to reduce
the processing cost of frequent note sequence verification, information in the NC table
is used to filter out the non-frequent note sequences as early as possible. Suppose the
last note in S is P. The note sequence SQ remains as a candidate if both the following
two requirements are satisfied.
1. The number of bits with value 1 in AppearPQ, stored in NC[P][Q], is larger than or

equal to min_sup.
2. Perform AppearS � AppearPQ.  The number of 1s in the resultant sequence is larger

than or equal to min_sup.
The result of AppearS � AppearPQ is an approximation of AppearSQ, which

represents the music objects in which both S and RQ appear. If the number of bits with
value 1 in this sequence is larger than or equal to min-sup, both S and RQ are frequent
note sequences. However, further verification is required by invoking function
Frequent_Count() to verify if SQ is actually a note sequence in the corresponding
music objects specified by the bits with value 1.

4.2   Algorithm for Mining Frequent Note Sequences

This subsection presents MFNS algorithm designed for mining frequent note
sequences, which mainly consists of the following three steps.
[Step 1] Bit index tables and NC table construction.

The note sequences of the given music objects are scanned sequentially. The bit
index table for each music object and the NC table for the given music objects are then
constructed.
[Step 2] Frequent note sequences extraction.

Similar to the mining phase in MRP algorithm, this step also applies the depth first
search approach to extract the frequent note sequences. Initially, the candidate note
sequence consists of a single note. The information in the NC table and bit index tables
is used to verify if a candidate is a frequent note sequence and construct a new
candidate sequence recursively.
[Step 3] Maximum frequent note sequences extraction.

This step extracts maximum frequent note sequences. For any two frequent note
sequences P and P’, if P is the sub-pattern of P’, P is not a maximum frequent note
sequence and removed from the result.

[Example 4.2] Table 4 displays the NC table of a set of music objects, and min-sup
is set to be 2. Frequent note sequence mining according to step 2 of the algorithm is
performed as follows.
<1>  Select note "Do" as the first note of candidate note sequences.

After performing AppearDoRe � AppearDoMi � …� AppearFaDo, the outcome is
"111". The sequence represents that "Do" appears in all the music objects and is a
frequent note sequence. Then note "Re" is chosen to added adjacent to "Do".
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AppearDoRe="011" implies that "DoRe" appears in two music objects and is a
frequent note sequence. Next, note "Mi" is chosen to construct candidate sequence
"DoReMi". The outcome is "011" after performing AppearDoRe ("011") � AppearReMi

("011"). This occurrence implies that "DoRe" and "ReMi" appear in the first and
second music objects. It is necessary to verify whether if "DoReMi" exists in the
first and second music objects.

Closely examining the bit index sequences of "DoReMi" in the first and second
music objects reveals that "DoReMi" only appears in the first music. Therefore,
"DoReMi" is not a frequent note sequence. Next, no other notes can be added to
the frequent note sequences "DoRe" and "Do", individually, to construct new
candidates. Therefore, the mining process for the frequent note sequences begins
with "Do" terminates. "Do" and "DoRe" are the extracted frequent note sequences.

<2> Select note "Re" as the first note of candidate note sequences.
Applying the same mining process allows us to extract the frequent note

sequences "Re", "ReMi", and "ReMiFa" sequentially. Next, the note "Do" is
chosen to construct a candidate pattern "ReMiFaDo". However, after performing
the and operation on AppearReMiFa ("011") and AppearFaDo("110"), there is only one
bit with value 1 in the resultant sequence, implying that only the second music
object contains "ReMiFa" and "FaDo" at the same time. Therefore, "ReMiFaDo"
is obviously not a frequent note sequence. The frequent note sequences beginning
with "Re" are "Re", "ReMi", and "ReMiFa".

Similarly, notes "Mi" and "Fa" are chosen as the first note of candidate note
sequences individually, and the above process repeats. Finally, the extracted frequent
note sequences beginning with "Mi" are "Mi", "MiFa", and "MiFaDo". The frequent
note sequences beginning with "Fa" are "Fa" and "FaDo".

For a frequent note sequence K, K is not a maximum frequent note sequence if K is
a prefix of another frequent note sequence. Such sequences are not stored in MaxFNS
when mining frequent note sequences. Therefore, step 3 can be performed more
efficiently via only considering the frequent note sequences in MaxFNS. Among the
extracted frequent note sequences, only "DoRe", "ReMiFa", "MiFaDo" and "FaDo"
are stored in MaxFNS, which are possible maximum frequent note sequences. After
step 3 is performed, only the maximum frequent note sequences "DoRe", "ReMiFa",
and "MiFaDo" remain.

5   Performance Study

The efficiency of the proposed MRP algorithm is evaluated by comparing it with two
related approaches: the correlative matrix approach [5] and the string join method [8].

The algorithms are implemented and performed on a personal computer. The data
sets used in the experiments include synthetic music objects and real music objects.
Herein, the object size of a music object is defined as the length of the note sequence
and the note count represents the number of various notes appearing in the music
object. In addition, the total repeating frequency of repeating patterns in a music object
is the RP repeating frequency and the number of maximum repeating patterns is
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named RP count. Due to page limit, the parameter setting of synthetic music objects
for each experiment refers to [7].

According to the results of the experiments shown in Fig.1, the execution time of
MRP algorithm is less than 0.2 seconds for the real music objects and less than 0.01
seconds for the synthetic music objects. The proposed algorithm is more efficient than
the other two approaches. Moreover, the memory requirement of MRP algorithm is
less than the other ones, thus confirming that the algorithm proposed herein is highly
appropriate for mining maximum repeating patterns.

Fig. 1. (a) illustrates the execution time versus the object size of synthetic music objects. (b)
shows the results of eight real music objects. (c) indicates that the execution time is inversely
proportional to the note count. (d) reveals that the RP repeating frequency more significantly
influence the execution time of correlative matrix approach than the MRP algorithm and the
string join method do. (e) reveals that all the execution times of the three algorithms increase
with an increasing length of the longest repeating pattern. (f) shows that the size of memory
requirement for MRP algorithm is the least among the three algorithms.
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6   Conclusion

This paper presents a novel means of mining the maximum repeating patterns in the
melody of a music object. With the design of bit index sequence representation, the
repeating frequency of a candidate pattern can be counted efficiently. In addition, the
proposed approach is extended to extract frequent note sequences in a set of music
objects. With the aid of appearing bit sequence representation and note combination
structure, MFNS algorithm is proposed for generating candidate sequences and
verifying the frequent note sequences efficiently.

Experimental results indicate that both execution time and memory requirement of
the proposed MRP algorithm are less than the other two related works for mining
maximum repeating patterns. Moreover, our approach is extended to mine the frequent
note sequences in a set of music objects, which has seldom been mentioned previously.

From the extracted repeating patterns, a future work should address issues on
music data clustering and classification. Furthermore, the music association rules
should be analyzed for frequent note sequences to develop the intelligent agent so that
similar music objects can be automatically retrieved. Finally, a future application will
extend the proposed techniques to DNA and protein sequence mining.
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Abstract. Image mining systems that can automatically extract semantically
meaningful information (knowledge) from image data are increasingly in de-
mand. The fundamental challenge in image mining is to determine how low-
level, pixel representation contained in a raw image or image sequence can be
processed to identify high-level spatial objects and relationships. To meet this
challenge, we propose an efficient information-driven framework for image
mining. We distinguish four levels of information: the Pixel Level, the Object
Level, the Semantic Concept Level, and the Pattern and Knowledge Level.
High-dimensional indexing schemes and retrieval techniques are also included
in the framework to support the flow of information among the levels.  We be-
lieve this framework represents the first step towards capturing the different lev-
els of information present in image data and addressing the issues and chal-
lenges of discovering useful patterns/knowledge from each level.

1   Introduction

An extremely large number of image data such as satellite images, medical images,
and digital photographs are generated every day. These images, if analyzed, can reveal
useful information to the human user. Unfortunately, there is a lack of effective tools
for searching and finding useful patterns from these images. Image mining systems
that can automatically extract semantically meaningful information (knowledge) from
image data are increasingly in demand. Image mining deals with the extraction of
implicit knowledge, image data relationship, or other patterns not explicitly stored in
the images and between image and other alphanumeric data. It is more than just an
extension of data mining to image domain. It is an interdisciplinary endeavor that
draws upon expertise in computer vision, image processing, image retrieval, data
mining, machine learning, database, and artificial intelligence [6]. Despite the devel-
opment of many applications and algorithms in the individual research fields, research
in image mining is still in its infancy. The fundamental challenge in image mining is
to determine how low-level, pixel representation contained in a raw image or image
sequence can be processed to identify high-level spatial objects and relationships.

In this paper, we propose an information-driven framework for image mining. We
distinguish four levels of information: (1) the Pixel Level comprises the raw image
information such as image pixels and the primitive image features such as color, tex-
ture, and shape; (2) the Object Level deals with object or region information based on
the primitive features in the Pixel Level; (3) the Semantic Concept Level takes into
consideration domain knowledge to generate high-level semantic concepts from the
identified objects and regions; (4) the Pattern and Knowledge Level incorporates
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domain related alphanumeric data and the semantic concepts obtained from the image
data to discover underlying domain patterns and knowledge. High-dimensional in-
dexing schemes and retrieval techniques are also included in the framework to support
the flow of information among the levels. This framework represents the first step
towards capturing the different levels of information present in image data and ad-
dressing the question of what are the issues and work that has been done in discover-
ing useful patterns/knowledge from each level.

The rest of this paper is organized as follows: Section 2 presents an overview of the
proposed information-driven image mining architecture. Section 3 describes each of
the information level. Section 4 discusses how each of the information level can be
organized and indexed. Section 5 gives the related work and we conclude in Section 6.

2 Information-Driven Image Mining Framework

The image database containing raw image data cannot be directly used for mining
purposes. Raw image data need to be processed to generate the information that is
usable for high-level mining modules. An image mining system is often complicated
because it employs various approaches and techniques ranging from image retrieval
and indexing schemes to data mining and pattern recognition. Such a system typically
encompasses the following functions: image storage, image processing, feature ex-
traction, image indexing and retrieval, patterns and knowledge discovery. A number of
researchers have described their image mining framework from the functional per-
spective [6, 25, 37]. While such functional-based framework is easy to understand, it
fails to emphasize the different levels of information representation necessary for
image data before meaningful mining can take place.

Figure 1 shows our proposed information-driven framework for image mining. There
are four levels of information, starting from the lowest Pixel Level, the Object Level,
the Semantic Concept Level, and finally to the highest Pattern and Knowledge Level.
Inputs from domain scientists are needed to help identify domain specific objects and
semantic concepts. At the Pixel Level, we are dealing with information relating to the
primitive features such as color, texture, and shape. At the Object Level, simple clus-
tering algorithms and domain experts help to segment the images into some meaning-
ful regions/objects. At the Semantic Concept Lever, the objects/regions identified
earlier are placed in the context of the scenes depicted. High-level reasoning and
knowledge discovery techniques are used to discover interesting patterns. Finally, at
the Pattern and Knowledge Level, the domain-specific alphanumeric data are inte-
grated with the semantic relationships discovered from the images and further mining
are performed to discovered useful correlations between the alphanumeric data and
those found in the images. Such correlations discovered are particularly useful in the
medical domain.
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Fig. 1

3 The Four Information Levels

In this section, we will describe the four information levels in our proposed frame-
work. We will also discuss the issues and challenges faced in extracting the required
image features and useful patterns and knowledge from each information level.
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3.1 Pixel Level

The Pixel Level is the lowest layer in an image mining system. It consists of raw im-
age information such as image pixels and primitive image features such as color, tex-
ture, and edge information.

Color is the most widely used visual feature. Color is typically represented by its RGB
values (three 0 to 255 numbers indicating red, green, and blue). The distribution of
color is a global property that does not require knowledge of how an image is com-
posed of component objects. Color histogram is a structure used to store the proportion
of pixels of each color within an image. It is invariant to under translation and rotation
about the view axis and change only slowly under change of view angle, change in
scale, and occlusion [32]. Subsequent improvements include the use of cumulative
color histogram [31], and spatial histogram intersection [30].

Texture is the visual pattern formed by a sizable layout of color or intensity homoge-
neity. It contains important information about the structural arrangement of surfaces
and their relationship to the surrounding environment [27]. Common representations
of texture information include: the co-occurrence matrix representation [12], the
coarseness, contrast, directionality, regularity, roughness measures [33], the use of
Gabor filter [22] and fractals [17]. [22] develop a texture thesaurus to automatically
derive codewords that represent important classes of texture within the collection.

Edge information is an important visual cue to the detection and recognition of ob-
jects in an image. This information is obtained by looking for sharp contrasts in
nearby pixels. Edges can be grouped to form regions.

Content-based image retrieval focus on the information found at the Pixel Level. Re-
searchers try to identify a small subset of primitive features that can uniquely distin-
guish images of one class from another class. These primitive image features have
their limitation. In particular, they do not have the concept of objects/regions as per-
ceived by a human user. This implies that the Pixel Level is unable to answer simple
queries such as “retrieve the images with a girl and her dog” and “retrieve the images
containing blue stars arranged in a ring”.

3.2 Object Level

The focus of the Object level is to identify domain-specific features such as objects
and homogeneous regions in the images. While a human being can perform object
recognition effortlessly and instantaneously, it has proven to be very difficult to im-
plement the same task on machine. The object recognition problem can be referred to
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as a supervised labeling problem based on models of known objects. Given a target
image containing one or more interesting objects and a set of labels corresponding to a
set of models known to the system, what object recognition does is to assign correct
labels to regions, or a set of regions, in the image. Models of known objects are usu-
ally provided by human input a priori. An object recognition module consists of four
components: model database, feature detector, hypothesizer and hypothesis verifier
[15]. The model database contains all the models known to the system. The models
contain important features that describe the objects. The detected image primitive
features in the Pixel Level are used to help the hypothesizer to assign likelihood to the
objects in the image. The verifier uses the models to verify the hypothesis and refine
the object likelihood. The system finally selects the object with the highest likelihood
as the correct object.

To improve the accuracy of object recognition, image segmentation is performed on
partially recognized image objects rather than randomly segmenting the image. The
techniques include: “characteristic maps” to locate a particular known object in im-
ages [16], machine learning techniques to generate recognizers automatically [6], and
use a set of examples already labeled by the domain expert to find common objects in
images [10]. Once the objects within an image can be accurately identified, the Object
Level is able to deal with queries such as “Retrieve images of round table” and “Re-
trieve images of birds flying in the blue sky”. However, it is unable to answer queries
such as “Retrieve all images concerning Graduation ceremony” or “Retrieve all im-
ages that depicts a sorrowful mood.”

3.3   Semantic Concept Level

While objects are the fundamental building blocks in an image, there is “semantic gap
between the Object level and Semantic Concept level. Abstract concepts such as
happy, sad, and the scene information are not captured at the Object level.  Such in-
formation requires domain knowledge as well as state-of-the-art pattern discovery
techniques to uncover useful patterns that are able to describe the scenes or the ab-
stract concepts. Common pattern discovery techniques include: image classification,
image clustering, and association rule mining.

(a) Image Classification
Image classification aims to find a description that best describe the images in one
class and distinguish these images from all the other classes. It is a supervised
technique where a set of labeled or pre-classified images is given and the problem
is to label a new set of images. This is usually called the classifier. There are two
types of classifiers, the parametric classifier and non-parametric classifier. [7]
employ classifiers to label the pixels in a Landset multispectral scanner image.
[37] develop a MM-Classifier to classify multimedia data based on given class
labels.  [36] proposed IBCOW (Image-based Classification of Objectionable
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Websites) to classify websites into objectionable and benign websites based on
image content .

(b) Image Clustering
Image clustering groups a given set of unlabeled images into meaningful clusters
according to the image content without a priori knowledge [14]. Typical cluster-
ing techniques include hierarchical clustering algorithms, partitioning algorithms,
nearest neighbor clustering, and fuzzy clustering. Once the images have been
clustered, a domain expert is needed to examine the images of each cluster to la-
bel the abstract concepts denoted by the cluster.

(c) Association Rule Mining
Association rule mining aims to find items/objects that occur together frequently.
In the context of images, association rule mining is able to discover that when
several specific objects occur together, there is a high likelihood of certain
event/scene is being described in the images. An association rule mining algo-
rithm works in two steps. The first step finds all large itemsets that meet the
minimum support constraint. The second step generates rules from all the large
itemsets that satisfy the minimum confidence constraint. [25] present an algorithm
that uses association rule mining to discover meaningful correlations among the
blobs/regions that exists in a set of images. [37]  develop an MM-Associator that
uses 3-dimensional visualization to explicitly display the associations in the Mul-
timedia Miner prototype.

With the Semantic Concept Level, queries involving high-level reasoning about the
meaning and purpose of the objects and scene depicted can be answered. Thus, we
will able to answer queries such as: “Retrieve the images of a football match” and
“Retrieve the images depicting happiness”. It would be tempting to stop at this level.
However, careful analysis reveals that there is still one vital piece of missing informa-
tion – that of the domain knowledge external to images. Queries like: “Retrieve all
medical images with high chances of blindness within one month”, requires linking the
medical images with the medical knowledge of chance of blindness within one month.
Neither the Pixel level, the Object level, nor the Semantic Concept level is able to
support such queries.

3.4   Pattern and Knowledge Level

To support all the information needs within the image mining framework, we need the
fourth and final level: the Pattern and Knowledge Level. At this level, we are con-
cerned with not just the information derivable from images, but also all the domain-
related alphanumeric data. The key issue here is the integration of knowledge discov-
ered from the image databases and the alphanumeric databases. A comprehensive
image mining system would not only mine useful patterns from large collections of
images but also integrate the results with alphanumeric data to mine for further pat-
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terns. For example, it is useful to combine heart perfusion images and the associated
clinical data to discover rules in high dimensional medical records that may suggest
early diagnosis of heart disease.

IRIS, an Integrated Retinal Information System, is designed to integrate both patient
data and their corresponding retinal images to discover interesting patterns and trends
on diabetic retinopathy [13]. BRAin-Image Database is another image mining system
developed to discover associations between structures and functions of human brain
[23]. The brain modalities were studied by the image mining process and the brain
functions (deficits/disorders) are obtainable from the patients’ relational records. Two
kinds of information are used together to perform the functional brain mapping.
By ensuring a proper flow of information from low level pixel representations to high
level semantic concepts representation, we can be assured that the information needed
at the fourth level is derivable and that the integration of image data with alphanu-
meric data will be smooth. Our proposed image mining framework emphasizes the
need to focus on the flow of information to ensure that all levels of information needs
have been addressed and none is neglected.

4 Indexing of Image Information

While focusing on the information needs at various levels, it is also important to pro-
vide support for the retrieval of image data with a fast and efficient indexing scheme.
Indexing techniques used range from standard methods such as signature file access
method and inverted file access method, to multi-dimensional methods such as K-D-B
tree [26], R-tree [11], R*-tree [3] and R+-tree [29], to high-dimensional indexes such
as SR-tree [18], TV-tree [20], X-tree [4] and iMinMax [24].

Searching the nearest neighbor is an important problem in high-dimensional indexing.
Given a set of n points and a query point Q in a d-dimensional space, we need to find a
point in the set such that its distance from Q is less than, or equal to, the distance of Q
from any other points in the set [19]. Existing search algorithms can be divided into
the following categories: exhaustive search, hashing and indexing, static space parti-
tioning, dynamic space partitioning, and randomized algorithms. When the image
database to be searched is large and the feature vectors of images are of high dimen-
sion (typically in the order of 102), search complexity is high. Reducing the dimen-
sions may be necessary to prevent performance degradation. This can be accomplished
using two well-known methods: the Singular Value Decomposition (SVD) update
algorithm and clustering [28]. The latter realizes dimension reduction by grouping
similar feature dimensions together.

Current image systems retrieve images based on similarity. Euclidean measures may
not effectively simulate human perception of a certain visual content. Other similarity
measures such as histogram intersection, cosine, correlation, etc., need to be utilized.
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One promising approach is to first perform dimension reduction and then use appro-
priate multi-dimensional indexing techniques that support Non-Euclidean similarity
measures [27].  [11] develop an image retrieval system on Oracle platform using
multi-level filters indexing. The filters operate on an approximation of the high-
dimension data that represents the images, and reduces the search space so that the
computationally expensive comparison is necessary for only a small subset of the data.
[12] develop a new compressed image indexing technique by using compressed image
features as multiple keys to retrieve images.

Other proposed indexing schemes focus on specific image features. [21] present an
efficient color indexing scheme for similarity-based retrieval which has a search time
that increases logarithmically with the database size.  [34] propose a multi-level R-tree
index, called the nested R-trees for retrieving shapes efficiently and effectively. With
the proliferation of image retrieval mechanisms, a performance evaluation of color-
spatial retrieval techniques was given in [35] which serves as guidelines to select a
suitable technique and design a new technique.

5 Related Work

Several image mining systems have been developed for different applications. The
MultiMediaMiner [37] mines high-level multimedia information and knowledge from
large multimedia database. [8] describes an intelligent satellite mining system that
comprises of two modules: a data acquisition, preprocessing and archiving system
which is responsible for the extraction of image information, storage of raw images,
and retrieval of image, and an image mining system, which enables the users to ex-
plore image meaning and detect relevant events. The Diamond Eye [6] is an image
mining system that enables scientists to locate and catalog objects of interest in large
image collections. These systems incorporate novel image mining algorithms, as well
as computational and database resources that allow users to browse, annotate, and
search through images and analyze the resulting object catalogs. The architectures in
these existing image mining systems are mainly based on module functionality. In
contrast, we provide a different perspective to image mining with our four level in-
formation image mining framework. [6, 25] primarily concentrate on the Pixel and
Object level while [37] focus on the Semantic Concepts level with some support from
the Pixel and Object levels.

It is clear that by proposing a framework based on the information flow, we are able to
focus on the critical areas to ensure all the levels can work together seamlessly. In
addition, with this framework, it highlights to us that we are still very far from being
able to fully discover useful domain information from images. More research is
needed at the Semantic Concept level and the Knowledge and Pattern level.
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6 Conclusion

The rapid growth of image data in a variety of medium has necessitated a way of
making good use of the rich content in the images. Image mining is currently a bour-
geoning yet active research focus in computer science. We have proposed a four-level
information-driven framework for image mining systems. High-dimensional indexing
schemes and retrieval techniques are also included in the framework to support the
flow of information among the levels. We tested the applicability of our framework by
applying it to some practical image mining applications. The proposal of this frame-
work is our effort to provide developers and designer of image mining systems a stan-
dard framework for image mining with an explicit information hierarchy. We believe
this framework represents the first step towards capturing the different levels of in-
formation present in image data and addressing the question of what are the issues and
challenges of discovering useful patterns/knowledge from each level.
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Abstract. Content providers have recently started adding a variety of meta data to vari-
ous video programs; these data provide primitive descriptors of the video contents. Per-
sonal digest viewing that uses the meta data is a new application in the digital broad-
casting era. To build personal digests, semantic program structures must be constructed
and significant scenes must be identified. Digests are currently made manually at con-
tent provider sites. This is time-consuming and increases the cost. This paper proposes a
way to solve these problems with a rule-based personal digest-making scheme (PDMS)
that can automatically and dynamically make personal digests from the meta data. In
PDMS, depending on properties of the video program contents and viewer preferences,
high-level semantic program structures can be constructed from the added primitive
meta data and significant scenes can be extracted. The paper illustrates a formal PDMS
model. It also presents detailed evaluation results of PDMS using the contents of a pro-
fessional baseball game TV program.

1   Introduction

The digitization of the video contents has experienced rapid growth with the recent
advance of digital media technology such as digital broadcasting and DVD (digital
video discs). In digital media environments, various video meta data can be attached to
the video program contents.

Personal digest viewing is an application that uses such meta data. These meta data
can be used to make personal digests automatically and dynamically, and to present
them on such viewer terminals as TVs and personal computer monitors. To build
personal digests of video programs, higher-level semantic program structures must be
constructed from the primitive meta data, and significant scenes need to be extracted.
Appropriate semantic structures and scene extraction strategies, however, depend
heavily on program content properties. Beyond that, in making personal digests,
viewer preferences should be reflected in the significant scene extraction. We there-
fore need a scheme that is adaptable to target program contents and viewer prefer-
ences. To achieve this scheme, this paper presents a personal digest-making scheme
(called PDMS) based on rule descriptions using video program meta data. In PDMS,
higher-level semantic scenes are extracted using rules designating occurrence patterns
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of meta data primitives. Other rules are used to calculate scene significance. Scenes
with high significance scores are selected to compose digests. Viewer preferences can
be reflected in calculating significance. Processes involved in the digest making can be
tuned flexibly depending on properties of the program contents and viewer prefer-
ences.

Section 2 of this paper describes related work and our approach. Section 3 explains
our personal digest-making scheme. Section 4 describes our prototype digest viewing
system based on PDMS, which is applied to the TV program content of a professional
baseball game. Section 5 summarizes important points and briefly describes future
work.

2   Related Work and Our Approach

This section describes work related to our personal digest-making scheme. Generally
speaking, methods for making video digests are divided into two groups. The first is
based on image and speech recognition technology, and the second is based on meta
data, which are added by content providers. Various researchers have been looking
into the first group [1, 2, 3, 4, 5, 6, 7]. An advantage of the first group is that the tech-
nology makes it possible to automatically construct index structures to build digests
without a lot of manual labor. Technical reliability, however, is not high and the rec-
ognition process is expensive. The second group, on the other hand, features high
reliability. Despite the cost of providing meta data, we consider this approach more
practical for use in digital broadcasting services because of its reliability and effi-
ciency. Moreover, many content providers are starting to supply primitive meta data in
addition to video contents. For these reasons, our approach follows the second group.

There are some researches based on meta data [8, 9, 10, 11, 12]. Zettsu et al., for
example, proposed a method of finding scenes as logical units by combining image
features and attached primitive meta data [10].  Ushiama and Watanabe proposed a
scheme of extracting scenes using regular expressions on primitive meta data [11].
Their work concentrates on process to extract semantic structures such as scenes from
primitive meta data. It does not present schemes for processes to evaluate scene sig-
nificance and to select important scenes to compose digests. Kamahara et al. proposed
a digest making method using scenario templates to express the synopsis of the digest
video [5, 12]. This method is useful in building typical digests focused on the story of
the video program. This method, however, has two problems: The first is that it is
difficult to prepare all scenario templates that are assumed as digests. The second is
that it is hard to build digests in the middle of a video program. In our scheme, scene
significance is calculated more dynamically, and viewer preferences are also taken
into account.

3   Personal Digest-Making Scheme

3.1   Inputs to PDMS

There are three kinds of data given to PDMS: video data, primitive descriptors, and
viewer preferences. The video data and primitive descriptors should be produced by
content providers. At home, viewers input their preferences through user interfaces.
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Video Data: This data is a video stream, which is expressed as a sequence of frames
f1...fn . Each frame has a frame identifier (fid) and time code to specify the starting
point in the video program. A sub-sequence of frames in the following explanation is
referred to as a frame sequence.

Primitive Descriptor: Primitive descriptors are video program meta data. Each
primitive descriptor is expressed as the following tuple: (pid, type, ffid, lfid, {attr1, …,
attrn}). Pid is the primitive descriptor’s identifier. Type is a type of the description. For
example, when the video content is a baseball game, it includes beginning_of_game,
beginning_of_inning, hit, out, additional_run, and so on. Type values are decided and
registered in advance at the content providers. Each primitive descriptor has the first
and last frame identifiers: ffid and lfid. Items { attr1, …, attrn } are attributes of the
descriptor. They are decided according to the type value. Fig. 1 shows an example of
primitive descriptors. Each line corresponds to one primitive descriptor.

1, beginning_of_game, 100,,Giants, Carp, Tokyo Dome, Oct. .., 0-0, start
2, beginning_of_inning, 130,,1 ,Carp, 0-0,, top
3, at_bat, 2800,, Nomura, Kuwata,,,,0-0, ,
4, pitch, 2950,,Nomura, Kuwata, straight, ,0-0-0,,,,
5, hit, 3130,, right,liner
6, at_bat,4250,,Tomashino, Kuwata, Nomura, ,,0-0,,
7, pitch,5135,,Tomashino, Kuwata, straight, ,0-0-0, Nomura,,,
8, hit,5340,,left, liner
9, additional_run, 6150,,1, Nomura, 1,, 1-0,,
10, beginning_of_inning, 8680,, Kanamoto,Kuwata,Nomura,,,2-0,,
:
52 ,out, 23440,,strikeout, ,Ogata

Fig. 1. Primitive Descriptor Example

Viewer Preference: A viewer preference is expressed as follows: (uid, prefid, name,
category, weight). Uid is the viewer’s identifier and prefid is the identifier of the
viewer preference. Name is the preference item name and category designates the
category of the preference item. Weight expresses the degree of the viewer’s prefer-
ence (0<= weight <=1). Preference examples are indicated as follows:

(1, 1, "Giants", "Team Name", 0.8)   // the fan of team Giants
(1, 2, "Brown", "Player Name", 1)    // the fan of player Brown

Here, viewer 1 registers two viewer preferences.

3.2   Data Generated in PDMS

This section describes data generated in PDMS: scenes, annotations, status parame-
ters and preference parameters.

Scene: A scene is a frame sequence corresponding to a semantic unit. A scene is ex-
pressed as follows: (sid, type, ffid, lfid). Sid is the scene’s identifier. Type expresses the
scene’s type. Ffid and lfid express the first and last frame identifiers. For baseball
programs, an inning type scene is defined as a frame sequence starting from a primi-
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tive descriptor beginning_of_inning and ending just before the next occurrence of
beginning_of_inning. A batting type scene (the frame sequence from a primitive de-
scriptor at_bat to just before the next at_bat) is also defined. In the batting type scene,
when a primitive descriptor hit and a primitive descriptor additional_run appear in this
order, the frame sequence from the hit to the additional_run becomes an RBI(run
batted in)_hit type scene (see Fig. 2).

Annotation: An annotation is a text data item used to add semantic information to a
primitive descriptor. For baseball programs, when an RBI_hit type scene is extracted,
an annotation RBI is added to the primitive descriptor hit (Fig. 2). We can also think of
such annotations as come_from_behind and the_first_run.

Status Parameter: A status parameter expresses the significance of each frame of the
video. For baseball programs, there is the Aggression Level status parameter. The
value of Aggression Level increases when aggressive primitive descriptors such as hit
and additional_run, or aggressive annotations such as RBI, appear (Fig. 2).  Aggres-
sion Level expresses the aggressive importance. We can also use Pitching Level to
express the pitcher’s condition, Excitement Level to express an exciting situation, and
various others for baseball programs. Users can specify which parameter to use.

Preference Parameter: A preference parameter expresses the degree of a viewer’s
preference. Each viewer has one preference parameter. When a primitive descriptor
related to the viewer’s preference appears, the value of the preference parameter in-
creases. For example, suppose the viewer’s preference (1, 2, "Brown", "Player Name",
1) is given. If a primitive descriptor related to the player "Brown" occurs such as
at_bat, pitch, and hit in which the batter’s name is "Brown," the value of his or her
preference parameter increases (see Fig. 2).
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Fig. 2. Examples of Data in PDMS
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3.3   Rules for Making Digests

This section explains the rules for generating scenes and annotations, and for changing
values of status parameters and preference parameters.

Scene Extraction Rule: Scenes and annotations are derived by scene extraction rules.
Fig. 3 shows two examples of scene extraction rules. In the first rule, an inning type
scene is extracted. In the second rule, an RBI_hit type scene is extracted, and an an-
notation RBI is also generated and added to the primitive descriptor hit.

Status Parameter Calculation Rule: Fig.3 also shows a status parameter calculation
rule example. An occurrence of the primitive descriptor hit and the generation of the
annotation RBI invoke the execution of this rule. Then, the value of the status pa-
rameter is calculated. In Fig.3, the value of Aggression Level is increased by 2points.

Preference Parameter Calculation Rule: A preference parameter calculation rule is
invoked by an occurrence of a primitive descriptor related to the viewer’s preference.
Fig. 3 shows an example of a preference calculation rule. The viewer’s identifier,
preference item name, category name, and weight is referred to by $X, $Name,
$Category, and $Weight. In this rule, when a primitive descriptor at_bat in which the
batter’s name matches the viewer’s favorite player appears, the value of the preference
parameter is increased by "(4* $Weight)."

<scene extraction rule>  // extract an "inning" type scene
<trigger>  <start> beginning_of_inning </>

<regexp> beginning_of_inning (.)*  beginning_of_inning </> </> <type> inning
</> </>
<scene extraction rule> // extract an "RBI_hit" type scene

<trigger> <start> at_bat </> <end> at_bat </>  <regexp> \( hit \)  additional_run (.)
</> </>

<type> RBI_hit </> <annotation> <name> RBI </> <refer> \1 </> </>
<status parameter calculation rule >

<rule> <trigger description> hit </> <calculation> <name> Aggression Level </>
<op> + </> <value> 2</> </> </>

<rule> <trigger annotation> RBI </> <calculation> <name> Aggression Level </>
<op> + </> <value> 2</> </> </> </>

<preference parameter calculation rule >
<rule> <trigger description>

t_bat[$Category == "Player Name" && batter_name == $Name] </>
<calculation> <name> Preference Level ($X) </> <op> +</>

<value> (4* $Weight) </> </> </>
<rule> <trigger description>

pitch[$Category == "Player Name" && batter_name == $Name] </>
<calculation> <name> Preference Level ($X) </> <op> +</>

<value> (5* $Weight) </> </> </>
<rule> <trigger description>

hit[$Category == "Player Name" && batter_name == $Name] </>
<calculation> <name> Preference Level ($X) </> <op> + </>

<value> (2* $Weight)
</> </> </> </>

Fig. 3. PDMS Rule Examples
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3.4   Digest Making Process in PDMS

In the following, we explain the digest making process in PDMS, which consists of
two steps (See Fig. 4).

Step 1: Scene/annotation extraction and parameter calculation
First, the system analyzes the input meta data. Then, scenes are extracted and annota-
tions are generated, both based on scene extraction rules. The status/preference pa-
rameters are also calculated based on the corresponding rules.

Step 2: Selection of significant scenes
To select significant scenes, user inputs three kinds of data:
(1) Total Digest Time: the total time of the digest;
(2) Scene Unit: the unit of each extracted scene or granularity; and
(3) Parameters to select: a set of status and preference parameters selected by the
viewer among the given parameters.

Depending on these inputs, significant scenes that are judged change. As Fig. 4
shows, extracted scenes depend on the Selected Parameters where scenes Si and Sk are
extracted if Aggression Level is selected; scenes Si and Sj are extracted if Aggression
Level and Preference Level are selected.

4   Prototype System

4.1   System Architecture

As Fig. 5 shows, the system consists of three modules and two kinds of databases: a
meta data analysis module, a scene extraction module, a parameter calculation mod-
ule, rule databases, and a semantic structure database.
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Fig. 4. Digest Making Process in PDMS
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First, the meta data analysis module receives the broadcast data and continually
monitors for an occurrence of a primitive descriptor (See (1) in Fig. 5). After parsing
and checking data consistency, the module notifies the other modules of the primitive
descriptor occurrence, issuing a primitive descriptor occurrence event.

The scene extraction module tries to find a primitive descriptor occurrence pattern
corresponding to a scene or an annotation from a sequence of incoming primitive
descriptors (See (2) in Fig. 5). The extracted scenes and the generated annotations are
stored in the semantic structure database. If an annotation is generated, the scenes
extraction module notifies the parameter calculation module by issuing an annotation
generation event. The parameter calculation module then starts to calculate the pa-
rameter values (See (3) in Fig. 5). Parameter values are also calculated from a se-
quence of incoming primitive descriptors.
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Fig. 6 shows values of status parameters internally calculated of which horizontal
axis shows time (For a home user interface, the internal calculation results are not
presented.). The extracted scene is highlighted as a bar. Clicking the bar, you can see
the extracted scene on the screen, as shown in Fig. 6.

4.2   Evaluation of PDMS Effectiveness

This section evaluates effectiveness of our PDMS using actual professional baseball
content broadcast by the Nippon Television Network Corporation. This sample con-
tent is a game between the Giants and the Carp held in the Tokyo Dome. The scores
are as follows:

1 2 3 4 5 6 7 8 9
Carp 1 0 0 0 0 3 0 0 0 4

Giants 3 3 0 0 0 0 0 1 x 7

To evaluate effectiveness, we made two types of digests, depending on viewer pref-
erences. The first type is called a generic digest that does not take into account of each
viewer’s preferences; the digest is middle-of-the-road. The second type is called a
preference digest, which is skewed by viewer’s preferences.

To authenticate PDMS, we use a baseball game database provided by Nippon Tele-
vision Network Corporation, the content provider [13]. Sports correspondents write
the game digest articles presented on the database, ensuring high reliability. If a scene
selected by PDMS is included in the database digest, we can say the scene is appropri-
ate for a generic digest.

Generic Digest

Table 1 lists the selected scenes as a generic digest by our system under the following
conditions:
· Total Digest Time: 3min.
· Scene Unit: throwing scene
· Selected Parameters: {Aggression Level, Excitement Level, Pitching Level}

Our system extracted each scene in maximum 30-second segments. As Table 1
shows, every scene extracted by our system was appropriate. The correctness is 100%.
The DB article also extracted six scenes.

Table 1. Extracted Scenes as for a Generic Digest

Inning Team Selected Scene Result
Top of 1st Carp Batter Etoh got a sacrifice hit. OK
Bottom of 1st Giants Batter Takahashi hit an RBI. OK

Batter Kawai hit an RBI. OK
Bottom of 2nd Giants Batter Matsui hit a home run. OK
Top of 6th Carp Batter Etoh hit a homerun. OK
Bottom of 8th Giants Batter Motoki got a sacrifice hit. OK
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Preference Digests

To evaluate preference digests, we use preference data of two viewers: A and B.
Viewer A preferences are (1, 1, "Nishi", "Player Name", 0.5) and Viewer B prefer-
ences are (2, 1, "Nishi", "Player Name", 1). The preference data show that Viewer A
is an ordinary fan of batter Nishi, with a weight of 0.5. Viewer B is an enthusiastic fan
of batter Nishi, with a weight of 1. The preference digests are made under the follow-
ing conditions:
· Total Digest Time: 3min
· Scene Unit: throwing scene
· Selected Paramteres: {Aggression Level, Excitement Level, Pitching Level}
Table 2 lists the two viewers’ resultant data. Both digests are skewed by batter Nishi’s

scenes. Batter Nishi’s scenes occupy the following:
Viewer A:  2 (scenes) / 6 (scenes) = 33.3% when w=0.5
Viewer B: 4 (scenes) / 6 (scenes) = 66.6% when w=1.0.

The number of preference scenes increases according to the preference weights.
Evaluation results show that scenes extracted by our system are appropriate for a

generic digest and that the number of preference scenes can be controlled by the pref-
erence weight.

Table 2. Extracted Scenes for  Preference Digests

Viewer Inning Team Selected Scene
(A) Top of 1st Carp Batter Etoh got a sacrifice hit.

Bottom of 1st Giants Batter Nishi walked to 1st base.
Batter Takahashi hit an RBI.

Bottom of 2nd Giants Batter Nishi struck out.
Batter Matsui hit a home run.

Top of 6th Carp Batter Etoh hit a home run.
(B) Bottom of 1st Giants Batter Nishi walked to 1st base.

Batter Takahashi hit an RBI.
Bottom of 2nd Giants Batter Nishi struck out.

Batter Matsui hit a home run.
Bottom of 4th Giants Batter Nishi grounded out to third.
Bottom of 7 th Giants Batter Nishi fled out.

5 Conclusions and Future Work

This paper described a personal digest-making scheme that can be adapted to various
programs and viewer preferences. We proposed a rule-based scheme called PDMS to
make personal digests from video program meta data. PDMS extracts higher-level
semantic structures and calculates scene significance based on rules. Viewer prefer-
ences can be reflected in the significance calculation. Therefore, using PDMS, viewers
can make personal digests flexibly and dynamically on their TVs or personal comput-
ers. We applied our prototype system based on PDMS to build digests of a TV pro-
gram content for a professional baseball game and evaluated its effectiveness. We
verified that our prototype could extract important scenes selected manually by the
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content provider and flexibly make personal digests according to the weight of viewer
preferences.
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Abstract. In this paper we describe two important design issues of mobile
agents-based workflow systems; in architecture and workflow execution levels.
Solutions for better performance and scalability of workflow systems are
proposed. We suggest 3-layer architecture and agent delegation model in
architecture and workflow execution levels of workflow systems respectively.
Mobile agents effectively distribute workloads of a naming/location server and
a workflow engine to others based on the proposed methods. In consequence,
the performance and the scalability of workflow systems are improved. This
effectiveness is shown through comparison with client server-based and another
mobile agent-based workflow systems with stochastic Petri-nets simulation.
Simulation results show that our approach not only outperforms others in
massive workflow environment but also comes up with the scalability of
previous mobile agent-based workflow systems.

1   Introduction

A workflow management system, in short a WFMS, is a system that defines, creates
and manages the execution of workflows through one or more workflow engines
which interpret the process definition, interact with workflow participants and, if
required, invoke the use of IT tools and applications [1]. Due to the inherent
characteristics of the client-server paradigm, only workflow engines of most existing
WFMS such as FlowMark [2], Action Workflow [3] and FloWare [4] have to
interpret the process definition, interact with workflow participants. As the number of
workflow process increases, these overhead given to workflow engines degrades the
system performance significantly. Though distributed version of client-server based
WFMSs [5] are introduced to break up this centralized overhead, the inherent
characteristics of the client-server paradigm place similar limitation in scalability of
WFMSs. To overcome this limitation mobile agent-based WFMSs have been
considered [6].

A mobile agent is a software program that can migrate over a heterogeneous
network autonomously and acts on behalf of a user or another entity [7]. In this paper,
autonomy of a mobile agent in the contexts of WFMS implies that an agent can
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manage by itself. More specifically, if a set of tasks is assigned to an agent, the agent
can perform all the tasks without any interaction with workflow engines. With the
autonomy and the mobility features remote interactions can be reduced; as a result,
performance and scalability is improved. DartFlow is the first WFMS based on
mobile agents for highly flexible and scalable WFMSs [6]. Since the mobile agent
carries the workflow definition by itself, it can decide the next tasks to perform
without help of workflow engines. However, DartFlow also has problems in the
scalability and performance as; (i) the existence of centralized location/naming server
which may become bottle-neck. (ii) too big agent code size, that introduces much
communication overhead (referred to as an agent migration overhead in this paper).

In this paper, we tackle on the performance and the scalability of mobile agent-
based WFMSs by considering the above (i) and (ii). We suggest ‘3-layer architecture’
and ‘agent delegation model’ as solutions for the issue (i) and (ii) respectively. We
show the effectiveness of proposed solutions through stochastic Petri-nets and
compare with previous WFMSs. Through this paper, throughput is considered as a
measure of performance. Furthermore throughput = 1/response time, where response
time is duration from creation of a workflow instance to the completion. Scalability is
sensitivity to throughput with respect to the number of workflow instances.

The rest of this paper is organized as follows; In Section 2, we describe design
issues and approaches for better performance and scalability of WFMS based on
mobile agents. In Section 3, we compare the performance and the scalability of agent
delegation models through stochastic Petri-nets simulation. One of agent delegation
models with 3-layer architecture is again compared with previous WFMSs. Finally,
Section 4 is the conclusion with future work.

2 Design Issues and Approaches for Increasing Performance and
Scalability

In this section we explain design issues and suggest some approaches for better
performance and scalability. We try to solve two problem of mobile agent-based
workflow system described before as; (i) the existence of centralized location/naming
server which may become a bottle-neck point. (ii) too big agent code size, that
introduces much communication overhead (referred to as an agent migration
overhead in this paper). We suggest three-layer architecture for (i) and agent
delegation models for (ii).

2.1   System Architectural Level: 3-Layer Architecture

To enjoy the advantages of mobile agents we must provide an efficient location
management for mobile agents, so that agents can communicate with others for the
purpose of dynamic reconfiguration etc. In order to provide location-independent
name resolution scheme, location/naming server is required to map a symbolic name
to the current location of the agent. However, a centralized location/naming server
may be potential performance bottle-neck in mobile agent systems - this may be
unacceptable in such a system that a huge number of agents are executed in parallel.
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Thus to exert potential advantages of the mobile agent paradigm, particularly in terms
of performance and scalability, an efficient mechanism of location management for
mobile agents must be provided in the mobile agent system level.

Fig. 1 shows the 3-layer architecture of a WFMS which is suggested as a solution
for the described problem. In this figure, instead that a mobile agent (referred to in the
text as a proxy agent) migrates over task performers in layer 3 to execute the
delegated workflow instance, the proxy agent creates several agents with help of a
workflow engine in layer 2 and delegates a sub-workflow process to each sub-agent.
We refer to a mobile agent being responsible for part of workflow process as a sub-
agent. The role of sub-agents is defined and used later in agent delegation model. In
the conventional mobile agent systems, the location of not only proxy agents but also
sub-agents is managed by a centralized location/naming server. On the other hand, the
location of sub-agents is managed by the corresponding proxy agent in our systems.
In this 3-layer architecture the location management is gracefully distributed in a
hierarchical way. Trivially, any centralized location/naming server that can be a
bottle-neck is not required.

2.2   Agent Execution Level: Agent Delegation Model

Agent migration overhead is a source of performance degradation. On the other hand,
a process migration distributes workloads of a host to others. Considering them, a
certain ‘workflow process decomposition policy’ must be provided to reduce agent
migration overhead and to increase the load distribution. It is beyond scope of the
paper to find the optimum solution for agent delegation model. The agent delegation
model is a kind of workflow process decomposition policy. Here we propose some
non-trivial division methods and claim that these strategies are necessary. Assuming
that there are two trivial division methods as follows (a and b), we can define some
non-trivial division methods.
a. minimum model (referred to as min)

Each task consisting a workflow process is assigned to a mobile agent as shown in
Fig. 2(a). When a mobile agent completes its own task, it does not return back
home but reports the results to the corresponding workflow engine. Then the

Fig. 1.  3-layer architecture of a WFMS
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Fig. 2. Trivial Agent Delegation Models: (a) min (b) max

kflow engine updates local database, executes scheduler to decide the next
k and assign it to another mobile agent. If the number of workflow processes
eases, the number of mobile agents generated is increased. Thus the workflow
ine becomes a bottle-neck and hence the scalability is decreased.
imum model (referred to as max)
tasks consisting a workflow process are assigned to a mobile agent as shown

. 2(b). A mobile agent itself migrates to the task performers, performs tasks,
 determines the next tasks. A mobile agent residing in task performers can take
s off workflow engines.
x is in favor of scalability, while the min is in favor of performance (It is
later in Section 3). In this paper, we adopt these two trivial agent delegation
 as references. We try to enhance performance by proposing a comparatively
elegation model that is a hybrid model of min and max as follows;
-trivial agent delegation model: min-based max model
orithm for min-based max model is shown in Fig. 3. ELEMENT is an object
 type for tasks, joins, splits, or terminations. TASKS_QUEUE is a queue for
s. As an example, consider a workflow process shown in Fig. 4(a), ignore
ed boxes in this phase.

Fig. 3. Algorithm for min-based max model
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e initialization phase, the process is decomposed into a set of sub-processes
sed by dotted boxes. Two sub-workflow processes (1) and (2) are further

mposed into solid boxes in Fig. 4(b) and (c) respectively by the
mposition procedure in Fig. 3.
del is compared with other alternatives, such as min, max, and the maximum-
inimum model, which adopts the max as the basic model and partially

 the min in AND-splits of a workflow process (applying Decomposition
re without Initialization in Fig. 3).

erimental Comparisons

ection, we evaluate the performance and the scalability of our design strategy
obile agent-based workflow system adopting the 3-layer architecture and the
on model. Our system is compared with the previous workflow systems such
nt server-based and another mobile agent-based workflow systems. In our
on, the performance corresponds to absolute elapsed time needed to complete
number of workflow instances, while the scalability is considered as an
of the performance graphs. We use UltraSAN simulation tool [8] for

ic Petri-nets simulation.

ulation Models

ub-section, we show stochastic Petri-nets model and its parameters of our
on models.
legation models

on models for the min and max are shown in Fig. 5(a) and (b). Simulation
for the min-based max and max-based min models are the combination of (a)
as described before. As an example, in Fig. 4(c), there are one mobile agent
wo tasks for sequential routing and two mobile agents having single task for
rallel routing. A Petri-net model of hybrid delegation model for this case is
n Fig. 5(c). All of models in Fig. 5 consist of a ‘workflow engine’, ‘task
er’,  and ‘channel’. Important  simulation parameters for min,  max, min-based

n example of the proposed delegation model: (a) initialization, (b) after a sub-agent
one task, another two sub agents assigned two tasks for each parallel routing are generated, (c)
-agent completes two tasks for sequential routing, another sub-agents assigned one task for
el routing is generated
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 and max-based min agent delegation models are shown in Table 1. All transitions
changed by the load dependent rate function as shown in Table 2. As well, the
nt transmission rates are also changed depending on the agent size as shown in
le 3. Agent migration rates are determined by the literature of [9] together with an

Fig. 5. Petri net models for agent delegation model-based workflow system
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assumption of ‘A transmission time of code and/or data is proportional to the size of
them’. Scheduling rates are observed in Hanuri/TFlow [10].

Table 2. Parameters for load dependent rate
m = l¼(1-x/(B+1))a Value Meaning

l

B
x
a

Rate in Table 1
100

-
0.7

Constant rate for a single server semantic
Buffer size

Number of customers
Controller for rate change

Table 1. Parameters for agent delegation models
Minimum model

Transition name Rate Type Semantics
CreateAgent 19.2 Exponential Load dependent
InitInstance 1.0 Exponential Load dependent
Scheduling 1.1 Exponential Load dependent

ReturnResult 15.4 Exponential Load dependent
Dispatch 0.769 Exponential Load dependent

Task 19.2 Exponential Load dependent
Maximum model

Transition name Rate Type Semantics
InitInstance 1.0 Exponential Load dependent

UpdateLocation 7.69 Exponential Load dependent
ReturnResult 15.4 Exponential Load dependent

Dispatch 0.046 Exponential Load dependent
Task 19.2 Exponential Load dependent

Minimum-based maximum model, Maximum-based minimum model
Transition name Rate Type Semantics

InitInstance 1.0 Exponential Load dependent
Scheduling 1.1 Exponential Load dependent

UpdateLocation 7.69 Exponential Load dependent
ReturnResult 15.4 Exponential Load dependent

Dispatch Refer to Table 3 Exponential Load dependent
Task 19.2 Exponential Load dependent

Table 3. ‘Dispatch’ rate for min-based max and max-based min
The number of task

assigned to sub-agents
Sub-agent size

(Kbytes)
Migration rate

(Dispatch)
1 20 0.769
2 30 0.485
3 40 0.385
4 50 0.297
5 60 0.256
6 70 0.214
32 330 0.046

Fig 6. Remote interactions for a task execution in client
server-based WFMS

Table 4. Parameters for the client server-based workflow system

Transition Rate Type Semantics
SendInit 154 Exponential Load dependent

SendContext 1.54 Exponential Load dependent
ReturnResult 15.4 Exponential Load dependent

Ack 154 Exponential Load dependent
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A client server model
To compare the performance and the scalability of our systems with client server-
based workflow system we define remote interactions between a client and a server as
shown in Fig. 6. In the first step of Fig. 6, a workflow engine asks a task performer to
create a context, and the task performer makes a space for a context and returns an
acknowledgement message, about 100Bytes. After receiving the acknowledgement
message, the workflow engine sends the context information of the control data and
relevant data, about 10Kbytes, to the task performer in the second step. In the third
step, the workflow engine asks the task performer to execute the task with the
information of the context. Then the task performer can begin the task. After
completing the task, the task performer returns the results, about 1Kbyte. The
parameter values for a client server-based workflow system are summarized in Table
4. The simulation model is shown in Fig. 5(d).

3.2   Evaluations and Analysis

From now on, we evaluate the performance and the scalability of agent delegation
models with various parameters such as the number of branches of a workflow
process, the number of tasks consisting the branch (referred to as task length), and the
number of workflow processes to reflect diverse workflow system environments. One
of agent delegation models is chosen to compare the performance and the scalability
of client server-based workflow systems.
Relation between workflow structure and simulation time
Fig. 7 shows the relation between the number of branch in a workflow process and the
simulation time. In this simulation we fix up the number of process as 100 and 1000.
In case that the number of workflow process is 100 (referred to in the text as small-
scale workflow system), min outperforms all other models.  But in case that the
number of workflow process is 1000 (referred to in the text as large-scale workflow
systems), min-based max model outperforms all others. These results say that min is
more sensitive to the number of workflow process than the other models. The
bottleneck in a centralized workflow engine caused more sensitiveness of min to the
number of workflow process. This result is true of the case that the task length is
increased as shown in Fig. 8.
Relation between the number of workflow process and simulation time
In this simulation we evaluate the performance and the scalability of agent delegation
model on the diverse number of workflow process. We adopt the workflow structure
shown in [11] as a target. As shown in Fig. 9 min outperforms all other agent
delegation models in case of small-scale workflow systems. But min-based max
outperforms all others in case of large-scale workflow systems. It also comes up with
the scalability of max.
Comparison with other workflow systems
In this simulation min-based max model with 3-layer architecture, client server-based
workflow systems, and another mobile agent-based workflow systems are evaluated.
As shown in Fig. 10, a workflow system applying 3-layer architecture and an agent
delegation model not only outperforms client server-based and DartFlow workflow
systems in case of massive workflow environments such as telecommunication and
manufacturing enterprises but also preserves the scalability of DartFlow. Therefore,
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Fig. 7. The relation between the number of branch and the simulation time
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Fig. 8. The relation between the length of branch and the simulation time

Fig. 9. The relation between the number of process and the simulation time

we conclude that the 3-layer architecture and agent delegation models address a good
solution for increasing the performance and the scalability of workflow systems.

4   Conclusions

In this paper, we explained design issues of mobile agent-based workflow systems. In
our proposed system, mobility of agents is mainly used to transport parts of a
workflow implementation towards decentralized processing elements. Autonomy of
agents is used to reduce the remote interactions between workflow engines and task
performers. Because the workflow structure is frequently changed, uploading the
parts of workflow implementation toward decentralized processing elements in
advance is not an efficient method. By hierarchical distribution of control in
architecture level as well as workflow execution level, potential advantages of a
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mobile agent in workflow systems are realized in terms of performance and
scalability. We showed the effectiveness of proposed strategy with an UltraSAN
simulation tool. As the stochastic Petri-nets simulation results has shown, the
proposed model outperforms the client server-based and the max-based workflow
systems in case of massive workflow environments as well as comes up with the
scalability of max-based workflow systems. Although the code size for error handling
is not considered, we will consider it in our future work.

Fig. 10. Comparisons of the performance and the scalability of workflow systems
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Abstract. This paper introduces an evolution to classical workflow that allows
more flexible execution of processes while retaining its simplicity. On the one
hand it allows to describe processes in the same way that they are in design and
engineering manuals. On the other hand it allows to control these processes in a
way that is close to the way they are actually enacted. This evolution is based
on the concept of anticipation, i.e. the weakening of strict sequential execution
of activity sequences in workflows by allowing intermediate results to be used
as preliminary input into succeeding activities. The architecture and
implementation of a workflow execution engine prototype allowing anticipation
is described.

1   Introduction

Current workflow models and systems are mainly concerned with the automation of
administrative and production business processes. These processes coordinate well-
defined activities that execute in isolation, i.e. synchronize only at their start and
terminate states. If current workflow models and current workflow systems apply
efficiently for this class of applications, they show their limits when one wants to
model the subtlety of cooperative interactions as they occur in interactive or creative
processes, typically co-design and co-engineering processes. Several research
directions are investigated to provide environments that are more adaptable to user
habits. These directions are described in section 2. They propose most of the time
complex evolutions to the basic workflow model. Our approach consists in adding
flexibility to workflow execution with minimal changes of the workflow model. We
try to reach this goal by relaxing the way the model is interpreted; users can take
some initiative regarding the way they start the assigned activities, leaving the burden
of  consistency management to the execution engine.

In this paper we introduce the idea of anticipation as a way to support more
flexible execution of workflows. The principle is to allow an activity to start its
execution even if all “ideal” conditions for its execution are not fulfilled. Anticipation
is very common in creative applications: reading a draft, starting to code without
complete design, illustrate this idea. Anticipation allows to add flexibility to workflow
execution in a way that can not be modeled in advance. It can also be used to
accelerate process execution as it increases parallelism in activity execution.
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The paper is organized as follows. In the next section, we motivate our approach.
In section 3 we describe our view of anticipation in workflows and the constraints
related to it in order to ensure consistent execution of a process. Section 4 is dedicated
to the implementation of a workflow engine allowing anticipation. Finally, section 5
concludes.

2   Related Work

In the literature we can find several works addressing the problem of workflow
flexibility. The first approach considers the process as a resource for action [16].
Basically, it means that the process is a guide for users upon which they can build
their own plan. It is not a definitive constraint that has to be enforced. Thus, users
keep the initiative to execute their activities. They are not constrained by the
predefined order of activities but are inspired by it and encouraged to follow it.

Authors of [14] propose to enhance the workflow model with goal activities and
regions in order to allow its use as a resource for action. A goal node represents a part
of the procedure with an unstructured work specification; its description contains
goals, intent or guidelines. Authors of [1] argues that a plan as a resource for action
must support users awareness, helping them to situate in the context of the process,
either to execute it or to escape to it in order to solve a breakdown.

The second approach uses the process as a constraint for the flow of work, but it
is admitted that it may change during its lifetime. The process can be dynamically
adapted during its execution. ADEPTflex [15], Chautauqua [5], WASA [17] and
WIDE [3] provide explicit primitives to dynamically change running workflow
instances. These primitives allow to add/delete tasks and to change control and data
flow within a running workflow instance. Constraints are imposed on the
modifications in order to guarantee the syntactic correctness of the resulting process
instance.

The third approach consists in evolving the process model itself to allow for
more flexible execution. In this case, flexibility has to be modelled and is anticipated
during the process modelling step. This is one of the branches that are followed by the
COO project [7] and by other similar work [6]. In Mobile [10], the authors define
several perspectives (functional, behavioral, informational, organizational,
operational) for a workflow model, the definitions of perspectives being independent
of one another. Descriptive modeling is defined as the possibility to omit irrelevant
aspects in the definition of a perspective. In [11], [7], [12] other examples of
descriptive modeling are presented as techniques for compact modeling. The authors
propose simple modeling constructs that better represent real and complex work
patterns to be used, instead of a composition of elementary constructs.

The first two approaches consider flexibility at the level of the process execution
itself. In one case, the model is a guide to reach a goal; in the other case, the model is
a path to reach a goal that may change during its course. In the third approach, it is the
model that evolves to provide the requested flexibility.

In this paper we consider a fourth way which is not based on the way the process
model is used or instantiated, neither on the way it can be evolved or modelled, but
which adds flexibility in the workflow management system execution engine itself.
This has the advantage of retaining the simplicity of the classical model and may also
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be adapted to other approaches.  It is a first step toward a simple model that could
support a more flexible execution suited to engineering processes.

3   Flexibility of the Execution Model

In this part we describe the evolution  of the workflow execution engine to support
flexible execution and data flow, and how we tackle the consistency problems that
arise.

The workflow model that we use is very simple. It provides the basics to support
control and data flow modeling. We provide here a minimal description allowing the
explanation of the evolution we propose on the workflow engine. Our workflow
model is based on process graphs. A process is represented as a directed graph, whose
nodes are activities. An activity having more than one incoming edge is a join
activity; it has an associated join condition. For an or-join activity the associated join
condition is the disjunction of conditions associated to incoming edges. For an and-
join activity the associated join condition is the conjunction of conditions associated
to incoming edges. An activity having more than one outgoing edge is a fork activity.

Activities have input data elements and produce output data elements. The
circulation of data between activities is represented by edges between output elements
of an activity and input data element of another activity. The consumer must be a
direct or transitive successor of the producer activity.

In summary, a process model is represented by a directed graph whose nodes are
activities and whose edges represent control flow and data flow constraints.

3.1   Anticipation

Traditional workflow management systems impose an end-start dependency between
activities [4]. This means that an activity can be started only after the preceding ones
have completed. However, in cooperative processes that do not use coordination
support, activities overlap and start their work with intermediate1 results (in
opposition to final results2) of preceding activities, even if all conditions for their
execution are not completely fulfilled.

Anticipation is the mean we propose to support this natural way to execute
activities while retaining the advantage of explicit coordination. Anticipation allows
an activity to start its execution earlier regarding the control flow defined in the
process model. When preceding activities are completed and all activation conditions
are met, an anticipating activity enters the normal executing state, i.e. it continues its
execution as if it never anticipated. At this time, final values of its input parameters
are available. Having already been started, the activity is able to finish its execution
earlier. The anticipation allows a more flexible execution, preserving, at the same
time, the termination order of activities.

                                                          
1 Intermediate result: result produced by an activity during its execution, before its end.
2 Final result: result produced by an activity when it completes.
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Fig. 1. Execution without (1) and with (2) anticipation

Example of Fig. 1 is an execution with anticipation (2). The Edit activity provides
an intermediate draft of the edited document to Review. In this case Review and
Modify activities can be started earlier. The whole process can thus be terminated
earlier.

The possibility to anticipate requires some modifications of the workflow
execution model. Our approach is to extend the traditional model (we start from the
model defined in [13]) to take into account anticipation. Two new activity states are
added: ready to anticipate and anticipating state. The ready to anticipate state
indicates that the activity can start to anticipate. When an agent having the adequate
role chooses it from its to do list, the activity enters the anticipating state. Fig. 2
depicts a state transition diagram including the new added states. Note that before to
complete, even if an activity has started to anticipate, it must pass through executing
state.

executable executing suspended 

initial anticipating completed 

dead 

ready to 
anticipate 

Fig. 2. State transition diagram for activities

When a process is started, all activities are in initial state, except the start activities
(activities with no incoming edges), that are in executable state.
Transition from initial to ready to anticipate state. Concerning the moment when an
activity in initial state can start to anticipate, several strategies can be considered:
1. Free anticipation – an activity in initial state may anticipate at any moment (ready

to anticipate state merged with initial state). Control flow dependencies defined in
the process model are interpreted at execution time as end-end dependencies; i.e.
an activity can finish its execution only when the preceding one has. In our
example, it would mean that Modify could start at any time. Free anticipation
should be reserved to very special cases.

2. Control flow dictated anticipation – an activity may anticipate when its direct
predecessor has started to work, i.e. is in anticipating or executing state.  For an or-
join activity, at least one of its predecessors must be in the anticipating or
executing state. For an and-join activity, all the preceding activities must have been
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started. In this case, the traditional start-end dependency between activities is
relaxed, being replaced with a start-start dependency. In our example, that means
that Modify can start as soon as Review has started.

3. Control flow and data flow dictated anticipation – an activity can anticipate when
its predecessors are in anticipating, executing or completed state and for all its
mandatory inputs, there are values available. In this case, the Modify activity could
start only with a draft document and some early versions of the comments.

These three strategies have an impact on the general flexibility of the process
execution. While the first one is very open but can lead to a lot of inconsistencies, the
last one is more rigid and remove most of the interest of anticipation. In the remainder
of the paper, we will consider that the implemented policy is the second one.
Transition from ready to anticipate to anticipating. As soon as an activity becomes
ready to anticipate, it is scheduled, i.e. it is assigned to all agents who actually qualify
under its associated staff query. It is important to note that users know the state of
activity and can decide to anticipate. When one of these agents starts to anticipate, the
activity passes in anticipating state and disappears from the to do list of the other
agents.
Transition from anticipating to executing. An activity in anticipating state passes to
executing state when it is in a situation where it would be allowed to start its
execution if it was not anticipating.
Transition from ready to anticipate to executable. An activity in ready to anticipate
state passes to executable state in the same conditions as traditionally an activity
passes from initial to executable.
Transition from anticipating to dead.  An activity in anticipating state passes to
dead state if it is situated in a path that is not followed in the current workflow
instance. Such a transition has the same motivations as for a traditional workflow
activity to go from the initial state to the dead state. An anticipating activity makes
the hypothesis that it will be executed. This is not sure. However, we think that, due
to the nature of the applications we consider, this situation will not occur frequently:
the objective of anticipation is to make the right decision at the right time thanks to
rapid feedback.

We can see from this description that modifications of the workflow execution
engine to provide anticipation are not very important.  In order to gain all the benefits
of anticipation of activity execution,  it is necessary to allow also early circulation of
data between activities, i.e. publication of early or intermediate results in the output
container of executing activities.

3.2   Data Flow Supporting Intermediate Results

As we consider mainly interactive activities, user can decide to provide output data
before their end and possibly with several successive versions. New activity
operations are introduced, Write and Read. These operations can be used by users (or
even special tools) to manage publication of data during activity execution. Write
operation updates an output element and makes it available to succeeding activities.

Consider that activity A invokes the operation Write(aout1) to publish its output
data aout1. Suppose that in data flow definition, two edges exist that have aout1 as
origin: an edge (aout1, bin1) between A and B activity and another one, (aout1, cin1)
between A and C activity. If B or C is in anticipating state, it must be notified about
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the existence of new data (pull mode) or  notified of arrival of data in their input
container (push mode ).

Read operation is used by anticipating activities in pull mode to update an input
data with the new version published by the preceding activity. For unstructured data, a
mechanism must be provided to synchronize with new versions (merge for instance).
For text files, this is a common feature supported  by version management systems.

Activities are no more isolated in black box transactions. They can provide
results that can be used by succeeding activities. If the succeeding activities are
interactive activities, the users in charge can consider taking this new value into
account. They may also choose to wait for a more stable value supposed to arrive at a
later time. Breaking activity isolation is necessary in order to benefit from the ability
to anticipate but it may also cause some problems of inconsistency. These problems
and the way to address them will be described in the section 3.4.

Besides supporting early start, anticipation can be used to provide rapid feedback
to preceding activities. A communication channel can be created backward of the
defined flow of activities. As anticipation allows successive activities to execute
partly in parallel, it is natural to imagine that people may have some direct feedback
(e.g. comments) to provide to user of preceding activities. In the example of Fig. 1, the
Review activity can provide early comments while the Edit activity is still running.

3.3   Anticipation to Increase Parallelism between a Process and Its Subprocess

In a traditional workflow, an activity is a black box that produces output data at the
end of its execution. In our approach, an activity may fill an output parameter in its
output container as soon as it is produced. These partial results become available to
succeeding activities. They can enter anticipating state and initiate actions based on
these results. For instance, let consider the activity of sending a letter to a customer;
the letter can be prepared in anticipating state with available data and really sent out
in executing state. In this way, the process execution is accelerated.

Anticipation is especially useful when the activity is a sub-process. The output
container of the activity is the output container of the process implementing it.
Similar to an activity, a process can gradually fill data produced by its activities in its
output container. These data become available for subsequent activities; otherwise
they would have to wait the end of the sub-process. Anticipation allows increasing
the parallelism between the main process and the sub-process implementing the
activity.

To illustrate this, we can use the example of [9] depicted in Fig. 3; it represents a
typical process to handle the delivery of products by a retail company. The Get item
activity takes care of the stock control; it can be implemented as a sub-process which
verifies if the item is available and otherwise orders it; finally an invoice is produced.
The output data of the sub-process are the warehouse where the product is available
and the delivery date. As soon as  the product is in stock or the date when it will be
received from manufacturer is known, the acknowledgement to the customer can be
prepared. Similarly, the Prepare Shipment is initiated as soon as it is known from
which warehouse the product will be delivered and at what date it will be available.
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Fig. 3. Inter-process data communication

For this kind of process, control and data flow dictated anticipation can be
applied efficiently. However, the Shipping activity can not be anticipated. This is a
typical activity that can be executed only when all the preceding activities are
terminated.

3.4   Synchronization and Recovery

Publishing intermediate results is important to take advantage of anticipation.
However, an activity that has published results during its execution may fail or die,
after it has published a result. The problem is how to compensate the visibility of such
results (it can be related to dirty read in traditional concurrency theory). In order to
assure this, the following rules are applied:

1. An activity that has read an intermediate result must read the corresponding final
result if necessary (it is different from the intermediate result). An activity can
enter completed state only from executing state. When an anticipating activity
enters executing state, previous activities have been completed and their final
results available.

2. An activity cannot produce intermediate results if it is not currently “certain” that it
will enter the normal executing state. Independently of the anticipation strategy, we
adopt a conservative approach concerning the moment when an anticipating
activity may publish data requiring the preceding activity to be in executing state.
Of course, this is an optimistic approach: nothing ensures that the preceding
activities will not be canceled.

3. In case where an executing activity is canceled, anticipating activities that
published data may need to be compensated.  As only direct successors could
publish data, the influence of canceling an activity is limited. After the state
change, the status of anticipating activities is recomputed. They may go to dead
state; the work done in anticipating state is lost. Otherwise, they remain
anticipating. New updated values will be provided by the execution of their
preceding activities. They will have to resynchronize with the next valid input.
As we can see, anticipation does not have an important impact on the general

problem of workflow recovery, as long as activities do not have side effects. The
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work done in anticipating state may be lost but this is the price of flexibility. In case
of activities having side effects outside of the scope of the workflow system, we are
still obliged to introduce a special case described in the next section.

3.5   Suitability and Applicability of Anticipation

Anticipation is not suitable in any situation and not applicable for any activity type.
For instance, it cannot be applied for an automatic activity having effects that cannot
be compensated. However, it can be applied for automatic activities that are of retry
type (flexible transactions).  For example, an activity that searches available flight
tickets in a database, can be automatically restarted at each modification of its inputs
if the execution speed of the process is more important for the application than the
overload created in the external database. A similar example is an activity that
compiles a program at each modification of one of its modules.

During the definition phase of the process, it may not be possible to know in advance
when anticipation will occur but it is possible to know which activities must not anticipate.
These activities will be marked as such and will follow a more classical execution model.

In this part we have described how a simple modification of the classical model
can enhance the flexibility of workflow execution in different ways. Now we are
going to present how it is integrated in a larger framework to support cooperative
workflow execution.

4   Implementation

We are currently implementing a workflow execution engine allowing anticipation.  It
is part of the MOTU prototype whose goal is to provide a framework to support
cooperative work of virtual teams. The prototype is written in Java3.

Workspace View 

task 
lists 

process 
graph 

Fig. 4. Motu Client

                                                          
3 motu.sourceforge.net
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The basis for the implementation is a non-linear version management server that
provides the functionalities for public and private workspace management. This
system has been extended with a basic workflow execution engine that provides
dynamic process instantiation and implements anticipation. It also supports a
cooperative transaction manager that allows exchanges of data between concurrently
executing activities.

Anticipation is implemented as part of the Workflow execution engine. Activities
that are not anticipatable can be specified. To each activity is associated a Coo
Transaction[8]. This Coo transaction provides support for optimistic concurrency
control between activities. A Coo Transaction[2] has a private base (a workspace) that
contains a copy of all the objects accessed (read and updated) by activities; it also
serves as communication channel between successive activities.

5   Conclusion

In this paper, we have presented a simple yet powerful way to modify workflow
systems classical behavior to provide more flexible execution of processes. Compared
to other approaches that try to provide flexibility in workflow models, the one we
propose is simpler to understand for end users. This simplicity is essential in
cooperative processes allowing graphical representation, helping their participants to
situate in the context of the process and facilitating manual interventions for
dynamical modifications.  We showed that extending existing systems with
anticipation is simple since it requires just updating the state transition management
of the execution engine and some adaptation to the way data are transmitted between
activities. Anticipation also provides substantial benefits regarding activities
execution, especially for interactive activities: parallelism of execution between
successive activities, possibility of early feedback between successive activities,
potential acceleration of the overall execution.

Of course, there is also the risk of doing some extra work but as we mainly target
interactive activities, we believe that users are able to evaluate the opportunity to use
anticipation and what they may gain from it.

The next step of this work will be to consolidate the integration of the workflow
model with cooperative transactions and to provide a set of operators to allow
dynamic modification of the process during its execution. We believe that flexible
execution, cooperative data exchange and dynamic process definition provide a
cooperative environment allowing richer interactions between users and preserving
coordination control on the process.
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Abstract. In multi-enterprise cooperation, an enterprise must monitor the
progress of private processes as well as those of the partners to streamline
interorganizational workflows. In this work, a process-view model, which
extends beyond the conventional activity-based process model, is applied to
design workflows across multiple enterprises. A process-view is an abstraction
of an implemented process. An enterprise can design various process-views for
different partners according to diverse commercial relationships, and establish
an integrated process that is comprised of private processes as well as the
process-views that these partners provide. Participatory enterprises can obtain
appropriate progress information from their own integrated processes, allowing
them to collaborate more effectively. Furthermore, interorganizational
workflows are coordinated through virtual states of process-views. This work
develops a regulated approach to map the states between private processes and
process-views. The proposed approach enhances prevalent activity-based
process models to be adapted in open and collaborative environments.

1 Introduction

During cross-enterprise collaboration, each participatory enterprise needs to conceal
its private processes to preserve autonomy. However, successful collaboration among
multiple enterprises requires information sharing. Therefore, modelers should provide
various external interfaces of a private process that not only conceals sensitive
information but also reveals that which is essential to cooperation. Outside partners
can monitor and control the progress of a private process through these external
interfaces. To automate interorganizational workflows, modelers must also
incorporate the process information as provided via partners’ external interfaces into
internal processes. Furthermore, an ideal process model should describe internal
processes and external interfaces uniformly to increase comprehensibility.

Our previous study [9] proposed a process-view model that enhances the capability
of process abstraction in conventional activity-based process models [4]. A process-
view, i.e., a virtual process, is abstracted from an actual process. According to distinct
organizational role’s requirements, a process modeler can design various process-
views, hence providing the appropriate process information to each participant.
However, the preliminary process-view model does not consider managing workflows
within interorganizational collaboration. Therefore, this work extends the process-
view model to endeavor these issues.
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A process-view abstracts critical commercial secrets and is an external interface of
an internal process. An enterprise can design process-views, which are unique to each
partner. Process-views of participatory enterprises comprise a collaboration
workflow. Furthermore, the virtual states of a process-view present progress status of
an internal process. An enterprise can monitor and control the progress of partners
through the virtual states of their process-views. The proposed approach provides a
modeling tool to describe interorganizational workflows as well as an interoperation
mechanism to coordinate autonomous, heterogeneous and distributed workflow
management systems (WfMSs).

The remainder of this paper is organized as follows. Section 2 presents the process-
view model and its applications within inter-enterprise cooperation. Section 3
summarizes the procedure of defining an ordering-preserved process-view presented
in [9]. Next, Section 4 presents the coordination of interorganizational workflows
through the virtual states of process-views and then Section 5 discusses some
properties of process-view based approach and related work. Conclusions are finally
made in Section 6.

2 Process-View Based Coordination Model

A process that may have multiple process-views is referred to herein as a base
process. A process-view is an abstracted process derived from a base process to
provide abstracted process information. Based on the process-view definition tool, a
modeler can define various process-views to achieve different levels of information
concealment.
Definition 1 (Base process). A base process BP is a 2-tuple ÆBA, BDÖ, where
1. BD is a set of dependencies. A dependency dep(x, y, C) indicates that x is

completed and C is true is one precondition of whether activity y can start.
2. BA is a set of activities. An activity is a 4-tuple ÆAID, SPLIT_ flag, JOIN_ flag,

SCÖ, where (a) AID is a unique activity identifier within a process. (b) SPLIT_
flag/JOIN_ flag may be “NULL”, “AND”, or “XOR”. NULL indicates this activity
has only one outgoing/incoming dependency (Sequence). AND/XOR indicates the
AND/XOR JOIN/SPLIT ordering structures defined by WfMC [15]. (c) SC is the
starting condition of this activity. If JOIN_ flag is NULL, SC equals the condition
associated with its incoming dependency. If JOIN_ flag is AND/XOR, SC equals
Boolean AND/XOR combination of all incoming dependencies’ conditions.

3. "x , y ³ BA, (a) if $ dep(x, y, C), then x and y are adjacent; (b) the path from x to y
is denoted by x � y . (c) x is said to have a higher order than y if $ x � y, i.e., x

proceeds before y, and their ordering relation is denoted by x > y or y < x. If  x �
y and y � x, i.e., x and y proceed independently, their ordering relation is denoted
by x � y.

2.1 Virtual Process: A Process-View

A process-view is generated from either base processes or other process-views and is
considered a virtual process. A process-view is defined as follows:
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Definition 2 (Process-view). A process-view is a 2-tuple ÆVA, VDÖ, where (1) VA is a
set of virtual activities. (2) VD is a set of virtual dependencies. (3) Analogous to base
process, "vai ,vaj ³ VA, the path from vai to vaj is denoted by vai � vaj ; the ordering
relation between vai and vaj may be “>”, ”<”, or “�”.

A virtual activity is an abstraction of a set of base activities and corresponding base
dependencies. A virtual dependency is used to connect two virtual activities in a
process-view. Figure 1 illustrates how the components of our model are related.
Section 3 demonstrates how to abstract virtual activities and dependencies from a
base process. Notably, within an interorganizational environment, a participant’s role
represents an external partner.

Base Process
Relevant Data

Process-view
Relevant Data

Base Process Process-view

Base
Activity

Virtual
Activity

Base
Dependency

Virtual
Dependencycontains

abstracts from

consists of

contains

consists of

refer to

to
is produced by

is consumed by
from

is consumed by
from

to
is produced by

Roleparticipates in  associates with

Fig. 1. Process-view model

2.2 Process-View Based Coordination

Figure 2 illustrates the cooperation scenario and system components, in which three
systems cooperate through process-views. To enhance the interoperability through
open techniques, process-views’ interactions (solid bi-arrow lines) are implemented
based on industrial standards, such as CORBA and XML. However, each enterprise
determines its proprietary implementation of the communication autonomously (blank
bi-arrow lines) among base processes, process-views and integrated processes.
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Fig. 2. System architecture and interaction scenario



Coordinating Interorganizational Workflows Based on Process-Views         277

A process-view is an external view (or interface) of the private base process and is
derived through the procedure described in Section 3. An integrated process is a
specific view of the interorganizational workflow that is based on a participatory
enterprise’s perspective, which consolidates private processes and partners’ process-
views. Notably, the integrated process is also a virtual process. Each of its virtual
activity/dependency is either a base one of a private base process or a virtual one of
partners’ process-views.

As a base activity/process, a virtual activity/process is associated with a set of
states to present its run-time status. A virtual state is employed to abstract the
execution states of base activities/processes contained by a virtual activity/process. To
monitor and control the progress of a private process through the virtual states of its
public process-view, two rules are proposed in Section 4 to map the states between a
base and a virtual process. Therefore, an enterprise can coordinate with its partners
through virtual states of process-views.

2.3 Three Phase Modeling

Collaboration modeling is a complex negotiation procedure. Process design is divided
into three phases: base process phase, process-view phase and integration phase.
Figure 3 illustrates the three phases for the cooperation between enterprise A and B.
ö Base process phase is the traditional build phase. A process modeler specifies the

activities and their orderings in a business process, which is based on a top-down
decomposition procedure that many activity-based process models support.

ö Next, designing a process-view is a bottom-up aggregation procedure. A process
modeler can define various process-views for the partners according to diverse
cooperation relationships.

ö Finally, a process modeler forms an integrated process, or a personalized view of
an interorganizational workflow through consolidating private base process and
partners’ process-views.
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Fig. 3. Three phases of designing interorganizational workflows

3 Ordering-Preserved Process-View

Enterprises cooperate through process-views. According to the different properties of
a base process, various approaches can be developed to derive a process-view. A
novel ordering-preserved approach to derive a process-view from a base process has
been presented in [9] and is summarized in this section. The ordering-preserved
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approach ensures that the original execution order in a base process is preserved. A
legal virtual activity in an ordering-preserved process-view must follow three rules:
Rule 1 (Membership). A virtual activity’s member may be a base activity or a
previously defined virtual activity.
Rule 2 (Atomicity). A virtual activity, an atomic unit of processing, is completed if
and only if each activity contained by it either has been completed or is never
executed. A virtual activity is started if and only if one activity contained by it is
started. In addition, if an ordering relation, § (i.e., >, < or �), between two virtual
activities is found in a process-view, then an implied ordering relation § exists
between these virtual activities’ respective members.
Rule 3 (Ordering preservation). The implied ordering relations between two virtual
activities’ respective members must conform to the ordering relations in the base
process.

Based on the above rules, virtual activities and dependencies in an ordering-
preserved process-view are formally defined as follows:
Definition 3 (Virtual Activity). For a base process BP = ÆBA, BDÖ, a virtual activity
va is a 6-tuple ÆVAID, A, D, SPLIT_ flag, JOIN_ flag, SCÖ, where
1. VAID is a unique virtual activity identifier within a process-view.
2. A is a nonempty set, and its members follow three rules:
ì Its members may be base activities that are members of BA or other previously

defined virtual activities that are derived from BP.
ì The fact that va is completed implies that each member of A is either completed or

never executed during run time; the fact that va is started implies that one member
of A is started.

ì "x ³ BA, x ´ A, the ordering relations between x and all members (base activities)
of A are identical in BP, i.e., "y, z ³ BA, y, z ³ A, if x § y exists in BP, then x § z
also exists in BP.

3. D is a nonempty set, and its members are dependencies whose succeeding activity
and preceding activity are contained by A.

4. SPLIT_ flag/JOIN_ flag may be “NULL’’ or “MIX”. NULL suggests that va has
only one outgoing/incoming virtual dependency (Sequence) while MIX indicates
that va has more than one outgoing/incoming virtual dependency.

5. SC is the starting condition of va.
The SPLIT_ flag and JOIN_ flag cannot simply be described as AND or XOR

since va is an abstraction of a set of base activities that may associate with different
ordering structures. Therefore, MIX is used to abstract the complicated ordering
structures. A WfMS evaluates SC to determine whether va can be started. The
abbreviated notation va = ÆA, DÖ is used for brevity.
Definition 4 (Virtual Dependency). For two virtual activities vai = ÆAi , DiÖ and vaj =
ÆAj , DjÖ that are derived from a base process BP = ÆBA, BDÖ, a virtual dependency
from vai to vaj is vdep(vai , vaj , VCij) = { dep(ax , ay , Cxy) | dep(ax , ay , Cxy) ³ BD, ax ³ Ai ,
ay ³ Aj }, where the virtual condition VCij is a Boolean combination of Cxy .

The procedure of defining an ordering-preserved process-view is summarized as
follows: A process modeler must initially select essential activities. The process-view
definition tool then generates a legal minimum virtual activity that encapsulates these
essential activities automatically. The above two steps are repeated until the modeler
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determines all required virtual activities. The definition tool then generates all virtual
dependencies between these virtual activities as well as ordering fields (JOIN/SPLIT_
flag) and starting condition (SC) of each virtual activity automatically. [9] presents the
algorithm that implements the process-view definition tool.

4 Coordinating Inter-enterprise Processes through Virtual States

In this section, the mechanism that coordinates inter-enterprise processes through
activity/process states is described. During run time, cooperative partners monitor and
control the progress of inter-enterprise processes through the execution states (virtual
states) of virtual activities/processes. First, the states and operations of base activity/
process are described. Then, the state mapping rules to coordinate base processes,
process-views and integrated processes during run-time are proposed.

4.1 Generic States and Operations

The state of a process or activity instance represents the execution status of the
instance at a specific point. A state transition diagram depicts the possible run-time
behavior of a process/activity instance. Currently, both WMF and Wf-XML support
the generic states as shown in Figure 4, in which WfExecutionObject is a generation
of a process or activity instance [11]. Furthermore, the hierarchical structure of states
imposes superstate/substate relationships between them.

open

not_running

not_started

suspended

running

closed

completed

terminated

aborted

Fig. 4. States of a WfExecutionObject [11]

After a WfExecutionObject is initiated, it is in open state, however, upon
completion, it enters closed state. The open state has two substates: running indicates
that the object is executing, and not_running suggests that the object is quiescent
since it is either temporarily paused (in suspended state) or recently initialized and
prepared to start (in not_started state). The state completed indicates that the object
has been completed correctly. Otherwise, the object stops abnormally, i.e., in
terminated or aborted state.

The operations, e.g., suspend, terminate, and change_state, that are used to control
a WfExecutionObject change the state of a WfExecutionObject as well as its
associated WfExecutionObjects. The operation get_current_state, as defined in
WMF, returns the current state of a WfExecutionObject instance. In the following
section, state function fs is employed to substitute this operation for brevity.
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4.2 State Mapping

Both base and virtual activities/processes support the same set of the previously
mentioned generic states and operations. In this section, consistent mapping of the
execution states between virtual processes/activities and its member processes/
activities is discussed. Two cooperation scenarios can trigger state mapping. First,
virtual activities/processes must respond to the state change that occurred in base
activities/processes, i.e., the mapping occurs from base activities/processes to virtual
activities/processes. Second, base activities/processes must react to the request to
change the state as triggered by virtual activities/processes, i.e., the mapping occurs
from virtual activities/processes to base activities/processes.

State Mapping between a Base Process and a Process-View

The virtual state of a process-view simply equals the state of its base process. For
example,  a process-view is in the suspended state if its base process is also in the
same state. However, state mapping between virtual activities and its member
activities must follow atomicity rule (Rule 2) as follows.
Active state. Atomicity rule states that a virtual activity is active, i.e., in open state, if
at least one member activity is active. Active degree (or grade) of active states is
introduced to extend the atomicity rule for state mapping. Active states are ranked as
follows: running > suspended > not_started. Since an activity has been executed for a
while prior to suspension, but never runs before the not_started state, the suspended
state is more active than the not_started state. The atomicity rule is extended as
follows: if two or more member activities of a virtual activity va are active and states
of member activities compose a state set Q, then the (virtual) state of va equals the
most active state in Q.
Inactive state. Atomicity rule also states that a virtual activity is inactive, i.e., in
closed state, if all members are either inactive or never initialized. According to the
definition of the closed state and its substates in [11, 14], an execution object,
WfExecutionObject, is stopped in completed state if all execution objects contained
within it are completed. Second, an execution object is stopped in terminated state if
all execution objects contained within it are either completed or terminated, and at
least one is terminated. Finally, an execution object is stopped in aborted state if at
least one execution object contained within it is aborted. Therefore, based on these
definitions, the state of an inactive virtual activity can be determined.

In sum, a virtual activity responds to the state change of member activities
according to the following rule. Notably, fs(a)/ fs(va) denotes the state/virtual state of a
member activity a/ virtual activity va.
Rule 4 (State Abstraction). Given a virtual activity va = ÆA , DÖ. If $ a ³ A , fs(a) =
open or its substate, then let the state set Q = { fs(a), "a ³ A }, fs(va) equals the most
active state in Q. If "a ³ A, fs(a) = closed or its substate, and $ a ³ A, fs(a) = aborted,
then fs(va) = aborted. If "a ³ A, fs(a) = either terminated or completed, and $ a³ A,
fs(a) = terminated, then fs(va) = terminated. If "a ³ A, fs(a) = completed, then fs(va) =
completed.

Figure 5 depicts the state transitions of a virtual activity that are triggered by the
state transitions of its member activities.
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Fig. 5. State transitions of a virtual activity va = ÆA , DÖ

When invoking an operation of a virtual process/activity object, the object
propagates the operation to underlying base process/activity object. A process-view
affects the entire base process, while a virtual activity only affects its member
activities. For example, invoking create_ process operation on a process-view
definition initiates a process-view and its corresponding base process. However,
applying suspend operation on a virtual activity only suspends its member activity(s).
If an external event or API call alters the state of a virtual activity/process, then the
influence of state transition in base activities/processes depends on the following rule:
Rule 5 (State Propagation). For a virtual activity va = ÆA , DÖ, when requesting va to
be in state s, "a ³ A, if a transition from state fs(a) to state s is valid, then the state of
a transfers from fs(a) to s; otherwise, fs(a) is not changed. Next, according to Rule 4,
the state of va can be derived. If fs(va) � s, then an InvalidState exception [11] throws
and member activities rollback to their original states. If fs(va) = s, then the state
transitions of member activities are committed. For a process-view PV, when
requesting PV to be in state s, if its base process BP can transfer to s, then the state
transitions of PV and BP are committed; otherwise, an InvalidState exception are
returned to the request and PV and BP rollback to their original states.
State Mapping between an Integrated Process and Its Underlying Processes
Since each virtual activity in an integrated process only maps to an activity in the
private process or a partner’s process-view, state mapping at the activity level is
direct. If virtual activity a’s underlying activity can transfer to state s when requesting
that a to be in state s, then the transition is committed; otherwise, the transition fails.
Similarly, if the activities within an integrated process IP can transfer to state s when
requesting IP to be in state s, then the request is committed; otherwise, the transition
fails.

5 Discussion

Several investigations defined and implemented interaction points among cooperating
enterprises. Casati and Discenza [2] introduced event nodes in a process to define the
tasks that exchange information with partners. Lindert and Deiters [8] discussed the
data that should be described in interaction points from various aspects. Van der Aalst
[13] applied a message sequence chart to identify interactions among enterprises. In
these approaches, the external interface is the set of interaction points. Above
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investigations ensure that only interaction points are public and the structure of
internal processes remains private.

A widely used modeling method uses an activity as an external interface to abstract
a whole process enacted by another enterprise. The notion is based on service
information hiding [1], i.e., a consumer does not need to know the internal process
structure of a provider. Therefore, the activity can be viewed as a business service that
an external partner enacts. This approach resembles the traditional nested sub-process
pattern in which a child sub-process implements an activity within a parent process.
Various investigations are based on the paradigm of service activity such as [5, 10,
12]. Via service activity states, a consumer can monitor service progress. Most
approaches only support Workflow Management Coalition (WfMC) specified activity
states [15] to comply with interoperation standards such as Wf-XML [14] and
Workflow Management Facility (WMF) [11]. To reveal a more semantic status of the
service provider’s process, CMI [5] enables modelers to define application-specific
states that extend from standard activity ones.

This work focuses mainly on supporting collaborative workflow modeling and
interoperation. Conventional approaches are restricted by original granularity of
process definitions that is not intended for outside partners. Therefore, determining
which parts of private processes should be revealed to partners is extremely difficult.
Process-view model enables a modeler to generate various levels of abstraction
(granularity) of a private process flexibly and systematically. A process-view can be
considered a compromised solution between privacy and publicity.

Meanwhile, in parallel with the publication of our work, Chiu et al. proposed a
workflow view that provides partial visibility of a process to support
interorganizational workflow in an e-commerce environment [3]. A workflow view
contains selected partial activities of a process. In contrast, a process-view is derived
from bottom-up aggregation of activities to provide various levels of aggregated
abstraction of a process. Interorganizational workflows are coordinated through
virtual states of process-views. The generic states/operations that was defined in
standards were adopted to use the existing standards as a backbone to integrate
heterogeneous and distributed systems in multi-enterprise cooperation. This work has
developed a regulated approach to manage the states mapping between base
processes/activities and virtual processes/activities. Although only generic states and
operations are discussed herein, the adopted hierarchical structure of states facilitates
further extension regarding specific application domains, e.g., the CMI approach [5].

WISE [7] proposed a framework to compose a virtual business process through the
process interfaces of several enterprises. In addition, CrossFlow [6] proposed a
framework, which is based on service contract, to manage WfMS cooperation
between service providers and consumers. These projects focus on providing broking
architectures to exchange business processes as business services. Our contribution is
a systematic approach from which external interfaces can be derived. The process-
view model can be extended to support the trading architectures that WISE and
CrossFlow proposed.

6 Conclusion

A process-view model to conduct interorganizational workflow management was
presented herein. Notably, a process-view is  an abstracted process that can be viewed



Coordinating Interorganizational Workflows Based on Process-Views         283

as an external interface of a private process. The proposed approach not only
preserves the privacy of an internal process structure, but also achieves progress
monitoring and control. Moreover, enterprises interact through the virtual states of
process-views that conform to interoperation standards. Therefore, distributed,
heterogeneous and autonomous WfMSs can be integrated in an open environment.
The proposed approach alleviates the shortcomings of inter-enterprise workflow
collaboration.

Acknowledgements. The work was supported in part by National Science Council of
the Republic of China under the grant NSC 89-2416-H-009-041.

References

1. A. P. Barros and A. H. M. ter Hofstede, "Towards the Construction of Workflow - Suitable
Conceptual Modelling Techniques", Information Systems Journal, 8(4), pp. 313-337, 1998.

2. F. Casati and A. Discenza, "Modeling and Managing Interactions among Business
Processes", Journal of Systems Integration, 10(2), pp. 145-168, 2001.

3. D. K. W. Chiu, K. Karlapalem, and Q. Li, "Views for Inter-Organization Workflow in an E-
Commerce Environment", Proceedings of the 9th IFIP Working Conference on Database
Semantics (DS-9), Hong Kong, China, April 24-28, 2001.

4. D. Georgakopoulos, M. Hornick, and A. Sheth, "An Overview of Workflow Management -
from Process Modeling to Workflow Automation Infrastructure", Distributed and Parallel
Databases, 3(2), pp. 119-153, 1995.

5. D. Georgakopoulos, H. Schuster, A. Cichocki, and D. Baker, "Managing Process and
Service Fusion in Virtual Enterprises", Information Systems, 24(6), pp. 429-456, 1999.

6. P. Grefen, K. Aberer, Y. Hoffner, and H. Ludwig, "CrossFlow: Cross-Organizational
Workflow Management in Dynamic Virtual Enterprises", Computer Systems Science &
Engineering, 15(5), pp. 277-290, 2000.

7. A. Lazcano, G. Alonso, H. Schuldt, and C. Schuler, "The WISE Approach to Electronic
Commerce", Computer Systems Science & Engineering, 15(5), pp. 345-357, 2000.

8. F. Lindert and W. Deiters, "Modeling Inter-Organizational Processes with Process Model
Fragments", Proceedings of GI workshop Informatik’99, Paderborn, Germany, Oct. 6, 1999.

9. D.-R. Liu and M. Shen, "Modeling Workflows with a Process-View Approach",
Proceedings of the 7th International Conference on Database Systems for Advanced
Applications (DASFAA’01), pp. 260-267, Hong Kong, China, April 18-22, 2001.

10. M. z. Muehlen and F. Klien, "AFRICA: Workflow Interoperability Based on XML-
Messages", Proceedings of CAiSE’00 workshop on Infrastructures for Dynamic Business-
to-Business Service Outsourcing (IDSO’00), Stockholm, Sweden, June5, 2000.

11. Object Management Group, "Workflow Management Facility", Document number
formal/00-05-02, April 2000.

12. K. Schulz and Z. Milosevic, "Architecting Cross-Organizational B2B Interactions",
Proceedings of the 4th International Enterprise Distributed Object Computing Conference
(EDOC 2000), pp. 92-101, Los Alamitos, CA, USA, 2000.

13. W. M. P. van der Aalst, "Process-Oriented Architectures for Electronic Commerce and
Interorganizational Workflow", Information Systems, 24(8), pp. 639-671, 1999.

14. Workflow Management Coalition, "Interoperability Wf-XML Binding", Technical report
WfMC TC-1023, May 1, 2000.

15. Workflow Management Coalition, "The Workflow Reference Model", Technical report
WfMC TC-1003, Jan. 19, 1995.



H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 284–298, 2001.
© Springer-Verlag Berlin Heidelberg 2001

Strategies for Semantic Caching*

Luo Li1, Birgitta König-Ries2, Niki Pissinou2�, and Kia Makki2

1 Center for Advanced Computer Studies, U. of Louisiana at Lafayette
luoli@cacs.louisiana.edu

2 Telecommunications and Information Technology Institute, Florida International
University

niki|kia@eng.fiu.edu

Abstract. One major problem with the use of mediator-based architectures is
long query response times. An approach to shortening response times is to
cache data at the mediator site. Recently, there has been growing interest in
semantic query caching which may generally outperform the page and tuple
caching approaches. In this paper, we present two semantic-region caching
strategies with different storage granularities for mediators accessing relational
databases. In contrast to most existing approaches, we do not only cache the
projection result of queries but also the condition attributes, resulting in a higher
cache hit rate. Additionally, we introduce the Profit-based Replacement
algorithm with Aging Counter (PRAG), which incorporates the semantic notion
of locality into the system.

1   Introduction

Mediators are software components that homogenize and integrate information
stemming from different data sources [Wied92]. Mediator-based architectures are
used successfully in applications where transparent access to heterogeneous
information sources is needed.  Whenever a user query is sent to a mediator, this
query is expanded into one to the underlying information sources and results are
gathered from these sources. A major disadvantage stemming from this kind of
“view-like behavior” is that query response times tend to be very long. For many
applications this is not acceptable. For example, consider a mobile and wireless
system that has the typical characteristics of frequent disconnections and expensive
connections charged by connection time [PMK2000]. In such a system long response
times can result in the user being disconnected by the time the result arrives and in
high costs associated with querying.

A first step in making mediator architectures more usable in application areas that
require short response times is to make query results instantly available. Caching
them in the mediator can do this. Then, when a query arrives, before contacting the
underlying information source, the mediator checks if all or part of the required
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information is in its cache.  This materialization has two key advantages: First, partial
results are available even if a mediator becomes disconnected from its source.
Second, the response times and thus costs and the likelihood of disconnections are
reduced. While these advantages are of particular importance in mobile and wireless
applications, more traditional systems can also profit from the above approach.

Several caching strategies are available for mediator architectures. Besides
traditional tuple and page caching, there has been growing interest in semantic query
caching, where the cache is organized in semantic regions containing semantically
related query results. Due to the semantic locality (i.e., subsequent queries often are
related conceptually to previous queries), semantic caching generally outperforms the
page and tuple caching approaches [CFZ94].

Different classes of mediators cater to different information needs. In this paper,
we are looking at mediators answering queries on information sources with hot-spots,
i.e., small areas of the database that are queried frequently. Semantic caching works
particularly well for this class of mediators. Hot-spots are common in a wide variety
of applications: A library’s database may get many queries on bestsellers; an online
travel system may have lots of queries about certain places; a movie database may
have mainly queries on movies with top ratings. Currently, we are restricting our
investigation to non-join queries in read-only applications such as the ones mentioned
above. Although this leaves out a number of interesting applications, we believe the
remaining to be of considerable importance warranting sophisticated support.

In order to achieve a high utilization of data, in our work we do not only cache the
projection results of a query, but also the condition attributes. Additionally, we
introduce a Profit-based Replacement algorithm with Aging Counter (PRAG). The
remainder of this paper is organized as follows: Section 2 introduces the basic ideas
of semantic-region caching and provides our approaches. Two strategies with
different storage granularities are studied, and the profit-based replacement algorithm
PRAG is introduced. Section 3 provides our experimental results; Section 4 gives an
overview of related work. Section 5 summarizes the paper and presents an outlook on
future work.

2   Materializing Hot-Spots Using Semantic Caching

In this section, we show how semantic caching can be applied in order to reduce
mediator response times for mediators accessing relational databases with a hot-spot
pattern. We summarize the semantic caching method described in [DFJ+96], and
describe in detail our solutions to the open questions posed in [DFJ+96].

2.1   Preliminaries

[DFJ+96] proposes a semantic model for client-side caching and replacement in a
client-server database system. Semantic caching uses semantic descriptions to
describe the cached data instead of a list of physical pages, which is used in page
caching, or tuple identifiers, which are used in tuple caching. The cache is organized
as a collection of semantic regions. Each region groups tuples sharing the same
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semantic description, a query statement corresponding to the cached data. By using
these descriptions, the client can determine what data is available in the cache.

 When a query is asked, it is split into a remainder query and a probe query. The
probe query is used to retrieve data from the cache, while the remainder query is sent
to the database to retrieve data that is not available in the cache. In order to keep the
cache organization optimal, semantic regions will be split and merged dynamically
based on the queries posed. Thus, semantic descriptions may change over time.  The
semantic region is also the unit of replacement in case the cache becomes full.
Sophisticated value functions incorporating semantic notions of locality can be used
for this task. Additionally, for this purpose, information about the reference history is
maintained for each region. [DFJ+96] presents the basic ideas of semantic caching,
but it does not provide any implementation details.  In the following, we provide these
implementation details.

2.2   Our Implementation

In order to implement semantic caching, two problems need to be addressed: The first
one is the development of a caching strategy, namely the decision of what data to
store in the cache. The second one is the development of a replacement algorithm.
This algorithm is used to decide which entries to replace in the cache if the cache does
not have enough empty space to add a new region. In the following subsections, we
look at both problems.

2.2.1   Caching Strategies

In this section, we describe two caching strategies for mediators that support queries
to databases containing hot-spots. The existence of hot-spots implies that the same
data items will be accessed frequently, therefore, it makes sense to store these data
items in the mediator.

We assume that this approach is used for queries that access a single table. If there
is no specific declaration, qi(i=1,2,3…) is used to denote a general query:

SELECT qi_project_attributes
FROM R
WHERE qi_condition(qi_condition_attributes)

where qi is the query name;  qi_project_attributes indicates qi’s selection list;
qi_condition_attributes indicates the attributes  used in qi’s WHERE clause;
qi_condition(qi_condition_attributes) indicates the predicate of qi, i.e. its WHERE
clause;  R is the relation name.

The general idea is to materialize and store region(s) whenever a query is posed.
For each region, two data structures are maintained: one is the "real" data (i.e., the
tuples retrieved from the database), the other is the meta-data entry for the region.
This contains cache location, semantic description, size, and reference information.
When a query is submitted to the mediator, it is first compared with the semantic
description of regions that we have cached. Then, the query is split into a remainder
query, which will be sent to the server, and a probe query, which will be executed in
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the local cache. Once query execution is completed, regions in the cachet are
reorganized if necessary and the reference history is updated. We have developed two
different strategies for building and storing regions. While the first one reduces
storage usage, the second one aims at optimizing performance.

Implementation Method 1: Optimizing Storage Usage

Suppose there is no cached data in the mediator at the beginning and query qi on
relation R arrives, what data should we retrieve from the database and materialize? In
[DFJ+96], complete tuples of the underlying relation are stored. Most other
approaches (e.g., [RD2000], [LC98], [GG99]) materialize only part of each tuple. The
straightforward method is to materialize exactly the query result. In this case, the
semantic description d(ri) of region ri is query qi. However, this is not satisfying, since
we want to take advantage of the region(s) to answer future queries. If we create
region ri this way, the region can be used only for a query identical to query qi.
However, if the incoming query qj is not identical to qi, region ri can not be used for
answering qj, even if the region contains the result or part of the result of qj. Consider
as an example the following queries qi and qj on the relation Movie(title, year, length,
type, studioName). qi has been materialized as region ri

1
.

qi: SELECT title, type
FROM movie
WHERE year > 1995

d(ri):: <qi>

qj: SELECT title, type
FROM movie
WHERE year > 1997

Obviously, the result of qj is contained in ri. However, the only columns that we
stored for qi are its projection attributes, that is, TITLE and TYPE. We lose
information about the condition attribute, the column YEAR. When query qj comes,
we cannot use region ri to answer it.

To solve this problem, when generating a region for a query, we do not only store
the projection attributes, but also the condition attributes in the semantic region. For
example, the semantic description of qi’s region is:

d(ri):SELECT qi_project_attributes ∪
qi_condition_attributes ∪ ROWID
FROM R
WHERE qi_condition(qi_condition_attributes)

Note that we store an extra column, ROWID, in the region, which will be used for
region splitting and merging. This is an artificial primary key for a tuple in the scope
of the whole database.

1 We use <q> as an abbreviation for query q.
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For simplicity, in what follows, we use “qi_all_attributes” to denote
“qi_project_attributes∪ qi_condition_attributes”, and “qi_condition()” to denote
“qi_condition(qi_condition_attributes)” .
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Fig. 1. Region Splitting and Merging

As described above, when a query is submitted to the mediator, we compare its
semantic description with that of all the cached regions. Then we can decide how they
intersect and generate the probe query and remainder query and retrieve the necessary
data from the remote database. Finally, in order to maintain a well-organized cache, if
the query results and an existing region overlap, the regions need to be split and
merged.

In Figure 1, we show all seven possible situations of overlap between a region and
a new query2. For each situation in the figure, the left side indicates how the query
intersects with a cached region; the right side indicates how the region is split and
merged. The boxes in Figure 1 represent relations with rows (the horizontal)
representing tuples and columns (the vertical) representing attributes: the ones with
bold lines represent cached regions, the ones with thin lines represent query results.
We also add some dashed lines to mark the fragments of a region. These fragments are
numbered from 1 to 5. The shadowed boxes indicate the region whose reference
information is updated after splitting and merging operations. The exact way for

2 It is also possible that a query overlaps with more than one region. Extending the approaches
to deal with this case is straightforward.
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splitting and merging the regions, as well as how the query execution is performed,
depends on the type of overlap.

Consider as an example Situation 1. Suppose the semantic description for region ri

is qi and the semantic description for the new query is qj. From the figure, we can see
that qi and qj meet the following condition:

(qi_all_attributes) ⊆ (qj_all_attributes)
However, it is not necessary that the following condition be satisfied:
qj_condition_attributes ⊆  (qi_all_attributes)
If it is met, however, we can execute the probe query pqj and the remainder queries

rqj1 and rqj2 shown in Figure 2 in parallel, which will shorten the response time.

Probe query for qj:
Pqj:
     SELECT *
          FROM ri
 WHERE qj_condition()

Remainder queries for qj, (R is the corresponding table in the database)
Rqj1:
    SELECT(qj_all_attributes-qi_all_attributes, ROWID
     FROM R

       WHERE qi_condition() ∩ qj_condition()

Rqj2:
     SELECT qj_all_attributes, ROWID
     FROM R

    WHERE ¬qi_condition() ∩ qj_condition()

Fig. 2. Example Probe and Remainder Queries

After we get all the necessary data from the database, we split and merge the
region as necessary using the relational operations INSERT and DELETE. We will
also update the semantic description and reference history for the changed regions.
The original semantic description of ri was:

SELECT qi_all_attributes, ROWID
FROM R
WHERE qi_condition()

 The updated semantic description of ri is:

SELECT qi_all_attributes, ROWID
FROM R
WHERE qi_condition()∩ ¬qj_condition()

The semantic description of the newly created region is the query qj.



290         L. Li et al.

Let us now consider the second variant of Situation 1, in which the condition
qj_condition_attributes ⊆  (qi_all _attributes) is not met. In this case, we cannot
execute the probe query until we receive the result of the remainder query from the
remote database. Once we do, we execute similar operations of splitting and merging.

After performing the splitting and merging operations, the reference information of
each new region should be updated. For the regions that contain (part of) the result of
the new query, we update the reference information; these regions are shown in
Figure 1 by shadowed boxes. For the regions that do not contain any result of the new
query, we keep the reference information unchanged. The reference information is
maintained for region replacement, which will be analyzed in detail in Section 2.2.

Implementation Method 2: Optimizing Performance

The method described above minimizes storage usage. The drawback of this approach
is that for each relation, a number of differently structured regions may exist, which
makes region splitting and merging complicated. We have thus developed a second
strategy that achieves uniform regions by storing complete tuples in the semantic
region. While this clearly increases storage usage, the advantage is an improved
performance due to easier region splitting and merging.

For example, suppose that the mediator receives a query qi on relation R. If this is
the first time that the mediator receives a query on relation R, the mediator will
initialize the region space for it. If, however, there has been such a table in the cache
already, the mediator will add the tuples to it directly. After we add the tuples to the
cache table, we will create/update the meta-data entry for this region. The region is
only a conceptual unit in this strategy: all regions from the same relation are stored
together in a single cache table. The only way to distinguish them is to reference their
semantic descriptions. For this strategy, we only record the condition of a query as its
semantic description. We do not have to record the projection information.

When a new query is submitted to the mediator, it is divided into probe query(s)
and remainder query(s) as with the first strategy. However, for this strategy (as
opposed to the previous one) the splitting and merging operation is simple, as we
maintain only one cache table for all the regions that come from the same relation.
Suppose that a new query qj is asked. To generate the probe query and the remainder
query, we will analyze the region whose semantic description is qi.

The probe query (or its condition) should be: qi_condition() ∩ qj_condition(), or
just qi_condition() which will be applied to region of qi. The remainder query should
be: ¬qi_condition() ∩ qj_condition().

After we get the tuples from the database, we insert them into the corresponding
cache table. We add a new meta-data entry for qj whose semantic description is the
same as qj; and we update the semantic description for region qi to qi_condition() ∩
¬qj_condition().

Note that if the condition qi_condition_attributes ⊆  qj_condition_attributes is met,
we may possibly determine that the region can answer the query completely. In this
case, we do not have to send a query to the database. We just have to update the
semantic descriptions as explained above.
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2.3   Replacement Issues

Up to now, we have dealt with adding entries to the cache. When the cache size is
exceeded, a replacement policy needs to be used to determine which entries to
remove. [DFJ+96] suggests that “a semantic description of cached data enables the
use of sophisticated value functions that incorporate semantic notions of locality’’.
However, [DFJ+96] does not give a detailed general solution to this issue3. [SSV96]
provides a cache replacement algorithm called LNC-RA (Least Normalized Cost
Replacement / Admission) based on a profit model. The algorithm uses the following
statistics for each retrieved set RSi corresponding to a query qi:

( )
i i

i
i

C
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S

λ ⋅=

where
• λi: average rate of reference to query qi.
• Si: size of the set retrieved by query qi.
• Ci: cost of execution of query qi.

If a new query (or data set) RSi is submitted the result size of which is bigger than
the empty space available in the cache, LNC-RA will scan the cache to find all cached
data sets whose profit is less than that of the current query. If the total size of all such
data sets is greater than that of the new query, region replacement will happen.

There are several problems with the LNC-RA algorithm. In [SSV96], λi is defined
as: λi=K/(t-tK). K is the size of sliding window; t is current time and tK is the time of
the K-th reference. However, for a newly retrieved region, we cannot calculate the
value of λ, because the denominator “t - t1” is equal to zero. Another problem of
LNC-RA, is that LNC-RA tends to evict newly retrieved data sets first.  This is
because it first considers all retrieved sets having just one reference in their profit
order, then the ones with two references, etc. Since newly retrieved data sets always
have fewer reference times (which means smaller value of λ and profit), this strategy
will lead to “thresh” in cache: new data sets are admitted then evicted fast.

In order to prevent this phenomenon, we should gather enough reference
information for a new region before it is evicted. We have therefore developed a
Profit-base Replacement algorithm with Aging Counter (PRAG). For each region or
retrieved set RSi, the profit of it is still equal to (λi•Ci) /Si [SSV96]. However, we
introduce an “aging counter” strategy to solve the problems mentioned above. For
each region, we assign an “aging counter”. The principles of the aging counter are as
follows: Each time a region is admitted, its aging counter is set to an initial value4. A
region cannot be evicted unless its aging counter is equal to zero. When there is not
enough space in the cache, we test each region in the cache and decrease its aging
counter by one. When a region is referenced, its aging counter will be reset to the
initial value.

3 However, [DFJ+96] talks about a Manhattan Distance function.  This approach particularly
suits mobile navigation applications where geographic proximity is a suitable means to
express semantic closeness.

4 See Section 3 for a discussion on how to determine this initial value.
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CreateRegion(r)
  Calculate r.profit;
  r.agingCounter = PredefinedAgingTimes;
UpdateRegion(r)
  Recalculate r.profit;
  r.agingCounter = PredefinedAgingTimes; //Reset
ReplaceRegion(r)
  freeSpace=0;
  V=∅;
  for( each region ri in cache){
     if( ri.agingCounter <= 0){
        V= V ∪ {ri};
        freeSpace=freeSpace + sizeof(ri);
     }else
     ri.agingCounter = ri.agingCounter – 1;
  }
  if ( freeSpace > = sizeof(r) ){
     evict n regions in V with least profit such

                                       that

1

( ) ( )
n

j
j

sizeof r sizeof r
=

>=∑ ;

     admit r in cache;
   }

Fig. 3. PRAG algorithm

The aging counter has two functions. The first function is the “aging function.”  If
a region has  not been referenced recently, its aging counter will decrease gradually.
When it decreases to zero, the region is ready to be replaced. The second function is
that the aging counter allows a new region to stay in the cache for a period of time
during which the new region can get the necessary reference information. This
overcomes the thresh problem. The “zero denominator” problem is solved also, since
we do not use any value that could be zero as denominator. The algorithm is shown in
Figure 3.

3   Simulation Results

We have performed extensive experiments to compare the performance of the PRAG
replacement algorithm with other commonly used algorithms. In particular, we
examine the performance of three algorithms, i.e. LRU (Least Recently Used), MRU
(Most Recently Used) and PRAG, on different types of queries. The performance is in
inverse proportion to the response time. We use the performance of the LRU
algorithm as the measurement unit, that is, we always consider its performance as 1.
The measurement of MRU and PRAG is represented by the ratio of their performance
to that of LRU. We use three types of query sets with different patterns:
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1) “very hot” query set in which 99% of queries are within 1% of all the tuples;
2) “hot” query set in which 90% of queries are within 10% of all the tuples;
3) random query set in which the queries are random.

For each type of query set, we test a size of 1000, 2000, 3000, 4000, and 5000
queries respectively. We use a simulation environment to simulate the database, the
mediator and the network. The parameters for the simulation environment are:

• the size of the database is 2MB;
• the number of relations is 10;
• the total number of tuples is about 16000;
• for each attribute, the values are distributed evenly within its domain;
• the transmission speed of the network is 40KBPS
• the transmission delay of the network is 0.4s;
• the transmission speed of the disk is 40MBPS;
• the transmission delay of the disk is 1ms;
• the size of each cache block is 128 bytes.

Fig. 4. Performance comparison for different types of the query set

In Figure 4, the X-axis denotes the size of the query set and the Y-axis denotes the
performance. We use a cache with a size of 192KB to perform this test. The LRU and
MRU algorithm show almost the same performance for each type of the query sets;
however, the PRAG algorithm shows a different behavior. In Figure 4a, the PRAG
algorithm has a much better performance for the “very hot” query set than LRU and
MRU. What is more, the larger the query set is, the better the performance of PRAG
is compared with that of LRU and MRU. This is due to the property of the “very hot”
query set, i.e., 99% of queries are within 1% of all tuples. After a certain amount of
queries to warm up the cache, the PRAG algorithm is able to fill the cache with as
many hot regions as possible. Non-hot regions, thus, are not likely to be admitted. So,
the more referenced the cache is, the higher the benefit gained using PRAG.

For the “hot” query set, which is shown in Figure 4b, we can find that the
performance of PRAG is better than LRU and MRU while keeping a stable ratio. This
is because there are about 10% random queries whose data scopes would be the whole
information source and which cannot be effectively cached. However, because the
PRAG algorithm has a better ability to recognize hot regions, its performance stays
25% higher than that of LRU and MRU.
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The result in Figure 4c indicates that the performance of the PRAG algorithm will
be a little worse than that of LRU and MRU for random query sets. This is because
the PRAG algorithm always tries to keep the region having larger profit value in
cache. However, for the random case, no query will be more likely to be referenced
again soon than other queries. In that case, PRAG may try to keep a region with high
profit value (which it recognized as hot region) for a longer time than necessary. LRU
and MRU degrade to a FIFO algorithm, which seems to be the best solution for
random query sets.

Fig. 5. Performance comparison for different cache sizes

Our next experiment examines the performance of the three algorithms on different
cache sizes. In Figure 5, the X-axis denotes the size of the cache and the Y-axis
denotes the performance. The size of query set is fixed at 3000 queries. Again, the
LRU and MRU algorithm show almost the same performance for each type of the
query sets. In Figure 5a, the PRAG algorithm has a much better performance for the
“very hot” query set than LRU and MRU and the ratio are getting higher when the
cache size increases. The advantage will be more remarkable if the cache size is near
or greater than the total size of all hot regions. In that case, the PRAG algorithm will
keep almost all hot regions in the cache and is able to answer almost all queries
directly without contacting the information source any more. In fact, the performance
will be improved for both LRU and MRU; however, the rate of improvement is not as
large as for PRAG.

For the “hot” query set  (Figure 5b), the ratio of performance for PRAG algorithm
increases with the cache size’s increasing. When the cache size is large enough, the
ratio of performance for PRAG algorithm keeps stable later on.

The explanations for Figure 5c are similar to that of Figure 4c. The ratio of
performance for PRAG is insensitive to the cache size.

Another interesting problem is how the initial value of the aging counter affects the
performance of the PRAG algorithm. The experimental result is shown in Figure 6.
First, we examine the curve corresponding to the “hot” query set. When the initial
aging-times is equal to zero, the algorithm degrades to the pure profit algorithm
without aging counter. In such a case, a hot region may be evicted at any time. Thus,
there is no guarantee that a hot region will stay in the cache for a period of time to
gather reference information. With the initial aging-times increasing, the PRAG
algorithm is getting smarter and its performance is improved. This is due to the PRAG
algorithm obtaining more reference information for regions by which it is able to
distinguish hot regions from non-hot regions. However, the aging counter has both
positive and negative effect for the PRAG algorithm. On the one hand, it allow hot
regions to get enough reference information; on the other hand, the non-hot regions
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will keep staying in cache before their aging counters decrease to zero, which will
affect the performance. If the aging counter is larger than necessary, the negative
effect will counteract the positive effect. We can see that the performance curve for
“hot” query decreases after the initial aging-times reaches a certain value.

Then, we examine the curve corresponding to “very hot” query set in Figure 6. The
performance of PRAG algorithm is improved when the initial aging-times increases
from zero. The explanations are similar to the case above. However, the performance
is not affected so much as the initial aging-times continues to increase. This is due to
the property of the “very hot” query set in which 99% of queries are hot ones. Thus,
most regions in the cache are hot regions. Even if the initial aging-times is very large,
the few non-hot regions will not take much effect.

We also find that the performance of PRAG is improved for random query set
when the initial value of the aging counter increases. This can be explained as
follows: if the initial value of the aging counter is zero, the replacement policy will be
based on profit only. Regions with larger profit value are prone to stay in cache,
getting more chance to be reference again, obtaining larger profit value and keeping
staying in the cache. Thus, the “valid” cache size decreases and the utilization of
cache space is low. When the initial value of the aging counter is too small, the
situation is similar.  With increasing initial value of the aging counter, regions with
small profit value get a chance to stay in the cache and regions with large profit value
may be replaced if their aging counters decrease to zero. The replacement policy
approaches FIFO when the initial value of aging counter is large enough.

Now, we analyze the problem how to find an appropriate initial aging-times for the
PRAG algorithm. Our solution is based on the assumption that if a region is
referenced more than twice during its aging time, it can be considered a hot region. In
other words, the appropriate value for aging times should be the average number of
queries between two subsequent references to a certain hot region. The value of the
average number can be estimated as:

%
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Our experimental results, depicted in Figure 6, support this formula. For a database
size of 2 MB, a cache size of 192 KB and 3000 queries, as used in our experiments,
the formula suggests an initial aging counter of 47.11 for the hot query set, the
experiments show best performance at 45, for the very hot query set the numbers are
14.55 and 15, respectively.



296         L. Li et al.

Fig. 6. Performance of PRAG on different initial aging-times

4   Related Work

There are several techniques that use semantic information about the query and cache
to improve the efficiency of query evaluation or shorten the response time. [DFJ+96]
proposes a semantic model for client-side caching and replacement in a client-server
database system. As described in Section 2, it provides some key semantic caching
solutions. [DFJ+96] however does not describe any implementation strategies or a
general replacement algorithm. In view of this, this paper extends the semantic
caching model provided by [DFJ+96] and proposes a PRAG algorithm for
replacement issues.

 [GG97] and [GG99] extend the SQC (semantic query caching) paradigm by
broadening the domain of applications of SQC into heterogeneous database
environments and by presenting a logic framework for SQC. Within that framework
they consider the various possibilities to answer a query. Possible (overlap) relations
between cache and query are studied in [GG99]. However, in contrast to our caching
strategy that caches both the projection attributes and condition attributes, its caching
strategy only caches the projection attributes, which leads to the ability of utilizing the
cache to answering queries being weak.

[GG96] and [GGM96] address the issue of semantic query optimization for
bottom-up query evaluation strategies. They focus on the optimization technique of
join elimination, and propose a framework that allows for semantic optimization over
queries that employ views. We do not consider query optimization in this paper;
however, the technology can always be employed to archive efficient query
evaluation, which would further decrease the query response time. [KB94] proposes a
client side data-caching scheme for relational databases. It focuses on the issue of
“cache currency” which deals with the effect of update at the central database on the
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multiple client caches. The result can also be applied to our semantic caching model
when considered in a distributed environment.

[RD2000] studies the issue of semantic caching in a background of mobile
computing, it extends the existing research in three ways: formal definitions
associated with semantic caching are presented, query processing strategies are
investigated, and the performance of the semantic cache model is examined through a
detailed simulation study, which shows its effectiveness in mobile computing. Similar
to [GG99], its does not consider the strategy of caching both the projection and
condition attributes either.

 [LC98] and [LC99] provide a semantic caching scheme suitable for web database
environments with web sources that have very limited querying. Possible match types
and detailed algorithms for comparing the input query with stored semantic views are
studied in [LC98]; a seamlessly integrated query translation and capability mapping
between the wrappers and web sources in semantic caching is described in [LC99]. It
should be further studied whether our semantic caching scheme can be applied to web
sources because web sources “have typically weaker querying capabilities than
conventional database”[LC99]. However, the replacement algorithm PRAG is a
general one and can be applied to the web data sources.

5   Summary and Future Work

Materialization of mediator results is a promising first step in adapting mediator
architectures for mobile and wireless applications. In this paper, we present
materialization strategies for mediators used to query databases whose query profile
shows some hot-spots. For such environments, [DFJ+96] proposes a semantic-region
caching. We have extended this work. The main advantages of our approach are
optimized methods to define semantic regions in a relational DBMS environment and
a profit-based algorithm PRAG for region replacement. Our analysis shows that our
caching strategies optimize storage space requirements and performance respectively.
Experimental results show that the PRAG algorithm outperforms other popular
replacement algorithms in environments with hot or very hot query sets.

Currently, we are implementing both strategies to support our analytical
conclusions on performance gains using extensive benchmark results. Also, we are
working on strategies to support mediators with join-queries.
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Abstract. Various kinds of applications have to be secure in an object-
based model. The secure system is required to not only protect ob-
jects from illegally manipulated but also prevent illegal information flow
among objects. In this paper, we discuss how to resolve illegal informa-
tion flow among objects in a role-based model. We define safe roles where
no illegal information flow occurs. In addition, we discuss how to safely
perform transactions with unsafe roles. We discuss an algorithm to check
if illegal information flow occurs each time a method is performed.

1 Introduction

Various kinds of object-based systems like object-oriented database systems,
JAVA [10] and CORBA [13] are widely used for applications. Object-based sys-
tems are composed of multiple objects cooperating to achieve some objectives
by passing messages. An object is an encapsulation of data and methods for
manipulating the data. Methods are invoked on objects in a nested manner. The
object-based system are required to not only protect objects from illegally ma-
nipulated but also prevent illegal information flow among objects in the system.

In the access control model [11], an access rule 〈s, o, t〉 means that a subject
s is allowed to manipulate an object o in an access type t. Only access requests
which satisfy the access rules are accepted to be performed. However, the confine-
ment problem [12] is implied, i.e. illegal information flow occurs among subjects
and objects. In the mandatory lattice-based model [1,3,16], objects and subjects
are classified into security classes. Legal information flow is defined in terms of
the can-flow relation [3] between classes. Access rules are specified so that only
the legal information flow occurs. For example, if a subject s reads an object o,
information in o flows to s. Hence, the subject s can read the object o only if
a can-flow relation from o to s is specified. In the role-based model [6, 17, 19],
a role is defined to be a collection of access rights, i.e. pairs of access types
and objects, to denote a job function in the enterprise. Subjects are granted
roles which show their jobs. In an object-based system, the methods are invoked
on objects in a nested manner. The purpose-oriented model [18, 20] discusses
which methods can invoke another method in the object-based system. In the
paper [15], a message filter is used to block read and write requests if illegal in-
formation flow occurs. The authors [9] discuss what information flow to possibly
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occur among objects if subjects issue methods by the authority of the roles in
case every method invocation is not nested. Since methods are invoked in the
nested manner in the object-based systems, we have to discuss information flow
to occur among objects. We define a safe role where no illegal information flow
occurs by performing any transaction with the role. In addition, we discuss an
algorithm to check for each method issued by a transaction if illegal information
flow occurs by performing the method. By using the algorithm, some methods
issued by a transaction can be performed even if the transaction is in a session
with an unsafe role. Data flowing from an object o1 to o2 can belong to o2 some
time after the data flows. We discuss how to manage timed information flow.

In section 2, we classify methods from information flow point of view. In
section 3, we discuss information flow to occur in a nested invocation. In section
4, we discuss how to resolve illegal information flow.

2 Object-Based Systems

An object-based system is composed of objects which are encapsulations of data
and methods. A transaction invokes a method by sending a request message to
an object. The method is performed on the object and then the response is sent
back to the transaction. During the computation of the method, other methods
might be invoked. Thus, methods are invoked in a nested manner.

Each subject plays a role in an organization. In the role-based model [6,17,19],
a role is modeled to be a set of access rights. An access right 〈o, t〉 means that
t can be performed on the object o. A subject s is granted a role which shows
its job function in an enterprise. This means that the subject s can perform a
method t on an object o if 〈o, t〉 ∈ r. If a subject s is in a session with r, s can
issue methods in r. Each subject can be in a session with at most one role.

Each method t on an object o is characterized by the following parameters:

1. Input type = I if the method t has input data in the parameter, else N .
2. Manipulation type = M if the object o is changed by t, else N .
3. Derivation type = D if data is derived from o by t, else N .
4. Output type = O if data is returned to the invoker of t, else N .

Each method t of an object o is characterized by a method type mtype(t)
= α1α2α3α4, where input α1∈{I, N}, manipulation α2∈{M , N}, derivation
α3∈{D, N}, and output α4∈{O, N}. For example, a method class “IMNN”
shows a method which carries data in the parameters to an object and changes
the state of the object. Here, N is omitted in the method type. For example,
“IM” shows IMNN . Especially, “N” shows a type NNNN . Let MC be a set
{IMDO, IDO, IMO, IO, IMD, ID, IM , I, MDO, DO, MO, O, MD, D,
M , N} of sixteen possible method types. A counter object c supports meth-
ods display(dsp), increment(inc), and decrement(dec). mtype(dsp) = DO and
mtype(inc) = mtype(dec) = IMD. A notation “β1, ..., βk ∈ mtype(t)” (k ≤ 4)
shows mtype(t) = α1α2α3α4 and βi ∈ {α1, α2 , α3, α4} (i ≤ k). For example,
I ∈ mtype(inc) and ID ∈ mtype(dec). In the object-based systems, objects are
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created and dropped. IM ∈ mtype(created) and N ∈ mtype(drop). The method
type mtype(t) is specified for each method t by the owner of the object.

We assume that each subject does not have any persistent storage. That is,
the subject does not keep in record data obtained from objects. The subject
issues one or more than one method to objects. A sequence of methods issued
by the subject is referred to as a transaction, which is a unit of work. Each
transaction T can be in a session with only one role r. A transaction has a
temporary memory. Data which the transaction derives from objects may be
stored in the temporary memory. On completion of the transaction, the memory
is released. Any transaction does not share data with the other transactions. In
this paper, objects show persistent objects.

Suppose T with a role r invokes a method t1 on an object o1 since 〈o1, t1〉
∈ r. Suppose t1 invokes another method t2 on an object o2. Here, we assume
〈o2, t2〉 ∈ r. That is, 〈o, t〉 ∈ r for every method t invoked on an object o in T .

3 Nested Invocation

3.1 Invocation Tree

Suppose a transaction T invokes a method t1 on an object o1 and a method t2
on an object o2. Then, t1 invokes a method t3 on an object o3. The invocations
of methods are represented in a tree form named invocation tree as shown in
Figure 1. Each node 〈o, t〉 shows a method t invoked on an object o in the
transaction T . A dotted directed edge from a parent to a child shows that the
parent invokes the child. A notation “〈o1, t1〉 �T 〈o2, t2〉” means that a method
t1 on an object o1 invokes t2 on o2 in the transaction T . A node 〈 , T 〉 shows a
root of invocation tree of T . Here, mtype(T ) is N according to the assumption.

If a method serially invokes multiple methods, the left-to-right order of nodes
shows an invocation sequence of methods, i.e. tree is ordered. Suppose 〈o1, t1〉
�T 〈o2, t2〉 and 〈o1, t1〉 �T 〈o3, t3〉 in an invocation tree of a transaction T . If t1
invokes t2 before t3, 〈o2, t2〉 precedes 〈o3, t3〉 (〈o2, t2〉 ≺T 〈o3, t3〉). In addition,
〈o4, t4〉 ≺T 〈o3, t3〉 if 〈o2, t2〉 �T 〈o4, t4〉. 〈o2, t2〉 ≺T 〈o4, t4〉 if 〈o3, t3〉 �T 〈o4, t4〉.
The relation “≺T ” is transitive. T invokes t1 before t2 as shown in Figure 1.
Here, 〈o1, t1〉 ≺T 〈o2, t2〉 and 〈o3, t3〉 ≺T 〈o2, t2〉.

t2t1

T

t3

o1 o2

o3
: method
: data

: invocation

method mtype
O
IM
DO

t1
t2
t3

Fig. 1. Invocation tree.
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3.2 Information Flow

Suppose mtype(t3) = DO, mtype(t2) = IM , and mtype(t1) = O in Figure 1.
In a transaction T , data is derived from an object o3 through the method t3.
The data is forwarded to t1 as the response of t3. The data is brought to t2 as
the input parameter. and is stored into o2 through t2. Thus, the information in
o3 is brought to o2. A straight arc indicates the information flow in Figure 2.
This example shows that information flow among objects may occur in a nested
invocation.
[Definition] Suppose a pair of methods t1 and t2 on objects o1 and o2, respec-
tively, are invoked in a transaction T .

1. Information passes down from 〈o1, t1〉 to 〈o2, t2〉 in T (〈o1, t1〉 ⇁T 〈o2, t2〉) iff
t1 invokes t2 (〈o1, t1〉 �T 〈o2, t2〉) and I ∈ mtype(t2), or 〈o1, t1〉 ⇁T 〈o3, t3〉 ⇁T
〈o2, t2〉 for some 〈o3, t3〉 in T .

2. Information passes up from 〈o1, t1〉 to 〈o2, t2〉 in T (〈o1, t1〉 ⇀T 〈o2, t2〉) iff
〈o2, t2〉 �T 〈o1, t1〉 and O ∈ mtype(t2), or 〈o1, t1〉 ⇀T 〈o3, t3〉 ⇀T 〈o2, t2〉 for
some 〈o3, t3〉 in T . �

[Definition] Information passes from 〈o1, t1〉 to 〈o2, t2〉 in an ordered trans-
action T (〈o1, t1〉 T→

O
〈o2, t2〉) iff 〈o1, t1〉 ⇁T 〈o2, t2〉, 〈o1, t1〉 ⇀T 〈o2, t2〉, 〈o1, t1〉 ⇁T

〈o3, t3〉 ⇀T 〈o2, t2〉 and 〈o1, t1〉 ≺T 〈o2, t2〉, or 〈o1, t1〉 T→
O

〈o3, t3〉 T→
O

〈o2, t2〉 for some

〈o3, t3〉 in T . �

[Definition] Information passes from 〈o1, t1〉 to 〈o2, t2〉 in an unordered trans-
action T (〈o1, t1〉 T→

U
〈o2, t2〉) iff 〈o1, t1〉 ⇁T 〈o2, t2〉, 〈o1, t1〉 ⇀T 〈o2, t2〉, or 〈o1, t1〉

T→
U

〈o3, t3〉 T→
U

〈o2, t2〉 for some 〈o3, t3〉 in T . �

Suppose t1 is invoked before t2, i.e. 〈o1, t1〉 ≺T 〈o2, t2〉 in Figure 2. 〈o3, t3〉
⇀T 〈o1, t1〉 ⇀T 〈 , T 〉 ⇁T 〈o2, t2〉. 〈o1, t1〉 � T→

O
〈o2, t2〉 if 〈o2, t2〉 ≺T 〈o1, t1〉. However,

〈o1, t1〉 T→
U

〈o2, t2〉. A relation “→T ” shows “ T→
O

” or “ T→
U

”. A notation “o1 →T o2” shows

“〈o1, t1〉 →T 〈o2, t2〉” for some methods t1 and t2. Here, T →T o and o →T T indicate
〈 , T 〉 →T 〈o, t〉 and 〈o, t〉 →T 〈 , T 〉, respectively. According to the definitions, o1

T→
U

o2 if o1
T→
O
o2.

[Definition] 〈o1, t1〉 flows into 〈o2, t2〉 in a transaction T (〈o1, t1〉 T⇒ 〈o2, t2〉)
iff 〈o1, t1〉 →T 〈o2, t2〉, D ∈ mtype(t1), and M ∈ mtype(t2). �

In Figure 2, 〈o3, t3〉 T⇒ 〈o2, t2〉 where 〈o3, t3〉 is a source and 〈o2, t2〉 is a sink.
Here, data in o3 flows into o2. “〈o1, t1〉 T⇒ 〈o2, t2〉” can be abbreviated as o1

T⇒
o2. T

T⇒ o if T →T o and o is a sink. o T⇒ T if o →T T and o is a source. o1
r⇒ o2

for a role r iff o1
T⇒ o2 for some transaction T with r.

[Definition] Information in oi flows into oj (oi ⇒ oj) iff oi
r⇒ oj for some role

r and oi ⇒ ok ⇒ oj for some object ok. �
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t2t1

T

t3

o1 o2

o3

: method
: data

: invocation
: information flow

Fig. 2. Information flow.
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O Oi j
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r
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Fig. 3. Safeness.

oi ⇒ oj is primitive for a role r if oi ⇒ oj . oi ⇒ oj is transitive for a role
r iff oi ⇒r oj is not primitive for r, i.e. oi ⇒ ok

r⇒ oj but oi � r⇒ oj for some ok. If
oi ⇒ oj is transitive for r, a transaction T with r may get data in oi through oj

even if T is not allowed to get data from oi.
[Definition] “oi ⇒ oj” is illegal iff oi ⇒ oj is transitive for some role r. �

[Definition] A role r threatens another role r1 iff for some objects oi, oj , and
o, oi

r1⇒ oj
r⇒ o and oi ⇒ o is transitive for r. �

Suppose information in oi might flow into an object oj (oi
r1⇒ oj) by per-

forming a transaction T1 with a role r1. Even if a transaction T2 is not granted
a role to derive data from oi, T2 can get data in oi from oj if T2 is granted a
role r to derive data from oj . Thus, if there is another role r threatening a role
r1, illegal information flow might occur if some transaction with r is performed.
[Definition] “oi

r⇒ oj” is safe for a role r iff r is not threatened by any role. �

Figure 3 shows a system including a pair of roles r and r′ where oi
r⇒ oj . For

another role r′, oi
r′
⇒ o and oj

r′
⇒ o in Figure 3 (1). Since r′ does not threaten r,

oi
r⇒ oj is safe. In Figure 3 (2), oj

r′
⇒ o but oi

r′

�⇒ o. However, T is not allowed
to derive data from oi. Hence, r′ threatens r and oi

r⇒ oj is not safe. oi ⇒ o
is illegal. This is a confinement problem on roles. It is noted that o may show
a transaction. For example, the transaction T manipulates oj through a DO

method t. Here, oi
r′
⇒ T .

[Definition] A role r is safe iff r neither threatens any role nor is threatened
by any role. �

A transaction is safe iff the transaction is in a session with a safe role. An
unsafe transaction is in a session with an unsafe role.
[Theorem] If every transaction is safe, no illegal information flow occurs. �

That is, no illegal information flow occurs if every role is safe. The paper [9]
discusses an algorithm to check whether or not illegal information flow possibly
occurs if the method is performed.
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3.3 Invocation Models

Suppose a transaction T is in a session with a role r. It is not easy to make clear
what transactions exist for each role and how each transaction invokes methods.
Hence, we first discuss a basic (B) model where there is one transaction Tr which
is in a session with a role r and invokes all the methods in r, i.e. 〈 , Tr〉 �r 〈o, t〉 for
every 〈o, t〉 in the role r. An invocation tree of Tr is an unordered, two-level tree.
Here, 〈 , Tr〉 r→ 〈o, t〉 if 〈o, t〉 ∈ r and I ∈ mtype(t) according to the definition of
→. 〈o, t〉 r→ 〈 , T 〉 if 〈o, t〉 ∈ r and o ∈ mtype(t). r→ is transitive. 〈o, t〉 r⇒ 〈 , T 〉
iff 〈o, t〉 r→ 〈 , Tr〉 and D ∈ mtype(t). 〈 , Tr〉 r⇒ 〈o, t〉 iff 〈 , Tr〉 r→ 〈o, t〉 and M

∈ mtype(t). 〈o1, t1〉 r⇒ 〈o2, t2〉 iff 〈o1, t1〉 r→ 〈 , Tr〉 and 〈 , Tr〉 r→ 〈o2, t2〉. Here,
r

r⇒ o and o r⇒ r show “〈 , Tr〉 r⇒ 〈o, t〉” and “〈o, t〉 r⇒ 〈 , Tr〉” for some method
t, respectively. “ r⇒

B
” shows “ r⇒” in the B model.

Next, suppose a collection of transactions are a priori defined. Tr(r) is a
set of transactions which are in sessions with r. Let N(T ) be a set {〈o, t〉 | t is
invoked on o in a transaction T} and Al(r) be {〈o, t〉 | 〈o, t〉 ∈ N(T ) for every
transaction T in Tr(r)} (⊆ r). Suppose two transactions T1 and T2 are in sessions
with a role r. T1 invokes a method t1 on an object o1. T2 invokes a method t2 on
an object o2 and then t2 invokes a method t3 on an object o3 and t4 on o4. Here,
Tr(r) = {T1, T2}. N(T1) = {〈o1, t1〉}, and N(T2) = {〈o2, t2〉, 〈o3, t3〉, 〈o4, t4〉}.
Al(r) = N(T1) ∪ N(T2). There are two cases: invocation sequence of methods
is a priori fixed or not, i.e. invocation tree of each transaction is ordered(O) or
unordered(U). In the basic (B) model, Tr invokes t1 and t2. Since o1

r⇒ Tr
r⇒ o2

r⇒ o3, o1
r⇒ o3, i.e. information in o1 possibly flows to o2. In the unordered (U)

and ordered (O) models, there is no information flow between o1 and o3, because
o1 and o3 are manipulated by T1 and T2, respectively. If the transactions are not
ordered, o4

r⇒ o3 as shown in Figure 4. On the other hand, if the transactions

are ordered, o4 is manipulated before o3. Hence, o4
r

�⇒ o3. oi
r⇒
O
oj if oi

r⇒
U
oj . oi

r⇒
U
oj if oi

r⇒
B
oj .

T

t t

t t

1 2

3 4

:  source

:  sink

:  information flow

1 T2

r

Fig. 4. Invocation trees.
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4 Resolution of Illegal Information Flow

4.1 Flow Graph

Every safe transaction is allowed to be performed because no illegal information
flow occurs. As discussed in Figure 4, o1

r⇒ o3 does not hold in the U and O
models even if o1

r⇒ o3 in the B model. o1
r⇒ o3 in the U model but o1

r⇒ o3 does
not hold in the O model. This means it depends on an invocation sequence of
methods whether or not illegal information flow occurs. The paper [9] discusses
how to decide if a role is safe and an algorithm for each method issued by
an unsafe transaction to check whether or not illegal information flow possibly
occurs if the method is performed. However, it is not easy, possibly impossible
to decide whether or not each role is safe if roles include large number of objects
and roles are dynamically created and dropped. In this paper, we discuss an
algorithm to check whether or not illegal information flow necessarily occurs
if each method issued by every transaction is performed. A system maintains a
following directed flow graph G.
[Flow graph]
1. Each node in G shows an object in the system. Here, each transaction is

also an object. If an object is created, a node for the object is added in G.
Initially, G includes no edge.

2. A directed edge o1 →τ o2 is created if oi
T⇒ oj by performing a transaction

T of a role r at time τ . If o1 →τ1 o2 already exists in G, o1 →τ1 o2 is changed
to o1 →τ o2 if τ1 < τ .

3. For each object o3 such that o3 →τ1 o1 →τ o2 in G,
3.1 o3 →τ o2 no edge from o3 to o2 in G and τ2 < τ . go to Step 2.
3.2 o3 →τ2 o2 if o3 →τ3 o2 is already in G and τ2 > τ3. �

Figure 5 shows a flow graph G including four objects o1, o2, o3, and o4. First,
suppose o1 →4 o2 and o2 →3 o4 hold in G. Then, information flow o2

r1⇒ o3 occurs
by performing a transaction at time 6. Here, a directed edge o2 →6 o3 is created
in G. Since o1 →4 o2 →6 o3, information flowing to o2 from o1 at time 4 might
flow to o3 by the transaction. Hence, o1 →6 o3 since 4 < 6 [Figure 5 (2)]. Then,
o3

r2⇒ o4 at time 8. o3 →8 o4. Since o1 →4 o2 →6 o3 →8 o4, an edge o1 →8 o4
is also created and another edge o2 →8 o4 is tried to be created. However, “o2
→3 o4” in G. Since 3 < 8, the time 3 of the edge “o2 →3 o4” is replaced with
8 [Figure 5 (3)]. In Figure 5 (3), information in the objects o1, o2, and o3 flow
into o4. Let In(o) be a set {o1 | o1 →τ o in G} of objects whose information has
flown into an object o. For example, In(o4) = {o1, o2, o3} in Figure 5.

Suppose a method t is issued to an object o in a transaction T with a role
r. Methods invoked in T are logged in an ordered invocation tree form in a log
LT . From the invocation tree in LT , every information flow relation “oi

T⇒ oj”
is obtained. If the following condition is satisfied, t can be invoked in o.
[Condition for a method t] [Figure 6] DO ∈ mtype(t2) and 〈o2, t2〉 ∈ r,
1. for every “o1 →τ o” in LT if IM ∈ mtype(t),
2. for every “o2 →τ o” in G if DO ∈ mtype(t). �
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Fig. 5. Flow graph G.
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T

Fig. 6. Condition.

In the condition 1, data in some object o2 might have been brought into o1
(o2

T⇒ o1) before the transaction T manipulates the object o. In the condition
2, T issues t to derived data from o.

4.2 Timed Information Flow

Suppose some data in an object oi illegally flows to another object oj by per-
forming a transaction T with a role r at time τ (oi →τ oj in G). Security level
of data is changing time by time. After it takes some time δ, the data brought
from oi is considered to belong to oj . An edge “oi →τ oj” is aged if τ + δ < σ
where σ shows the current time. Every aged edge is removed from the graph G
for σ. In Figure 5, suppose δ = 10. If σ gets 14, an edge timed 4 is aged now
and removed. Figure 7 shows the flow graph G obtained here. Suppose some
transaction T with a role r1 issues a request t3 on an object o3 which DO ∈
mtype(t3) in Figure 5(3) but data in o1 is not allowed to be derived. In Figure
5(3), T is rejected according to the conditions. However, the DO method t3 can
be performed in Figure 7 because of no illegal information flow from o1 to T .

8o o o1 2 3

8

o4
6

8

Fig. 7. Flow graph.

8o o o1 2 3

8

o4

8

*

Fig. 8. Flow graph.

Suppose an object o3 is dropped in a flow graph G of Figure 5(3). Since “o3
4→ o4” exists in G, some data in o3 might have been copied in o4. Hence, only
transaction which is granted to manipulate o3 is allowed to manipulate o4 even
after o3 is dropped.
[Drop of an object] An object o is dropped.

1. A node o is marked.
2. Every incoming edge in In(o) is removed from G.
3. Every outgoing edge in Out(o) is marked. �
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Figure 8 shows a flow graph G obtained by dropping the object o3 a through
the algorithm from Figure 5(3). The node o3 is marked ∗. A dotted edge from
o3 to o4 shows a marked edge. All incoming edges to o3, i.e. “o1 →6 o3” and
“o2 →6 o3” are removed from G. Here, suppose some transaction T issues a DO
method t4 on o4. t4 is rejected if T is not allowed to derived data from o3 even if
o3 is dropped already. Because there is still data of o3 in o4. Each marked edge
is removed after it takes δ time units. If a marked node o does not have any
outgoing edge, i.e. Out(o) = φ, o is removed from G.
[Remove of aged edge]

1. For any edge “oi →τ oj” in G, the edge is removed if τ + δ ≤ σ.
2. Every marked node oi is removed if Out(oi) = φ. �

5 Concluding Remarks

This paper discussed an access control model for the object-based system with
role concepts. We discussed how to control information flow in a system where
methods are invoked in a nested manner. We first defined a safe role where no
illegal information flow possibly occurs in types of invocation models; basic (B),
unordered (U), and ordered (O) models. We presented the algorithm to check
if each method could be performed, i.e. no illegal information flow occurs after
the method is performed. By using the algorithm, some methods issued by an
unsafe transaction can be performed depending on in what order a transaction
performs the methods. We also discussed a case that security level is time-
variant. Information flowing to another object can be considered to belong to
the object after some time.
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Abstract. The p-type data model was designed first to answer database needs.
Some of its features were and still are quite unusual for a DBMS and, by some
aspects, make it nearer Description Logic (DL) systems than classical DBMS.
Views play a central role in the model. They are defined in a hierarchical
manner, with constraints on role (attribute) types as in DLs, and instance
classification (view recognition) is a basic mechanism in p-type implementation
by the Osiris system. 
In this paper we recall the main characteristics of p-types and their semantics as
a DL system. We insist on the modelling of unknown values, whose treatment
leads to a three-value instance classification system. We develop database
specific aspects and particularly the partitioning of the object space and its use
for the management of data.

1   Introduction

The P-type data model was defined in the early eighties [Sales 84] with in mind the
objective of making the end-user central to the system. This was achieved by giving
views a first-class status. In the database world, views are synonym to shortcuts for
SQL queries. They are neither persistent nor updatable, thus rendering them unable to
satisfy the ANSI-SPARC requirements [ANSI/X3], where views constitute the
external level of the three-level hierarchy and should constitute the only user interface
with the database. To be more explicit, no database user except the DBA should deal
with the relational tables. Even the database programmer should use only views.
Everyone knows this is impossible with current database implementations, where the
database cannot be updated through views, except in very simple cases. The interest
in views has been increased by the recent development of Data Warehouses, where
views have become an essential constituent. Much work is being done in the Data
Warehouse community to optimise query evaluation by making the views persistent.
However, views are still considered logically as queries and practically as secondary
tables that have to be built and maintained parallel to the main table, the fact table.
Because huge volumes of data are ordinary, physical space management becomes a
central problem. Disk space has to be shared between views and indexes [Bellatreche
00]. It is somewhat paradoxical that views, which were intended to achieve logical
independence and were placed at the higher conceptual level in the three-level
architecture, have been lowered to the physical level, together with files and indexes.
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The similarity between views and concepts in Description Logics (DLs) has been
pointed out early. Both “define” subsets of objects of a more general concept (a table
is a relational representation of a concept). Work has been done on using views –
considered as defined concepts1 – to optimise query evaluation [Beneventano et al.,
93]. Through this kind of work, database research can benefit from the theoretical
work that is being done in the field of DLs. Most of this work concerns the
complexity of concept classification depending on the kind of properties the system
allows to define the concepts.
However, there are important differences between DL systems and DBMS. DLs deal
with conceptual aspects, not the physical ones related to object management. DLs do
not deal with the management of large quantities of objects, which is the purpose of
databases. They do not even consider object evolution. They deal only with a given
state of the world, concerning a small amount of static, non-evolving objects. On the
other hand, databases do not consider – even today – instance classification, i.e.,
determination of the current views of an object.
The Osiris system, which implements the p-type data model, can be considered at the
crossing of both currents: databases and DLs. From databases, it retains the
importance of sharing large amounts of data between different categories of users;
hence the central place of views and their role that is not limited to that of “named
queries”. With DLs it shares the importance given to concept management. The
specific aspects of Osiris with respect to both paradigms concern mainly a category of
constraints used to define the views, namely Domain Constraints, and particularly
their use for object management and query optimisation.
In this paper we make a presentation of the p-type data model in the DL style, which
enables us to situate its language in the DL classification. This has given us
confidence in the possibilities of implementing certain features in a feasible manner.
The DL paradigm has also proved useful to express many specific aspects of the
model, such as the partitioning of the object space, and even generalise it. Therefore
this experience has been fruitful.
In this introduction we have outlined some essential characteristics of the p-type data
model. In the following, we present a DL model of p-types. We first recall the main
results of a previous study [DEXA00]. We show how the explicit treatment of
unknown values leads to a three-value instance classification model where views can
be Valid, Invalid or Potential for a given object. We then present the principle of a
partitioning of the object space that is based on constraints on predefined domains and
extended to constraints on views. We show how this partitioning can be used for the
management of data in a database perspective: persistent views and object indexing.
We present the current solution in the Osiris system and the problems posed by the
generalization of constraints from predefined to user-defined domains.

1 “Defined” concepts are defined by necessary and sufficient conditions. They are opposed to
“primitive” concepts, which are defined only by necessary conditions. Therefore, it is
mandatory to explicitly assign an object to a primitive concept and then let the system
classify it into the defined concepts whose properties it satisfies. For example, an object p1
being assigned to the primitive concept PERSON will be classified into the defined concepts
ADULT, MINOR, MALE, etc., according to its properties.
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2   Previous Results: p-types Syntax and Semantics

In this section we recall the main results about the formal definition of the syntax and
semantics of the concept language of p-types in a DL-like manner. This work was
presented in [DEXA 00]. The modeling has been improved since, but its principle and
its results remain mostly the same.
We do not consider the external form of p-types, i.e., the syntax used in the Osiris
system. We consider a concept language whose semantics is that of p-types, which
presents some characteristics that make it a database-oriented model. Description
Logics deal with concept definition and classification. In defining P-types a designer
is not interested only in the ontological aspects of the system, i.e., the concepts that
are taken into consideration, but in their use in a database context. This leads to a
decision to transform some concepts into classes of objects and others into views. A
class must be understood in the programming sense: an object belongs to a unique
class and does not change its class during its lifetime. Views are subsets of objects of
a given class. Contrary to the common database perspective, P-type views are not
shortcuts for queries. They are defined by logical properties on the attributes of the
class and therefore behave as defined concepts in a DL. Similarly, classes behave as
primitive concepts. This means that an object must be explicitly assigned to a class
and then is automatically classified into its views. This is what happens in Osiris. Any
object is created in a given class and automatically classified into the views of this
class.

Table 1. Syntax and semantics for type concept language constructs, R ranges over roles, A
over types and C,D over type concepts.

Construct
Name

Syntax Semantics

Attribute
Typing

� R.A { x � �I | �y � �I: (x,y) � RelationI � y �
AI}

Mono valued
Attribute

(= 1 R) {x � �I | �{y � �I: (x,y) � Relation} = 1 }

Intersection C � D CI � DI

In this section we give a definition of the concept language syntax for OSIRIS. On an
operational point of view, this language is used to specify databases schemes.
Let us consider:
� a set of types T (ranged over by A,B,T) containing predefined types INT, REAL,

CHAR, STRING, namely Predefined,
� a set of views V (ranged over by U,V) containing predefined views {]v1,v2[ , [v1,v2[

,]v1,v2] , [v1,v2], {a1,…,an} | v1 and v2 are both elements of one of the types INT,
CHAR or REAL and ai are all elements of one of the types INT,REAL, CHAR or
STRING} namely PredefinedViews

� a set of roles R (ranged over by R).
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Table 2. Syntax and Semantics for types concept language constructs, R ranges over roles,
U,V over view concepts.

We define two separate languages that are mostly sub languages of the ALC language
family [Domini et al., 96]. One of these languages is called type concept language
(namely TL), and is used to declare the types of the application considered as
primitive concepts. The other one is called view concept language (namely VL), and
is used to declare views (i.e., subsets of types) considered as defined concepts. This
distinction is a central point of the Osiris system, and it has also been used in
[Buchheit et al., 98]. The purpose of such a distinction is to emphasize the fact that
types are inherently primitive concepts and views are defined concepts.
A type scheme is a set S of axioms of the type:

1. A � C, where A � T-Predefined and C � TL
2. A � 	B, where A � T and B� T
3. R � A
B, where R� R, A � T-Predefined and B � T
4. V = A � U, where V � V, A � T and U � VL

Such that:

� Uniqueness of a type definition: for all A � T-Predefined, there is one axiom A �
C in S. Such types are called p-types.

� A role belongs to a single type and all roles are defined: for all R there is exactly
one axiom R � A
B  and A � C such as C uses R.

� Types are disjoint: for all A,B in T, there is an axiom A � 	B.
� Uniqueness of a view definition: for all V� V there is exactly one axiom V = U.
� Views form a hierarchy: considering the binary relation of view inclusion "V uses

U in its definition, V = U� …", the directed graph formed by views as node and
this relation is acyclic and every connex compound has a unique root called
minimal view.

� A view is a subset of a unique type: for each view V there is exactly one type A
such as minimal_view(V) = A � ….

An interpretation I = (�I,.I) of a given type scheme S is given by a set �I and an
interpretation function .I such that initial concepts and roles are interpreted in the
following way:

Construct
Name

Syntax Semantics

Intersection U � V VI � UI

Negation 	U {x � �I | x � UI}
Undefined(R) {x � �I | x � Undefined}

� R.V {x � �I | �y � �I: (x,y) � RelI � y � VI}

� R. 	V {x � �I | �y � �I: (x,y) � RelI � y � VI}

� R.V {x � �I | �y � �I (x,y) � RelI and y � VI}Elementary
Constraints � R. 	V {x � �I | �y � �I (x,y) � RelI and y � VI}
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� AI is a subset of �I for all A in T
� VI is a subset of �I for all V in V
� RI is a triplet <Relation, Undefined, Unknown> with Relation � �I 
 �I, Undefined

� �I, Unknown � �I and {x � �I | � y � �I and (x,y) � Relation} � �I  -
(Undefined  Unknown)

Concept constructs are interpreted according to table 1 and 2.

Example. We give an example of type scheme:

� PERSON � �partners. PERSON � � age. INT � (= 1 age) � �follow. COURSE
� �teach. COURSE � � namePERSON. STRING � (= 1 namePERSON)

� COURSE � �teacher. PERSON � (= 1 teacher) � � nameCOURSE. STRING�
(= 1 nameCOURSE)

� VIEWPERSON = PERSON � 	Undefined(age) � 	Undefined(partner) �
	Undefined(namePERSON) � � age. [0, 100]

� STUDENT = VIEWPERSON � 	Undefined (follow) � � age. [0, 50[
� TEACHER = VIEWPERSON � 	Undefined (teach) � � age. [18, 70[
� TEACHINGASSISTANT = STUDENT � TEACHER
� MAJOR = VIEWPERSON � � age. [18, 100[
� VIEWCOURSE = COURSE�	Undefined(teacher)�	Undefined(nameCOURSE)

Remark. The undefined set in a role interpretation represents the objects for which
the role has no meaningful value. It is the case for the function 1/x: it is undefined for
x=0. As in Description Logics we assume that names, i.e., the elements from �I, are
unique (unique name assumption), in the context of our database system these names
are oids.

Definition. Given I and J two interpretations of a scheme S, we say that J is a more
specific interpretation than I (noted as J � I) iff:

� �I � �J

� For all A in T, AI � AJ.
� For all V in V, VI � VJ.
� For all R in R, RI = <Relation1 , Undefined1, Unknown1>, RJ = <Relation2 ,

Undefined2, Unknown2>, Relation1 � Relation2 , Undefined1 � Undefined2  and
Unknown2 � Unknown1 .

In other words, J a more specific interpretation than I contains less unknown
information and possibly more objects than I.

Definition.  An interpretation I is said finite if �I is finite.

Definition. An interpretation I is said to be complete if for every R � R, such as RI =
<Relation, Undefined, Unknown>, we have Unknown = �.

Remark. Intuitively, a interpretation is complete if all the values for all the objects
are known.
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Definition 8. Given a scheme S, we say that a finite interpretation I may satisfy an
axiom. More precisely:

1. I satisfies A � C iff AI � CI

2. I satisfies A � 	B iff AI � BI = �
3. I satisfies R � A
B iff Relation � AI 
BI, Undefined � AI and Unknown � AI,

where RI  = < Relation, Undefined, Unknown>
4. I satisfies V = A � U iff VI = AI � UI

Definition. We say that a finite interpretation satisfies a type scheme S (or that I is a
valid interpretation of S) iff:
1. I satisfies every axiom of S
2. For each p-type A, with minimal view V, we have AI=VI.
3. There exists a complete interpretation J such that J satisfies S and J � I.

Remark. This Definition needs a few explanations. First, we only consider finite
interpretations because they best match our intuition: we do not believe that it is the
purpose of computers to deal with infinity. Constraint 1 is classical and means that an
interpretation for a concept follows its definition. Constraint 2 means that minimal
views are primitive concepts. Constraint 3 deals with the unknown values. It means
that in a valid interpretation, if a value is unknown, then it will be possible to put
some actual value in the future.

Definition. We say that a view V1 subsumes a view V2 , iff V2

I � V1

I for all valid
complete interpretation I.

Remark. As in Description Logics, deduction does not deal with unknown values.
The unknown values only appear when building the extension of a specific database,
which is during the “using phase” of a database. Before inserting any object in the
database, that is building a specific interpretation, the only thing one can do is to
deduce facts that are true for every interpretation.

3   Application to Databases

The goal of this section is to show how the object space of a p-type can be partitioned
in order to store the objects of an interpretation, i.e., the actual set of objects of the
database. This partition may also be used for computing the subsumption relationship,
as in [Calvanese 96] where compound concepts form a semantic driven partitioning
analogous to the equivalence classes introduced in this section. We give the intuition
of the partitioning, starting with the partition of an attribute when it is defined over a
predefined type (which is the case in the current implementation of the Osiris system).
Then we extend this partitioning to the case where attribute types are views.

Definition. Given a role R from a p-type A, let us call constraints(R) the set of all
elementary constraints involving R; a stable sub-domain for R is either a subset of
constraints(R) or the stable sub-domain sds-undefinedR. The interpretations of a stable
sub-domains s are repectively sI = AI � Ci

I - Cj

I, whereCi � s and Cj �s; and sds-
undefinedR

I = Undefined, where RI = <Relation, Undefined, Unknown>.
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Definition. A stable sub-domain s is said to be consistent iff for some valid
interpretation I we have sI � �.

Example. Consistent stable sub-domains for the PERSON p-type and age role in
example are:
 Sds11={�age.[0,50], �age.[0,70], �age.[0,100]} : 
 those whose age is between 0 and 50 (included)
 Sds12={�age.[0,70], �age. [0,100]} : 
 those whose age is between 50 (excluded) and 70 (included)
 Sds13={�age.[0,100]} : 
 those whose age is between 70 (excluded) and 100 (included)
 Sds14={} : those whose age is not between 0 (included) and 100 (included)

Property. Given an interpretation I and a role R, the R’s stable sub-domains’
interpretations form a partition for AI.

Proof. Let o � AI. For a constraint C from constraint(R), either o belongs to CI, or o
belongs to 	CI. As this is true for each constraint, we have the result.�

Definition. Given a p-type A whose roles are R1, …, Rn, an eq-class for A is (s1, …,
sn) where each si is a stable sub-domain for Ri with interpretation (s1, …, sn)

I = � si

I .

Remark. One can see an eq-class as a hyper-square, as in figure 1.

Fig. 1. Example of graphical representation of eq-classes. Graphical representation for a virtual
space of a p-type; only consistent stable sub-domains are represented. The circle symbolizes an
object with values follow=Undefined and age=60.

Property. Given an interpretation I, the interpretations of Eq-classes are the
equivalence classes for the relationship between objects: o1 � o2 iff for each
constraint C, either both o1 and o2 belong to CI, or both o1 and o2 belong to 	CI.

The following properties and definitions deal with the storage of a specific
interpretation. So we assume that we have a valid interpretation I and we concentrate
on a single p-type A.

Property. Given an object o from I such that, for each R � R, with RI = <Relation,
Undefined, Unknown>, we have o � Unknown (i.e. o is completely known), then
there exists a unique eq-class eq, called EquivalentClass(o,I) such as o � eqI.

Sds11={�age. [0,50]}

Sds12={�age. [0,70]}

Sds13={�age. [0,100]}

Sds21={Undefined(follow)} Sds22={}
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Definition. Given a valid interpretation I, and an object o, we define Possible(o,I) as
the set of eq-classes associated with o in every more specific interpretation of I.

Property. If o is completely known, then Possible(o,I) = {EquivalentClass(o,I)}.

The idea would be to index each object with the Possible(o,I) set. In fact, as we do not
need so much information, we will use instead an approximation of Possible(o,I).

Definition. Given a p-type A with role R, a general stable sub-domain is either a
stable sub-domain or the general stable sub-domain sds-unknownR with interpretation
sds-unknownR

I = AI.

Definition. Given a p-type A whose roles are R1, …, Rn, a general eq-class is
(s1, …, sn) where each si is a general stable sub-domain for Ri with interpretation
 (s1, …, sn)

I = � si

I .

Definition. Given an object o, we define GeneralEquivalentClass(o,I) = (s1, …, sn)
where si is either the stable sub-domain such that o � si

I if o is not unknown for Ri, or
sds-unknownR.

Property. Given an object o and a J valid complete more specific interpretation than
I, then we have: 

eq � Possible(o,I) eqJ � GeneralEquivalentClass(o,I)J.

Proof. Suppose o is completely known, then Possible(o,I) = {EquivalentClass(o,I)}
and GeneralEquivalentClass(o,I) = EquivalentClass(o,I). 
Now suppose than o is not completely known. 
Let us reorder the roles from A, such as R1, …, Rk are the roles for which o is known
and Rk+1, …, Rn the roles for which o is unknown. Then let sds1, …, sdsk the stables
sub-domains for o according to each Ri for I in 1..k. We have: 
 eq in Possible(o,I) � eq = (sds1, …, sdsk, …). 
We also have 
 GeneralEquivalentClass(o,I)=(sds1,…,sdsk,sds-UnknownRk+1,…,sds-UnknownRn).
As for each Ri, I in k+1 .. n, we have sdsiJ � sds-UnknownRi

J, we have :
 eqJ � GeneralEquivalentClass(o,I)J.�

Definition. Given a view V of p-type A and a general eq-class eq, we define
Validity(eq,V), the validity of eq with regards to V, as :
� True if eqI � VI for every valid interpretation I.
� False if eqI � VI = � for every valid interpretation I.
� Possible if eqI � VI � � and eqI � 	VI � � for every valid interpretation I.

Definition. Given a general eq-class eq of p-type A with views V1, …,Vn, we call
ValidityVector(eq) the set of couples (Vi, Validity(eq,Vi)).

Solution. We can associate with each general eq-class its validity vector and the set of
objects that belong to the interpretation of the general eq-class. This is the way we
implement object indexation as shown in figure 2.
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Fig. 2. Example of general eq-classes for object indexation. Two general eq-classes, with their
associated object list and validity vector. The second eq-class has a general stable sub-domain
unknown (quoted here as sds-?).

4   Conclusion and Future Work

This paper continues the work initiated in [Roger et al. 00]. In particular we present a
way of partitioning data according to the semantics. The notion of eq-classes provides
semantic-driven partitioning and even if the number of eq-classes is exponential
according to the size of the type scheme, only populated eq-classes need to be
represented. Thus the number of eq-classes never exceeds the number of objects.
This is the central idea of the p-type model as it has proven to be valuable for object
indexation and logical deduction as stated in [Calvanese 96]. This convergence
between databases and knowledge bases through semantic-driven partitioning allows
us to consider the possibility of reusing previous results about concept classification.
Future work will consist in extending the expressiveness of the language by reusing
previous work on description logics, for example cardinality constraints [Calvanese
96]. We will also study the influence of concepts on a level “above” p-types, which
reduces the gap between the p-type data model and that of description logics. An
example of such a concept would be “old things” that would gather objects from
different p-types according to the role age.
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Abstract. There are many Molecular Biology Databases, also known
as Genome Databases, and there is a need for integrating all this data
sources and related applications. This work proposes the use of an
object-oriented framework for genome data access and manipulations.
The framework approach is an interesting solution due to the flexibility,
reusability and extensibility requirements of this application domain. We
give a formal definition of our Genome Databases Framework using UML
class diagrams, that explore the structural part of the architecture. A
brief discussion on the Framework functionalities is also presented.

1 Introduction

Many molecular biology projects are currently active [19]. In spite of all the
benefits one may expect from them, it has become a challenging problem to deal
with large volumes of DNA and protein sequences, besides other related data
(such as annotations) (e.g., [2,9,23,10]). DNA and protein sequences are text
strings and this is one of the reasons why molecular biologist started keeping
them in text files. With new technologies available, the sequencing process and
genetic code production has increased in such a way that the total volume of
data became large enough, motivating the use of DBMSs.

Database technology is already present in this research area but to a little
extent, i.e., even if some projects include DBMS-like software to store all the
data, most does not use DBMS’s functionalities [2,19]. Moreover, most users
still work with flat text-based files downloaded from public repositories and data
manipulation is done through programs like BLAST search (e.g., [5]). There
exists many Molecular Biology Databases, also known as Genome Databases,
such as the GenBank Sequence Database [13], the Annotated Protein Sequence
Database (Swiss-Prot) [27] and A C. elegans Database [1]. It is important to
note that many so-called databases are not always complete database systems
but, rather, file systems with own storage, manipulation and access methods.

We are interested here in a basic, though very important, problem that is
related to the definition of a suitable structure for representing and integrating
this kind of genome data. It is a well-known problem for genome and molecular
biology data users that the information widely spread in different sites are not
easy to deal with in a single and uniform way. Each research group that is
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currently generating or processing these data usually work in a independent
manner, using different data models to represent and manipulate mostly the
same information. There are object-oriented systems (e.g., AceDB [1]), relational
(e.g., Swiss-Prot [27]) and semi-structured text-based files (e.g., GenBank [13]).

The usual approach to handle this problem is to use a specific integrated
model and system that should capture all the needed data for a particular ap-
plication (e.g., [8]). Since it is a research area that is often changing, with new
structural information being incorporated together with new application require-
ments, it is very difficult to decide upon which data model should be considered
in this context. Thus, every existing approach based on a chosen model may not
be well adapted to all users and application needs.

In this work we propose the use of an object-oriented framework [11] approach
to deal with these Genome data integration problem. A framework is an incom-
plete software system, which contains many basic pre-defined components (frozen
spots) and others that must be instantiated (hot spots) for the implementation
of the desired and particular functionality. There are multiple object-oriented
framework classifications. Our framework belongs to a class called “specific to
the application domain”. Indeed, molecular biology (genome) research area.

We claim that, using a framework and the software systems instantiations it
may generate, we have a better solution to most of the questions that arise in this
domain. Our proposed framework, briefly introduced in [20], will be discussed
and formalized here, with UML class diagrams that explore its structural part.
Due to space limitations, we will only give an idea of the framework’s dynamic
part. This is further explained in [26].

We first motivate our work in the next section, listing a sample of the exist-
ing genome data sources and tools, together with some of the most important
approaches in the literature. Then, in Section 3, we give an overview of our
framework, presenting its basic architecture, a discussion on its functionalities
and an instantiation of the biological model. This is followed by the details of
the framework modules, shown in Section 4. We conclude in Section 5 with
contributions, future and ongoing work.

2 Motivation and Related Work

There are many interesting problems for the database research community, be-
sides simply providing a way to store and give reliable and efficient access to
large volumes of data. Among them, we can mention the works on appropriate
user interfaces and the interaction between different data collections [4,28]. Some
other issues involve the definition of an appropriate ontology [3,15], as well as
buffer management [18] and indexes [14].

Molecular genome projects, through sequencing, have produced very large
collections of DNA data of multiple organisms. An important problem in this
research area is how to deal with gene and other genome sites in order to identify
their functions. It is important to enable comparisons between different species’
genome data that may be similar and, probably, have the same function.
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Many research groups have developed tools to provide integration, structur-
ing, comparison and presentation of genome sequences and related information.
In [17,9,21] the authors identify the most important integration strategies:

– (hyperlink navigation for joining information) The idea here is to allow users
to jump through registers of different data sources, either through existing
links among them (e.g., Entrez [19]) or navigation systems that create the
links among different data sources (e.g., SRS [19]). Thus, in a first movement,
the user accesses a data source register and, in what follows, the user asks
for a link to another data source where the desired information is; or
– (multidatabases) Another strategy includes those that use integration

tools that implement queries to the different pre-existing data sources.
These queries may be formulated through special languages (e.g., [7] and
CPL/Kleisli [19]) that allow representing complex data types, with an ac-
cess driver implemented for each data source to be accessed; or
– (data warehouses) An alternative strategy consists of using a mediator that

is responsible for determining the data sources that participate in the query,
creating an access plan, translating concepts and syntax, assigning the
queries to the distributed environment and integrating the results [17]. We
deal here with implementation of a data instance that collects the biological
information available in several sources.

When genome and molecular biology information structuring are taken into
account, other research groups propose and discuss data models that are suitable
to represent them. We can cite the OPM semantic-based object-oriented model
[8], the DDBJ DNA Database presented in [24] and, more recently, the data
warehouse-like approach proposed in [25]. Usually genome projects develop own
system interfaces that differ in the way they show their data and results from
data manipulation. For example, AceDB [1] offer a powerful graphical interface
that enables the user to visualize the chromosome map in details.

We have chosen here an approach that is based on an object-oriented frame-
work. The basic idea for choosing a framework is that we needed a tool for inte-
grating genome information that is spread in a distributed environment (mostly
available in the web). Furthermore, this information changes because new bio-
logical information and descriptions emerge often. All data is used by distinct
and, at the same time, similar applications. Thus, properties like flexibility, ex-
tensibility and software reusability are required.

The biology data model, once initially defined, need to incrementally aggre-
gate new information from the different existing data sources. Through an object-
oriented framework, it becomes possible to generate interfaces and database in-
stances, executing the most important genome applications in a uniform and
integrated way. Our approach integrates the information through the instantia-
tion of particular scientific data warehouses, which respond to high performance
requests of the related applications.
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3 Framework General Description

Our Genome Databases Framework provides basically six functionalities:

1. Schemas capture of existing and different data sources;
2. Matching of the architecture objects to those objects in the captured schema;
3. Capture of data belonging to the data sources;
4. Definition of new ad-hoc schemas;
5. Data generation in a format required by a molecular biology application;
6. Execution of algorithms instantiated as methods of the biology classes.

The first one assumes that there exists a converter (wrapper) for the data
sources being considered. When the second functionality is not directly obtained,
a new biology object is created and associations must be created. This matching
may establish relationships such as ”is synonym of”. The ability of capturing
the data is the third functionality mentioned and is needed once the associated
schema has been already captured. For this, there is another type of converter.
Listed next, in fourth place, is a common demand for new specific applications
schemas, together with a new associated data set. As there are multiple stored
data formats, one may need to convert them to a particular format, mandatory
for the execution of a given application (e.g., FASTA file format for BLAST
programs). This is what the fifth functionality is related to and, finally, the
framework must be able to execute all the involved methods.

Besides the above mentioned functionalities, we have chosen XML Schema
to define the data sources schemas and XML for storing data [29]. This is due
to (i) the intrinsic characteristic of the information in the biology data sources;
(ii) the known advantages of semi-structured data models in this context [16];
and (iii) to the eventual adoption of XML by many commercial CASE tools.

Framework Architecture

The framework being proposed is divided in four modules: Administrator, Cap-
tor, Driver and Converter. Their relationship and an overview of the framework
architecture is depicted in Figure 1.

The hot spots of our framework are the Biology Model and Algorithms, the
Wrappers associated to biology data sources and the Application Drivers. When
instantiated, they implement a particular functionality, defining an application
over the molecular biology application domain.

The Administrator module performs the interface with the users to provide
management of the biological data model: schemas and/or data capturing re-
quests or the execution of algorithms instantiated in the framework. Therefore,
this module contains a biology class model that is committed with the existent
data sources, as well as with the methods that are associated to these classes.

The Captor module is responsible for the data and schemas repository. The
Converter provides access to the biology data sources, translating schemas to
XML Schema and data to XML. Finally, the Drivers module implements the
interface generation between biology applications and the framework.
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Fig. 1. The Framework Architecture

Overview of Framework Dynamics

When a user asks for a schema (or data) from a given data source to the Ad-
ministrator, this module sends the request to the Captor, which in turn sends it
to the corresponding biology data wrapper. These schemas/data capturing may
only be done if the correspondent wrapper have been previously developed in the
framework. The wrapper implements the mapping of the data sources schema to
XML Schema and data to XML. The schemas and the data obtained are stored
in their respective repositories.

The user may also ask the Administrator module for generating a file for
a given biology application. Much like as described before, such a request can
only be done if the associated driver have been previously instantiated in the
architecture. The Administrator module triggers the driver in order to execute
its task. Then, the driver requests data to the Captor, which manipulates the
data repository. There are multiple biology applications that ask for a given file
name and its localization in order to proceed with the execution.

The architecture also allows the execution of a biology algorithm instantiated
in the architecture, which may work on the available data stored in the repos-
itory. The construction of interfaces between the framework and the existent
biology applications can also be done through the Application Driver, i.e., data
may be requested in specific formats for a class of applications.

An Example of Biology Model

We present here an instantiation of the Biology Model to give an idea of the
objects involved in the biology application domain, as well as the algorithms
associated to each one of these objects.
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Fig. 2. Example of Genome Class diagram

The model presents only a small part of the application domain objects,
specifically the pieces of information related to the genome. Other facts refer,
for example, to the proteome, transcriptome and metabolone. The biology model
- a framework hot spot in our case - can be extended so that all information
currently available at the biology data sources are considered.

In the model depicted in Figure 2, one may observe that chromosomes form
the genome and that each is considered a set of Chromosome Fragments, which
consist of DNA sequences. A Chromosome Fragment can be either a Transcript
Region or a Non-Transcript Region. The latter can be a Regulatory Sequence or a
Chromosomal Element, and so forth. The algorithms that may be executed over
the objects in the chromosome fragments class are, for example, GeneFinder-
type methods, like Blast and Fast [22]. These type of algorithms are those that
run discovery (mining) processes of DNA regions in the fragments for which
genes formation is possible.

4 Framework Modules

We present here the architecture of each module Each module has a class that
represents its interface with the other modules. We use the Facade pattern [12] in
their implementation. The framework is described and formally specified using
the Unified Modeling Language (UML) [6]. Although a complete formal defini-
tion of our framework would contain both structural and functional specification



A Genome Databases Framework 325

(through class and sequence diagrams), as explained before only the static part
will be presented. We will focus on module’s classes and related functionalities.
The attributes and methods will not be detailed but are quite immediate.
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Fig. 3. Classes Diagram of the Administrator Module

Administrator Module

The 3 classes in this module are: AdmFacade, BiologyModel and Repository-
Model. The class AdmFacade is the path to all framework functionalities. The
users interact with this class in order to capture schemas or data from a given
data source or to obtain the matching between a biology schema, defined in the
architecture, and the schema that was captured from a data source. When there
is no direct matching, new objects can be added to (or suppressed from) the
model. Also, object associations can be done (or undone) and objects can be
recognized as synonyms of other objects. An user can create a new schema and
a data instantiation that are appropriate to a given application. One can, via the
Administrator module, generate data for external applications, query schemas
and data repositories or even run biology programs.

The class BiologyModel manipulates the biology model, allowing its expan-
sion. Classes that are part of the Administration module may be extended or
modified by programmers. They are, indeed, hot spots of the proposed frame-
work. The Strategy pattern [12] is used to permit the creation of algorithms
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families associated to the biology model’s classes. This way the programmers
can implement variations of the available algorithms. Finally, the class Reposito-
ryModel provides object persistency as well as their retrieval from the Repository.

Captor Module

The class CaptorFacade provides (i) the capture and storage of biology data
sources’ schemas/data; (ii) management of own specific schemas, defined from
the objects of the biology model available in the framework; (iii) exclusion of own
or captured schemas/data; and (iv) query execution over the repository class.
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Fig. 4. Classes Diagram of the Captor Module

The second class, called Repository, provides persistency of schemas and data,
besides enabling data retrieval. It is worth to remember that the schemas are
stored in XML Schema and all data in XML. So, there is a need for access and
manipulation languages, such as XQuery [30], to deal with the Repository.

WrapperBiologySources Module

This module is composed by classes WFBFacade and DataSourceWrapper.
The WFBFacade is an interface class between the framework modules and

the biology data wrappers. There will be various converters in the architecture,
one for each data source. Therefore, the relationship between the WFBFacade
and the Wrappers is of the type one-to-many.
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The DataSourceWrapper represents the implementation of each wrapper. A
wrapper will contain two distinct functionalities. On one hand, it has the ability
to capture the biology data source schema and, on the other hand, the capture
of the source’s data itself. The DataSourceWrapper class is a hot spot of the
architecture.
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DriverBiologyApplication Module

The following classes compose the DriverBiologyApplication module: the Appli-
cationDriverFacade is an interface class between the modules of the framework
and the drivers that generate data for the biology applications. There will exist
multiple application drivers in the architecture, one for each application program
to be used. Thus, the relationship between the ApplicationDriverFacade and the
drivers is ”one-to-many” type. The DataGenerator represents the implementa-
tion of each driver. The driver is also a framework hot spot.

For instance, a driver can generate data in a text format, according to the
syntax used in GenBank or Swiss- Prot, or even in FASTA format to be used in
the execution of algorithms that work on them. Moreover, a driver may be the
implementation of an interface with a system available in the Web. It can send
the available data in the framework repositories to a system that will execute and
manipulate them. The driver can also be a data service, allowing an application
to be connected to the framework, receiving the data stored there.

5 Final Comments

We proposed and detailed a genome database framework that integrates molec-
ular biology data sources and allows the execution of programs and queries in
a uniform way. This is quite different from previous approaches, that lie on
particular data models and structures, only appropriate to specific contexts.

The main contribution is based on the idea that our framework works much
like data warehouses do but provide in addition flexibility and reusability. The
users of such a tool may access a heterogeneous environment of information
sources and can deal with schema evolution based on a meta-model, i.e., indepen-
dent of each distinct data model used. New schemas can be built via framework
instantiation, with the help of an ontology and a biology data model.

We are currently working on the framework implementation and we hope
to have a prototype available soon, with all functionalities, although still with
restricted access to data sources. We are also interested in the definition and
representation of a specific ontology for the molecular biology and genome area,
which will be used in the existing data sources. Moreover, we plan to explore
further the schema evolution characteristics of the framework.
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Abstract. In this paper, we propose a concurrency control protocol, denoted

Cooperative Locking, which extends the two-phase locking protocol by intro-

ducing the notion of downgrading of locks proposed in [9]. The basic idea of

the proposed protocol is to provide the following functionality: after using an

object in a transaction, the user can downgrade a lock on an object to a less

restrictive mode before the transaction ends its execution. The prime goal of

our proposal is to provide a high degree of inter-transaction parallelism while

ensuring serializability of schedules.

1 Introduction

The classical model for concurrency control in DBMSs adopts serializability as
the correctness criterion for the execution of concurrent transactions. In existing
DBMS, serializability is ensured by the two-phase locking (2PL) protocol [7]. The
2PL protocol implements a locking mechanism which requires that a transaction
obtains a lock on a database object before accessing it. A transaction may only
obtain a lock if no other transaction holds an incompatible lock (e.g., a lock for
a read operation is incompatible with a write lock) on the same object. When a
transaction obtains a lock, it is retained until the transaction ends its execution
(by a commit or an abort operation).

However, in recent years, database concepts have been applied to areas such
as computer-aided design and software engineering (CAD and CASE), geographic
information systems (GIS) and workow management systems (WFMS). These
advanced database applications consist of long-living transactions and present
a cooperative environment. Waiting for locks may cause unacceptable delays
for concurrent transactions belonging to this class of database applications. Ac-
cordingly, the 2PL protocol is not adequate for controlling concurrency in such
applications.

In this work, we propose an extension to the 2PL protocol by introducing
the notion of lock mode downgrading presented in [9] (this notion appears also
in [10] as lock release conversion, but it is not used as a primitive in the locking
mechanism). H�arder and Rothermel propose that a transaction holding a lock in

mode M can downgrade it to a less restrictive mode. This notion is used by the
authors to implement controlled downward inheritance of locks to provide more
intra-transaction parallelism in the processing of nested transactions.
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In our proposal, we use lock downgrading as a primitive in the locking protocol
in order to obtain more inter-transaction parallelism. Such a feature can optimize
the processing of long-living transactions. With the notion of lock downgrading,
the user may relax the blocking property of locks on database objects. Lock
downgrading ensures more cooperation among transactions accessing the same
set of database objects. For that reason, we denote our proposal Cooperative
Locking (CL, for short).

This paper is organized as follows. In the next section, we briey outline
some concepts of the conventional transaction model which are used in this paper.
Section 3 motivates and discusses the Cooperative Locking protocol. In Section
4, we compare the results of our proposal with other works. Section 5 concludes
the paper.

2 The Model

A database is a collection of disjoint objects. The values of these objects may be
read and modi�ed by transactions. A transaction is modeled as a �nite sequence
of read and write operations on database objects, where ri(x) (wi(x)) represents
a read (write) operation executed by a transaction Ti on object x. To each
transaction, an identi�er, denoted TRID, is associated which uniquely identi�es
it.

A schedule models an interleaved execution of transactions. Two operations of
di�erent transactions conict i� they access the same database object and at least
one of them is a write operation. With p <S q, we indicate that the operation p
is executed in the schedule S before q. The Serialization Graph for a schedule S
over T = fT1; T2; � � � ; Tng is a directed graph SG(S) = (N;E) where each node in
N corresponds to a transaction in T , and E contains edges of the form Ti �! Tj
if and only if Ti; Tj 2 N and two operations p in Ti and q in Tj are in conict,
with p <S q. We say that a transaction Tj indirectly conicts with Ti, if there is
an edge Ti �! Tj in E+, where SG+(S) = (N;E+) is the transitive closure of
the serialization graph SG of the schedule S, and Ti; Tj 2 T . A schedules S is
said to be conict serializable, i.e. S 2 csr, i� SG(S) is acyclic [4]. A schedule S
is correct if it is either serial or conict serializable.

3 The CL Protocol

3.1 The Protocol

Upgrading of locks is the only lock conversion supported by 2PL. Cooperative
Locking extends 2PL by introducing a mechanism which enables two di�erent
types of lock conversion on a database object O:

� Upgrading of locks: A transaction holding a lock type L on O can upgrade it
to a more restrictive type L', if no other transaction holds a conicting lock
with L' on O;

� Downgrading of locks: A transaction holding a lock type L on O can down-

grade it to a less restrictive type L'.
Cooperative locking supports three lock types: Nil, read lock (rl) and write

lock (wl). The lock type Nil denotes the absence of locks. The other lock types
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have been discussed exhaustively. Figure 1 shows the compatibility table among
lock types. The columns represent lock types which a transaction Ti holds on
a database object. The rows represent locks which are requested by another
transaction Tj on the same object. An entry \+" in the table denotes that the
lock types are compatible. On the other hand, an entry \�" denotes that the
lock types are not compatible.

Nil rli wli

rlj + + -

wlj + - -

Figure 1: Compatibility table for locks in a CL protocol.

A CL scheduler2 manages locks according to the following rules:
(R1) A transaction may acquire a lock of type read on an object O, if no other

transaction holds a write lock on O.
(R2) A transaction may acquire a lock of type write on an object O or upgrade

a lock it holds to write lock, if no other transaction holds a read or write
lock on O.

(R3) A transaction holding a write lock may downgrade it to read lock or Nil.
(R4) A transaction holding a read lock may downgrade it to Nil.
(R5) Once a transaction has downgraded a lock, it may not upgrade the lock.
(R6) Once a transaction has released a lock, it may not acquire any new locks

(2-phase rule).
The process of lock downgrading can make an object used by a transaction

T visible to other transactions. The object may become visible for read or for
update operations. For instance, if a transaction T downgrades a write lock on
an object O to a read lock, other transactions can read O but not update it.
Notwithstanding, if T downgrades the write lock to Nil, other transactions can
read and update O.

The user should explicitly request a lock downgrading. To represent such a
transaction request, we will use the notation dg(O;L), where O denotes the object
whose lock should be downgraded to type L according to rules (R3) and (R4).

It is easy to see that, di�erently from lock upgrading, the action of down-
grading a lock does not provoke deadlocks. On the other hand, lock downgrading
may sometimes present undesirable side-e�ects. To illustrate such a side-e�ect,
consider that a CL scheduler has already scheduled the following operations:
S = w1(x)dg1(x; rl)r2(x)w2(y)c2. Assume that the commit operation c2 has been
successfully processed and, after that, the scheduler receives w1(y) and schedules
it. A nonserializable schedule is produced (SG(S) contains a cycle). In order to
avoid such undesirable side-e�ects, the CL protocol must perform special control
on transactions which have executed at least one lock downgrading. Before de-
scribing how this control is carried out, we have to de�ne data structures which
are needed for it.

De�nition 1. The CL protocol should maintain the following data structures:
1. rl set(O): This structure represents a set containing TRIDs of all transac-

tions which are currently holding a read lock on the object O.
2A scheduler which implements a Cooperative Locking protocol.
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2. wl set(O): Set of TRIDs from transactions currently holding a write lock
on O.

3. dg set: Set whose elements are TRIDs of all active (not committed) trans-
actions which have downgraded at least one lock. After a transaction has
committed or aborted, it is removed from the set dg set;

4. TCG(T ): For each transaction T in dg set, a directed graph, called trans-

action conict graph for T (TCG(T )) is constructed as follows:

(a) The nodes represent transactions which directly or indirectly conict
with T, where the conicting operations occur after T has downgraded

a lock;
(b) The edges represent the conicts among the transactions represented

in TCG(T ). Hence, the TCG(T ) contains edges of the form T ! T' if
and only if an operation p in T conicts with an operation q belonging
to T' and p < q;

(c) The TCG(T ) must be acyclic;
(d) After T has ended its execution, the TCG(T ) can be deleted. �

Example 1. Consider the schedule S over set T = fT1; T2; T3; T4g of transactions,
where: S = w1(x)c1r2(x)w2(y)dg2(y; rl)r3(y)w3(z)c3r4(z)c4w2(v)

The following graph represents the transaction conict graph for T2:
TCG(T2): T2 �! T3 �! T4

The conict between T1 and T2 occurs before T2 has downgraded wl on y to
rl. For that reason, T1 is not represented in TCG(T2). On the other hand, T3
conicts with T2 after the latter has downgraded a lock. By item 4.a of De�nition
1, T3 should be represented in the graph. Transaction T4 represents a node in
TCG(T2) because T4 indirectly conicts with T2. �

Theorem 1. Let cl be the set of all schedules produced by a Cooperative Locking

protocol. Then cl � csr.
Proof. Let S be a schedule over a set T of transactions produced by a cl protocol,
that is, S 2cl.
Case 1. No transaction has requested lock downgrading in S. Suppose, by way
of contradiction, that S is not conict serializable, that is S =2csr. Hence, the
serialization graph of S is cyclic. Without loss of generality, consider that the
cycle in SG(S) has the following form: Ti ! Tj ! � � � ! Ti. It follows from this
that, for some operations pi(x); qi(y), the transaction Ti may obtain a lock on
y after having released a lock on x, a contradiction to the 2-phase rule. Thus,
cl � csr. Consider the following schedule: S0 = r1(x)w2(x)w1(z). Clearly, S

0 2
csrncl, because, according to the CL protocol (rule R2), transaction T2 must
wait for the end of T1 in order to execute the operation w2(x). Thus, cl � csr,
as was to be proved.
Case 2. At least one transaction in S downgrades a lock. By way of contradiction,
suppose that S =2 csr. Hence, the serialization graph of S contains at least one
cycle. Without loss of generality, consider that SG(S) has the following cycle:
Ti ! Tj ! � � � ! Ti. The edge Ti ! Tj is the result of two conicting operations
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pi(x) in Ti and qj(x) in Tj , where pi(x) <S qj(x). Now consider that the transac-
tion Ti has downgraded a lock on object x on which the transaction Tj executes
operation qj . By De�nition 1, a transaction conict graph for Ti (TCG(Ti))
should be constructed for which Ti ! Tj ! � � � ! Ti is a subgraph, a contra-
diction, because, by item 4.c of De�nition 1, TCG(Ti) must be acyclic. Thus,
cl � csr. The schedule S0 = w1(z)r1(x)dg1(x;Nill)w2(x)r2(z)w1(y). Clearly,
S0 2 csrncl, because T2 may not acquire a read lock on z while T1 holds a write
lock on z, consequently, T2 may not execute r2(z) before T1 ends. Therefore,
cl � csr, as was to be proved. �

Theorem 1 shows that a scheduler implementing cooperative locking enforces
serializability. It is important to note that in the absence of lock downgrading, a
CL scheduler behaves like a 2PL scheduler. This is shown in case 1 of the proof
for Theorem 1. This property represents an important result of our proposal,
since it assures that a cooperative locking mechanism may be implemented on
the top of any 2PL scheduler.

3.2 Implementation Aspects

Using the structures described in De�nition 1, a CL scheduler performs the op-
erations shown in Figure 2. These two procedures can be summarized as follows.
When a transaction Ti requires a lock L for a given object O, the scheduler veri�es
whether there is a conicting lock associated to O on behalf of another transac-
tion Tj (i 6= j). If any Tj holds a conicting lock on O, the scheduler should
delay the processing of setting L until Tj releases its lock on O. In fact, the delay
function (delay(rli(O)) or delay(wli(O))) blocks transaction Ti until Tj releases
the lock. If there is no conicting lock, the scheduler must verify whether trans-
action Ti has downgraded any lock. Hence, if Ti is not an element of dg set, the
lock can be set. Otherwise, it must be checked whether the execution of the cor-
responding operation to the required lock introduces a cycle in TCG(Ti). This
is performed by the function check(TCG(trid)). If no cycle is produced, the
required lock may be granted. Otherwise, the required lock should be rejected
and the transaction aborted.

Read Lock(trid,O)
/* read locking protocol */
if wl set(O) = ;
if trid =2 dg set
rl set(O) rl set(O) [ ftridg;

else
check(TCG(trid))
if exists cycle
reject(rl(O))

else
rl set(O) rl set(O) [ ftridg;

else
delay(rl(O));

Write Lock(trid,O)
/* write locking protocol */
if wl set(O)=; and rl set(O)=;
if trid =2 dg set
wl set(O) wl set(O) [ ftridg;

else
check(TCG(trid))
if exists cycle
reject(wl(O))

else
wl set(O) wl set(O) [ ftridg;

else
delay(wl(O));

Figure 2: Procedures to set read/write locks.
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Figure 3 shows the procedure executed by a CL scheduler when it receives
a lock downgrading request. The parameter Lold denotes the lock on object O
which is to be downgraded to Lnew. Only rl or Nil are valid values for Lnew

. Here it is important to underline the di�erence between downgrading a lock
to Nil and releasing a lock. When a transaction T downgrades a lock to Nil,
the scheduler should monitor the execution of T more closely in order to ensure
that serializability will not be jeopardized. For that reason, T should be inserted
in dg set and the graph TCG(T ) should be constructed and maintained by the
scheduler. By releasing a lock, a transaction can not induce inconsistencies in the
execution of concurrent executions (this is ensured by the two-phase rule). Thus,
no additional control is necessary.

Evidently, aborting transactions introduces several diÆculties for the process-
ing of long-living transactions. However, we propose mechanisms which can min-
imize the drawbacks of transaction aborts. It is also important to note that other
proposals extending 2PL, such as Altruistic Locking [2, 11] and Locks with Con-

strained Sharing [1], also su�er from the problem of having to abort transactions.

3.3 Reducing the Negative E�ects of Transaction Aborts

As mentioned before, a CL scheduler is sometimes forced to abort transactions. In
this section, we present two strategies which can reduce the frequency of aborts.

The basic function of a concurrency control mechanism is to synchronize con-
icting operations. There are two kinds of conicts: read-write (write-read) con-
icts and write-write conicts. Sometimes, it may be meaningful to decompose
the synchronization realized by a concurrency control mechanism in two sub-
functions: (i) synchronization of conicting read-write (write-read) operations,
denoted rw-synchronization and (ii) synchronization of conicting write-write
operations, denoted ww-synchronization. In order to illustrate this fact, consider
that a CL scheduler has already scheduled the following operations:

S = rl1(x)r1(x)dg1(x;Nil)wl2(x)w2(x)wl2(z)w2(z)c2
Now, suppose that, after c2 has already been scheduled and performed, the

scheduler receives the operation w1(z). For that reason, a wl1(z) is requested.
By the CL protocol, wl1(z) can not be granted, the operation w1(z) should be
rejected, and the transaction T1 aborted. However, suppose that the scheduler
has granted the write lock on O, but has not executed the operation w1(z) (i.e.
the scheduler ignores w1(z)). This yields the same value for the object z as
executing the actions of rejecting w1(z) and aborting T1. Therefore, from the
ww-synchronization perspective, the actions of rejecting w1(z) and aborting T1
were unnecessary.

We can summarize the observation described above as follows. Let Tj be a
transaction which has executed a write operation on O before the CL scheduler
receives wli(O) (write lock request of Ti on O). If wli(O) can be granted (because
Tj has already committed or downgraded the write lock to Nil) and the operation
wi(O) introduces a cycle in TCG(Ti), then the scheduler only has to grant the
write lock and ignore the operation wi(O) without aborting Ti. This is the
suÆcient condition to produce a result similar to the one produced by a correctly
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synchronized execution of the two conicting write operations. To illustrate this
fact, consider the following schedule:

S = rl1(x)r1(x)dg1(x;Nil)wl2(x)w2(x)wl1(z)w1(z)c1wl2(z)w2(z)c2.

If a CL scheduler has already scheduled the operations of S and then receives
wl1(z), T1 should be aborted, because a cycle would be produced in TCG(Ti), if
w1(z) were executed. However, the scheduler can \correct" S on-the-y without
aborting T1. It only needs to grant the write lock for T1 and ignore operation
w1(z). If this rule is applied, the execution of S produces the same database state
as does the execution of the following schedule S0, which is a correct one:

S0 = rl1(x)r1(x)dg1(x;Nil)wl2(x)w2(x)wl1(z)w1(z)c1wl2(z)w2(z)c2.

This ww-synchronization rule is called Thomas' Write Rule (TWR) [4] in the
literature. To minimize the negative e�ects of aborting transactions, we introduce
the TWR concept in the CL protocol. The key idea is to verify the applicability
of the TWR whenever the scheduler receives a lock request for a write operation
and this operation produces a cycle in the TCG of the transaction requiring the
lock. For that reason, we have to extend the write locking protocol of Figure 2.
The extended protocol is shown in Figure 4.

dg Lock(trid,O,Lold,Lnew)
dg set dg set [ ftridg;
if Lnew=rl
wl set(O) wl set(O) n ftridg;
Read Lock(trid,O);

else
if Lold=rl
rl set(O) rl set(O) n ftridg;

else
wl set(O) wl set(O) n ftridg;

Figure 3. Downgrading of locks.

Write Lock(trid,O)
/* write locking protocol using TWR */
if wl set(O)=; and rl set(O)=;
if trid =2 dg set
wl set(O) wl set(O) [ ftridg;

else
check(TCG(trid))
if exists cycle
if apply twr
wl set(O) wl set(O) [ ftridg;

/* the lock is setted, but the write
operation is not executed */

else
reject(wl(O))

else
wl set(O) wl set(O) [ ftridg;

else
delay(wl(O));

Figure 4. Granting write locks applying
TWR.

The basic function of apply twr in the protocol of Figure 4 is to verify whether
or not the TWR is applicable. This can be done by identifying the form of the
cycle in the function check(TCG(trid)), where trid represents the transaction
requesting the lock.

Another approach to reduce the side-e�ects of aborting transactions is to avoid
cascading aborts in the CL protocol by introducing the following constraint: A

transaction may only downgrade read locks. This constraint guarantees that a
write lock may not be downgraded to a read lock or Nil. Write locks may only
be released at transaction commit. This solution is useful for applications whose
(long-living) transactions basically consist of many read-only operations and few
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write operations. However, it is restrictive for long-living transactions with many
write operations.

The approach described above solves the cascading abort problem. However,
it introduces other problems and restrictions. In fact, avoiding cascading aborts
for long-living transactions is too expensive and perhaps impracticable. For that
reason, several proposals introduce the notion of compensating transactions, in-
stead of avoiding cascading aborts, as for example in [5, 8].

4 Related Work

As already mentioned, Altruistic Locking [2, 11] and Locks with Constrained

Sharing [1] are also proposals based on the release of locks before a transaction
ends.

The Altruistic Locking (AL) protocol extends 2PL by introducing the donate
operation. A donate operation encapsulates the information that an object will
not be used by a transaction. Hence, a donate operation converts a write or
read lock to Nil. However, it does not have the same semantic as releasing a
lock. If a transaction donates an object, it still holds a lock on the object. Locks
are released according to the two-phase rule of the 2PL protocol. In order to
guarantee serializability, the following condition, denoted altruistic locking rule

[11], must be ensured by the AL protocol: if a transaction Tj accesses an object
donated by a transaction Ti, each operation opj(O) in Tj can only be executed
if the object O has been donated by Ti or after the �rst unlock operation in
Ti. Observe that the transaction Tj may wait for the end of Ti to execute an
operation opj(O), although there is no lock on the object O and transaction Ti

will never execute any operation on O. Hence, the altruistic rule is too restrictive.
The CL protocol relaxes the altruistic locking rule. For that reason, we can

say that the CL protocol provides a higher degree of inter-transaction parallelism
than AL. In [6] we show that alt � cl.

Although the AL protocol has been proposed to increase concurrency when
long transactions are processed, it may cause that short transactions wait for the
end of long transactions. To overcome such a restriction, some extensions are
proposed in [11]. These extensions are based on the pre-declaration of the access
set of transactions. However, because of the interactive nature of transactions in
some advanced database applications (e.g., transactions in design activities), the
access patterns of such transactions are not predictable.

In the AL protocol, a donate operation downgrades read or write locks to Nil.
On the other hand, the CL protocol provides a controlled downgrading of locks.
The user can specify, for example, if a write lock should be downgraded to read
lock or to Nil. Thus, the user can decide if an updated object can be seen by
other transactions for read-only operation or for update.

The Locks with Constrained Sharing (LCS) protocol introduces the notion
of ordered shared locks. The basic idea here is that two transactions may hold
conicting locks on the same object, if the following condition is ensured: the
order in which the conicting locks are acquired must be the same to execute the
corresponding operations. For example, if rl1(x) < wl2(x), then r1(x) < w2(x).
The lock wl2(x) is said to be on hold and it remains on hold until transaction T1
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Figure 3: Relationship among di�erent classes of schedules.

executes an unlock operation on x. In addition to the 2PL rules , this protocol
ensures serializability through the following constraint: a transaction may not
release any of its lock, if it has locks on hold. This constraint, however, can be
too restrictive. To illustrate this fact, consider that a LCS scheduler has already
scheduled the following operations:
S = wl1(x)w1(x)rl2(x)r2(x), where T1 = w1(x)r1(v) : : : w1(z)c1; T2 = r2(x)c2
Consider that, after operation r2(x) is processed, the scheduler receives the

operation c2. According to the LCS protocol, the execution of c2 must be delayed
until T1 releases its locks on x. As in Altruistic Locking, we have here the situation
in which short transactions may wait for the end of long transactions. In [6] we
show that lcs � cl.

In Figure 3, we present a Venn diagram depicting the relationships among
classes of schedules produced by the protocols discussed in this paper.

One may argue that, in our proposal, the rate of aborts increases. However,
this problem also exists in LCS and AL protocols.

In a concurrency control mechanism using the LCS protocol, transactions
should be aborted under the same conditions as in a CL protocol, more precisely,
when non-serializable (incorrect) schedules are produced. For example, the follow-
ing schedule may be produced by a LCS scheduler: S = w1(x)r2(x)w2(y)r1(y). In
[1], such phenomenon is called deadly-embrace situation and the authors propose
that one of the involved transactions should be aborted.

The AL protocol increases the rate of aborts, since the frequency of deadlocks
is increased. To show this fact, consider the following transactions:

T1 = w1(x)donate1(x)w1(z)c1; T2 = r2(x)r2(y)c2; T3 = r3(z)w3(x)c3
Now, suppose that an AL scheduler has already scheduled the following oper-
ations: S = r3(z)w1(x)donate1(x)r2(x). If, after scheduling r2(x), the scheduler
receives r2(y), this operation should be delayed until T1 ends (altruistic locking

rule). Thus, transaction T2 should wait for the end of T1. On the other hand, T1
can only end if T3 ends, since T3 holds a lock on z and T1 is waiting for a lock
on z in order to execute w1(z). In turn, transaction T3 should wait for the end
of T2, because T2 holds a lock on x and T3 can not execute w3(x). Therefore,
transactions T1, T2 and T3 are involved in a deadlock. One of them has to be
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aborted, possibly causing cascaded aborts. For example, if T1 is chosen to be
aborted, T2 should also be aborted. Note that a similar deadlock situation is
also produced if the scheduler receives w1(z) or w3(x) after scheduling r2(x). If
the CL protocol were used to synchronize the transactions in such a scenario, no
deadlock situation had been induced.

5 Conclusions

In this paper, we have proposed an extension to the two-phase locking protocol
which provides a higher degree of parallelism among transactions. We have shown
that, although the Cooperative Locking protocol is more permissive than the
2PL, it ensures serializability of schedules. Moreover, we have also shown that
Cooperative Locking provides more concurrency among transactions than other
proposals extending the 2PL protocol, such as Altruistic Locking and Locks with
Constrained Sharing.

Of course, our proposal does not completely solve all problems existing in the
processing long-living transactions. However, it can provide a higher degree of

inter-transaction parallelism as compared to 2PL, Altruistic Locking and Locks
with Constrained Sharing.
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Abstract. Nowadays feature vector based similarity search is increasingly
emerging in database systems. Consequently, many multidimensional data
index techniques have been widely introduced to database researcher
community. These index techniques are categorized into two main classes: SP
(space partitioning)/KD-tree-based and DP (data partitioning)/R-tree-based.
Recently, a hybrid index structure has been proposed. It combines both SP/KD-
tree-based and DP/R-tree-based techniques to form a new, more efficient index
structure. However, weaknesses are still existing in techniques above. In this
paper, we introduce a novel and flexible index structure for multidimensional
data, the SH-tree (Super Hybrid tree). Theoretical analyses show that the SH-
tree is a good combination of both techniques with respect to both presentation
and search algorithms. It overcomes the shortcomings and makes use of their
positive aspects to facilitate efficient similarity searches.

Keywords. Similarity search, multidimensional index, bounding sphere (BS),
minimum bounding rectangle (MBR), super hybrid tree (SH-tree).

1   Introduction

Feature based similarity search has a long development process which is still in
progress now. Its application range includes multimedia databases [33], time-series
databases [32], CAD/CAM systems [34], medical image databases [27], etc. In these
large databases, feature spaces have been usually indexed using multidimensional
data structures.

Since Morton introduced the space-filling curves in 1966 up to now, many index
structures have been developed. A survey schema that summarizes the history of
multidimensional access methods from 1966 to 1996 has been presented in [1]. This
summary and two recent publications [2, 19] show that multidimensional index
techniques can be divided into two main classes: Index structures based on space
partitioning (SP-based) or KD-tree-based such as kDB-tree [6], hB-tree [7], LSD-tree
and LSDh-tree [8, 9], Grid File [10], BANG file [11], GNAT tree [29], mvp-tree [35],
SKD-tree [28], etc. Index structures based on data partitioning (DP-based or R-tree-
based) consist of R-trees and its improved variants [12, 13, 14], X-tree [15], SS-tree
[5], TV-tree [3], SR-tree [4], M-tree [20], etc. The remains, which can not be
categorized into the above schema, are called dimensionality reduction index
techniques [19] like Pyramid technique [16, 17], UB-tree [18], space-filling curves
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(see [1] for a survey). Recently, the Hybrid tree1 [2, 19], a hybrid technique has been
proposed. It is formed by combining both SP and DP based techniques. For detailed
explanations of classification, see [1, 2, 19].

This paper is organized as follows: Section 2 discusses motivations, which lead us
to introduce the SH-tree. Section 3 is devoted to discuss structure and advanced
aspects of the SH-tree. Section 4 presents update operations, query algorithms with
the SH-tree. Section 5 gives conclusions and future work.

2   Motivations

The SR-tree [4] has shown superiorities over the R*-tree and the SS-tree by dividing
feature space into both small volume regions (using bounding rectangles–BRs) and
short diameter regions (using bounding spheres–BSs). Nevertheless, the SR-tree must
incur the fan-out problem: only one third of the SS-tree and two third of the R*-tree
[4]. The low fan-out causes the SR-tree based searches to read more nodes and to
reduce the query performance. This problem does not occur in the KD-tree based
index techniques: the fan-out is constant for arbitrary dimension numbers.

Recently, the Hybrid tree [2, 19] has been introduced. It makes use of positive
characteristics of both SP-based and DP-based index techniques. It depends on the
KD-tree based layout for internal nodes and employs bounding regions (BRs) as hints
to prune while traversing the tree. To overcome the access problem of unnecessary
data pages, the Hybrid tree also applies a dead space eliminating technique by coding
actual data regions (CADR) [9]. Although the CADR technique partly softens the
unnecessary disk access problem, it is still not a high efficient solution to solve the
entire problem. It strongly depends on the number of bits used to code the actual data
region and, in some cases, this technique does not benefit regardless of how many bits
are used to code space. Figure 1a and 1b show examples like that in 2-dimensional
space. Here the whole region is coded irrespective of how many bits are used. Figure
1c shows an example where the benefit from coding the actual data region is not
interesting, especially for range queries. This is due to the high remaining dead space
ratio in the coded data region. Besides, when new objects locate outside the bounds of
feature space already indexed by the Hybrid tree, the encoded live space (ELS) [19]
must be recomputed from scratch.

Furthermore, the SP/KD-tree based index techniques in common recursively
partition space into two subspaces using a single dimension until the data object
number in each subspace can be stored in a single data page as the Hybrid tree, the
LSDh-tree, etc. This partitioning way leads cluster of data to be quickly destroyed
because the objects stored in the same page are “far away” in the real space. This
problem could significantly influence the search performance; increase the number of
disk accesses per range query [1]. It is contrary to the DP/R-tree based index
techniques as the SS-tree, the SR-tree, etc. They try to keep near objects in the feature
space into each data page.

To alleviate these problems and take inherent advantages of the SR-tree (the R-tree
based techniques as a whole), together with introducing novel worth attentions we
                                                          
1 Internal nodes presentation idea is similar to one introduced by Ooi et al in 1987 for the

Spatial KD-tree [28].



342         T.K. Dang, J. Küng, and R. Wagner

will present the SH-tree in the successive section. In the SH-tree, the fan-out problem
will be overcome by employing the KD-tree presentation for partitions of internal
nodes. The data cluster problem as mentioned above, however, is softened by still
keeping the SR-tree-like structure for presentation of balanced and leaf nodes of the
SH-tree (c.f. section 3.1). Section 3 will detail these ideas.

Fig. 1. Some problems with coding actual data region

3   The SH-tree

This section is dedicated to introduce the SH-tree. We are going to discuss how to
split multidimensional space into subspaces and introduce a very special hybrid
structure of the SH-tree.

3.1 Partitioning Multidimensional Space in the SH-tree

Because the SH-tree is planned to apply not only for point data objects, but also for
extended data objects we choose no overlap-free space partitioning. This approach
easily controls objects that cross a selected split position and solve the storage
utilization problem. The former had been described in the SKD-tree [28] and the latter
has happened to the kDB-tree, which shows uninterestingly slow performance even in
4-dimensional feature vector spaces [21].

There are three node kinds in the SH-tree: Internal, balanced and leaf nodes. Each
internal node i has structure <d, lo, up, other_info>, where d is split dimension, lo
represents the left (lower) boundary of the right (higher) partition, up represents the
right (higher) boundary of the left (lower) partition and other_info consists of
additional information as the data object number of its left, right child. While up=lo
means no overlap between partitions, up>lo indicates that partitions overlap. This
structure is similar to ones introduced in the SKD-tree [28] and the Hybrid tree [2].
The supplemental information also gives hints to develop a cost model for the nearest
neighbor search in high-dimensional spaces, query selectivity estimation, etc.
Moreover, let BRi denote bounding rectangle of internal node i. The BR of its left
child is defined as BRi¬(d £ up). Note that ¬ denotes geometric intersection.
Similarity, the BR of its right child is defined as BRi¬(d ‡ lo). This allows us to apply
algorithms used in the DP/R-tree based techniques to the SH-tree.

Balanced nodes are just above leaf nodes and they are not hierarchical (figure 2).
Each of them has a similar structure to that of an internal node of the SR-tree This is a
specific characteristic of the SH-trees. It conserves the data cluster, in part, and makes
the height of the SH-tree smaller as well as employing the SR-tree’s superior aspects.
Moreover, it also shows that the SH-trees are not simple in binary shape as in the KD-
tree based techniques. They are also multi-way trees as R-tree based index techniques:

ca b

Coded data space
Dead space

Coded dead space
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BN: <B1, B2, …Bn> (minBN_E £  n £  maxBN_E)
Bi: <BS, MBR, num, child_pointer>

A balanced node consists of entries B1, B2, … Bn, (minBN_E £  n £  maxBN_E)
where minBN_E and maxBN_E are the minimum and maximum number of entries in
the node. Each entry Bi keeps information of a leaf node including four components: a
bounding sphere BS, a minimum bounding rectangle MBR, the object number of leaf
node num and a pointer to it pointer. Furthermore, computing MBS (minimum BS) of
a given objects set is not feasible in a high-dimensional space, since the time
complexity is exponential in the dimension number [25]. Therefore, the SH-tree
preliminarily uses MBRs and only BSs. See [4] for the calculation formula of BS.

Fig. 2. A possible partition of a data space and corresponding mapping to the SH-tree

Each leaf node of the SH-tree has the same structure as that of the SS-tree (because
the SR-tree [4] is just designed for point objects but the SH-tree is also planned for
both points and extended objects):

LN: <L1, L2, …Lm> (minO_E £  m £  maxO_E)
Li: <obj, info>

A leaf node consists of entries L1, L2, … Ln, (minO_E £  n £  maxO_E) where
minO_E and maxO_E are minimum and maximum number of entries in a leaf. Each
entry Li consists of a data object obj and information in the structure info as a feature
vector, the radius bounds the object’s extent in the feature space, object’s MBR, etc.
If objects in database are complex, then obj is its identifier instead of a real data
object. In addition, in case that the SH-tree is only applied for point data objects, each
Li is similar to that of the SR-tree: Li: <obj, feature_info>. In this case, the other
information of the objects is no longer needed. For example, the parameter radius is
always equal to zero and MBR is the point itself.

Figure 2 shows a possible partition of a feature space and its corresponding
mapping to the SH-tree. Assume we have a 2-dimensional feature space D with a size
of (0,0,10,10). With (d, lo, up)=(1,6,6), the BRs of left and right children of the
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internal node 1 are BR2=D¬(d £ 6)=(0,0,6,10) and BR3=D¬(d ‡ 6)=(6,0,10,10),
individually. For the internal node 2, (d, lo, up)=(2,3,4), BR4=BR2¬(d £ 4)=(0,0,6,4),
BR5=BR2¬(d ‡ 3)=(0,3,6,10) and so on. The BRs information is not stored in the SH-
tree, but it is computed when necessary.

Furthermore, the storage utilization of the SH-tree must ensure that each balanced
node is filled with at least minBN_E entries and each data page contains at least
minO_E objects. Therefore, each subspace according to a balanced node holds N data
objects and N satisfies the following condition:

minO_E x minBN_E £  N £  maxO_E x maxBN_E (1)

3.2   The Extended Balanced SH-tree

For almost index techniques based on the KD-tree, the tree structure is not balanced
(e.g., the LSD/LSDh-tree, the SKD-tree). It means that there are leaf nodes that are
farther away from the root than all others are. The experiments of [29] have shown
that a good balance is not crucial for the performance of the index structure. In this
section, we introduce a new conception for the balance problem in the SH-tree:
extended balance. The motivation is to retain acceptable performance of the index
structure and reduce maintenance cost for its exact balance.

Suppose that p, b, b_min, b_max denotes leaf node number, balanced node number,
minimum and maximum number of balanced nodes in the SH-tree, respectively. The
following inequality holds:

b_min = œ
œ

ø
Œ
Œ

Ø
EBN

p

_max
 £  b £  œ

œ

ø
Œ
Œ

Ø
EBN

p

_min
 = b_max (2)

The SH-tree’s height h satisfies the following inequality:

1 + Ø øb_minlog2  £  h £  Ø øb_maxlog2  + 1 (3)

Inequality (3) is used to evaluate whether the SH-tree is “balanced” or not. The
meaning of balance here is loose. It does not mean that path length of every leaf node
from the root is equal. We call this extended balance in the SH-tree. If the height hl of
each leaf node in the SH-tree satisfies (3), i.e. 1+ Ø øb_minlog2 £ hl £ Ø øb_maxlog2 +1,
then the SH-tree is called an extended balanced tree (EBT), and otherwise it is not a
balanced tree. The extended balance conception generalizes the conventional balance
conception: if inequality (3) becomes 1+ Ø øb_minlog2 =h= Ø øb_maxlog2 +1, then an
EBT becomes a conventional balanced tree (CBT).

If minBN_E=2 and maxBN_E=3, the SH-tree in figure 3 is not a CBT or an EBT; it
is not a balanced tree. The inequality (3) can be also extended as follows:

1 + Ø øb_minlog2  - x £  h £  Ø øb_maxlog2  + 1 + x (4)

or a more general form:

1 + Ø øb_minlog2  - x £  h £  Ø øb_maxlog2  + 1 + y (5)
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In (4), (5) x and y are acceptable “errors”. These parameters give more flexibility to
the SH-tree but they must be carefully selected to prevent from creating a too much
unbalanced tree. The SH-tree does not satisfy (3) but (4) or (5) will be called loosely
extended balanced tree (LEBT). For example, concerning the SH-tree in figure 3 then
(3) becomes 4 £ h £ 4 (here b_min= Ø ø3/16 =6 and b_max=8). If the SH-tree satisfies

this condition, it really becomes a CBT (also EBT). We can readjust this condition
with x=1 and get the new condition concerning (4): 3 £ h £ 5. With respect to the new
condition, the above SH-tree can be considered a LEBT. The parameter x (and y) in
(4) (and (5)) depends on many attributes, say p, minBN_E, maxBN_E and so on. If x is
suitably chosen, the maintenance cost of the SH-tree is substantially decreased but
does not affect the querying performance.

In general, if the SH-tree fails to satisfy (4), it needs to be reformed. The
reformation can entirely reorganize the SH-tree (also called dynamic bulk loading) or
suitably change splitting algorithm. Henrich has presented a hybrid split strategy for
KD-tree based access structures [22]. It depends on weighted average of the split
positions calculated using two split strategies, data dependence and distribution
dependence. Notice that the dynamic reformation operation usually incurs substantial
costs including both I/O accesses and CPU time. An efficient algorithm for the SH-
tree reformation is still an open problem.

3.3   Splitting Nodes in the SH-tree

In the context of dynamic databases, which means that the SH-tree is incrementally
created and in that process, the data objects can be added or deleted, we present leaf
nodes splitting and balanced nodes splitting in the SH-tree.

Leaf nodes splitting. The boundary of a leaf node in the SH-tree is the geometric
intersection between its MBR and BS, but BS is isotropic thus it is not suitable for
choosing the split dimension. Therefore, the choice of the split dimension depends on
its MBR. This problem is solved in the same way as that of the Hybrid tree including
overlap free splitting. The selected split dimension must minimize the disk access
number. Without loss of generality, assume that the space is d-dimensional and extent
of MBR along the ith dimension is ei, i= [1,d]. Let range query Q be a bounding box
with each dimension of length r. Prove as done in [4] to get result: the split dimension

is k if 
re

r

k +
 is the minimum. Therefore, split dimension k is chosen such that its

extent in MBR is the maximum, i.e. ek=max(ei), i=[1,d]. The next step is to select the
split position. First, we check if it is possible to split in the middle without violating
the utilization constraint. If it is impossible, we distribute data items equally into two
nodes. This way also solves the special case as shown in the hB-tree [7]. Figure 3
shows this case as an example in two-dimensional space.

Balanced nodes splitting. Because the balanced node has the similar structure to
internal nodes of the SR-tree and the R*-tree, the internal nodes splitting algorithm of
the R*-tree [24] can be applied to split overfull balanced nodes of the SH-tree. With
the SH-tree, however, if the sibling of an overfull balanced node is also a balanced
node and still not full, then an entry of the overfull balanced node can be shifted to the
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Fig. 3. Assume the split dimension x is chosen and the minimum data object number of each
partition is three. There is no suitable split position if we apply the way of the Hybrid tree as
described in [2]. In this case and other similar cases, the SH-tree distributes data items equally
into two nodes.

sibling to avoid a split. This method also increases the storage utilization [36, 9].
Thus, the modified splitting algorithm for the balanced nodes can be concisely
described: First, try to avoid a node splitting as just discussed. If it fails, the split
algorithm similar to that of the R*-tree is employed. Notice that, in the SH-tree, the
balanced node split does not cause propagated splits upwards or downwards, which is
called cascading splits [7] and happened to the kDB-tree [6].

4   The SH-tree Operations

4.1   Insertion

Let NDO be a new data object to insert into the SH-tree. First, the SH-tree must be
traversed from the root to locate leaf node w, which NDO will belong to. The best
candidate is the node whose MBR is closest to NDO2. Ties are broken based on the
nodes’ data object number. If there is an empty entry in this leaf, NDO is inserted.
Conversely, the leaf is an overflow leaf node, then one object of this leaf can be
redistributed to the sibling, which is still not full, to make space for NDO.  This idea
is the same as that of [36] but does not recursively go upward like that, the siblings
here are locally located in the balanced node. In fact, the predefined constant l of the
algorithm in [36] is similar to the current entry number (CEN) of the balanced node
(minBN_E £ CEN £ maxBN_E). The parameter CEN for the SH-tree’s corresponding
redistribution algorithm is different from each balanced node; this is a difference from
the one presented in [36]. If a split is still compulsory, it can only propagate upwards
at most one level. Figure 4 illustrates the split propagation in the SH-tree. In that,
assume leaf node P1 is selected to insert a NDO and P1’s entry number is maxO_E
already. Moreover, suppose that the redistribution is also failed. Consequently, P1 is
split into P1’ and P1”. Nevertheless, because maxBN_E=2 (minBN_E=1) in this
example, the balanced node B1 is later split into B1’ and B1”. At last, a new internal
node N is created. The split process is stopped and has no more propagation to upper
level (root node R in this example).

                                                          
2 The distance metric used here is MINDIST, described in [26]

x

y
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Fig. 4. Split in the SH-tree

4.2   Deletion

After determining which leaf node contains the object and removing the object, the
leaf may become under-full (it means that the object number kept in this leaf is less
than minO_E). There are some solutions to solve this problem as discussed in [23].
An under-full leaf node can be merged with whichever sibling has least enlargement
or its objects can be scattered among sibling nodes. Both of them can cause the node
splitting, especially the latter can lead into a propagated splitting, say the balanced
nodes splitting. The R-tree [23] employed re-insertion policy instead of two ones
above. The SR-tree, the SS-tree, the R*-tree and the Hybrid-tree also employ this
policy. We propose a new algorithm to solve the under-full leaf problem called
eliminate-pull-reinsert. The algorithm is similar to eliminate-and-reinsert policy as
well. However, because reinsertion can cause the splits of leaf and balanced nodes,
thus after deleting the object, if the leaf node is under-full, we apply a “pull” strategy
to get one object from the sibling so that this sibling still ensures utilization
constraints. This also depends on the idea in section 4.1 but in a contrary direction.
While the under-full leaf here “pulls” one object from the sibling, the overflow one, in
section 4.1, “shifts” one object to the sibling. If the pull policy still does not solve the
problem, the objects of the under-full leaf node are reinserted. Note that, the pull
policy can also propagate to only the siblings located in the same balanced node.

4.3 Search

The search operations of the SH-tree are similar to the SR-tree for the balanced nodes,
leaf nodes and similar to the R-tree for the internal nodes. Because of the space
limitation, we do not present them here. The detail discussion is referred to [31].

5   Conclusions and Future Work

In this paper, we introduced the SH-tree for indexing multidimensional data. The SH-
tree is a flexible multidimensional index structure to support similarity searches in
information systems. It is a well-combined structure of both the SR-tree and the KD-
tree based techniques. The SH-tree carries positive aspects of both the KD-tree and
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the R-tree families. While the fan-out problem of the SR-tree is overcome by
employing the KD-tree like representation for partitions of internal nodes, the SH-tree
still take advantages of the SR-tree by using the balanced nodes, which are the same
as internal nodes of the SR-tree. Moreover, the tree operations in the SH-tree are
similar to the R-tree family but there are many modifications to adapt them to the new
structure. We also introduced a new concept for the SH-tree, the extended balanced
tree (EBT). It implies that the SH-trees are not necessary to be exactly balanced, but
the querying performance is still not deteriorated and the maintenance cost for the tree
balance is reduced.

As a part of the future work, we intend to compare the SH-tree to the SR-tree, the
LSDh-tree and some other prominent multidimensional index structures as X-tree,
SS-tree, M-tree, etc. We also plan to deploy the SH-tree for indexing features in
similarity search systems [30].
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Pyramidal Digest: An E�cient Model for

Abstracting Text Databases

Wesley T. Chuang and D. Stott Parker

Computer Science Department, UCLA, Los Angeles, CA 90095, USA
fyelsew, stottg@cs.ucla.edu

Abstract. We present a novel model of automated composite text di-
gest, the Pyramidal Digest. The model integrates traditional text sum-
marization and text classi�cation in that the digest not only serves as a
\summary" but is also able to classify text segments of any given size,
and answer queries relative to a context.
\Pyramidal" refers to the fact that the digest is created in at least three
dimensions: scope, granularity, and scale. The Pyramidal Digest is de-
�ned recursively as a structure of extracted and abstracted features that
are obtained gradually | from speci�c to general, and from large to
small text segment size | through a combination of shallow parsing and
machine learning algorithms. There are three noticeable threads of learn-
ing taking place: learning of characteristic relations, rhetorical relations,
and lexical relations.
Our model provides a principle for e�ciently digesting large quantities
of text: progressive learning can digest text by abstracting its signi�cant
features. This approach scales, with complexity bounded by O(n log n),
where n is the size of the text. It o�ers a standard and systematic way
of collecting as many semantic features as possible that are reachable by
shallow parsing. It enables readers to query beyond keyword matches.

1 Introduction

When facing enormous volumes of text information, the fact that syntactic anal-

ysis does not scale has encouraged �nding an alternative way for determining

large-scale meaning without syntax: to consider shallow parsing and to gauge

\understanding" on the basis of query relevance and learning accuracy. With

this in mind, in this paper we shift the syntax-then-semantics mentality to a

semantics-then-syntax one. Our bias is that \microscopic" syntactic categories

should play only a minimal role in determining the meaning of lengthy docu-

ments, given that we wish to retrieve exact information as well as \understand"

the text at any level. These goals together require the system to retrieve key-

words as well as retrieve an abstract \context."

Putting syntactic structure temporarily aside, however, does not immediately

protect us from the complexity of semantics. Viewing text documents as long

segments formed by consecutive words, we can assign meanings to any subseg-

ment. A word has many possible meanings and it can relate to other words. A
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segment of words, too, can be abstracted with meanings and can be related to
other segments. Based on the goals of retrieving keywords as well as context, we
are in need of a model that digests the original text e�ciently and accurately
by analyzing these semantic relations, and by extracting as many features as
possible. Because the relations are too numerous, the best way to accomplish
this is with a machine learning approach. The advantage of a learning approach
is that we can make good tradeo�s between e�ciency and accuracy. Learning is
possible even with minimal data, and results can be improved with experience.

We regard whatever is learned as a digest or abstract. This introduces a new
kind of summarization, both from the point of view of its function and of its rep-
resentation.

- <BOOK NAME=``Handbook of Internal Medicine''>
- <DEPTH1>

- <NAME=``Emergencies''>
+ <extractplus>
+ <abstract>
- <DEPTH2>

- <NAME=``Cardiovascular''>
+ <extractplus>
+ <abstract>
+ <segments>
</NAME>

+ <NAME=``Shock''>
</DEPTH2>

</NAME>
- <NAME=``SyptomsSigns''>

- <extractplus>
- <terms> pain chest headach hurt sever ... </terms>
+ <sentences>

</extract>
- <abstract> protection body_part ache protection ... </abstract>
- <DEPTH2>

+ <NAME=``AbdominalPain''>
- <NAME=``ChestPain''>

- <extractplus>
- <terms> chest pain correl diagnosi littl ... </terms>
+ <sentences>

</extractplus>
- <abstract> body_part ache ... </abstract>
- <segments>

- <rhetoricals>
- <reason>

+ <satellite>
+ <nucleus>

</reason>
+ <example>

</rhetoricals>
+ <contents>

</segments>
</NAME>

+ <NAME=``HeadFacePain''>
</DEPTH2>

</NAME>
+ <NAME=``Infectious''>

</DEPTH1>
</BOOK>

Fig. 1. An example digest in XML.

In the past, text summariza-
tion has focused on natural
language generation, or on ex-
tracting sentences from the
text. By contrast, our ap-
proach to text digesting per-
mits summarization to be inte-
grated with text classi�cation,
in which the goal is to de-
termine the topic or category
of a text document as well as
meaning of a text segment of
any size. Our notion of digest
has several novelties. For one,
our digest takes into account
the visual e�ect of a structure.
There is no doubt that pic-
tures can reduce cognitive load,
and so can structures. A second
novelty is that our digest can
take a new composite or vector-
ized form. Speci�cally, we rep-
resent digests with a combina-
tion of text segments of dif-
ferent lengths. A third novelty
is that we push summarization
one step further, so that ab-
stractions of the combined text
segments form the digest.

Example 1. In Figure 1, we illustrate one level (from a multilevel) of an ex-
ample digest in XML after processing a small portion of a book (see [9]). A
digest has a nested format and contains various sizes of segments. It is a com-
posite summary of the original text. In later sections, we will explain how this
digest is obtained. We can see that the sample digest above has a hierarchical or
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nested nature. Every <Name> tag represents a \concept." The concept has both
an <extractplus> and <abstract>. <extractplus> contains extracted words
to digest a scope. The reason for the \plus" is that this extract also includes ad-
ditional synonyms; it is not extracted purely from the original text. <abstract>,
on the other hand, contains words that abstract the scope (portion of the book)
covered by this digest. Under <segments>, it contains sentence segments that
are considered to be important (for example, with rhetorical signi�cance such as
<reason>, <example>, etc.) from the original text.

The novel way to extract and abstract text features across several dimensions
(scale, granularity, and scope) makes the resulting digest not only become a
composite summary, but also become some kind of a contextual \index," which
is di�erent from traditional inverted index, or B-tree index. This contextual
index is very convenient for context retrieval.

2 Related Work

A concept hierarchy or taxonomy is usually used in order to determine (or clas-
sify) the topic of documents, or of larger text granularities exceeding that of
documents [1]. We show a way to extend the classi�cation capability down to
sentence segment and word granularity.

At the sentence granularity, previous work mostly considered extracted sen-
tences to be text summaries [11, 5]. Structural aspect of the text was exploited in
[3]. Other summarization systems have been concerned with generating a coher-
ent summary [8, 12]. [10] made use of machine learning algorithms to determine
the sentences to be extracted. [3] combined the structural aspect into learning
and extracted sentence segments as a summary. Our work though integrate the
summary into so-called digest to serve as a \summary" as well as an \index."

Research into lexical relations in WordNet [6] has drawn interests into word
sense identi�cation or word sense disambiguation [13]. Hirst et al. use lexical

chains | chain of words | to represent context [7]. Their work di�er from ours
is that we only consider word senses for su�ciently representative words, which
are merged into the digest. In addition, context is very important for producing a
summary or retrieving information as shown in [14]. With our digest, context can
be e�ciently captured and represented by segments of various sizes connected
at some strength along several dimensions.

3 A Pyramidal Digesting Model

3.1 Relationships of Text at Di�erent Granularities

Viewing text documents as long segments and their subsegments, we obtain a
hierarchy of text segment sizes. To digest text from this hierarchy, we can then
reect the whole spectrum of segment sizes. Every segment of text is potentially
the basis for part of the summary, and it may participate in many complicated
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semantic relations. Because of this, we have strived to employ methods that can
manage large texts well | methods that can scale. Surface (\shallow") parsing
thus becomes a reasonable choice. But we also need a method that can extract
su�cient semantics from the text \surface."

De�nition 1. Consider a document C (where multiple documents can be lumped
into one vector) as a vector < w1, w2, : : : wn >, where wi is either a word or
a discourse marker (e.g. punctuation, or cue words such as \because", \but", ..,
etc).

De�nition 2. A text segment S is any sequence of consecutive words in C.
That is, S = C[i:j], where i�j and 0 � i,j � jCj.

De�nition 3. A semantic relation R is a binary relation on text segments, i.e.,
R(Si, Sj), where Si, Sj are text segments.

The number of relations can grow exponentially. In the interest of simplicity,
we present only a few relations.

{ Above paragraph granularity: We focus on text segments of a size compa-
rable to descriptions of basic \concepts" in the hierarchy [2]. Intuitively,
the meaning of any two chapters can be described by how they di�er from
each other with respect to certain relations. Such characteristic relations, if
mapped into a concise form, not only indicate their characteristic di�erences,
but also serve as a summary of connections among text segments, which we
call blocks, at this granularity.

{ At sentence-segment granularity: We concentrate on segments that are en-
closed by discourse markers [3]. There are an enormous number of possible
semantic relations. Fortunately, in practice it is su�cient to analyze only
those segments that are separated by discourse markers (e.g. punctuation,
or cue words such as \because", \but", .., etc.). There are words in the sen-
tence that signal so-called \rhetorical relations" between sentence segments;
[3] gives a detailed account.

{ At word granularity: We work on the words' semantic relations for a small
number of representative words. Whether in a given document or in a dic-
tionary, there are many relations between words, such as synonymic and
hypernymic relations [6]. Two synonyms in a summary can be grouped into
one; several words that depict one idea can be \elevated" into an abstraction,
perhaps represented by another word.

3.2 Pyramidal Digest

De�nition 4. A Digest Di at level i, consisting a collection of text segments, is

induced from the previous level Di�1 of text segments. Di = Di�1 �
PjDj

j=1 Sj � f

+
PjDj

j=1 (h(Sj)� Sj) � g, where h : S � g ! S is an abstraction function.
f; g are machine learning functions with their de�nitions to follow. �;+ are
di�erence and insertion operators, respectively and � is multiplication.
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Fig. 2. A Pyramidal (multilevel) digest.

From the de�nition, a digest is
made by taking out text segments
from the original document. Two
operators are involved in shaping
the digest, as de�ned in the follow-
ing.

De�nition 5. Word occupation is
a machine learning function f: S �
S1 � S2 � : : : Sn�1 � R1 � R2 �
: : : � Rm ! f0, 1g that determines
whether a segment S can occupy its
original position or be eliminated in
the next level of digest. Here n;m are the number of text segments, and number
of semantic relations considered, respectively.

De�nition 6. Word replacement is a machine learning function g: Sn � Rm !
f0, 1g that determines whether a segment can be replaced with another segment
containing abstract words.

De�nition 7. A Multilevel Digest is an instance of M=(D, f , g, �), which is
a hierarchical structure, where � is a partial order de�ned over D.

Documents, before being digested, are represented as the digest at the base level.
To get a digest at a level above, we permit a machine learning algorithm to
learn which text segments should be taken out (by word occupation) and which
segments should be replaced (with word replacement). Since the two operators
only reduce the number of words, it can be proved that digests obey a partial
order.

3.3 A Learning Model Unifying Classi�cation and Summarization

word1 word2 word3 ... wordk�1 wordk ... Concept
pain common symptom ... management trigger ... 1

correlation severity chest ... pain cause ... 2
pain somatic skin ... tissue neuropath ... 1

abdominal mucosal muscle ... inammation hollow ... 3
substernal pressure meals ... emotion arousal ... 2

chronic pain distraught ... migraine headache ... 1
: : : ... : : ... :

Table 1. Classify block-size segments into target concepts.

One of the great
principles of sum-
marization, essen-
tially Occam's ra-
zor, is that the sim-
plest description is
preferred. This is
implicit in our ma-
chine learning ap-
proach, in which
simpler and more abstract digests are produced level after level. At every gran-
ularity of summarization, it is classi�cation that governs the learning process.
At a high granularity, we classify big text segments, �nding their characteristic
di�erences. At the granularity of sentence segments, we observe their rhetorical
di�erences, and classify them into essential and non-essential sentence segments.
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Segment ID title words term freq ... antithesis cause ... Important

1 1 2.3 ... 1.5 0 ... Y
2 0 0.5 ... 0 -3.5 ... N

3 2 5.7 ... 0 0.5 ... N

4 2 7.2 ... -3.5 0 ... Y
5 0 1.1 ... 0 0.33 ... N

6 0 3.5 ... 2.5 0 ... N
: : : ... : : ... :

Table 2. Classify sentence segments into targets.

At the granular-
ity of word segments,
we look into their
sense di�erences, and
classify them into
synonyms and hyper-
nyms that are com-
patible with the con-
text.

As shown in Tables 1- 3, targets may be binary- or multiple-valued depend-
ing on how many target classes there are. During learning, target values are
known because they are labeled either implicitly or by a human. Then classi�-
cation, and essentially classi�cation, is used to predict what the target class is.

word neighbor1 neighbor2 ... neighbork�1 neighbork ... Sense
chest pulmonary embolism ... aortic dissection ... 1

headache migraine acute ... ergotamines aspirin ... 2

pain sensory stimuli ... viscera nerve ... 1
symptom pain common ... cause factor ... 1
immune infectious disease ... tool medicine ... 1
tension onset bilateral ... tight band ... 3

: : : ... : : ... :

Table 3. Classify words into target senses.

Example 2. Speci�cally,
in Table 1 a block
segment containing cer-
tain words can be
classi�ed into a tar-
get concept. In Ta-
ble 2, rhetorical as
well as other features
of a sentence seg-
ment can be classi�ed into either the important or unimportant class. In Table 3,
judging from its neighboring words, a word's sense can be classi�ed in a way that
agrees with the context. These classi�cation processes can be very e�cient with
complexities bounded by O(n log n) time, as explained in [2, 4].

4 Learning to Create a Digest

chapter

section

A. B.

characteristicrelation

characteristic relation

C.

rhetorical relation

DICTIONARY

synonym

hypernym

synonym

hypernym

lexical relation

Chapter 1 introduces
pain, the most common
symptom of disease. 

Chapter 2 discusses

Chapter 2 discusses chest pain

chest

thorax
body_part

cause
reason
origin

chest pain, for which 
there is little correlation
... severity and cause.

for which there is little correlation ... 
rhetorical

relation

Fig. 3. Relations for machine learning to learn.

We now explain how learn-
ing takes place at vari-
ous granularities of the text
body, and how summaries
created for each granularity
are combined.

Example 3. Examine the fol-
lowing text segments. We
break it into three di�erent
granularities | document
(paragraph here), sentence-
segment, and word, as shown
in Figure 3. Then, the en-
coded relations are subjected to classi�cation (or learning) as mentioned in Ta-
bles 1- 3.
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``Chapter 1 introduces pain, the most common symptom of disease,

whereas Chapter 2 discusses chest pain, for which there is little

correlation between severity and cause.''

These three threads, which learn relations at di�erent granularities, create a
digest for one level in the \pyramid." There is another dimension which is seen
as the vertical \scale" dimension in Figure 2. This can be described as admitting
fewer and fewer concepts into the target summary, so that a digest will be formed
gradually, from speci�c to general.

4.1 Scale Digest in All Levels

A popular Microsoft product, AutoSummarizer, provides the capability of pro-
ducing a summary of length that is any given percentage of the original. If
we stack these summaries, from higher percentage to lower, they, too, form a
\pyramid" as shown in Figure 2. This pyramid, however, is di�erent from ours.
Microsoft summaries consist of sentences extracted from the original, while ours
contain segments of di�erent sizes, and are both extracted and abstracted | i.e.
they include words not in the original text. Nevertheless, we can compare our
digest to Microsoft summaries by viewing only our sentence segment summaries
inside the digest. Sentence segments are clauses; they are about the same size
as sentences. In [3], comparison has been made for one scale; we will use the
same data as in [3], but make more comparisons in the next section for di�erent
scales.

4.2 Supervised versus Unsupervised Learning

To create summaries of di�erent scales for our pyramidal digest, we divide it into
supervised and unsupervised methods. The pseudocode in Figure 4 illustrates
how either supervised learning or unsupervised learning is applied to create the
pyramidal digest that encompasses di�erent granularities and di�erent scales of
summaries.

Supervised learning requires humans to manually label data, and is consid-
ered by many people to be too expensive. But there are ways to improve it. For
example, labeled data can be obtained by feeding initial data to some heuristic
function or existing search engines.

4.3 A Comparison with MS Word AutoSummarizer

In the following, we take only a portion (i.e. sentence segments) from several
levels (i.e. scale at 50%, 30%, 15%, and 5%) of our pyramidal digest, both with
supervised and unsupervised learning, and compare the results with summaries
produced by the Microsoft AutoSummarizer.
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for (scale = 50% downto 5%)
if (unsupervised)

Construct naturally nested (concept) structure .
Remember text segments in each \concept".

else

Manually create concept hierarchy.
Manually label text segments into each concept.

end

Compute TFIDF feature vectors for each concept.
Apply [2]'s accuracy feedback algorithm.
for every concept

Obtain subset features by this scale.
Find rhetorical relations of sentence segments.
if (unsupervised)

Apply [3]'s heuristic function by this scale.
else

Manually label segments of this scale.
Apply C4.5 or Naive Bayesian or DistAl[3].

end

Add segments to the digest.
for top k = scale � jTFIDF j rep. words.

if (unsupervised)
Perform classi�cation phase of Accuracy

Feedback algorithm at word granularity.
else

Manually label word senses.
Accuracy feedback at word granularity.

end

Add the -nyms to the digest feature vector.
end

end

end

Fig. 4. Learning to create the pyramidal digest.

For every scale, Mi-
crosoft Word summary
performs the worst in
every category | aver-
age accuracy, precision,
and recall. Note that Mi-
crosoft summary is only
compared to a portion
of our pyramidal digest.
In Figure 5 (a), we av-
eraged the overall preci-
sion and recall, and plot-
ted it for methods in
di�erent scales. It can
be seen that all meth-
ods drop as the scale
approaches zero. There
was a unusual spike
for unsupervised learn-
ing near the lower end
of the scale. This is be-
cause very few segments
are in the denominator
of the precision and re-
call equation; it often
gets either 100% or 0%.

Figure 5 (b) shows
the average test accu-
racy for di�erent meth-
ods in di�erent scales.
Microsoft receives the
lowest. As scale ap-
proaches zero, somewhat
against our intuition, ac-
curacy increases. This
is because accuracy not
only counts those that
are correctly retrieved but also those that are correctly not retrieved.

5 Contextual Retrieval

A bene�t of this pyramidal digest is that it better reects context. Digests along
the \scope" dimension draw attention to segments from di�erent positions in the
sequence, and these di�erent positions correspond to di�erent contexts. Digests
along the \granularity" dimension highlight connections between context and

367Pyramidal Digest: An Efficient Model for Abstracting Text Databases



0

10

20

30

40

50

60

70

5 10 15 20 25 30 35 40 45 50

0.
5*

(R
ec

al
l+

P
re

ci
si

on
) 

(%
)

Scale (%)

MS Word
Unsupervised

Supervised

(a) Recall and Precision.

60

65

70

75

80

85

90

95

100

5 10 15 20 25 30 35 40 45 50

A
cc

ur
ac

y 
(%

)

Scale (%)

MS Word
Unsupervised

Supervised

(b) Accuracy.

Fig. 5. Evaluation in di�erent scales.

text segments of di�erent size. Last, digests along the \scale" dimension capture
di�erences in user perceptions of context. This coincides with the assumption
that di�erent users want di�erent sizes of summary.Our model produces a digest
by focusing only on nearby context and never wastes time in considering far-
reaching relationships.

After learning, the multilevel digest consists of text segments connected
to others by some strength measure. This enables a given query string to be
matched against the context, part of which is abstract information.

5.1 Abstract Information

Such abstract information is obtained in two ways. One abstract information
is hypernym, which is inferred by following the WordNet's lexical hierarchy [6]
after we learn the correct sense at the word granularity. The other abstract
information is learned in supervised learning when we permit abstract terms in
model summary. Contextual retrieval exploits this abstract information so that
queries are carried out beyond keyword matches.

6 Summary and Discussion

When evaluated according to the criteria in section 4.3, we can see that our
digest produced strictly better results than the Microsoft summary.The sentence
segments portion of the digest performs better than Microsoft's summary in
the categories of recall, precision and learning accuracy. But sentence segments
are not the only information in our digest. The digest also contains extracted,
abstracted, synonymized etc. segments of various scope in the original.

The experiments also indicate several tradeo�s. First, there is a tradeo� be-
tween supervised and unsupervised learning. Depending on how much humans
can be involved in the process, the digest can be improved. Even when humans
are not present, learning can still proceed without sacri�cing much in perfor-
mance. The second tradeo� we have learned from the experiment is between
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retrieval relevance and scale (from Figure 5). It may be that we prefer shorter
and more abstract digests, but it becomes more and more di�cult to obtain such
a digest when the scale is reduced. Third, from an information retrieval point
of view, a higher level digest will retrieve more abstract information, but at the
same time, more irrelevant information.

Nevertheless, the digest, or composite summaries, capture much information
in a concise form. They basically index all \important" parts of the original text,
and can be used as an index for contextual retrieval as described in section 5. In
addition, the pyramidal digest has many interesting potential applications such
as XML summarizers, search engines, and e-Book etc.
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Abstract. Text retrieval systems require an index to allow fast access to
documents at the cost of some storage overhead. This paper proposes a novel
full-text indexing model for Chinese text retrieval based on the concept of
adjacency matrix of directed graph. Using this indexing model, retrieval
systems need to keep only indexing data, rather than indexing data and original
text data as the traditional retrieval systems do, thus system space cost as a
whole can be reduced drastically while retrieval efficiency is maintained
satisfactory. Experiments over five real-world Chinese text collections are
carried out to demonstrate the effectiveness and efficiency of this model.

1 Introduction

With the rapid growth of electronic Chinese documents published in Mainland China,
Taiwan, Singapore, etc., there is an increasing need for Chinese text retrieval systems
that support fast access to large amount of text documents. Full text retrieval systems
are a popular way of providing support for on-line text access. From the end-user
point of view, full text searching of on-line documents is appealing because a valid
query is just any word or sentence of the document. Generally, full-text retrieval
systems have an index to allow efficient retrieval of documents. Many text-indexing
methods have been developed and used, such as inverted lists [1], signature files [2],
PAT trees [3] and PAT arrays [4].

Although word-based indexing is widely used in English [1], it is not easily applied
to Chinese. This is because written Chinese text has no delimiters to mark word
boundaries. The first step toward word-based indexing of Chinese text is to break a
sequence of characters into words, which is called word segmentation. Word
segmentation is known to be a difficult task because accurate segmentation of written
Chinese text may require deep analysis of the sentences [5]. On the other hand,
character-based indexing methods don’t depend on word segmentation, thus is
suitable for Chinese text. Recently, there is an increasing research on character-based
indexing for text retrieval of Chinese and other Oriental languages [6-7]. However,
character-based full-text indexing costs too much storage space because each

1 This work was supported by China Postdoctoral Science Foundation and the Natural Science
Foundation of China (No. 60003016).

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 370−379, 2001.
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character in text database is indexed and its positional information is stored to support
exact searching. So it is unfavorable for some application areas where storage
resources are very limited, e.g., CD-based text retrieval systems.

This paper presents a novel full-text indexing model for Chinese text retrieval. By
treating a text database as a directed graph and extending the concept of adjacency
matrix of directed graph, we propose the adjacency-matrix based full-text indexing
model. By using this model, retrieval system’s space cost as a whole can be cut down
drastically while retrieval efficiency is maintained satisfactory. The only precondition
for the proposed model is that sufficient main memory is available to support an
in-memory adjacency matrix. Given this precondition, the model described can
support efficiently searching of string in large text databases.

In Section 2, we describe the novel full-text indexing model. In Section 3 we
introduce the implementation techniques. We present the experimental results in
Section 4 and conclude the paper in Section 5.

2 The Model

We begin with a Chinese character set Σ: a finite set of Chinese characters, letters,
digits, punctuation marks and other symbols that may occur in Chinese text
documents. A text string or simply string over Σ is a finite sequence of characters
from Σ. The length of a string is its length as a sequence. We denote the length of a
string w by |w|. Alternatively a string w can be considered as a function
w:{1,…,|w|}→Σ; the value of w(j), where 1≤j≤|w|, is the character in the jth position
of w. To distinguish identical characters at different positions in a string, we refer to
them as different occurrences of the character. That is, the character l∈Σ occurs in the
jth position of the string w if w(j)=l.

Definition 1. Given a string w over Σ, let V⊆Σ be the set of unique characters in w,
there exists a directed graph TDG=<Vg, Eg> where Vg is a set of vertices and Vg =V,
i.e., each character in V corresponds to a vertex in Vg; Eg is a set of directed edges,
each of which corresponds to a bigram appearing in w and its direction points from
the first character to the second one. Because a character may occur at different
positions in a string, the directed graph of a string is usually a directed cyclic graph.

Example 1. Consider a Chinese text string w1: “�����������”, its
directed graph is illustrated in Fig. 1 where Vg = {“�”, “�”, “�”, “�”, “�”, “�”,
“�”}, Eg={“��”, “��”, “��”, “��”, “��”, “��”, “��”, “��”, “�
�”}.

Definition 2. A simple string, or simply s-string, is a string in which at most one
character can occur twice. Equivalently, an s-string is a string whose directed graph
contains at most one cycle.

Lemma 1. All bigrams in an s-string are unique.
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Proof. By contradiction, if two or more similar bigrams exist in an s-string, then the
s-string’s directed graph must contain at least two cycles, which indicates it cannot be
an s-string.

Fig. 1 The directed graph of string w1

In what follows, we give an algorithm to segment an arbitrary string into a
sequence of s-strings.

Algorithm 1. Segment an arbitrary string w into a sequence of s-strings
1) Set k=1;
2) Scan string w from its first character w(1) to its last character w(|w|)
3) if there are two characters w(i) , w(j) such that w(j)= w(i) (1≤j<i≤|w|) goto 5);
4) else goto 9);
5) sk= w(1) w(2)…w(i);
6) if i<|w| then do
7) k=k+1; w= w(i) w(i+1)…w(|w|); goto 2);
8) else goto 10)
9) sk= w;
10) The result is (s1,s2,…,sk) where si(|si|)=si+1(1)(1≤i<k).

Definition 3. The label of an s-string is a natural number uniquely identifying the
s-string. We specify that all s-strings of a string obtained by applying algorithm 1 are
labeled in successive and incremental order. That is, the first s-string is labeled with l
and the second with l+1, etc. The special and default case is that l=1.

Example 2 Applying algorithm 1 to w1 in example 1, we get the following five
s-strings: s1= “����”, s2= “����”, s3= “��”, s4= “��”, s5= “���”.

Lemma 2. If a string is segmented by algorithm 1, each bigram in the string is
uniquely identified by a set of labels of the s-strings where the bigram occurs.
Proof. Each s-string is uniquely identified by its label (Definition 3); each bigram in
an s-string is unique (Lemma 1); considering a bigram may occur in multiple
s-strings, thus each bigram in a string can be uniquely identified by a set of labels of
the s-strings where the bigram occurs.

Definition 4. The weighted directed graph of a string is established according to the
following steps:
1) Segment the string using algorithm 1 and label the s-strings according to

definition 3;
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�
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2) Construct the directed graph of the string according to definition 1.
3) Associate each edge in the directed graph with the label of the s-string where the

edge’s corresponding bigram locates.
4) Compact directed edges sharing a similar bigram to one directed edge and unite

their corresponding labels to a set of labels as the compacted edge’s weight.
Formally, denote WDG=<Vw, Ew, Lw > the weighted directed graph of string w, Vw is
the set of vertices and Ew is the set of directed edges as defined in definition 1, Lw is
the set of labels associated with directed edges in Ew. Let Lw(li, lj) be the set of labels
associated with directed edge lilj, we have

}:|),({ w
j

w
i

w
jijiji

ww VlandVlandEllllllLL ∈∈∈∀= .

Definition 5. The adjacency matrix of a string is formally defined as follows:

).,(],[ ji
wijij llLaaA ==

Example 3. Given a Chinese text string w2: “������������������
������	�����	����
”. Segment w2 into a sequence of s-strings
and label them by the default fashion:s1=“�������”, s2=“��������”,
s3=“�������”, s4=“�����	�”, s5=“�����	�”, s6=“����
”.
Eleven unique characters in w2 constitute the vertices set Vw ={“�”, “�”, “	”, “�”,
“�”, “�”, “�”, “�”, “�”, “�”, “
”}. Fourteen unique bigrams constitute the
directed edges set Ew ={“��”, “��”, “��”, “��”, “��”, “��”, “��”, “�
�”, “��”, “��”, “��”, “�	”, “	�”, “�
”}. Fig.2 shows the weighted
directed graph of string w2.
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Fig. 2 Weighted directed graph of string w2

Here, we use only 6 labels to represent 14 bigrams in w2. However, if the
character-based inverted lists were used, we would have to use 36 positions to
identify 11 characters in w2. We assume l1= “�”, l2= “�” and so on, the
corresponding adjacency matrix of Fig. 2 is a 11×11 matrix as shown in Fig. 3, in
which: a14= Lw (“�”, “�”)={1, 2}, d24= Lw (“�”, “�”)={2, 3}, a34= Lw (“	”,
“�”)={4, 5}, a45= Lw ( “�” , “�”)={1, 2, 3, 4, 5, 6}, a56= Lw ( “�” , “�”)={2, 4,
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6}, a58= Lw ( “�” , “�”)={1, 3, 5}, a67= Lw ( “�” , “�”)={2, 4, 6}, a7 10= Lw

( “�” , “�”)={2, 4}, a7 11= Lw ( “�” , “�”)={6}, a89= Lw ( “�” , “�”)={1, 3, 5}, a9

10= Lw ( “�” , “�”)={1, 3, 5}, a10 1= Lw ( “�”, “�”)={1}, a10 2= Lw ( “�” , “�”)={2,
3}, a10 3= Lw ( “�” , “	”)={4, 5}; the other elements are empty.

ΦΦΦΦΦΦΦΦΦΦΦ

ΦΦΦΦΦΦΦΦ

ΦΦΦΦΦΦΦΦΦΦ
ΦΦΦΦΦΦΦΦΦΦ

ΦΦΦΦΦΦΦΦΦ
ΦΦΦΦΦΦΦΦΦΦ
ΦΦΦΦΦΦΦΦΦ
ΦΦΦΦΦΦΦΦΦΦ
ΦΦΦΦΦΦΦΦΦΦ
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a

a

a

a

A

Fig. 3 Adjacency matrix of string w2

Lemma 3. For a string w and its adjacency matrix A,
1) if bigram c1c2 occurs in w, then a(c1, c2)≠Φ;
2) if trigram c1c2c3 occurs in w, then (a(c1, c2)∩ a(c2, c3))∪( {a(c1, c2)+1}∩ a(c2,
c3))≠Φ. Here, {a(c1, c2)+1} represents a new set formed by adding 1 to each element
in a(c1, c2).
Proof. 1) if bigram c1c2 occurs in w, it must locate in some s-string(s), thus a(c1,
c2)≠Φ; 2) if trigram c1c2c3 occurs in w, then two cases exist: a) c1c2 and c2c3 locate in
the same s-string, that is a(c1, c2)∩ a(c2, c3) ≠Φ; b) c1c2 and c2c3 locate in two adjacent
s-strings respectively. Considering the labels of two adjacent s-strings differ from
each other by 1(definition 3), so {a(c1, c2)+1}∩ a(c2, c3) ≠Φ. Combining these two
cases, we have (a(c1, c2)∩ a(c2, c3))∪( {a(c1, c2)+1}∩ a(c2, c3))≠Φ.

Definition 6. A text database is a collection of text documents, each of which is a
string over Σ. Neglecting the boundary between any two adjacent documents, a text
database can be seen as a long string, whose length is the sum of the lengths of all
documents in the text database.

While constructing adjacency matrix of a text database, we request all documents
in the text database are segmented separately. However, all s-strings are labeled
globally. That is: 1) no s-string spans two or more adjacent documents; 2) for any two
adjacent documents di and di+1, di+1’s first s-string is labeled just following the label of
di’s last s-string.

Definition 7. The document index table (DIT) of a text database is organized as a
triple:

)}.,,{( 211 cclDIT =
Each document in the text database has a record in DIT. A record has three fields: l1 is
the label of the first s-string in a document; c1 and c2 are the first two characters of the
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document. Given two adjacent documents di and di+1’s first label: li, li+1, [li, li+1-1]
constitutes the label range of di’s s-strings.

Definition 8. The adjacency matrix based full-text indexing model of a text database
consists of two parts: the adjacency matrix and the document index table.

Unlike current indexing techniques, the proposed indexing model has the following
unique characteristics: 1) Using bigrams as indexed terms and organizing all bigrams
into an adjacency matrix corresponding to the text database’s weighted directed
graph. 2) After the indexing model is established, original text documents are not
saved in the retrieval system, which results in a drastic reduction of system storage
cost as a whole. While processing query, original text documents are reconstructed by
using exclusively the indexing matrix and DIT. 3) Labels of s-strings rather than
positions of indexed term are used for identifying different occurrences of indexed
term, which provides an opportunity of cutting down indexing space overhead
because the total number of s-strings in a text database is much smaller than the text
database’s length.

Using the proposed indexing model, an arbitrary string searching can be processes
by applying lemma 3 iteratively. Generally, a query is processed with the following
three steps: 1) Based on the adjacency matrix, retrieve the labels or label sequences of
s-strings that the query string may locate in or span over. A query-processing
algorithm is responsible for this sub-task. 2) According to DIT, find the desired
document index records and corresponding label ranges. 3) Using the adjacency
matrix and results from step 2), a text-reconstructing algorithm is used to reconstruct
the text contents of all desired documents.

3 Implementation Techniques

The indexing adjacency matrix is usually a large, sparse matrix. Statistics for five test
collections show that more than 97% of matrix elements are empty. In the process of
index building, the adjacency matrix is dynamically expanding. We adopt a
three-level in-memory structure for the indexing adjacency matrix as illustrated in
Fig. 4. Notice that each matrix element corresponds to a bigram. The first level is a
hash indexed by the first character of a bigram. Its maximum size is the number of all
unique characters appearing in text database. Each element of the first-level hash
consists of three components: the indexed character (ch1), number of the indexed
character’s successive characters (number_of_ch2) and a pointer to one instance of
the second level. An instance of the second level is a hash indexed by the second
character of the bigram, each of whose elements also includes three components: the
indexed character (ch2), number of the labels (number_of_labels) associated with
bigram (ch1, ch2) and a pointer to one instance of the third level. One instance of the
third level is a hash indexed by the label of s-strings where a certain bigram locates.

While processing queries or reconstructing text documents, the indexing matrix is
stable. We adopt a static in-memory structure for the indexing matrix then, which is
quite similar to that in Fig.4, except 1) size-fixed arrays are used to replace the
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first-level hash and the second-level hashes in Fig.4; and 2) the third-level structure in
Fig.4 is not used due to memory limitation. Label data is loaded to memory from disk
whenever requested.

Fig. 4 In-memory structure of adjacency matrix (Used for matrix building)

On disk, indexing data is stored separately in two files. One file is used to store the
labels of s-strings, i.e., data in the third level hashes. We refer to these data as label
data; another is used to save structure information of the adjacent matrix, which
corresponds to the data stored in both the first level hash and the second level hashes.
We call these two files label file and matrix file respectively. In the label file, label
data associated with each bigram is stored sequentially and successively. The matrix
file has a structure as in Fig. 5. Here, ch1 is the first character of a bigram, which
specified the row where the bigram locates in the matrix; and ch2 is the second of
character of the bigram that determines which column the bigram is placed in the
matrix. ch2_number indicates the number of successive characters of ch1.
label_number indicates the occurrences count of bigram (ch1, ch2) in text database,
and fp_seek specifies the starting address where label data of bigram (ch1, ch2) is
stored in the label file. label_number and fp_seek use user defined data types because
the ranges of their values are related to text database size. Using user defined data
types can save storage space.

Struct {
UNICHAR ch1;
Usigned int ch2_number;
Struct {

UNCHAR ch2;
LABEL_NUMBER_TYPE label_number;
FILE_ADDRESS fp_seek;

} Column [ch2_number];
} ROW[Size_Of_Character_Set].

Fig. 5 Structure of the matrix file
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A third file, the document index file, is used to store records in the document index
table. These three files mentioned above are created when the indexing matrix is
established. While processing queries or reconstructing text documents, data of the
matrix file and the document index file is loaded into memory for improving retrieval
efficiency. For the text collection of 182.2Mb in Table 1, the memory requirement is
about 15Mb, which is available for current PCs.

The process of adjacency matrix building is simultaneously the process of text
database building, which produces three resulting files: the matrix file, the label file
and the document index file. As a new document arrives it is parsed and its bigrams
are inserted into the in-memory adjacency matrix. At some point data in the adjacency
matrix must be written to disk to release memory. We write only the label data, which
is stored in the third-level hashes, to temporary files. Generally, a temporary file
corresponds to a bigram. Notice the occurrences of different bigrams in text database
are quite uneven. In the process of matrix building, some matrix elements
(corresponding to frequently occurring bigrams) will expand rapidly with the arrival
of new documents while others (corresponding to infrequently appearing bigrams)
will expand slowly or not at all. In addition, new documents will contain previously
unseen bigrams. To amortize disk writing cost, when data writing is requested, we
move only the label data of bigrams that have accumulated more than Ls labels (Ls is a
pre-specified threshold) since the last writing, so that label data of infrequent bigrams
may be written only one time (the final time) during the process of matrix building.
When all documents have been processed, label data in temporary files as well as
these still in memory is merged into the final label file.

4 The Experiments

Five Chinese text collections of different sizes are used for experiments, which are
listed in Table 1. All experiments are carried out on a PC with 2 CPUs of PII350 and
512M RAM.

Table 1 Test Collections

Test collection TC-1 TC-2 TC-3 TC-4 TC-5
Size (Mb) 14.9 39.0 97.6 182.2 500.4

We first test space cost. Expansion ration is used to measure space cost of different
indexing methods. We define expansion ration as (stxt+sind)/stxt. Here, stxt and sind are
the sizes of text data and indexing data respectively. Fig. 6 shows the test results of
expansion ration for four different indexing methods over fiver text collections. The
four indexing methods are PAT array, bigram-based inverted lists, character-based
inverted lists and the proposed new indexing model. We can see that our indexing
method has the lowest expansion ration. When indexing TC-5, our method consumes
about 750Mb less storage space than other methods do. We then test matrix building
efficiency. Fig. 7 illustrates the results of matrix building speed for five text
collections. Obviously, as the size of text collection grows, the frequency of disk
writing also increases, which leads to processing efficiency going down. Following
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that, we test the efficiency of text reconstructing. Test results are demonstrated in Fig.
8. Basically, larger text collection has lower reconstructing efficiency. However, even
for the largest test collection TC-4, its reconstructing speed surpasses 12kb/s, i.e.,
about 6000 characters/s, which is absolutely fast enough to meet the requirements of
text reading and browsing of most ordinary people.
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Finally, we examine the efficiency of query processing by using five kinds of query
length: 2-character, 5-character, 10-character, 15-character and 20-character. To make
experimental results more reasonable and reliable, a program is used to generate
queries automatically and randomly. For each query length, 3000 queries generated
randomly are processed to measure query efficiency. Results shown in Fig. 9 are
average results over 3000 different queries of the same length. As the size of text
collection becomes larger, the average amount of label data associated with each
bigram increases. Consequently, more label data need to be read and processed while
evaluating a query of a given length. Generally, query not longer than 10 characters
can be processed within about 1 sec.
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5 Conclusions

By treating text database as directed graph and extending the concept of adjacency
matrix of directed graph, we propose the adjacency-matrix based full-text indexing
model in this paper. The innovative ideas of this paper are 1) Organizing bigrams into
an adjacency matrix, which makes it possible to reconstruct text contents by using
exclusively indexing data; 2) using the labels of s-strings of text database to identify
different occurrences of bigrams leads to further reduced indexing space overhead.
Experimental results show that the proposed indexing model is effective and efficient.
The new model can also be used for text retrieval of other Oriental languages such as
Japanese and Korean.
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Abstract. When performing the join operation in relational databases,
one problem involves �nding the optimal page access sequence such that
the number of page re-accesses is minimized, given a �xed bu�er size.
This paper presents a new heuristic for this problem (known as OPAS2)
that generally outperforms existing heuristics.
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1 Introduction

The join operation is one of the most expensive and frequently executed opera-
tions in database systems. The main cost of join operations involves the fetching
of data pages from secondary storage devices to the main memory bu�er. Several
approaches to this problem have previously been tried [2, 4, 7].

One strategy to minimise memory usage is to �rst scan the indices of the
relevant relations to obtain a set of data page pairs (x, y), where page x contains
some tuple which is joined with some tuple in page y. This information can
then be used to �nd an eÆcient page access sequence to minimise the amount
of memory required. This is an extension of the sort-merge join and the simple
TID algorithm [1, 4].

There are two related problems when it comes to �nding an optimal page
access sequence for this strategy :

1. Given that there are no page reaccesses, what page access sequence will
require the minimum number of bu�er pages?

2. Given a �xed bu�er size, what page access sequence will require the minimum
number of page reaccesses?

The above problems are referred to as OPAS1 and OPAS2 respectively, for
optimal page access sequence problems [6]. Both problems are believed to be
NP-Complete. All previous works have concentrated on �nding a good solution
to OPAS1, and then adapting it to OPAS2 by including a page replacement
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strategy when the maximum bu�er size is reached. In this study, we present a
new heuristic for OPAS2 that is not based on an OPAS1 strategy.

In Section 2, we de�ne the symbols and terminology used in this report,
along with the graph models used. Section 3 gives a brief description of existing
heuristics. The new heuristic is presented in Section 4, with the experimental
results analyzed in Section 5. Finally, in Section 6, we conclude our �ndings.

2 Terminology and Notation

2.1 Problem De�nition

We can represent the page-pair information of a join by an undirected join graph
G = (V, E), where the set of vertices V represents the pages in the join, and the
set of edges E � V �V represents the set of page-pairs which contains tuples to
be joined with each other. As pages are fetched into the bu�er, the join graph
is updated as follows : An edge (x, y) is removed from the graph if the pages x
and y have been fetched and joined. A vertex x is removed from the graph if the
degree of x becomes zero. Such a page is said to be released.

A page access sequence (PAS) speci�es the order of fetching the pages of the
join graph into the bu�er. For the OPAS2 problem, its de�nition is as follows:

De�nition 1. Let G = (V;E) be a join graph. A page access sequence S =<
p1; p2; � � � ; pjvj > is a sequence of pages from V where pi denotes the ith page
fetched into the bu�er.

This de�nition di�ers from an OPAS1 page access sequence in that the se-
quence of pages need not be distinct.

De�nition 2. For any page p, its resident degree is the number of distinct
pages in the bu�er that it is adjacent to. Its non-resident degree is the number
of distinct pages not in the bu�er that it is adjacent to. All pages are adjacent
to itself.

De�nition 3. Let S =< p1; p2; � � � ; pjV j > be a page access sequence for a join
graph G = (V;E) in a system with bu�er size B. S is an optimal page access

sequence i� (jSj � jV j) � (jS0j � jV j) for all page access sequences S0.

For any PAS, the total number of page re-accesses is the di�erence between
the length of the PAS and the total number of pages to be read. An optimal
page access sequence is thus one that minimizes this value.

De�nition 4. Let S =< p1; p2; � � � ; pjvj > be a page access sequence. S0 = <

pi; pi+1; � � � ; pi+k >; 1 � i � (jV j � k) is a segment of page access sequence

S i� S0 is a nonempty subsequence of S such that

1. No page is released by the entry of pj for i � j < i+ k,
2. One or more pages are released by the entry of pi+k, and
3. One or more pages are released by the entry of pi�1 if i > 1.

Thus, each PAS can be uniquely expressed as a sequence of m segments. We
call a segment of length N that releases K pages an N-Release-K segment.
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2.2 Types of Graphs

There are some types of graphs that are commonly used to model the conditions
that arise in database systems. For our study, we make use of the following two
types of graphs:

Bipartite Graph If G is a bipartite graph such that V = V1[V2 and V1\V2 = ;,
and degree n%, then Prob[(vi, vj) 2 E] =
1. n

100
if vi 2 V1 and vj 2 V2,

2. 0 otherwise.

A bipartite graph is partitioned into 2 sets of vertices, where the vertices
within a set cannot be connected to each other. The bipartite graph models
bi-relational joins, and is one of the most important join graphs in database
systems.

Geometric Graph If G is a geometric graph with v vertices and the expected
degree of each vertex E(�) = k, then G is generated as follows :

1. Compute d =
q

k
v�
.

2. Generate v points randomly in a unit square, i.e. assign a pair of coor-
dinates (xk, yk), xk, yk 2 [0, 1] to each vertex vk.

3. Add (vi, vj) into E i� the distance between vi and vj < d,

i.e. if
p
(xi � xj)2 + (yi � yj)2 < d.

Thus in a geometric graph, there is only an edge if 2 points are \close enough",
and therefore the points tend to form clusters. It is our opinion that a geomet-
ric graph is a good approximation of multi-relation joins, where each cluster
approximates a relation.

3 Existing Heuristics

All existing heuristics for OPAS2 have so far been OPAS1 heuristics coupled
with a page replacement strategy. In this section, we give a brief description of
these heuristics.

Omiecinski's Heuristic (OH) [5] �nds at each step the smallest number of
fetches which would remove one page from the memory. The victim page when
the bu�er is full is the page with the smallest non-resident degree that is not
adjacent to the page being brought into the bu�er.

Chan and Ooi's Heuristic (COH) [6] does not restrict itself to removing
pages from the bu�er. At each step, it looks for the smallest number of pages
to be read in order to release any page, or the smallest minimal segment, and
puts it into the bu�er in order of descending resident degree. When the bu�er
is full, the page replaced is the one with the smallest non-resident degree. COH
generally outperforms OH for the OPAS1 problem, but performs worse for the
OPAS2 problem when the bu�er size is lower than a certain threshold.

382 C. Qun, A. Lim, and O.W. Chong



In essense, the COH heuristic searches for the smallest N -Release-1 segments
during each iteration. Lim, Kwan & Oon's Heuristic (LKOH) [3] extends
COH by searching for N -Release-(K � 1) page segments, such that N � K is
minimized while maximizing N . It has the added parameter L to limit the value
of K in the search. LKOH outperforms COH signi�cantly for geometric graphs,
but the improvement is slight in the case of bipartite graphs.

4 The New Heuristic (CLOH)

In the OPAS2 problem, our performance metric is the number of page re-accesses.
Therefore, it does not matter if there are few or no pages released early in the
PAS, as long as the number of page re-accesses are ultimately minimized. A
strategy that thus suggests itself is to create as many lightly-connected pages as
possible within the memory bu�er early in the algorithm. This is the basis of
the new heuristic (CLOH).

CLOH brings the page with the highest resident degree into the bu�er in
each iteration. Ties are broken by selecting the page with the lowest non-resident
degree. We also de�ne a release level L, such that if there exists a page whose
non-resident degree is L or less, we will bring in the segment that releases that
page. The optimal value of L is determined quantitatively.

The page replacement strategy is slightly di�erent depending on whether the
threshold L has been reached. In the �rst case, when the smallest non-resident
degree of all resident pages is greater than L, the victim page is the page with
the largest non-resident degree that is not connected to the page being brought
in. In the second case, when we are bringing in the smallest segment, the victim
page has the additional condition of not being the page that is to be released at
the end of the segment.

OPAS2-CLOH(G,L)

1. Choose a page pi in the join graph G such that the degree of pi is minimal.
Bring pi into the bu�er.

2. if (the smallest non-resident degree of pages in the bu�er is greater than L),
then

(a) Choose a page pj such that of all the non-resident pages with the largest
resident degree, pj has the smallest non-resident degree.

(b) if (the bu�er is full) then remove from the bu�er a page with the largest
non-resident degree that is not connected to pj .

(c) Bring pj into the bu�er.
(d) Delete all edges (pi, pj) from G where pi and pj are contained in the

bu�er. If the degree of a page becomes zero, then remove the page from
the bu�er (the page is released), and delete the vertex from G.

3. else

(a) Choose a set of pages PAGES(G) to bring into bu�er using the following
strategy:
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i. Find a page pj such that pj has the minimal non-resident degree.
ii. Select all pages outside the bu�er which are connected with pj . These

pages make up PAGES(G).

(b) for (every page pk in PAGES(G))

i. if (the bu�er is full) then remove from the bu�er a page with the
largest non-resident degree that is not connected to pk, and is not
pj .

ii. Bring pk into the bu�er.
iii. Delete all edges (pi, pk) from G where pi and pj are contained in the

bu�er. If the degree of a page becomes zero, then remove the page
from the bu�er (the page is released), and delete the vertex from G.

4. If G is empty, quit; else goto Step 1.

5 Testing and Evaluation

5.1 Bipartite Graph Results

For bipartite graphs, we randomly generated 20 instances with 500 vertices (250
vertices per partition) for each edge ratio of 5%, 10% and 15%. We then ran
the OH, COH, LKOH and CLOH algorithms on these graphs, using a range of
bu�er sizes. For the LKOH heuristic, we used the L-value of 3 which gave the
best results in the original work [3]. In the case of the new heuristic, we tested
the e�ects of setting the release level L to various values. Our results show that
in general, the best results are achieved with L set to between 2 and 4.

Table 1 gives the results for graphs with edge ratio 10%. The Improvement

column gives the absolute di�erence between the best result obtained by CLOH
using L at 2, 3, 4 and 5, and the best result obtained by the OH, COH and
LKOH(3).

The results for graphs with edge ratio 5% and 15% are similar. The improve-
ment patterns for all three cases (shown in �gures 1, 2 and 3) are also similar. We
note that CLOH outperforms all existing heuristics except for a narrow range of
bu�er sizes. Furthermore, the absolute improvement increases markedly as edge
ratio increases, since denser graphs will have more heavily-connected vertices.

5.2 Geometric Graph Results

We randomly generated 20 geometric graphs of 500 vertices each for expected
degrees of 25, 50 and 75. We ran the COH, OH, LKOH and CLOH algorithms on
these graphs for a range of bu�er sizes. Once again, the new heuristic outperforms
all existing heuristics in general.

Table 2 gives the results for the set of geometric graphs with an expected
degree of 75. For LKOH, we �rst ran the algorithm with the recommended L-
value of 3. In the course of our experiments, we found that there were cases
when an L-value of 5 gave a better result, and these �gures are also included
in the table. For CLOH, we ran the tests with release values of 2, 3 and 4,
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Bu�er Size COH OH LKOH(3) CLOH(2) CLOH(3) CLOH(4) CLOH(5) Improvement

10 4642 4610 4563 3366 3431 3503 3575 1197

20 3259 3202 3275 2901 2884 2946 3016 318

30 2597 2532 2533 2522 2469 2472 2536 63

40 2138 2055 2081 2140 2124 2039 2102 16

50 1801 1742 1870 1863 1843 1808 1751 -9

60 1629 1524 1580 1647 1581 1556 1503 21

70 1525 1318 1539 1456 1373 1324 1332 -6

80 1401 1248 1444 1327 1219 1224 1179 69

90 1367 1117 1419 1173 1141 1096 1071 46

100 1297 1080 1260 1052 1009 1023 1037 71

110 1210 1014 1271 992 944 958 931 83

120 1168 995 1118 930 911 924 923 84

130 1104 932 1067 888 857 842 901 90

140 1039 921 1113 816 838 872 910 105

150 1040 1088 973 807 827 860 829 166

160 1021 1076 987 724 727 721 724 266

170 891 1043 980 692 697 695 685 206

180 926 1026 901 670 678 683 668 233

190 916 1080 915 661 655 674 650 265

200 884 1047 859 650 642 638 634 225

210 853 978 763 621 624 626 615 148

220 742 815 797 608 607 603 603 139

230 631 667 638 606 598 509 592 122

Table 1. Comparison results for bipartite graphs with 250+250 vertices and edge
ratio=10
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Fig. 1. Improvement of CLOH for BipartiteGraphs with 500 vertices and edge ra-
tio=5%
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which were found to give the best results. The Improvement column gives the
absolute di�erence between the best values attained by COH, OH, LKOH(3)
and LKOH(5), and that of CLOH for the three release values.

Bu�er Size COH OH LKOH(3) LKOH(5) CLOH(2) CLOH(3) CLOH(4) Improvement

10 2395 2088 2482 2482 2035 2063 2035 53

15 1990 1454 1845 1851 1448 1410 1428 44

20 1534 1139 1494 1494 1139 1133 1074 65

25 1269 1113 1158 1158 949 984 901 212

30 1164 890 1054 1054 956 910 856 34

35 862 894 884 884 856 788 830 74

40 784 761 793 758 850 729 735 29

45 731 710 792 792 715 660 696 50

50 805 700 725 709 652 663 647 53

55 666 679 749 749 634 664 615 51

60 704 675 601 597 612 691 599 -2

65 631 607 598 585 607 609 604 -19

70 629 593 590 596 558 557 595 33

75 574 564 570 573 550 549 598 15

80 533 550 570 568 544 528 539 5

85 536 530 530 528 534 532 524 4

90 530 515 519 517 530 525 518 -3

Table 2. Comparison results for geometric graphs with 500 vertices and 75 expected
degree

Experiments with graphs of expected degree 25 and 50 produced similar
results. Figures 4, 5 and 6 give the improvement patterns for all three test sets.
These �gures show that CLOH gives better results over almost the entire range
of bu�er sizes.

5.3 Evaluation of the New Heuristic

Our experiments show that the CLOH heuristic outperforms all existing OPAS2
heuristics for both the bipartite and geometric graph models. Through quanti-
tative analysis, we have ascertained that the best release level L for the CLOH
algorithm is between 2 and 4, irrespective of bu�er size and graph density. This
bodes well for practical implementation of this heuristic.

6 Conclusion

In this paper, we proposed a new OPAS2 heuristic CLOH that di�ers from
all previous heuristics in that it is not derived from simply giving an OPAS1
heuristic a page replacement strategy. In contrast, CLOH takes advantage of
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the fact that the performance metric for OPAS2 is page re-accesses, and makes

use of the bu�er space to create a situation of several lightly-connected pages in

the memory. This is achieved by reading in the pages with the largest resident

degree. Segments are released when their length is less than a release level L,

which experiments have shown to be optimal at a value of 2 to 4.
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Abstract. We define a new algorithm that allows the Teradata query
optimizer to automatically derive and maintain constraints between date
type columns across tables that are related by referential integrity
constraints. We provide a novel, quantitative measure of the usefulness
of such rules. We show how the Teradata query optimizer utilizes these
constraints in producing more optimal plans especially for databases
that have tables that are value ordered by date. We also discuss our
design for maintaining these constraints in the presence of inserts,
deletes, and updates to the relevant tables. Finally, we give performance
numbers for seven TPC-H queries from our prototype implementation
based on the Teradata Database engine.

1 Introduction

Query optimization is important in relational systems that deal with complex queries
on large volumes of data.  Unlike previous generation navigational databases, a query
on a relational database specifies what data is to be retrieved from the database but
not how to retrieve it. Optimizing a relational query is not that important in
transaction-oriented databases where only a few rows are accessed either because the
query is well specified by virtue of the application or because it accesses the database
using a highly selective index. In decision support and data mining applications,
where the space of possible solutions is large and the penalty for selecting a bad query
plan is high, optimizing a query to reduce overall resource utilization is important
since it provides orders of magnitude overall performance improvement.

There has been lot of work on query optimization in relational and deductive
databases [1,2,9,15,16]. Chaudhuri, et al in [8] has a good overview of query
optimization in relational databases. One important optimization technique is to
rewrite the user-specified query to be more performant.1 The query is transformed
into a logically equivalent query that performs better, i.e., costs less to execute [2,6].
There are basically two techniques for query transformation – Syntactic and

1 Physical techniques and algorithms to improve execution are both outside the scope of this
paper.
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Semantic. Syntactic or algebraic transformations use the properties of the query
operators and their mapping to rewrite the query. Some forms of magic set
transformation [10,11], most forms of predicate push down, and transitive closure are
techniques that fall under this category. Semantic query transformations use
declarative structural constraints and semantics of application specific knowledge,
declared as part of the database, to rewrite the query [1,2,4,18,20]. Semantic query
transformation based rewrites are called Semantic Query Optimization or SQO [1].

The basic intent of a query rewrite is to reduce the number of rows processed. King
in [2] mentions five transformations. We clarify these in the following and build upon
them:

1. Predicate Introduction. A new predicate is inferred from domain knowledge and
integrity constraints that are specified as part of the data model. The introduction of
the predicate may reduce the number of rows that are read from the relation. For
example, a range constraint may be introduced based on check constraint specified
on a column.

2. Predicate MoveAround. Selection predicates may be pushed as far down in the
execution tree as possible or moved sideways [11,17], or moved up when the
predicates are expensive. [11] gives an example of a view that is restricted based
on application specific information.

3. Operator MoveAround. A join operation may be commuted with an aggregation
operation such that the aggregation may be pushed down across the join operation
[12].

4. Join Elimination. A join may be deemed unnecessary and hence eliminated
[1,5,14]. For example some portion of joins between relations that have a Primary
Key – Foreign Key relationship (referred to in this paper as PK-FK relationship)
can be eliminated especially if no attributes are projected from that relation. There
are also other forms of partial or full join elimination based on materialized views.

5. Join Introduction. If a join with another table will help to reduce the rows
processed from the original table then an extra join with the large table may be
justified [2].

6. Others. The literature [2,7] also discusses other transformations such as index
introduction and empty-set detection.

Notice that most of what is mentioned in the literature and almost all of what little
is commercially implemented relate to transformations based on structural constraints
and domain knowledge. As a point of interest, note that although the process of
transformation is separate from the process of selecting the optimal plan they can be
combined, as in Teradata, based on the cost of each transformation.

The researches in [2,7] are some of the earliest works in semantic query
optimization. Structural constraint based semantic optimizations use functional
dependencies, key dependencies, value constraints, and referential constraints that are
defined on the relations [7,9]. Hammer and Zdonik [15] also discuss the use of
application domain knowledge to perform query transformations. [13] shows
semantic query transformations using dependency constraints, domain constraints,
and constraints between two tables that have a join condition between them. [1,13]
extends the classical notion of both integrity constraints and their application. [7] also
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discusses query optimization using two other types of constraints called implication
integrity constraints and subset integrity constraints. These constraints are defined on
chunks of data across relations. They define subset integrity constraints as a superset-
subset relationship between the domains of two different attributes of two different
relations and an implication integrity constraint as valid ranges of values that an
attribute can have when some other attributes are restricted in the same or different
relation.

There is not much work in the literature on dynamically derived constraints across
multiple relations that are based on actual data stored in those relations. We explore
this concept in this paper. Instead of using domain data [7, 13], we use actual data in
relations and automatically derive and maintain constraints across two different
relations. We then show how these can be used to optimize queries using the TPC-H
query suite [3] as an example.

SQO could be very costly and may even cost more than the query execution time
[19]. Shejar, et al in [19] presented a model for the trade-off between the cost and
benefit of applying SQO. The problem of rule derivation we are considering in this
paper, a sub-problem of SQO, is also a difficult one. The main difficulties we see are:

� What kind of rules should the optimizer find?
� Should the derivation process be completely automated?
� How can the optimizer decide if a rule is useful or not?

In this paper we show how we managed in the Teradata database engine to answer
the above questions from our experience with real customer situations.  We limit our
analysis to the time dimension, specifically, we limit our analysis to: (1) relations that
have a PK-FK structural relationship and (2) date attributes in those relations. Time is
a key analytic dimension. Both customer relationship management (CRM) and
strategic decision support applications limit their search space using time. They also
attempt to co-relate transactions and behavior activities using time as a key
dimension. For example, CRM queries are interested in understanding a customer’s
propensity for a product in a specific time frame. Similarly, the TPC-H workload
often specifies time in its queries [3].  Also, we intend to make the DBMS
automatically find these rules and we formally define a metric of how useful an SQO
rule is. The following example illustrates the type of SQO problems we solved.

Example 1.

In the TPC-H benchmark LINEITEM and ORDERS are two tables. The ORDERS
table gives details about each order.  The LINEITEM table gives information about
each item in the order; an order may have up to 7 items. O_ORDERDATE is an
attribute of the ORDERS table and it represents the date the order was made.
L_SHIPDATE is an attribute of the LINEITEM table and it denotes the date that line
item was shipped. The LINEITEM and ORDERS tables have a PK-FK referential
integrity structural constraint based on O_ORDERKEY=L_ORDERKEY.
O_ORDERKEY is the primary key of ORDERS and L_ORDERKEY is a foreign key
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for LINEITEM. Line items of an order are shipped within 122 days of the order date.
This fact can be written using the following rule:

(L_ORDERKEY=O_ORDERKEY)�2

(O_ORDERDATE+1�L_SHIPDATE) and (L_SHIPDATE�O_ORDERDATE+122)

The following query example (Q3 in TPC-H) illustrates the usefulness of such
semantic rules.

SELECT
L_ORDERKEY,
SUM (L_EXTENDEDPRICE*(1-L_DISCOUNT) (NAMED
REVENUE), O_ORDERDATE, O_SHIPPRIORITY

FROM CUSTOMER, ORDERS, LINEITEM
WHERE

C_MKTSEGMENT  = ’BUILDING’
AND C_CUSTKEY    = O_CUSTKEY
AND L_ORDERKEY   = O_ORDERKEY
AND O_ORDERDATE  < ’1995-03-15’
AND L_SHIPDATE   > ’1995-03-15’

GROUP BY L_ORDERKEY, O_ORDERDATE, O_SHIPPRIORITY
ORDER BY REVENUE DESC, O_ORDERDATE;

The query has the condition (L_ORDERKEY = O_ORDERKEY) and using the ru-
le (L_ORDERKEY=O_ORDERKEY) � (O_ORDERDATE +122 � L_SHIPDATE
and L_SHIPDATE  � O_ORDERDATE+1), the optimizer will add (ORD-
ERDATE+122 � L_SHIPDATE and L_SHIPDATE  � O_ORDERDATE+1) to the
where clause of the query. In another phase of the optimizer, the transitive closure of
the where-clause conditions are computed and the following range conditions on
L_SHIDATE and O_ORDERDATE, that are specific to this query, are found:

L_SHIPDATE < ’1995-07-15’ and O_ORDERDATE > ’1994-11-13’. Togeth-
er with O_ORDERDATE<’1995-03-15’ AND L_SHIPDATE>’1995-03-15’, each of
O_ORDERDATE and L_SHIPDATE has a range of approximately four months.

The new date constraints above could be very useful in one or both of the
following situations:

� They could provide a fast access path to the corresponding table, for example,
if ORDERS or one its secondary indexes are value ordered by
O_ORDERDATE. Then in Example 1, only 4 months of data need to be
accessed for ORDERS.

� The new constraints could reduce the size of an intermediate result. Note that
this is applicable even if the derived constraints do not provide an access path
to the table. For example, assume that ORDERS and CUSTOMER tables are

2 � means implies.
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hash distributed on O_ORDERKEY and C_CUSTKEY, respectively.3  Also,
assume that in the final execution plan of the query in example 1, ORDERS is
re-hashed (re-distributed in Teradata terminology) on O_CUSTKEY to join
with CUSTOMER.  In this case, the new constraint O_ORDERDATE>’1994-
11-13’ could be applied prior to the re-hashing step which significantly reduces
the amount of data that will re-hashed, sorted and stored on disk.

In this paper we discuss the automatic derivation of these date constraint rules. We
refer to these derived date constraints rules as DDCR and the right hand side of a
DDCR as DDC for the rest of this paper. We also discuss the maintenance of a DDCR
in the presence of updates to the base relations. Finally, we discuss the performance
gains that accrue from applying these constraints on some TPC-H queries by using the
Parallel Teradata execution engine.

2 Rule Derivations and Usage

In this section we describe how Teradata finds a DDCR between columns of PK-FK
tables. As mentioned before, for performance and practical aspects, the optimizer tries
to discover such relationships under specific scenarios.

We studied some customer workloads and found that, frequently, date columns
from PK-FK are semantically related by some range constraints. So our focus was to
find such relationships between date columns from two tables that are PK-FK related.

A DDCR can be typically represented by (PK=FK) -> (Date2 + C1� Date1 �
Date2+C2) where C1, C2 are constants and Date1, Date2 are date columns in the FK and
PK tables, respectively.

The optimizer can initiate the DDCR derivation process when the user issues a
collect statistics statement on a date column, Date1, of a table that is either a PK or an
FK table and the related table also has a date column Date2. The basic idea of the
algorithm is to find the values of C1 and C2 above. The high level algorithm is given
below.

Procedure FindConstraint(T1.Date1,T2.Date2)

{Assume that T1 and T2 are PK-FK tables where Date1 and
Date2 are date columns in the FK and PK tables, res-
pectively. We also assume, without loss of gen-erality,
that both Date1 and Date2 are not nullable.}

begin

3 Teradata is an MPP shared nothing architecture and tables are partitioned according to the
hash value of a predefined primary index of that table.
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1. Perform an inner join between T1 and T2 using
PK=FK as a join condition. The optimizer will
choose the optimal join method, which is
irrelevant to this algorithm. Note that we do not
need to write the join results to spool since we
will derive the relationship (constraint) between
the two dates on the fly.

2. We create an initial constraint, which has an
empty range. We call it a running constraint
(RC).

3. For every row in the join result, assume that D1,
D2 are the values of Date1 and Date2, respectively.
From this join row we can deduce Date2 +(D1-D2) �
Date1 � Date2 +(D1-D2). Merge RC with this new
range. If RC is empty then set both C1 and C2 to
D1-D2, otherwise set C1= minimum(C1,D1-D2) and
C2=maximum(C2,D1-D2).

4. The Result is a DDCR using the last value of RC
and it is (PK=FK)�(Date1�Date2+C2 and
Date1�Date2+C1)

end.

The resulting DDCR of the previous algorithm will be stored as table level
constraints for each table.

The above algorithm always yields a relationship between Date1 and Date2.
However, the relationship may or may not be useful.  For example, (L_ORDERKEY
= O_ORDERKEY) � (L_SHIPDATE � O_ORDERDATE+2557) is a useless rule
for deriving a range constraint on either L_SHIPDATE or O_ORDERDATE for TPC-
H since both of L_SHIPDATE and O_ORDERDATE have the same range of values
and both are within 7 years (2557 days).  Such rules will not benefit query
optimization and will be just overhead.

We formally measured the “usefulness” of a DDCR using the following analysis.
Assuming uniform distribution of Date1 and Date2, a DDCR is most useful when C2-C1

is minimized. Since both C1 and C2 are computed from D1-D2 in FindConstraint, the
range of values for both is from (D1

MIN- D2

MAX) to (D1

MAX- D2

MIN) call them Low and
High, respectively.  The usefulness of a DDCR is measured as (C2-C1)/Size, where
Size is the interval size for the values of C2-C1, which is equal to (High-Low+1).  The
value of the usefulness function is between 0 and 1 and smaller values means more
useful.
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If we take the TPC-H workload as an example and the result of FindConstraint to
be (L_ORDERKEY=O_ORDERKEY)�(O_ORDERDATE+122�L_SHIPDATE and
L_SHIPDATE�O_ORDERDATE+1) then C1=1, C2=122,Low=-2557, High=2557 and
the usefulness of this rule is 0.024. As a heuristic, the optimizer saves and maintains a
DDCR only if the usefulness value is less than or equal to 0.5. Note that the
usefulness function can be extended for non-uniform distribution of one or both of the
date columns using collected statistics on these columns. This subject is outside the
scope of this paper and we assume that the usefulness function for uniform
distribution is a good approximation for the non-uniform case.

One problem with FindConstraint is that the DDC is a single interval, which may
not be very useful in some cases. For example, if all line items in the TPC-H case
were shipped within 122 days of the order date with the exception of one line item
that was shipped after 500 days of its order. In this case, the final RC in the algorithm
will be (O_ORDERDATE+500 � L_SHIPDATE and L_SHIPDATE �
O_ORDERDATE+1). It is more useful if the algorithm finds a set of non-overlapping
ranges like (O_ORDERDATE+122 � L_SHIPDATE and L_SHIPDATE �
O_ORDERDATE+1) or (O_ORDERDATE+500 � L_SHIPDATE and L_SHIPDATE
� O_ORDERDATE+500). If you apply this non-overlapping constraint to a query
that has a range constraint on O_ORDERDATE, the optimizer can define the range of
values for L_SHIPDATE as the union of two small non-overlapping ranges.

In our prototype, FindConstraint was modified to handle a union of non-
overlapping ranges by maintaining a list of at most k running non-overlapping
constraints,4 RC1, RC2, … RCk. If at any time there are k+1 non-overlapping RC’s
then the algorithm will pick two of them and merge them. The choice of which two to
merge is done based on the nearest pair of intervals.

Also, the usefulness function is modified to handle a set of RC’s rather than just
one. First, the usefulness function is applied to each interval using the logic as
described before. Then the usefulnesse of all the intervals are summed up to give the
overall usefulness.

The optimizer uses a DDCR, like in Example 1, when the left-hand side of the rule
exists in the query. To insure correctness, the optimizer adds the DDC to the largest
conjunction that contains the left-hand side. The following example illustrates that.

Example 2.

Consider the DDCR: (L_ORDERKEY=O_ORDERKEY) � (O_ORDER-
DATE+122 � L_SHIPDATE and L_SHIPDATE  � O_ORDERDATE+1) and the
query condition (L_ORDERKEY=O_ORDERKEY and L_SHIPDATE > ‘1999-05-
01’ and L_QTY > 100) OR (L_ORDERKEY <> O_ORDERKEY and L_QTY <
200). In this case the optimizer rewrites the query condition to be (L_OR-

4 The value of k depends on how the optimizer handles OR cases. It is set to 10 in our
prototype.
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DERKEY=O_ORDERKEY and L_SHIPDATE > ‘1999-05-01’ and L_QTY > 100
and O_ORDERDATE+122 � L_SHIPDATE and L_SHIPDATE � O_OR-
DERDATE+1) OR (L_ORDERKEY <> O_ORDERKEY and L_QTY < 200).

2.1 Redundancy Detection and Removal

The DDC of a DDCR by itself does not provide any benefit to optimizing a query and
therefore it is redundant. The reason is that the DDC, which is date range between two
date columns, does not provide a fast access path to either relations and does not
reduce the size of an intermediate result. It is useful for a query if it helps transitive
closure to derive single column date ranges. Based on that, the optimizer uses the
following rule to add the DDC of a DDCR:

� When the left-hand side of a DDCR is present in some conjunction in the
query condition, we add the DDC only if at least one of the date columns is
also referenced in that conjunction.  The date column must be referenced in a
condition of the form “Date op Constant”, where op � {�,�,�,�,�,	}.5

If you apply this rule to Example 2, the addition of (O_ORDERDATE+122 �
L_SHIPDATE and L_SHIPDATE � O_ORDERDATE+1) happens because L_SHIP-
DATE is referenced in another condition in the same conjunction of (L_OR-
DERKEY=O_ORDERKEY).

After the query execution plan is found, the optimizer simply removes all DDC’s
since they are not useful by themselves.

2.2   Rule Maintenance

In this section, we show a high level approach to maintain DDCR in the presence of
inserts, deletes and updates to either the PK or the FK table. Overall, this maintenance
is performed within the PK-FK system enforcement. The general approach is the
following:

1. If the operation is an insert to the PK table, do nothing. This is because new rows
in the PK table do not have any matches in the FK table.

2. If the operation is an insert to the FK table, produce a join6 of the new rows with
the PK table. Apply algorithm FindConstraint to the join result, merge with the
existing DDCR and replace the existing DDCR with the new one.

3. If the operation is a delete to either of the tables, choose between taking-no-action
and redoing DDCR after some number of deletes. There are multiple options
depending on the specific workload. Taking no action would merely reduce the
“usefulness” of the DDCR. If the deletes were not frequent, re-computing the

5 op is restricted to the same comparisons that our transitive closure implementation has.
6 This join will be very fast, especially in the Teradata RDBMS, with the Row Hash Match

Scan join algorithm.
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entire DDCR periodically may suffice. In DSS and CRM applications, deletes are
not as frequent as inserts.

4. If the operation is an update to a column that is not a PK,7 FK, or the relevant date
columns for the DDCR, in either of the tables, then there is no action to be taken. If
it is otherwise, do the same approach as a delete followed by an insert.

3 Experimental Results

We have tested our prototype on the TPC-H benchmark with 10GB workload.
LINEITEM is hash partitioned on L_ORDERDEY and value ordered by
L_SHIPDATE and ORDERS is hash partitioned on O_ORDERKEY and value
ordered by O_ORDERDATE.8  With the new rules, 7 queries out of the 22 queries
ran faster and the other 15 queries were not affected. The table below shows the
execution time before and after the semantic query optimization is applied. It also,
displays the percentage of time reduction this optimization provided.

TPC-H
Query

Query Time without
the new rules

Query Time with the
new rules

Savings

Q3 523 55 89%
Q4 369 41 89%
Q5 804 217 73%
Q7 510 348 32%
Q8 827 365 56%

Q10 390 176 55%
Q12 175 133 24%

4 Conclusions and Future Work

We introduced a new algorithm that automatically derives integrity constraint rules
across two PK-FK relations. These rules are dynamic and dependent on the actual
data stored in the database. We invented a new function that assesses the value of
these new rules before incorporating them in the database. We show the applicability
of these constraints in semantic query optimization using TPC-H as an example.

We also give algorithms to automatically maintain these constraints in the presence
of inserts, deletes, and updates to the tables used in the constraint. We show the
performance results of our prototype with the Teradata RDBMS on TPC-H queries.

7 In the Teradata RDBMS, updates to PK columns are discouraged but not prohibited.
8 Currently, the Teradata RDBMS does not support value ordering for base tables and value

ordering for LINEITEM and ORDERS were simulated using single table join indexes.
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We expect to focus our future work on various structural and dynamic integrity-
constraint based semantic query optimization. Specifically, we believe transitive
closure and constraint move around can be specialized for time.
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Abstract. This article presents an algorithm for static analysis of termination of
active rules with composite events. We refine the concept of triggering graph,
including in the graph not only rules, but also events (primitive events and
composite events). Our termination algorithm improves the previous
termination algorithms, thanks to the notions of composite path and maximal
order M path preceding a rule, replacing the classical notion of cycle. Both
composite events and overall conditions of rules paths can be taken into
account for rules termination analysis. So, much more termination situations
can be detected by our algorithm, especially when active rules defined with
conjunction events or sequence events are used.

1   Introduction

This paper deals with the termination problem of active rules. Active rules (or Event-
Condition-Action rules[7]) are intended to facilitate the work of design and
programming databases. But writing a set of rules actually remains a tricky work,
often devolved upon specialists. Indeed, a set of rules is not a structured entity : the
global behavior of a set of rules can be hard to predict and to control [1]. In particular,
research works have brought to the fore the termination problem of the rules (the
execution of the rules can be infinite in some situations), or the confluence problem
(the same rules do not necessarily give the same results, depending on the execution
order of the rules).

In section 2, we expose the related work ; in section 3, we present a motivating
example ; in section 4, we introduce the events/rules graphs, the composite paths and
the maximal order M path preceding a rule ; in section 5, we propose a function for the
evaluation of the truth value of the condition of a rule (due to a simple path and due to
the maximal order M path preceding the rule) ; in section 6, we expose our algorithm
for termination analysis ; section 7 concludes.

2   Related Work

The termination of the active rules is an undecidable problem, except when languages
of rules with very limited possibilities are used [2]. The previous works on the static
analysis of the active rules propose criteria supplying sufficient conditions allowing to
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guarantee termination. The majority of works on the termination of the active rules
exploit the concept of triggering graph.

 [5] introduced, for the first time, the notion of triggering graph. This notion is
clarified by [1] : a such graph is built by means of a syntactic analysis of rules ; the
nodes of the graph are rules. Two rules r1 and r2 are connected by a directed edge
from r1 towards r2 if the action of r1 contains an triggering event of r2. The presence
of cycles in a such graph means a risk of non-termination of the set of rules. The
absence of cycles in the triggering graph guarantees the termination of the set of rules.
However, the possible deactivation of the condition of the rule is not taken into
account by this analysis. A finer analysis is led by [3, 4, 8, 9, 12], taking the possible
deactivation of the condition of a rule into account. Generalized connection formulas
are introduced by [8], in order to test if the overall condition of a path can be satisfied.
[10] proposes a technique to remove a path instead of removing a node, [11] proposes
a technique to unroll a cycle.  [13] refines the triggering graphs, using partial and total
edges, to take into account the influence of composite events.

Our work is based on the following observation : the algorithm proposed by [13],
which deals with conjunction events, takes into account neither the path removing
technique [10], nor the cycle unrolling technique [11]. A new technique must be
designed, in order to take into account for termination analysis both the composite
events and the overall conditions of active rules paths. Thanks to this new technique,
termination cases can be discovered, which would not be discovered by a simple
combination of the algorithms [13] and [3, 8, 9, 10, 11, 12].

3   Motivating Example

We present in this section an example, which motivates our proposition. We consider
a banking application. The class Account has the following three methods :

rate_increase (X) : this method increases the loan rate of the account by X per cent.
overdraft_increase (X) : this method increases the allowed bank overdraft of the account
by X.
capacity_increase (X) : this method increases the loan capacity of the account by X.

The context of the conjunction events is cumulative [6]. The coupling modes of the
active rules are immediate. The active rules are instance oriented. The active rules are
the following :

Rule R1 : When the rate and the allowed overdraft of an account have been increased,
increase the loan capacity of the account by 2000.
Event : A1firate_increase(X1) AND A1fioverdraft_increase(Y1)
Condition : -
Action : A1ficapacity_increase(2000)

Rule R2 : When the rate or the loan capacity of an account have been increased, if the
account is a stocks account, increase the allowed overdraft of the account by 200.
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Event : A2firate_increase(X2) OR A2ficapacity_increase(Y2)

Condition : A2.type = stocks_account

Action : A2fioverdraft_increase(200)

Rule R3 : When the loan capacity of an account A has been increased, if the account A
is a standard account, increase by 1.5 the rate of all the accounts of the same customer
than the account A, which are stocks accounts.
Event : A3ficapacity_increase(X3)

Condition : (A3.type = standard_account) AND (B.customer = A3.customer)

AND (B.type = stocks_account)

Action : Bfirate_increase(1.5)

Let us try to analyze termination of this rules set using the Refined Triggering Graph
method [8, 12] improved with [13] ([13] deals with composite events). We build a
modified triggering graph with partial edges and total edges (figure 1).

R1

R3 R2

Fig. 1. Modified Triggering Graph with Partial and Total Edges. (the edges in thin lines are
partial edges, and the edges in thick lines are total edges).

The cycles of the modified triggering graph are : (R1, R3, R2, R1), (R1, R3, R1), (R1,
R2, R1). We have to detect false cycles. The cycle (R1, R3, R2, R1) is a false cycle
(the path ( R2, R1, R3 ) is not activable, since the generalized connection formula
along this path : (A2.type = stocks_account) AND (A2 = A1) AND(A1 = A3) AND (A3.type

= standard_account) can not be satisfied, and no rule action can modify an atom of this
formula [8, 12]). The cycle (R1, R3, R1) can trigger itself [13], and the cycle (R1, R2,
R1) can trigger itself [13]: these two cycles are not false cycles. Just one cycle can be
detected as a false cycle. Therefore, the termination cannot be guaranteed by [8, 12],
even improved by [13].

Let us analyze the behavior of this rules set more in detail.
Let us consider a rules process P. Each occurrence of R1 during P requires an

occurrence of R3 and an occurrence of R2 (due to the conjunction event of R1), thus
requires an occurrence of the path ( R3 ; R1 ) and an occurrence of the path ( R2 ;
R1 ). Each occurrence of R3 during P requires an occurrence of R1, thus, requires an
occurrence of the path ( R1 ; R3 ). Thus, each occurrence of R3 requires an occurrence
of the path ( R3 ; R1 ; R3 ) and an occurrence of the path ( R2 ; R1 ; R3 ). But the path
( R2 ; R1 ; R3 ) is not activable. Thus, R1 cannot appear an infinite number of times
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during a rules process. R1 can be removed from the triggering graph. So, this rules set
always terminates.

No previous algorithm and no combination of previous algorithms is able to detect
termination of this rules set. This is due to the following fact : termination of this rules
set can be guaranteed if we take into account at the same time the composite
conjunction event of the rule R1 and the fact that the path ( R2 ; R1 ; R3 ) is not
activable. No previous algorithm deals at the same time with the composite
conjunction events and the deactivation of a path. [13], which deals with composite
conjunction events, do not deal with deactivation of conditions, and [10, 11], which
deals with the deactivation of an overall condition of a path, do not deal with
composite conjunction events.

4   Events/Rules Graphs

In this section, we propose a refinement of the triggering graphs proposed in the past :
the triggering graphs we propose contain not only rules, but also events (primitive
events and composite events). We develop then the notions of composite paths and
maximal order M path preceding a rule.

4.1   Considered Active Rules

The active rules that we consider in this article follow the paradigm Event-Condition-
Action. The database model is a relational model or an object oriented model. We do
not make any assumption about the execution model of the rules (execution in depth,
in width, or other model).

Each rule definition contains an unique event. A composite event is specified
binding two events (primitive or composite) by means of one of the three binary
operators : AND, OR, SEQ. AND is the conjunction operator, OR is the disjunction
operator, and SEQ is the sequence operator.

We assume that the semantics of the conjunction events and the sequence events is
defined by one of the three semantics defined by Snoop [6] : recent context (each
occurrence of the composite event is computed with the most recent occurrence of
each component event), chronicle context (each occurrence of the composite event is
computed with the oldest occurrence of each component event), cumulative context
(each occurrence of the composite event is computed with all the occurrences of each
component event).

From the point of view of the termination analysis, it is important to note, for these
three semantics, the following property : let us consider two (primitive or composite)
events E1 and E2. If E1 or E2 can just occur a finite number of times during any rules
process, the conjunction event (E1 AND E2) and the sequence event (E1 SEQ E2) can
just occur a finite number of times during any rules process.
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4.2   Graphical Representation of the Composite Events

We graphically represent a composite event by means of a tree. The leaves of the tree
are the primitive events, which make up the composite event. The final node of the
tree is the represented composite event. Each intermediate node is a composite event.
A conjunction/disjunction/sequence event E has two incoming edges : the event E is
the conjunction/disjunction/sequence of the origin nodes of the incoming edges. The
tree is built by a syntactic analysis of the composite event.

4.3   Definition

An events/rules graph is an oriented graph, where the nodes are events and rules.
Composite events are depicted using the tree representation showed above. There is an
edge from a composite event E towards a rule R iff E is the composite event defined as
the triggering event of the rule R. There is an edge from the rule R towards the event E
iff E is a primitive event and R can raise E.

Example. For the active rules of the motivation example (section 3), the events/rules
graph is shown figure 2. There are three primitive events : E1 is raised by a call of the
method rate_increase, E2 is raised by a call of the method overdraft_increase, E3 is
raised by a call of the method capacity_increase.

E1

E1  AND E2

E2

E3

R1R3

R2E1  OR E3

Fig. 2. Events/Rules Graph.

4.4   Composite Paths

We propose here the notion of composite path. This notion will be used for the
evaluation of the truth value of the condition of a rule.
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Simple Path. Let n be such that n > 1. Let N1, N2, ... Ni, ... Nn be n nodes (not
necessarily all distinct) of an events/rules graph such that there is an edge from Ni+1
to Ni. The tuple (N1, N2, ... Nn) make up a simple path. We adopt the following
notation : N1‹N2‹...‹Ni‹...‹Nn. (N1 is the last node of the path, Nn is the first
node of the path).

Composite Path. A simple path is a particular case of composite path. Let
N1‹N2‹...‹Nn be a simple path (n > 1). Let Cj ( 1 £ j £ k) be k composite paths
such that the last node of Cj is Nn and such that the last edge of Cj1 is different from
the last edge of Cj2, (for 1 £ j1 £ k, 1 £ j2 £ k and  j1 „ j2). Then, the tuple of paths
((N1‹N2‹...‹Nn), C1, ..., Ck) make up a composite path.

If Nn is a conjunction event or a sequence event, we denote this composite path in
the following way : ((N1‹N2‹...‹Nn)‹C1) AND ((N1‹N2‹...‹Nn)‹C2) AND
... ((N1‹N2‹...‹Nn )‹Ck).

If Nn is neither a conjunction event nor a sequence event, we denote this
composite path in the following way : ((N1‹N2‹...‹Nn)‹C1) OR
((N1‹N2‹...‹Nn)‹C2) OR ... ((N1‹N2‹...‹Nn)‹Ck).

Example. See figure 2. (E3‹R1‹(E1 AND E2)‹E1‹R3) AND (E3‹R1‹(E1
AND E2)‹E2‹R2) is a composite path, whose last node is E3.

4.5   Maximal Order M Path Preceding a Rule

Let G be an events/rules graph. We replace the classical notion of cycle (used in the
previous termination algorithms for the analysis of the triggering graphs) by the notion
of maximal order M path preceding a rule. This is the composite path which contains
all the simple paths preceding a rule. The number M corresponds to a limit on the
length of the considered simple paths, and is fixed by the designer.

Let R0 be a rule. The maximal order M path preceding R0: Max_Path(R3; 1 ;G) is
built performing a depth search in the opposite direction of the edges. The
computation is the following :

Path0 = ( R0 )
Max_Path(R ; M ; G) = Path_Building_Function ( Path0 )
Path_Building_Function (incoming variable : Pathin,
outgoing variable : Pathout )

Let N be the first node of Pathin
Let N1, N2, ... Np be the nodes of G
such that there is an edge from Ni to N
FOR each node Ni  (1 £ i £ p)

IF Ni appears less than M times in Pathin
Pathi = Path_Building_Function (Pathin ‹  Ni )

ENDIF
ENDFOR
IF N is a conjunction event or a sequence event

Pathout = ( Path1 AND Path2 ... AND Pathp )
ELSE

Pathout = ( Path1 OR Path2 ... OR Pathp )
ENDIF
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Example. See figure 2. Max_Path(R3; 1 ;G) = (R3‹E3‹R1‹(E1 AND E2)‹E1)
AND ((R3‹E3‹R1‹(E1 AND E2)‹E2‹R2‹(E1 OR E3))

OR (R3‹E3‹R1‹(E1 AND E2)‹E2‹R2‹(E1 OR E3)‹E1))

5   Evaluation of the Truth Value of the Condition of a Rule

We first introduce the notion of stabilization field of a rule. The usefulness of the
notion of stabilization field is to represent in a uniform way the possible causes of
deactivation of a condition of a rule due to a simple path. The truth value of the
condition of the rule R due to a simple path will be stored by means of a function TV.
The various stored truth values of the condition of the rule R will then be manipulated,
thanks to the properties of the function TV, in order to deduce the truth value of the
condition of R due to the maximal order M path preceding R.

5.1   Stabilization Field of a Rule

Definition. Let Path be a simple path of the events/rules graph such that the last node
of Path is the rule Last_Rule. Let R1 , R2 , ..., Rn be n rules of the events/rules graph.

We say that the pair (Path, {R1, R2, ... , Rn}) is a stabilization field of Last_Rule
iff we have the following property :
For each rules process P such that there is no occurrence of the rules R1, R2, ..., Rn
during P, there is only a finite number of occurrences of Path during P.

Path is a stabilizer of Last_Rule ; {R1, R2, ... Rn} is a destabilizing set associated
to the stabilizer Path.

Previous termination algorithms [3, 4, 8, 9, 12] can be used to determine
stabilization fields of a rule. For example, a simple path is a stabilizer of the last rule
of the path, if there is a generalized connection formula along this simple path which
cannot be satisfied [8, 10, 12] ; an associated destabilizing set contains all the rules
whose action can modify the attributes contained in the atoms of the connection
formula. Thanks to this notion, it is possible to represent in a uniform way the possible
cases of deactivation of a condition of a rule listed by the previous termination
algorithms [3, 4, 8, 9, 12].

5.2   Truth Value of the Condition of a Rule Due to a Simple Path

Let Graph1 be the initial events/rules graph, or a subgraph of the initial graph ; let
Path1 be a simple path of Graph1 ; let Rule1 be the last rule of Path1.

We evaluate the truth value of the condition of the rule Rule1 due to the simple
path Path1 for the graph Graph1 using a function TV, which associates a boolean
value to the triple ( Rule1 ; Path1 ; Graph1 ).

The meaning of the function TV is the following :
If TV (Rule1 ; Path1 ; Graph1) is FALSE, this means that we are sure that, for each
rules process P, composed of rules of Graph1, there is only a finite number of
occurrences of Path1.



Improving Termination Analysis of Active Rules with Composite Events         407

If TV (Rule1 ; Path1 ; Graph1) is TRUE, this means that we are not sure of the truth
value of the condition of Rule1 due to Path1 for Graph1.

The function TV is determined using the two following formulas :

An unknown value TV ( Rule1 ; Path1 ; Graph1 ) is supposed equal to TRUE. (1)

We set down : TV( Rule1 ; Path1 ; Graph1 ) = FALSE (2)
if we can determine a stabilization field of Rule1 (Simple_Path , {R1, R2, ...,Rn})
such that Simple_Path = Path1 ; and no rule Ri (1 £ i £ n) is in Graph1.

5.3   Truth Value of the Condition of a Rule Due to the Maximal Order M Path

We extend the previous function TV, in order to evaluate the truth value of the
condition of a rule Rule1 due to the maximal order M path preceding the rule Rule1.
For this, we apply the following formulas to Max_Path(Rule1 ;M ;Graph1) :
(Graph1 is the initial events/rules graph, or a subgraph of the initial events/rules
graph ; Path1 and Path2 are composite paths of Graph1 such that Path1 and Path2
have the same last rule : Rule1 ).

TV( Rule1; Path1 OR Path2; Graph1) = TV(Rule1; Path1; Graph1)
OR TV(Rule1; Path2 ; Graph1 ) (3)

TV( Rule1 ; Path1 AND Path2 ; Graph1 ) =
TV( Rule1 ; Path1 ; Graph1 ) AND TV( Rule1 ; Path2 ; Graph1 ) (4)

6   Termination Algorithm

The termination algorithm is composed of two main parts. The first part removes rules
which are just triggered a finite number of times during any rules process, and events
which are just raised a finite number of times during any rules process. The second
part removes rules R whose condition is deactivated by the maximal order M path
preceding R.

We sketch below our termination algorithm :

G = Initial Events/Rules Graph
WHILE nodes of G are removed

WHILE nodes of G are removed
Part One : Forward Deletion of Rules
Remove from G the nodes without incoming edge
Remove from G the conjunction events and the sequence events E
such that an incoming edge of E has been removed

ENDWHILE
WHILE (all the rules of G have not been tested) AND

(the condition of a rule has not been detected as deactivated)
Part Two : Detection of the deactivation of the condition of a rule
Choose a rule R
Compute Max_Path(R ; M ; G)
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Evaluate TV (R ; Max_Path(R ; M ; G) ; G)
IF TV (R ; Max_Path(R ; M ; G) ; G) = FALSE

Remove R  from G
ENDIF

ENDWHILE
ENDWHILE

Termination of the Rules Set. If the final graph is empty, termination of the rules set
is guaranteed. If, after application of the termination algorithm, there are still rules in
the final graph, these rules risk being triggered infinitely. The designer has then to
examine, and possibly, to modify these rules.

Example. We analyze termination of the rules set of our motivation example (section
3). Let G be the initial events/rules graph of this rules set (figure 2). The Part One of
the algorithm provides no result. Let us apply the Part Two of the algorithm. Let us
then choose the rule R3. The maximal order 1 path preceding R3 is:
Max_Path(R3 ; 1 ; G) = (R3‹E3‹R1‹(E1 AND E2)‹E1)

AND ((R3‹E3‹R1‹(E1 AND E2)‹E2‹R2‹(E1 OR E3))
OR (R3‹E3‹R1‹(E1 AND E2)‹E2‹R2‹(E1 OR E3)‹E1))

The pair ((R3‹E3‹R1‹(E1 AND E2)‹E2‹R2), ˘ ) is a stabilization field of R3.
We can establish this result using the Refined Triggering Graph method [8, 12]. (The
generalized connection formula (A3.type = standard_account) AND (A3 = A1) AND (A1
= A2) AND (A2.type = stocks_account) can not be satisfied, and the attribute type can
not be updated by any rule action.)

We can deduce :
TV(R3 ; Max_Path(R3 ; 1 ; G) ; G ) = TRUE AND (FALSE OR FALSE) = FALSE

R3 can be removed. By forward deletion (Part One of the algorithm), the other nodes
of the graph can be removed. Termination of this rules set is guaranteed by our
algorithm. Note that no previous algorithm is able to detect the termination of this
rules set.

7   Conclusion

We have presented an improvement of termination analysis of active rules with
composite events. Our termination algorithm detects all the termination cases detected
by the previous algorithms [3, 8, 9, 10, 11, 12, 13]. Much more termination situations
are detected by our algorithm, especially when active rules with composite events are
defined.

In the future, we plan to determine sufficient conditions to guarantee the
termination of the union of several rules sets, designed by several designers, even if no
designer knows all the rules : this can be useful for a modular design, when several
active rules sets are designed by distinct designers.
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Abstract. Active database systems represent a powerful means to respond
automatically to events that are taking place inside or outside the database.
However, one of the main stumbling blocks for their widespread use is the lack
of proper tools for the verification of active database behavior. This paper copes
with this need by presenting TriGS Debugger, a tool which supports
mechanisms for predicting, understanding and manipulating active database
behavior. First, TriGS Debugger provides an integrated view of both active and
passive behavior by visualizing their interdependencies, thus facilitating pre-
execution analysis. Second, post-execution analysis is supported by tracing and
graphically representing active behavior including composite events and rules
which are executed in parallel. Third, TriGS Debugger allows to interactively
examine and manipulate the active behavior at run-time.

1 Introduction

Active database systems have been developed since several years. Basic active
facilities in terms of Event/Condition/Action rules (ECA rules) have already found
their way into commercial database systems [1]. Although active facilities are suitable
for a wide range of different tasks, they are not straightforward to use when
developing active database applications [21]. The main reasons are as follows. First,
the very special nature of active behavior, which is controlled dynamically by events
rather than statically by a flow of control, the latter being the case for traditional
applications based on passive database behavior. Second, while each single rule is
easy to understand, complexity arises from the interdependencies among rules and
between active and passive behavior. Finally, the inherent complexity of active
behavior is increased by concepts such as composite events, cascaded rule execution,
and parallel rule execution. The actual behavior of a set of rules responsible for a
certain active behavior is very hard to understand without proper tool support. The
special characteristics of active behavior, however, prevent the straightforward
employment of traditional debuggers realized for application development based on
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passive database behavior. Therefore, specific approaches for the verification of
active behavior have been investigated.

First of all, there are approaches supporting static rule analysis to determine certain
qualities of a set of rules, like termination, confluence, and observable determinism
[2], [3], [4], [18], [19], [24]. A major drawback of these approaches is that expressive
rule languages which are not formally defined are hard to analyze, leading to
imprecise results. Furthermore, on one hand it is not always obvious what action
should be taken when a potential source of nontermination or nonconfluence is
detected and on the other hand, the fact that a set of rules exhibits terminating and
confluent behavior does not necessarily imply that it is correct. Due to these
drawbacks, static rule analysis has no major influence on the development of active
applications [21]. Most existing systems take a complementary approach in that they
record the active behavior at run-time, and visualize rule behavior afterwards [5], [6],
[7], [8], [9], [10], [23]. Besides mere recording and viewing, some systems let the rule
developer control the active behavior by means of breakpoints and step-by-step
execution, enabling the inspection of database states at any time during rule
execution. However, existing systems often do not cope with the interdependencies
between passive behavior and active behavior. They still lack proper debugging
support for important aspects of rule behavior, like the composite event detection
process [6], and parallel executed rules, which are not considered at all. Finally, the
information overload induced by complex trace data is often not handled properly.

TriGS Debugger copes with these drawbacks and the special nature of active
database behavior in three different ways. First, pre-execution analysis is allowed on
the basis of an integrated view of active behavior and passive behavior. Second, post-
execution analysis is supported by a graphical representation of active behavior which
includes the detection of composite events and rules which are executed in parallel.
Special emphasize is drawn on the complexity of the resulting trace data by allowing
for filtering and pattern mining. Third, TriGS Debugger allows to interactively
examine and manipulate the active behavior at run-time. In particular, mechanisms are
provided to set breakpoints, to replay single events or event sequences, to (de)activate
selected events and rules, and to modify rule properties and the rule code itself.

The remainder of this paper is organized as follows. The next section provides a
concise overview of the active object-oriented database system TriGS as a
prerequisite for understanding the work on the TriGS Debugger. In Section 3, the
functionality of TriGS Debugger is presented from a rule developer’s point of view.
The paper concludes with some lessons learned from user experiences and points to
future research.

2 Overview of TriGS

TriGS Debugger is realized on top of TriGS (Triggersystem for GemStone) [15]
representing an active extension of the object-oriented database system GemStone
[11]. The two main components of TriGS are TriGS Engine comprising the basic
concepts employed in TriGS for specifying and executing active behavior and TriGS
Developer, an environment supporting the graphical development of active database
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applications [22]. In the following, TriGS Engine is described as far as necessary for
understanding the forthcoming sections.

Like most active systems, TriGS is designed according to the ECA paradigm.
Rules and their components are implemented as first-class objects allowing both the
definition and modification of rules during run-time. The structure of ECA rules in
TriGS is defined by the following template in Backus-Naur Form:

<rule_definition> ::=
  DEFINE RULE <rule_name> AS
  ON <EselC>                // Condition event selector
    IF <bool_expr> THEN     // Condition part
  [[WAIT UNTIL] ON <EselA>]    // Action event selector
    EXECUTE [INSTEAD] <action> // Action part
    [WITH PRIORITY <number>]
  [TRANSACTION MODES (C:{serial|parallel},
                      A:{serial|parallel})]
  END RULE <rule_name>.

The event part of a rule is represented by a condition event selector (EselC) and an
optional action event selector (EselA) determining the events (e.g., a machine
breakdown) which are able to trigger the rule's condition and action, respectively.
Triggering a rule's condition (i.e., an event corresponding to the EselC is signaled)
implies that the condition has to be evaluated. If the condition evaluates to true, and
an event corresponding to the EselA is also signaled, the rule's action is executed. If
the EselA is not specified, the action is executed immediately after the condition has
been evaluated to true. By default, the transaction signaling the condition triggering
event is not blocked while the triggered rule is waiting for the action triggering event
to occur. Blocking can be specified by the keyword WAIT UNTIL.

In TriGS, any message sent to an object may signal a pre- and/or post-message
event. In addition, TriGS supports time events, explicit events, and composite events.
Composite events consist of component events which may be primitive or composite
and which are combined by different event operators such as conjunction, sequence
and disjunction. The event starting the detection of a composite event is called
initiating event, the event terminating the detection is called terminating event. TriGS
allows to detect composite events whose component events are either signaled within
a single transaction or within different transactions. It is even possible that component
events span different database sessions each comprising one or more transactions
[13]. For each event, a guard, i.e., a predicate over the event's parameters, may be
specified, which further restricts the events able to trigger a condition or action,
respectively. The condition part of a rule is specified by a Boolean expression,
possibly based on the result of a database query (e.g., are there some scheduled jobs
on the damaged machine?). The action part is specified again in terms of messages
(e.g., display all jobs scheduled on the damaged machine and reschedule them on
another machine). Considering rules incorporating message events, the keyword
INSTEAD allows to specify that the action should be executed instead of the method
corresponding to the message triggering condition evaluation. The execution order of
multiple triggered rules, i.e., conditions and actions of different rules which are
triggered at the same time, is controlled by means of priorities.
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The transaction mode is specified separately for conditions and actions
respectively. It defines, in which transaction rule processing comprising rule
scheduling and rule execution takes place. Rule scheduling includes the detection of
composite events and the determination of triggered conditions and actions. Rule
execution refers to condition evaluation and action execution. In case of a serial
mode, rule processing is done as part of the database session’s transaction which has
signaled the triggering event. In case of a parallel mode rule processing is done within
transactions of separate database sessions. Rules incorporating composite events
whose component events are signaled by different database sessions can have a
parallel transaction mode only. This is also the case for rules which are triggered by
events being signaled outside of a database session, e.g., time events. Rule scheduling
is done within a dedicated database session running in a separate thread of control
called Parallel Rule Scheduler. Rule execution is made efficient by means of several
Parallel Rule Processors each running within a separate thread [14]. The number of
these threads is dynamically controlled and depends on the utilization of the
corresponding rule processors.

3 Functionality of TriGS Debugger

This section is dedicated to an in-depth description of the functionality of TriGS
Debugger. TriGS Debugger as part of the TriGS Developer is operational, a more
detailed description can be found in [16].

3.1 Providing an Integrated View on Active and Passive Schema

During pre-execution analysis, i.e., schema analysis, of an active system like TriGS it
is not sufficient to exclusively focus on the active schema, because of the
interdependencies between the active schema and the passive schema. For instance,
rules may be triggered by method calls in case of message events. However, since
these schemas are developed using different tools, namely GemStone (GS) Class
Browser and TriGS Designer, respectively, it is difficult to keep track of the
interdependencies between passive schema and active schema.

In order to provide an integrated view on the database schema TriGS Debugger
supports a Structure Browser (cf. Fig. 1). The Structure Browser shows the passive
object-oriented schema on the left side of the window by means of a class hierarchy
tree comprising classes, methods, and class inheritance (cf. -  in Fig. 1). This is
complemented by a visualization of the active schema on the right side of the
window, which comprises rules and their event selectors, no matter being primitive or
composite (cf. - ). The interdependencies between passive schema and active
schema are depicted by edges between methods and corresponding message event
selectors.

In order to reduce information overload, guards, conditions, and actions of a rule
are not explicitly shown within the Structure Browser. Rather, their existence is
indicated by means of small black boxes only (cf.  and ). Finally, the Structure
Browser provides a filtering mechanism to cope with the fact that, when many classes

413TriGS Debugger - A Tool for Debugging Active Database Behavior



and rules are visualized at once the display becomes cluttered. For example, it is
possible to filter the methods and classes related to a particular rule and its event
selectors. The filter result may be visualized in a context preserving way by means of
highlighting using different colors (cf. ).

Passive
Schema

Active
Schema

 Class  Method

 Class Inheritance

 Primitive event selector  Composite event operator

 Rule

 Filter Event guard indicator

 Condition
    and action
    indicators

Fig. 1. Structure Browser

3.2 Visualizing Trace Data

Post-execution analysis, i.e., verification of the actual active behavior, requires tracing
of events and rule executions, and visualization of traced data. For this, TriGS
Debugger provides a History Browser (cf. Fig. 2), which may be opened at any time
during or after the run of an active application to get a graphical snapshot of its
behavior until that point in time. The visualization has been designed to highlight the
relationships among events, like parallelism, event composition, or causal
dependencies. In particular, the History Browser contains the following information:
• Temporal Context. Since active behavior occurs over time, a timeline (cf.  in

Fig. 2) organizes trace information in a temporal context, from top to bottom.
• Event Detection. Event detection of both primitive and composite events is

visualized as event graph. This event graph is different from the event selector tree
as depicted by the Structure Browser in that it represents events not at type level
but rather at instance level. Since each event may be component of multiple
composite events, a directed acyclic graph is formed.

• Rule Execution. The visualization of rule execution (cf. , ) is decomposed into
condition evaluation and action execution, because these two phases of rule
execution may be triggered at different points in time by different events.
Visualization of a condition evaluation comprises the begin of evaluation (cf.
evaluating in Fig. 2) together with the name of the rule, possibly cascaded rule
executions, and the end of evaluation indicated by the result of evaluation, i.e.,
true, false, an object, or nil. Action execution is visualized accordingly. The
symbol “||” preceeding the begin of evaluation/execution denotes that the
condition/action was performed by a Parallel Rule Processor outside the session
which signaled the triggering event.
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Fig. 2. History Browser

• Database Sessions. Database sessions during which events have been signaled or
rules have been processed appear in the History Browser as parallel vertical tracks
(cf. ). According to the separation of serial rule processing and parallel rule
processing in TriGS as discussed in Section 2, all trace data concerning a serial rule
is shown within the track of the database session where the triggering event was
signaled. This can be either an Application Session or a Parallel Rule Processor
Session. Since events triggering parallel rules are processed within a dedicated
database session, there is a special track labeled Parallel Rule Scheduler
displayed right to the Application Session where all trace data of event detection
for parallel rules is shown. As discussed in Section 2, parallel rules are executed by
parallel rule processors in separate database sessions. The tracks of Parallel Rule
Processor sessions are displayed right to the Parallel Rule Scheduler track.

• Transactions. Transaction boundaries within database sessions are represented by
primitive events corresponding to commit/abort operations. Since committing a
transaction may fail due to serialization conflicts, success or failure of a commit
operation is indicated as well (cf. transaction commit = true in Fig. 2).

Further details are available by means of the integrated GS Inspector allowing the
inspection and modification of trace data and related database objects, like condition
results and action results as well as event parameters. However, one has to be aware
that the Inspector shows the current state of an object, which may have changed since
the time when, e.g., the object was used to evaluate the condition of a rule.

3.3 Customizing and Analyzing Trace Data

In case of a huge amount of events and rule executions a rule developer in looking for
whether and why something has or has not happened will be overwhelmed by the
sheer amount of information preserved in the trace data. Especially composite events,
which may have to be traced over a long period of time and originating from various
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different sessions contribute to the complexity of visualization. To reduce the
information overload, TriGS Debugger provides two complementary mechanisms
allowing to customize the visualization of trace data, namely a filtering mechanism
and a pattern analyzer.

3.3.1 Filtering Mechanism
The filtering mechanism of TriGS Debugger allows to focus the History Browser’s
view on particularly interesting details of the trace data, while preserving their order
of occurrence by providing several context independent and context dependent filters.
Whereas context dependent filters allow to navigate on causes and effects of selected
parts of trace data, context independent filters allow to focus on the active behavior
without selecting any particular trace data. Analogous to the Structure Browser, the
filter results may be visualized either exclusively in a new window, or by simply
highlighting them. Context independent filters supported by TriGS Debugger are:
• Session. With the session filter, it is possible to show/hide every track of the

History Browser.
• Time. The time filter allows to focus on particular time intervals, specified either

by begin and end time, or relative to the trace end, e.g. “the last 10 minutes”.
• Names of Event Selectors and Rules. The view on a certain trace can be restricted

to events conforming to certain event selectors, and/or having triggered evaluations
and executions of certain rules.

The initial focus set by context independent filters can be modified step-by-step in an
interactive manner by means of the following context dependent filters:
• Cause. The cause filter applied to a condition evaluation or an action execution

shows the triggering event. Applying the cause filter to a primitive event results in
either the rule execution during which it has been signaled, or the Application
Session which signaled the event.

• Direct/Indirect Effects. The effect filter allows to focus either on direct effects
only or on both direct and indirect effects of events and rule executions.
Concerning a primitive event, the direct effects are the composite events terminated
by that event, and the conditions/actions triggered, whereas the indirect effects are
in addition all initiated composite events and all conditions/actions triggered by
that initiated composite events. Concerning a rule execution, the direct effects are
the primitive and composite events detected during execution as well as the first
level of cascaded rule executions. The indirect effects of a rule execution include
all levels of cascaded rule executions, as well as the events detected during these
cascaded executions.

• Time. In order to focus on the temporal context of an event or of a rule execution,
the time filter may be applied resulting in all events and rule executions within
some time interval before and after the selected event/rule execution.

Fig. 3 is based on the same trace data as shown in Fig. 2, with filters being applied,
thus making the trace data more readable. In particular, a context independent filter
has been applied showing only the events signaled from Application Session 3 (cf.

), and, based on the result of the first filter, a context dependent filter has been used
to highlight the direct and indirect effects of the selected event (cf. ).
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Result of context
independent filter

Result of context
dependent filter

Fig. 3. Filtering Trace Data Within the History Browser

3.3.2 Pattern Analyzer
Besides filtering mechanisms, TriGS Debugger provides a Pattern Analyzer. In
contrast to the History Browser, which shows each detected event and each executed
rule in order of their occurrence, the Pattern Analyzer mines patterns of recurring
active behavior and shows these patterns once, in an aggregated fashion. With this, a
compact view on trace data is provided. Causal dependencies between rules and their
components are visualized at one place, without having to browse through the whole
history of trace data.

In order to mine patterns, the trace is analyzed step by step and similar trace data is
aggregated into equivalence classes, whereby not only the equivalence of events and
rule executions themselves is considered, but also the equivalence of relationships
among them in terms of causal dependencies. Therefore, the equivalence relation is
defined recursively, as follows:
• Two primitive events are considered equivalent if (1) they conform to the same

primitive event selector, and (2) their causes, i.e., either the rule executions or the
applications having signaled them, are in the same equivalence class.

• Equivalence of (partially detected) composite events is defined by the equivalence
of their composition trees consisting of primitive component events (leafs) and
event operators (nodes). Two such trees are equivalent if the root nodes are
equivalent. Two nodes are in turn equivalent if (1) the event operator is the same,
and (2) the child nodes/leafs are in the same equivalence class.

• Two condition evaluations are equivalent if (1) they belong to the same rule, and
(2) the triggering events are in the same equivalence class.

• Two action executions are equivalent if (1) they belong to the same rule, and (2)
the corresponding condition evaluations are in the same equivalence class, and (3)
the action triggering events – if defined – are in the same equivalence class.

Patterns of behavior are visualized as a directed acyclic graph, with root nodes on the
left representing equivalence classes of active behavior with outside cause, e.g.,
equivalence classes of primitive events raised by an application, and child nodes
denoting equivalence classes of resulting active behavior. Note that this abstract view
on rule behavior is similar to so-called triggering graphs as used in static rule analysis
[2]. Unlike static rule analysis, which can be done before run-time, trace data patterns
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are not available until the application has been started. However, since trace data
patterns represent the real active behavior of an application they have the advantage
that quantitative information can be provided for each element of a pattern in terms of
number of occurrences and execution time, comprising minimum, maximum and
average values. Qualitative information in terms of, e.g., rule cycles is not
automatically provided yet but rather subject to future work (cf. Section 4).

Fig. 4. Pattern Analyzer

Fig. 4 shows the Pattern Analyzer’s view of the trace data as shown in Fig. 2. One can
see at one place, e.g., all the direct and indirect consequences of the event
post(MillingMachine,changeState). Another insight is that
MillingRule_1 has been processed completely within the execution of
ScheduleRule_2.

3.4 Interactive Rule Debugging

Besides the visualization and analyzing capabilities, TriGS Debugger allows to
interactively control, examine and manipulate the active behavior by means of
breakpoints, a replay and simulation mechanism and again by taking advantage of the
other components of TriGS Developer and the standard GS tools.

First of all, TriGS Debugger allows to set breakpoints from within the History
Browser and the Structure Browser. Breakpoints may be defined on all rule
components namely events, guards, conditions, and actions. Whenever during rule
processing TriGS Engine encounters a breakpoint, processing is stopped and a
GemStone signal is thrown. On the front end, the GS Debugger has been extended to
catch this signal and open a special breakpoint window. Depending on the rule
component the breakpoint has been set on, different functionality is offered. In case
the breakpoint has been set on a condition, one may choose to (1) proceed with
condition evaluation, (2) continue under control of the GS Debugger in order to step
through the condition’s code, (3) skip the evaluation of the condition by setting the
condition to either true or false, or (4) terminate the evaluation. Concerning
breakpoints on events, one can in addition ignore the raised event, or continue until
the next event is signaled. It has to be emphasized that since the standard GS
Debugger can be incorporated from within the breakpoint window, one can control
and examine the passive behavior of the application and its active behavior
simultaneously.

TriGS Debugger offers similar interactive features for modifying the active
behavior at run-time as the GS Debugger. Exploring the interpretative nature of GS, it
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is possible to modify rule code at run-time, even during a breakpoint halt. It is further
possible to temporarily enable or disable certain events, guards, or rules and to modify
rule priority settings.

The History Browser also supports a simple kind of event simulation [5], by
allowing to replay events meaning that they are raised again. Either a single event or
an arbitrary sequence of events can be selected from the event history in order to be
replayed. By means of the GS Inspector, it is possible to modify event parameters
before replaying, thus enabling the testing of guards and conditions. This way, an
application scenario can be simulated, allowing to test a rule set without the need to
run the application.

4 Lessons Learned and Future Work

TriGS Debugger has been already employed in a project aiming at the development of
a schema generator that translates a conceptual schema modeled in terms of AOBD
(Active Object/Behavior Diagrams), [17] into an executable TriGS schema [20]. The
active behavior generated thereby is highly complex and therefore difficult to
understand, since it makes extensive use of both composite events and parallel rules.
This section discusses the lessons learned in the course of this project and points to
future work.

Conflicts between parallel rules are hard to locate. The complexity of active
behavior is not founded in single rules but in the interaction among rules [21]. With
parallel executing rules, this interaction is multiplied by the possibility of concurrent
access to database resources, which in turn may lead to serialization conflicts and
abort of the corresponding transactions. It has been shown that parallel rules were
involved in the most non-trivial bugs which had to be found and removed during
development of the schema generator. Therefore we believe that debugging tools for
parallel executing rules are even more important than for serial ones. Although TriGS
Debugger facilitates debugging of parallel rules in that parallel database sessions,
transactions, rules executed within a transaction, and success or failure of transactions
are visualized, the reason of a conflict is not explained by the current prototype. In
this sense it would be desireable to show the conflicting transactions/rules and the
objects involved by a debugger. Furthermore, techniques for debugging parallel
programs should be adopted. For instance, the trace driven event replay technique as
already supported by TriGS Debugger could be used for semi-automatic detection of
race conditions [12].

A history of database states would ease debugging. Trace data gathered by
TriGS Debugger represents the history of event detections and rule executions, but it
does not include the history of related database objects. This leads to the problem that
one can inspect the current state of an object only. However the object may have
changed since the time when it has been used, e.g., to evaluate the condition of a rule.
Breakpoints are a cumbersome means to solve this problem, since they force a rule
developer to interactively handle each break during an application test. Instead, it
would be beneficial if a rule debugger could access a snapshot of the database state as
it was at the time when a guard or condition was evaluated or an action was executed.
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Active behavior requires active visualization. In order to support a rule
developer in observing active behavior, a debugging tool should notify the developer
automatically of any new rules which have been triggered or events which have been
signaled. This could be achieved by updating the view(s) on trace data any time when
considerable trace data has been added, or within certain time intervals. In the current
prototype, the views of History Browser and History Analyzer have to be updated
explicitly in order to check for new events/rule executions.

Trace analysis is a promising research topic. We consider analysis of trace data
a promising alternative to static rule analysis. Especially in an environment like
TriGS, which is based on the untyped language GS Smalltalk, static analysis is very
restricted. Instead, we will focus on deriving qualitative information on active
behavior from trace data. For instance, we plan to enhance the Pattern Analyzer to
provide information on rule execution cycles. In general, TriGS Debugger should
detect (patterns of) active behavior which is violating certain properties like
termination or determinism, and this should be highlighted/visualized in both the
History Browser’s and Pattern Analyzer’s view. Another possible application of trace
data analysis would be to save trace data of different application tests (of different
application versions) and compare them afterwards. Comparison might be in terms of
execution order or encountered behavior patterns.

TriGS Debugger is not only specific to TriGS. TriGS Debugger has been
designed specifically for TriGS, without having its application to other active
database systems in mind. As such, the implementation of features like interactive
rule debugging relies heavily on specific properties of the underlying TriGS/GS
system. Nevertheless, the basic ideas of TriGS Debugger, like providing an integrated
view on active and passive behavior, the visualization and filtering of trace data, and
pattern analysis of trace data, can be applied to debuggers for active (object-oriented)
database systems different from TriGS as well.
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Abstract. Tabular Systems constitute a particular form of rule-based
systems. They follow the pattern of Relational Databases and Attribu-
tive Decision Tables. In Extended Tabular Systems non-atomic values of
attributes are allowed. In order to assure safe, reliable and efficient per-
formance of such systems, analysis and verification of selected qualitative
properties such as completeness, consistency and determinism should be
carried out. However, verification of them after the design of a system is
both costly and late. In this paper another solution is proposed. A graph-
ical CASE-like tool supporting the design of Extended Tabular Systems
and providing verification possibilities is presented. The tool uses a new
rule specification paradigm: the so-called tab-trees, covering the advan-
tages of Attributive Decision Tables and Decision Trees. In the system
the verification stage is moved into the design process. The background
theory and the idea of tab-trees are outlined and presentation of a prac-
tical tool, the Osiris System, is carried out.

1 Introduction

Rule based systems constitute a powerful programming paradigm. They can
be used in Active Databases, Deductive Databases, Expert Systems, Decision
Support Systems and intelligent information processing. A particular form of
such systems are Tabular Systems which try to stay close to Relational Databases
(RDB) scheme and preserve their advantages. A tabular system can specify facts
or rules; in the latter case some of the attributes refer to preconditions, while the
rest refer to hypothesis or decision. Such systems can be embedded within the
RDB structure, but if so all the values of attributes must be atomic ones. In an
Extended Tabular System non-atomic values are allowed; they include subsets
of the domain of an attribute, intervals (for ordered domains), and – in general
– values of some lattice structure. A tabular system can consist of one or more
tables, organised in a form of modular system [11].

In order to assure safe, reliable and efficient performance, analysis and verifi-
cation of selected qualitative properties should be carried out [1,2,3,14,15,16]. In
this paper we follow the line concerning control and decision support systems [5,
? Research supported from a KBN Project No.: 8 T11C 019 17.
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12], where logical details were developed in [8,9,11]. Properties of interest include
features such as, completeness, consistency and determinism. However, verifica-
tion of them after the design of a rule-based system is both costly and late. In
this paper another solution is proposed. A graphical CASE-like tool support-
ing the design of rule-based systems and providing verification possibilities is
presented. The tool uses a new rule specification paradigm: the so-called tab-
trees (also tabular-trees or tree-tables), covering the advantages of attributive
decision tables and decision trees. The tool is aimed at synthesis of a single
level, forward chaining rule-based systems in tabular form; the verification stage
is moved into the design process. The background theory and the idea of the
tab-trees are discussed and presentation of a practical tool, the Osiris System,
is carried out. Osiris was implemented as a graphical CASE tool for design of
Kheops-like rule-based systems under Unix environment.

The basic idea of the paper is to include the verification stage into the design
process, as well as to support the design with flexible graphical environment of
the CAD/CASE type. We follow the line proposed first in [7,8], where the so-
called ψ-trees were proposed as a tool for support of logical design of complete
and deterministic, non-redundant rule-based systems. We also use the ideas of
tabular systems [9,11], which provide an approach following the attributive deci-
sion tables; the advantage of them is the easily readable, relational database-like
format, which can be used both for data and knowledge specification.

As a result, a fully graphical environment supporting the design and includ-
ing partially verification has been developed. A prototype system named Osiris
cooperating with graphical user interface gKheops for the Kheops systems is pre-
sented. The tool is a generic one; the format of the rules to be generated can be
adjusted for other systems as well.

2 Kheops

Kheops [5] is an advanced rule-based real time system. Its working idea is quite
straightforward: it constitutes a reactive, forward interpreter. However, it is rel-
atively fast (response time can be below 15 milliseconds) and oriented toward
time-critical, on-line applications. Its distinctive features include compilation of
the rule-base to the form of a specific decision tree which allows for checking some
formal properties (e.g. completeness) and allows for evaluation of response time,
dealing with time representation and temporal inference, and incorporation of
specialized forms of rules, including universal quantification and C-expression.
A more detailed description of Kheops can be found in [5].

The Kheops system was applied as one of the principal components in the
TIGER project [12]. This was a large, real-domain application in knowledge-
based monitoring, supervision, and diagnosis. The system operates on-line 24
hours a day and is applied for continuous monitoring, situation assessment and
diagnosis of gas turbines. Its distinctive features include application of heteroge-
nous tools, i.e. Kheops, IxTeT, and CA-EN, systems, i.e. it is a multi-strategy,
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multi-component system. Details about the TIGER system can be found in the
literature quoted in [12].

3 Qualitative Properties Verification

3.1 Subsumption of Rules

Consider the most general case of subsumption; some particular definitions are
considered in [1,9,11]. A rule subsumes another rule if the following conditions
hold:

– the precondition part of the first rule is weaker (more general) than the
precondition of the subsumed rule,

– the conclusion part of the first rule is stronger (more specific) than the con-
clusion of the subsumed rule.

Let the rules r and r′, satisfy the following assumption: φ′ |= φ and h |= h′. The
subsumed rule r′ can be eliminated according to the following scheme:

r : φ −→ h
r′ : φ′ −→ h′

r : φ −→ h

For intuition, a subsumed rule can be eliminated because it produces weaker
results and requires stronger conditions to be satisfied; thus any of such results
can be produced with the subsuming rule. Using tabular notation we have:

rule A1 A2 . . . Aj . . . An H
r t1 t2 . . . tj . . . tn h
r′ t′1 t′2 . . . t′j . . . t′n h′

rule A1 A2 . . . Aj . . . An H
r t1 t2 . . . tj . . . tn h

The condition for subsumption in case of the above tabular format takes the
form t′j ⊆ tj , for j = 1, 2, . . . , n and h′ ⊆ h (most often, in practice h′ = h
are atomic values). In the current version of Osiris subsumption is automati-
cally eliminated due to the tabular partitioning of the attribute values to non-
overlapping subdomains.

3.2 Determinism

A set of rules is deterministic iff no two different rules can succeed for the same
state. A set of rules which is not deterministic is also referred to as ambivalent.
The idea of having a deterministic system consists in a priori elimination of
“overlapping” rules, i.e. ones which operate on a common situation.

From purely logical point of view the system is deterministic iff the conjunc-
tion of the precondition formulae φ ∧ φ′ is unsatisfiable. Calculation of φ ∧ φ′
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is straightforward: for any attribute Aj there is an atom of the form Aj = tj
in φ and Aj = t′j in φ′, i = 1, 2, . . . , n. Now, one has to find the intersection
of t and t′ – if at least one of them is empty (e.g. two different values; more
generally tj ∩ t′j = ∅), then the rules are disjoint. In the current version of Osiris
determinism can be assured (if desired) thanks to non-overlapping partitioning
of attribute domains. Normally, the check for determinism is to be performed
for any pair of rules.

3.3 Completeness of Rule-Based Systems

For intuition, a RBS is considered to be complete if there exists at least one
rule succeeding for any possible input situation [1,9]. In the following subsection
logical (total) completeness is considered for a set of rules as below:

r1 : φ1 −→ h1
r2 : φ2 −→ h2
...

...
...

...
rm : φm −→ hm

The approach proposed here comes from purely logical analysis based on the
dual resolution method [6]; its algebraic forms are discussed in [9,11].

Consider the joint disjunctive formula of rule precondition of the form Φ =
φ1 ∨ φ2 ∨ . . . φm. The condition of logical completeness for the above system
is |= Φ, which simply means that Φ is a tautology. In the proposed approach,
instead of logical proof [6], an algebraic method based on partitions of the domain
attributes is used [9,11]; in effect, no exhaustive enumeration of detailed input
states is necessary. In the current version of Osiris the check for completeness is
performed automatically, when desired, during the design stage.

4 Graphical Design Concept

There is no general rule for knowledge representation and extraction. There
are several approaches which have advantages and disadvantages depending on
the purpose they are created for. That means there is a need for a brand new
approach which would be able to give clear and efficient way to represent logical
structures. The approach proposed below uses the so-called tab-trees or tree-
tables for knowledge representation and it is analysed below along with some
other representation methods.

4.1 Production Rules and Logic

This method relies on the if-then-else construct. It is well known form procedural
programming languages. It could be described as:

IF condition THEN action1 ELSE action2

It reads: if condition is true then perform action1 else perform action2. Often
the ELSE part is absent or it is global, for all rules.
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4.2 Decision Tables

Decision tables are an engineering way of representing production rules. Con-
ditions are formed into a table which also holds appropriate actions. Classical
decision tables use binary logic extended with “not important” mark to express
states of conditions and actions to be performed.

The main advantage of decision tables is their simple, intuitive interpretation.
One of the main disadvantages is that classical tables are limited to binary logic.
In some cases the use of values of attributes is more convenient. A slightly
extended table are OAV tables (OAT). OAV stands for Object-Attribute-Value
(OAT – Object-Attribute-value-Table) and such a table is presented below.

Table 1. Object-Attribute-Value table.

attrib 1 attrib 2 . . . action 1 action 2 . . .

v 11 v 12 . . . w 11 w 12 . . .

v 21 v 22 . . . w 21 w 22 . . .
...

...
. . .

...
...

. . .

The rows specify under what attribute values certain actions must be exe-
cuted. Both v ij and w kl may take different values, not only true, false and
not important.

4.3 Decision Trees

Tree-like representations are readable, easy to use and understand. The root of
the tree is an entry node, under any node there are some branching links. The
selection of a link is carried out with respect to a conditional statement assigned
to the node. Evaluation of this condition determines the selection of the link.
The tree is traversed top-down, and at the leaves final decisions are defined.

An example of a decision tree is given in Fig 1. Circles represent actions,
rectangles hold attributes and parallelograms express relations and values.

Decision trees could be more sophisticated. The presented decision tree (Fig
1) is a binary tree; every node has only two links which express two different
values of a certain attribute. There are also decision trees called ψ-trees [7,8]; in
such trees a single node may have more then two links which makes the decision
process more realistic, and allows to compare attributes with many different
values in a single node. The structure of such trees is modular and hierarchical.

4.4 A New Approach: The Tab-Trees

The main idea is to build a hierarchy of OATs [7,8]. This hierarchy is based on
the ψ-tree structure. Each row of a OAV table is right connected to the other
OAV table. Such a connection implies logical AND relation in between.
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Fig. 1. An example of a decision tree.

OAV tables used in tree-table representation are divided into two kinds:
attribute tables and action tables. Attribute tables are the attribute part of a
classical OAT, Action tables are the action part. There is one logical limitation.
While attribute tables may have as many rows as needed (a number of columns
depends on the number of attributes), action tables may have only one row,
it means that the specified action, or set of actions if there is more then one
column, may have only one value set, which preserves the consistency.
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Fig. 2. An example of a tab-tree knowledge representation.
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An example of a tab-tree representation is given in Fig 2. Note, that a tab-
tree representation is similar to Relational Database (RDB) data representation
scheme.

The main features of the tab-tree knowledge representation are:

– simplicity and transparency; intuitive way of representation,
– hierarchical, tree-like knowledge representation,
– highly efficient way of visualisation with high data density,
– power of the decision table representation,
– analogies to the RDB data representation scheme,
– flexibility with respect to knowledge manipulation.

5 The Osiris System

The Kheops [5] system has text oriented user interface. It is suitable for ad-
vanced users but not for beginners. The gKheops system solves problems with
navigation through Kheops modes and allows to integrate editor with Kheops
run-time environment. However, the user has still to know the sophisticated
Kheops syntax. The main goal was to create such an environment that allows
rapid development of Kheops rules using a graphical user interface and cooper-
ates with gKheops. The name had been chosen to be Osiris1. Osiris should be
designed to be as universal as possible to meet requirements not only for Kheops,
but for almost all rule based expert systems without any major modifications.

The main features of the system include:

– graphical rule editor based on logic; it allows creating, modifying and storing
rule structures,

– the editor uses a new tab-tree representation as a visualisation and develop-
ment method of logical structures,

– rule-checking subsystem, completeness checking, which provides verification
possibility in the development stage,

– mouse driven graphical user interface, easy to understand and use, following
the RDB paradigm,

– automatic code generation for the Kheops system,
– integration with the gKheops to run the developed code,
– ability to expand or modify the system easily (e.g. to add code generation

for other expert systems),
– high flexibility; the tabular components can be split and joint vertically if

necessary.

Osiris is a multi-module system designed for UNIX environments (tested un-
der Debian GNU/Linux, Sun Solaris 2.5). It consists of: a graphical environment
for computer aided development of rules, a code generator for Kheops system,
a validator, which provides on-line completeness checking and a run-time envi-
ronment for created rules. The architecture of the Osiris is shown in Fig. 3
1 It corresponds to an ancient Egyptian God whom Cheops (Kheops) could have owned

his strength. The Osiris system was developed as a M.Sc. Thesis at Institute of
Automatics AGH in Cracow, Poland.
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Kheops source
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USER
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data file

Fig. 3. The architecture of the Osiris

For visualisation and development the tree-table representation is chosen
(see Section 4.4). Note that modules for code generation, verification, and a
run-time environment (Generator, Validator, gKheops respectively) are separate
applications. The Generator and the Validator use the compiler technology to
process an Osiris datafile which describes the logical structures being developed.
They produce a source code for Kheops and provide incompleteness checking,
respectively. All modules are controlled by a single graphical user interface.

Osiris uses its own datafile for storing the logical structures. As a storing
method an XML document is chosen. The datafile has well-defined grammar
which allows to create a generator for almost any expert system and implement
even sophisticated inconsistency checking algorithms.

What is also most important, Osiris provides a way to check the logical
structures being developed against a possible incompleteness (the Validator)
which moves the verification process to the development stage.

As a run-time environment a graphical user interface for Kheops, which is
called gKheops is chosen. A sample session with the Osiris is shown in Fig 4.

6 The gKheops System

The gKheops system is a graphical user interface to Kheops expert system. Its
main functions are launching and controlling Kheops, and aiding at creating and
testing an expert system in Kheops environment. gKheops has a text editor for
Kheops files and a syntax checker module. The interface is easy to use, intuitive
and self documenting. It runs a process independent from Kheops itself. It uses
Unix concurrent processes and inter process communication mechanisms that
allow real-time communication with Kheops.
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Fig. 4. A sample screen from a session with the Osiris system.

The gKheops system has been implemented in ANSI C and runs in the
GNU/Linux and Unix environments. The interface is based on an advanced
graphical toolkit called Gtk+. The Gtk+ library is available on any Unix-like
platform in the X Window environment. The design of gKheops interface was
made with Glade, which is a GUI builder for the Gtk+. The whole gKheops
project was created entirely using free software. The syntax checker module con-
sists of a Kheops language parser and scanner. The module was implemented
using GNU Bison, a LALR(1) context-free parser generator, and Flex, which is a
scanner generator. These tools are compatible with popular Yacc and Lex tools.

The gKheops system simplifies the development of expert systems in the
Kheops environment by providing a coherent graphical interface to Kheops itself.
It speeds up the process of launching and controlling Kheops, and is very useful
in the process of debugging and testing an expert system.

7 Concluding Remarks

In this paper the first ideas for graphical, interactive, CASE-like environment
for design of rule-based systems are proposed. The main aim of the system is
to provide an intuitive, user-friendly environment, which covers both design and
partial verification of qualitative properties. At the current, prototype imple-
mentation, the system provides the possibility of completeness checking, while
features such as consistency, determinism and subsumption are achieved thanks
to the structural specification of the design.

The system includes a new, the so-called tab-tree knowledge representation.
It seems to be convenient, intuitive and readable, especially for people familiar
with relational databases and decision trees. It should be mentioned that, only
few tools support the design of the knowledge base in a similar way, e.g. or [18]
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(which uses mostly specific decision trees) or [19] (but mostly through knowledge-
management tool).
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Abstract. Since 1994 the Digital Mapping, Charting and Geodesy Analysis
Program at the Naval Research Laboratory has been developing an object-
oriented spatial and temporal database, the Geographic Information Database
(GIDB ä ).  Recently, we have expanded our research in the spatial database area
to include three-dimensional synthetic environment (3D SE) data.  This work
has focused on investigating an extension to the National Imagery and Mapping
Agency's (NIMA’s) current Vector Product Format (VPF) known as VPF+.
This paper overviews the GIDB and describes the data structures of VPF+ and a
prototyped 3D synthetic environment using VPF+.  The latter was designed as a
3D Geographic Information System (3D-GIS) that would assist the U.S. Marine
Corps with mission preparation and also provide onsite awareness in urban ar-
eas.

1   Introduction

The Digital Mapping, Charting and Geodesy Analysis Program (DMAP) at the Naval
Research Laboratory has been actively involved in the development of a digital map-
ping database through its Geospatial Information Database (GIDB ä ). The GIDB is an
object-oriented, CORBA compliant spatial database capable of storing multiple data
types from multiple sources [GIDB]. The data is accessible both locally and remotely
over the web through a Java Applet.

Recently we have expanded our work in the spatial database area to include three-
dimensional synthetic environment (3D SE) data.  Our synthetic environment work
has focused on investigating an extension to the National Imagery and Mapping
Agency's (NIMA’s) current Vector Product Format (VPF) known as VPF+.  VPF+
adds a new level of topology called Level 4 Full 3D Topology (Level 4). The topo-
logic information encompasses the adjacencies involved in 3D manifold and non-
manifold objects, and is described using a new, extended Winged-Edge data structure
called 3D Non-Manifold Winged-Edge Topology.  This new level of topology is in
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tended to facilitate the use of VPF in the 3D SE generation process by supporting a
wide range of three-dimensional features expected to be encountered in a three-
dimensional synthetic environment.

We have prototyped VPF+ in a 3D Geographic Information System (3D-GIS) that
would assist the U.S. Marine Corps with mission preparation and also provide onsite
awareness in urban areas.  These operations require practice in physically entering and
searching both entire towns and individual buildings.  Our prototype, therefore, sup-
plements the more traditional 2D digital-mapping output with a 3D interactive syn-
thetic environment in which users may walk or fly across terrain, practice entry of
buildings through doors and windows, and gain experience navigating the interiors of
buildings.

2   DMAP’s Spatial Database Experience

DMAP began investigating spatial database issues in 1994 with the development of
the GIDB.  The GIDB includes an object-oriented model, an object-oriented database
management system (OODBMS) and various Spatial Analysis Tools.  While the
model provides the design of classes and hierarchies, the OODBMS provides an ef-
fective means of control and management of objects on disk such as locking, transac-
tion control, etc.  Spatial analysis tools include spatial query interaction, multimedia
support and map symbology support.  Users can query the database by area-of-interest,
time-of-interest, distance and attribute.  Interfaces are implemented to afford compati-
bility Arc/Info and Oracle 8i, among others.

Not only has the object-oriented approach been beneficial in dealing with complex
spatial data, but it has also allowed us to easily integrate a variety of raster and vector
data.  Some of the raster data includes Compressed ARC Digitized Raster Graphics
(CADRG), Controlled Image Base (CIB), jpeg and video.  Vector data includes VPF,
Shape, sensor data and Digital Terrain Elevation Data (DTED).  The VPF data in-
cludes such NIMA products as Digital Nautical Chart (DNC), Vector Map (VMAP),
Urban Vector Map (UVMAP), Digital Topographic Data Mission Specific Data Sets
(DTOP MSDS), and Tactical Oceanographic Data (TOD).

Figure 1 gives an example of how the user may use this data over the web through
the applet.  The area-of-interest shown in the figure is for a portion of the U.S. Marine
Corps Millennium Dragon Exercise that took place in September 2000 in the Gulf of
Mexico.  Using the applet interface to the GIDB the user was able to access the area of
interest, bring in CIB imagery and overlay it with various vector data from DNC,
MSDS and survey data from the Naval Oceanographic Office.  The user was then able
to zoom in and replace the CIB with CADRG imagery, and then zoom in further to see
more of the detail of the MSDS data around the harbor in Gulfport, Mississippi.

In addition to spatial query features, the GIDB is capable of temporal query, such
as wave height over a given time span for spatial objects (for instance, an ocean sen-
sor), to provide statistics (min, max, mean, standard deviation) of this data and to
provide data plots.
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Fig. 1. Screen shots from Millennium Dragon exercise area. From left to right: (1a) CIB
background with VMAP, DTOP MSDS, sensor data and DNC added. (1b) CADRG Data
added, area-of-interest zoomed in. (1c) Additional zoom with CADRG and sensor data.

3   Motivations for the Current Work

NIMA is the primary provider of synthetic environment data to the Department of
Defense and to the private sector.  VPF and DTED are the formats used by NIMA to
disseminate a significant amount of that data.  Despite the widespread use of VPF, its
shortcomings have been documented in the synthetic environment database generation
systems used by a variety of government and private groups, involving different pro-
prietary end-product formats, and across varying user needs [Trott 96].  These short-
comings involve VPF’s arrangement of features into disjointed, thematic layers, its
lack of attribute and geometric data appropriate to the reconstruction many 3D objects
and its often lack of correlation with DTED data.  Disjointed thematic feature data, in
particular, requires considerable preprocessing and data integration to be usable in a
3D synthetic environment.  These shortcomings add much time and money to the
process of constructing synthetic environments from VPF data.

Non-manifold objects are those in which one of the following conditions exist: (1)
exactly two faces are not incident at a single edge, (2) objects or faces are incident
only through sharing a single vertex, or (3) a dangling edge exists [Gursoz 90, Lien-
hardt 91, and O’Rourke 95].  A dangling edge is one in which the edge is not adjacent
to any face.  Examples are given in Figure 2 where non-manifold conditions are noted
by the bold edges.  Non-manifold objects are commonplace in the real world, and they
should be found in a synthetic environment (SE).

 VPF uses winged-edge topology to provide line network, face topology and seam-
less coverages across tile boundaries [VPF 96].  However, it lacks the constructs nec-
essary to maintain the adjacency relations in non-manifold objects.  While an edge is
adjacent to exactly two faces in VPF Level 3 topology, an edge may be adjacent to 0,
1, 2, 3 or more faces in a SE when a non-manifold condition is present.  Though the
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winged-edge topology used by VPF relates each edge to exactly two faces (left and
right, corresponding to two adjacent faces), the concept of a "left" and "right" face
may be lacking in 3D non-manifold objects where multiple faces may be incident to
the edge.

VPF also relates each connected node to exactly one of the edges to which each
such node is connected.  This allows for retrieval of all edges and faces to which the
node is connected using the winged-edge algorithm.  However, in a SE a connected
node may connect two different 3D objects, two different faces or a dangling edge.
Relating the connected node to only one edge in these circumstances will not be ade-
quate for retrieval of all spatial primitives.

Fig. 2. Clockwise from top left: (2a) Multiple Faces Incident at a Single Edge.
(2b) Dangling Edge and Building Joined Only By a Common Point. (2c) Two
Buildings Sharing a Face With a Non-Manifold Condition at the bold Edge.
(2d) Partial Building Creates Non-Manifold Condition.

There are a number of data structures that are capable of maintaining the adjacency
relationships found in manifold and non-manifold objects.  Notable are the Radial
Edge [Weiler 86], the Tri-Cyclic Cusp [Gursoz 90] and the ACIS Geometric Modeler
[Spatial 96].  The Radial Edge Structure is an edge based data structure that addresses
topological ambiguities found with two non-manifold situations - the non-manifold
edge and the non-manifold vertex.  The Tri-Cyclic Cusp Structure is a vertex based
data structure.  This data structure addresses the topological relationships that the
Radial Edge Structure addresses, and, in addition, is specifically intended to resolve
ambiguities inherent in certain non-manifold representations that may not be easily
eliminated by the Radial Edge structure as when two objects are joined only at a
common point.  The ACIS Geometric Modeler is a component-based package con-
sisting of a kernel and various application based software components.
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While these may provide a theoretical basis for a logical extension of the VPF stan-
dard, they could not be directly implemented.  Our primary area of concern is model-
ing synthetic environments.  These other data structures address a different application
area, solid modeling, making them often inconsistent with Winged-Edge topology
concepts found in the VPF standard.

There are also a number of major developers of synthetic environment database
systems such as Loral Advanced Distributed Simulation, Inc., Lockheed Martin In-
formation Systems (LMIS), Multigen, Inc., Evans & Sutherland (E&S) and Lockheed
Martin Tactical Defense Systems (LMTDS).  Their products include database formats
such as the S1000, OpenFlight, TARGET, and specific image generator formats.
Their emphasis, however, is on visual representation, not three-dimensional topologi-
cal relationships.

4   The VPF+ Data Structure

Since VPF has widespread use and there are numerous VPF databases, the data struc-
tures described in this section are defined as a superset of VPF, known as VPF+, in
order to facilitate the use of VPF in the 3D SE generation process.  This superset in-
troduces a new level of topology called Level 4 Full 3D Topology (Level 4) to accom-
plish 3D modeling.  A boundary representation (B-rep) method is employed.  B-rep
models 3D objects by describing them in terms of their bounding entities and by
topologically orienting them in a manner that enables the distinction between the ob-
ject’s interior and exterior.

The topologic adjacencies of three-dimensional manifold and non-manifold objects
in the SE are described using a new, extended Winged-Edge data structure, referred to
as “Non-Manifold 3D Winged-Edge Topology”.  Geometric information includes both
three-dimensional coordinates and Face and Edge orientation.  Although this discus-
sion is restricted to planar geometry, curved surfaces can also be modeled through the
inclusion of parametric equations for Faces and Edges as associated attribute informa-
tion.

Level 4 is a full 3D topology that is capable of representing comprehensive, inte-
grated 3D synthetic environments.  Such an environment can include the terrain sur-
face, objects generally associated with the terrain surface such as buildings and roads,
and it can include objects that are not attached to the terrain but are rather suspended
above the terrain surface or below a water body’s surface.

There are five main VPF+ primitives found in Level 4 topology: (1) Entity node –
used to represent isolated features; (2) Connected node – used as endpoints to define
edges; (3) Edge – an arc used to represent linear features or borders of faces; (4) Face
– a two-dimensional primitive used to represent a facet of a three-dimensional object
such as the wall of a building; and (5) Eface – a primitive that describes a use of a face
by an edge.  Unlike the topology of traditional VPF, the Level 4 topology of VPF+
does not require a fixed number of faces to be incident to an edge.  The Eface is a new
primitive that is introduced to resolve some of the ensuing ambiguities.  Efaces de-
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scribe a use of a Face by an Edge and allow maintenance of the adjacency relation-
ships between an Edge and zero, one, two or more Faces incident to an Edge.  This is
achieved in VPF+ by linking each edge to all faces connected along the edge through a
circular linked list of efaces.  Each eface identifies the face it is associated with, the
next eface in the list and the “next” edge about the face in relation to the edge common
to the three faces. Efaces are also radially ordered in the linked list in a clockwise
direction about the edge in order to make traversal from one face to the radially closest
adjacent face a simple list operation.

In addition to the eface structure, VPF+ introduces several extensions to VPF con-
sistent with non-manifold topology and 3D modeling.  One extension is the Node-
Edge relationship.  While VPF relates each Connected Node to exactly one Edge,
VPF+ allows for non-manifold Nodes.  This requires that a Node point to one Edge in
each object connected solely through the Node and to each dangling Edge (an edge
that is adjacent to no face).  This relationship allows for the retrieval of all Edges and
all Faces in each object and the retrieval of all dangling Edges connected to the Node.

Significant to 3D modeling, VPF+ defines Two-Sided Faces.  Faces are defined in
VPF as purely planar regions.  In VPF+ Faces may be one sided or two sided.  A two
sided Face, for example, might be used to represent the wall of a building with one
side used for the outside of the building and the other side for the inside of the build-
ing.  Feature attribute information would be used to render the two different surface
textures and color.  A one sided Face might then be used to represent the terrain sur-
face.

Additionally, orientation of the interior and exterior of 3D objects is organized in
relation to the normal vector of Faces forming the surface boundary of closed objects.
This allows for easy distinction between an object's interior and exterior.

For more detail on VPF+ topologic structures the interested reader is referred to
[Abdelguerfi 98].

Traditional VPF defines five categories of cartographic features: Point, Line, Area,
Complex and Text.  Point, Line and Area features are classified as Simple Features,
composed of only one type of primitive.  Each Simple Feature is of differing dimen-
sionality: zero, one and two for Point, Line and Area Features respectively.  Unlike
Simple Features, Complex Features can be of mixed dimensionality, and are obtained
by combining Features of similar or differing dimension.

For Level 4 topology, VPF+ adds a new Simple Feature class of dimension three.
The newly introduced feature, referred to as 3D Object Feature, is composed solely of
Face primitives.  This new feature class is aimed at capturing a wide range of 3D
objects.  Although 3D Objects are restricted to primitives of one dimension, 3D Ob-
jects of mixed dimensionality can be modeled through Complex Features using Simple
Features of similar or mixed dimensionality as building blocks.

Software performance can be improved by identifying characteristics of real 3D
objects that will allow storage of optional, unambiguous topological information that
may otherwise require considerable processing time to derive.  Clearly, portions of
numerous 3D objects form closed volumes that divide 3D space into interior, exterior
and surface regions.  Optional topological information in these cases includes the
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classification of Faces as either inside of, outside of or part of the boundary of the 3D
Object and the orientation of the interior and exterior of the object.

Though Area Features may geometrically exist in 3D space, they are topologically
two dimensional, and are intended to model surface area.  As with 3D Object Features,
Area Features are Simple Features, and objects being modeled at this level are re-
stricted to be composed only of Faces connected along incident Edges or at non-
manifold Connected Nodes.  Each face may be single sided or double sided, but an
Area Feature will generally make use of only a single side of a double sided Face.

Tiling is the method used in VPF to break up large geographic data into spatial
units small enough to fit the limitations of a particular hardware platform and media.
Primitives that cross tile boundaries are split in VPF, and topology is maintained
through cross-tile topology.  The cross-tile constructs of VPF are extended in Level 4
in accordance with the organizational scheme of Non-Manifold 3D Winged-Edge
topology.  Tile boundaries in VPF+, however, consist of planar divisions.

5   The Prototyped Synthetic Environment

The synthetic environment prototype consists of the Military Operations in Urban
Terrain site at Camp LeJeune, North Carolina.  The MOUT site is a small city built by
the Marine Corps for urban combat training.  The MOUT site consists of approxi-
mately 30 buildings constructed in a variety of shapes and sizes to resemble what
might be expected in an actual urban area.  Since the area is supposed to resemble a
combat environment, some are constructed to exhibit various degrees of damage.
There is also a transportation network and the usual urban features associated with this
type of setting such as trees, park benches, planters, flag poles, etc.  Data for the site is
readily available, which allowed for construction of a detailed 3D SE that closely
matched its real world counterpart.  MOUT buildings that exhibit damage, for exam-
ple, are reproduced in the prototyped SE to show the same elements of damage.

The prototype provides a 3D synthetic environment alongside a more traditional 2D
digital map.  The map view offers general orientation and feature identification, while
the 3D SE complements this with an immersive experience of the three-dimensional
environment [Ladner 2000].  The combination should prove beneficial to a variety of
uses.

A commercial-off-the-shelf OODBMS was used for the prototype database.  Java2
and the Java3D API were used for interface into the database.  The Java3D API pro-
vided reasonable performance for 3D interaction and easy implementation.

5.1   The User Interface

The user interface for the prototype consists of windows for displaying 2D digital
maps and 3D synthetic environments.  Each window is placed in a separate frame to
allow for independent re-sizing according to the user’s needs.  On start-up, the user is
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given a map of the world, which allows selection of a user-defined area of interest
(AOI) by dragging the mouse across and down the map.

Selection of an AOI causes the database to be queried.  A digital map is drawn with
all database features (Figure 3(a)).  The user then has several options including zoom,
pan, render features in 3D and identify objects.  Rendering objects in 3D was left to a
user decision rather than a default occurrence for performance reasons.  Although the
user can render all features in 3D, the user is given the choice of zooming and panning
the map as a means of selecting features for 3D display.  Only those features within
the AOI are rendered in 3D, avoiding the unnecessary use of resources to extract un-
wanted feature geometry from the database.

Figures 3(b) - 5 show the 3D SE of the MOUT facility from various positions.  The
interface allows the user to move through the SE and into and out of buildings by use
of the arrow keys.  Movement can be by walking on or flying above the terrain.  Drop-
down menus allow the user to change speed, background texture and lighting condi-
tions.  Altering lighting conditions allows the viewer, for example, to obtain both day
and night views of the 3D SE.

A feature is also provided that allows the user to track his position in the 3D SE.
When activated, this feature places an icon on the map corresponding to the user’s
position in the 3D SE.  As the user moves through the SE, the position of the icon is
updated.  The icon is oriented to correspond to the user’s orientation in the SE.

Fig. 3. From Left: (3a) 2D Map of the MOUT Facility.  (3b) 3D View of the MOUT Facility
from the Southwest.

6   Observations

This paper has described VPF+, a VPF-consistent data structure capable of supporting
topologically consistent three-dimensional feature coverage.  VPF Winged-Edge to-
pology is insufficient to support the many topological adjacency relationships found in
the 3D SE.  The Non-Manifold 3D Winged-Edge Topology will support these rela-
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tionships in a wide range of objects likely to be modeled in a 3D SE and provides a
framework for the 3D synthetic environment generation process.  VPF+ should be
useful for commercial as well as the more traditional modeling and simulation appli-
cations, especially for developers who want to extend their geographic information
system capability to add 3D topology.

Detailed data in the form of highly accurate representations of the interior and exte-
rior of buildings was used in the prototype.  Some SE applications do not require
building interiors.  For these, building exteriors with accompanying topology suffices.
VPF+ topology will support these implementations as well.  Continuing research into
improved methods of automating the extraction of detailed 3D object geometry from
satellite, aerial and panoramic imagery should be beneficial for providing detailed data
over large areas, at least for building exteriors.  On smaller areas, digitizers can be
used to re-construct building interiors from building plans or CAD data can be im-
ported. Where building plans are not available or where more rapid development is
required, further work can concentrate on developing tools to project the interior lay-
out of buildings based on photo-imagery, the building use and a basic material compo-
sition description, i.e. steel, brick, frame.  This type of description should be easily
obtainable.

Acknowledgments. The National Imagery and Mapping Agency and the U.S. Marine
Corps Warfighting Lab sponsored this work.

Fig. 4. Street View of the MOUT Facility Looking North.
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Abstract. Current geographical information systems (GIS) handle large
amounts of geographical data stored usually in relational databases. Database
vendors developed special database plug-ins in order to make retrieval of
geographical data more efficient. Basically, they implement spatial indexing
techniques aimed at speeding-up spatial query processing. This approach is
suitable for those spatial queries, which select objects in certain user-defined
area. Similarly as on-line transaction processing (OLTP) systems evolved into
on-line analytical processing (OLAP) systems for supporting more complicated
analytical tasks, similar evolution can be expected in the context of
geographical information analytical processing. This paper describes the
GOLAP system consisting of a commercial OLAP system enriched with a
spatial index. Experiments comparing efficiency of original OLAP and the
extended one are presented.

1. Introduction

OLAP systems are used mainly in such applications where it is possible to estimate
the set of possible user’s queries ahead. In such a case it is possible to calculate
selected data aggregates in advance. The data warehouse then uses above-mentioned
pre-calculated data aggregates instead of calculating everything from scratch.

Geographical Information Systems (GIS) do processing of spatial queries. As the
evaluation of spatial queries is very expensive from the computational point of view,
making use of pre-calculated spatial data aggregates would be appreciated. The
approach of integrating the GIS with a data warehouse was presented on DEXA 2000
[3]. That work was restricted to situations, when the definition of geographical areas
is stable like in case of administrative areas for example. In that case it is possible to
pre-calculate data aggregates corresponding to those areas and store them in a data
warehouse. Respective spatial queries asked to the GIS in the future are then
translated to OLAP queries. It can be expected that in practical cases the response to
an OLAP query will be much faster than the response to a corresponding spatial
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query. However, let us imagine that we need to determine the average income of
people living, for example, in the area with a diameter of 5 km around a city. It is an
expensive task not only because of the huge number of arithmetic calculations, but
also because of the complicated selection of appropriate objects (houses), which need
to be taken into account. In the case of similar ad-hoc spatial queries such an
approach does not help that much.

This paper describes a new approach, which is based on the idea of building-up the
hierarchical structure of the geographical dimension of a data warehouse according to
a spatial index having been constructed for a given population of GIS objects in a
map. A prototype of a GOLAP (Geographical On-Line Analytical Processing) system
implementing this idea has been developed. The efficiency of such a solution has
been explored in a series of experiments.

2. GOLAP Components

The GOLAP system represents natural embedding of a spatial index into a
commercial OLAP system. The prototype implementation makes use of the Microsoft
SQL Server’s Analytical Services. However, it is not restricted on this single OLAP
system. Both the idea and the developed software creating spatial indices can be
easily adapted to any other data warehouse platform. The following paragraphs
describe briefly both the OLAP and the spatial index components, which are exploited
by the system.

2.1 OLAP - Online Analytical Processing

Data warehouses are aimed at providing very fast responses to user queries. Usually,
the OLAP layer of the data warehouse architecture [4] generates these queries. The
data model of a data warehouse is designed to support fast evaluation of very
complicated multi-dimensional queries. Considering define the following toy example
for explaining the basic concepts of data warehouse modelling.

Let us consider an imaginary grocery chain consisting of nine supermarkets located
in three districts in Bohemia. The districts are Eastern Bohemia, Central Bohemia,
and Western Bohemia. Let the data warehouse store the data on turnover of particular
supermarkets.

The data warehouse structure is represented by a cube, dimensions (axes) of which
are time, assortment, and location. Every elementary cell of the cube contains a real
number identifying the turnover achieved by the corresponding supermarket (position
along the location axis) in the respective time slot (position along the time axis), and
particular assortment item (position along the assortment axis). This number is called
fact, measure, or metric. Let us choose the term fact to avoid ambiguity.

Data in an OLAP system are usually read-only for all users in order to minimise
the overhead of a multiple access control. The content is updated in batches in pre-
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defined time periods by an ETL (Extraction, Transformation and Load) process. This
is the only way how to modify the data stored in a data warehouse. The ETL process
extracts data from data sources, transforms it to a multidimensional structure and
preferably creates suitable pre-calculated aggregations.

2.2 Spatial Indexing

Generally, spatial data queries are very complex and their evaluation is time
consuming. There are some supporting mechanisms, typically based on indexing
techniques, which can speed-up spatial query evaluation. There are at least two spatial
indexing techniques used frequently in commercial systems: quad-trees (e.g. Oracle8
Spatial Cartridge) and R-trees (e.g. Informix Spatial DataBlade). The GOLAP system
currently makes use of R-trees, therefore a brief description of this technique follows.

R-tree [1] and its derivatives are spatial data structures devoted to indexing of more
general objects than single points. In principle, an R-tree is a simple modification of a
B-tree, where the leaf records contain pointers to data objects representing spatial
objects. The important feature is that an R-tree node is implemented as a page in an
external memory.

The indexing of spatial objects itself is given by a pair < I, Id > (so called index
records), where I is the minimal bounding hyper-cube (MBH) of the particular spatial
object. Every MBH has basically the form of a tuple (I0, I1, …, In), where Ii  is an
interval [ai, bi] describing lower and upper bounds along the dimension i.

The non-leaf nodes contain records (I, pointer). The pointer refers to such a sub-
tree, which contains the nodes corresponding to all MBHs covered by the MBH I.

 The R-tree is given an order (m ,m1 ), where m is the minimal number of edges
leaving a node, whereas m1 is the maximal one. It means that MBHs are constructed
in such a way, that the number of edges leading from the corresponding node is at
least m1 but m as maximum. The MBHs may be overlapping. Figure 1 shows
construction of an R-tree of the order (2,3).

If the number of spatial objects is E, the depth of an m-ary R-tree is logmE -1 in
the worst case.

The R-tree is a dynamic data structure based on page splitting (in case of INSERT)
and/or on page merging (in case of DELETE). In contrast to B-trees the search in an
R-tree does not follow a single path, as the MBHs may be overlapping. It means that
there may be several possibilities how to go on from a given node when searching an
object.

There are many heuristics used for R-tree optimising. Basically, there is a tendency
to separate MBHs as much as possible.

In principal the INSERT operation is very important for maintaining the R-tree to
sustain its efficiency. The basic strategy of the algorithm implementing the INSERT
operation is to find such a leaf in the tree, for which inserting an index record will
invoke a minimum of nodes on the path from the leaf to the root requiring an update.
The R-tree efficiency is very sensitive on the node splitting method.
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The splitting procedure solves the problem how to partition an unordered set of
index records. The idea is to minimise the probability, that both nodes will need to be
investigated during a search. Therefore the volume of each MBH corresponding to the
two nodes after splitting should be minimal. The complexity of the algorithm
providing us with globally optimal solution is exponential. In practice, sub-optimal
algorithms with linear or quadratic complexity [2] are used.

3. GOLAP Architecture

The GOLAP system in fact consists of two parts: a spatial index builder and a query
evaluator. The first of them (the spatial index builder) is responsible for building an
R-tree for the given set of geographical objects. The index is a tree. Its leafs
correspond to individual geographical objects, whereas the non-leaf nodes correspond
to the respective MBHs. Only the ETL process uses the spatial index builder during
the data warehouse creation/update. It creates an R-tree, which is then used as a
template for definition of the geographical dimension of the data warehouse.

The second part (the query evaluator) is the user interface enabling the user to
select an ad-hoc area to be analysed. The query evaluator selects a set of MBRs and
single objects covering the explored area. Then it assembles the corresponding OLAP
query and sends it to the OLAP engine.

Fig. 1. Construction of an R-tree 
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4. Experimental Results

Currently, first series of experiments have been carried out. Basically, the results of
these experiments confirmed our expectations concerning the comparison of a
conventional OLAP and the GOLAP performance. The experiments were carried out
on 2xPIII 866MHz, 256MB RAM workstation running MS Windows 2000 and MS
SQL Server 2000 with Analytical Services.

Two random geographical data sets were generated. Both of them consisted of
100000 GIS objects distributed in a grid 10000x10000 points. One of them was based
on a uniform geographical distribution, the other on a 2-dimensional normal
(Gaussian) one. It simulates a more realistic distribution of objects in a geographical
information system. The procedure generating the second data set started by a random
selection of 100 centres ("cities"). Then 1000 GIS objects with a 2-dimensional
normal distribution were generated around each of them.

The multidimensional schema used for experiments was simple. It included only
one fact table and the geographical dimension. The fact table contained a single fact
expressing the count of GIS objects in the respective area. The geographical
dimension was constructed using the spatial index. An aggregation level is introduced
to the geographical dimension for every level of nodes in the R-tree. Thus, a pre-
calculated data aggregate can be stored in the data warehouse for each node (i.e.
MBH) of the R-tree.

The spatial analysis capabilities of a conventional OLAP system are restricted to a
simple filtering expressed in terms of SQL-based multidimensional queries (i.e.

Fig. 2. Data set No. 1 - uniform distribution of GIS objects 
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Microsoft MDX in our case). On the other hand, the GOLAP is capable to analyse
areas having a shape of a generic polygon. As the authors wanted to prove that the
GOLAP is really useful, they choose a pessimistic strategy. It means that the
experimental analysis was carried out on rectangular areas rather than on generic
polygons. The reason is not the effort to reduce the expensive evaluation of polygons
when using the spatial index, but defining fair conditions for comparing the response
times of both systems. Even if this strategy degraded the capabilities of the GOLAP
system and increased the “chance” of the conventional OLAP, the results are
encouraging.

For each data set areas of two sizes were analysed. The smaller one was a square of
1000 x 1000 points representing 1% of the whole grid. The bigger one was a square of
5000 x 5000 points representing 25% of the whole grid. For every data set and every
size of the explored area 20 runs were carried out. The explored area was located in
various positions (around the centres of clusters in case of the Gaussian distribution)
in particular runs. The mean values over all 20 runs of both the response time and the
number of GIS objects in the explored area are introduced in the Table 1.

Figure 2 and Figure 3 show results provided by the query evaluator module. Black
rectangles represent those MBHs of the spatial index, which are fully contained in the
explored area. The black points represent those GIS objects, which are contained in
the explored area, but the MBHs covering them are not fully contained in it. These
black rectangles and points correspond to data aggregates evaluated by the OLAP
component of the GOLAP system.

In the case of direct evaluation by the conventional OLAP, all GIS objects (i.e. all
the black and grey points in the figures) have to be evaluated. The ratio of the number
of black rectangles and points to the number of all points determines the efficiency of
the GOLAP.

Fig. 3. Data set No. 2 - Gaussian distribution of GIS objects 
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Table 1. Experimental results

GOLAP OLAP
 Area size
[points]

Datas
et

Objects R-tree
objects

Avg.
response
time [s]

Avg.
response
time [s]

Accelerat
ion [%]

unif. 1223 427 3.50 13.78 393.7
1000x1000

gauss 1998 60 0.51 13.11 2570.6
unif 24852 2416 33.67 14.23 42.3

5000x5000
gauss 21705 647 8.49 15.43 181.7

5. Conclusion

The paper describes a geographical extension of a conventional OLAP system capable
to evaluate facts for ad-hoc defined areas. Without such an extension is the
conventional OLAP applicable only for on-line analysis of pre-defined areas.

The solution is based on embedding a spatial index into multi-dimensional
structure and exploiting such an index for evaluating complex spatial analytical
queries. The prototype implementation called GOLAP has been developed. First
series of experiments demonstrated that the proposed solution is useful. According to
their results the GOLAP is 2 to 25 times faster than a conventional OLAP.

The GOLAP efficiency depends on the number of objects in the explored area,
whereas the response time of the conventional OLAP system is roughly independent
on it. The explanation is straightforward. The conventional OLAP system determines
the target data aggregate corresponding to the explored area by accessing every single
GIS object and testing if it belongs to the area. On the other hand the GOLAP
calculates the result using the set of necessary data aggregates identified by the spatial
index. Then it accesses the data warehouse only to retrieve those data aggregates
without any filtering overheads.

It is obvious from the Table 1 that there exist situations when the conventional
OLAP is faster than GOLAP (see 42% acceleration for the explored area of 25% of
the whole map). The experiments support a conjecture that GOLAP’s efficiency
corresponds to the ratio S/T, where S is the number of GIS object in the explored area
and T is the total number of them. Next research will be focused on more detailed
analysis of this dependence. It will be aimed at finding the critical value of that ratio,
when the conventional OLAP behaves better than GOLAP. We assume that the size
of the explored area does not exceed 10% of the whole map in practical geographical
analysis. As the critical value of the above-mentioned ratio seems to be far above the
values used in practical analytical queries, we believe that GOLAP will be very
efficient in praxis.

Another topic of next research is further optimising the OLAP queries generated by
the spatial index. This optimisation will help to move the critical value even higher.
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Abstract. In this paper, we propose an efficient declustering algorithm
which is adaptable in different data distribution. Previous declustering
algorithms have a potential drawback by assuming data distribution is
uniform. However, our method shows a good declustering performance
for spatial data regardless of data distribution by taking it into consid-
eration. First, we apply a spatial clustering algorithm to find the dis-
tribution in the underlying data and then allocate a disk page to each
unit of cluster. Second, we analyize the effect of outliers on the perfor-
mance of declustering algorithm and propose to handle them separately.
Experimental results show that these approaches outperform traditional
declustering algorithms based on tiling and mapping function such as
DM, FX, HCAM and Golden Ratio Sequence.

1 Introduction

Spatial database systems, such as geographic information systems, CAD systems,
etc., store and handle a massive amount of data. As a result, frequent disk
accesses become a bottleneck of the overall performance of system. We can solve
this problem by partitioning data onto multiple parallel disks and accessing them
in parallel. This problem is referred to as declustering. For parallel disk accesses,
we divide the entire data set into groups by the unit of disk page and assign a
disk number so that partitioned groups should be accessed at the same time by
a query.

Up to now, several declustering methods have been proposed. Most of them
partition a data space into several disjoint tiles and match them with a disk
number using mapping function[1,2,4,14,16]. They focussed only on an efficient
mapping function from a partitioned tile to a disk number on the assumption
that data is uniformly distributed. Therefore their methods, though give a good
performance for uniform data, show a drop in efficiency for skewed data.

To be effective for a skewed data, a declustering algorithm must be reflected
of the distribution in the underlying data. We can apply two approaches, para-
metric and nonparametric methods, to discover distribution. By the parametric
method, we assume a parametric model such as normal distribution, gamma
distribution, etc. However, we cannot adopt this approach because most of the
real data distributions do not agree with these distribution models. Another
approach, non-parametric methods, makes no assumption about distribution.

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 450–459, 2001.
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Several methods such as kernal estimation, histogram, wavelet and clustering
methods belong to this category. Among these methods, we apply a spatial clus-
tering method called SMTin[6] to detect data distribution.

By applying a spatial clustering method, our method is more flexible with
the distribution than tiled partitioning methods and results in a high storage
utilization and a low disk access rate. In addition to this contribution, we analyze
the effect of outliers on the performance of declustering algorithm and propose
a simple and efficient method to control them.

This paper is organized as follows. In section 2, we present related works
and their problems and propose a new declustering algorithm in section 3. In
section 4, we show the effects of outliers on the performance of declusteirng
algorithm and our solutions. We show experimental results in section 5 and
conclude this paper in section 6.

2 Background and Motivation

Since the performance of a spatial database system is more affected by the I/O
cost than CPU cost, a great deal of efforts have been done to partition data
onto multiple parallel disks and access those objects qualifying query condition
simultaneously. Traditionaly this problem is called as declustering, which consists
of the following two steps.

– step 1: grouping data set by the unit of disk page size
– step 2: distributing each group of data onto multiple disks

When we distribute objects onto multiple parallel disks, the response time of
query q is determined as follows.

Definition 1. Let M be the number of disks, then the number of disk accesses
to process query q is

DAq = maxM
i=1(DAq(i)), where DAq(i) is the number of i-th disk accesses

Based on definition 1, Moon and Saltz defined the condition of the strict opti-
mality of declustering algorithm[13].

Definition 2. Strictly Optimal Declustering
Let M be the number of disks, DAq(i) is the number of i-th disk accesses for a
query q, then declustering method is strictly optimal if

∀q, DAq = �Nq

M �, where Nq =
∑M

i=1DAq(i)

Previously proposed declustering methods tile a data space and assign disk num-
ber to each tile based on a certain mapping function. Disk Modulo(DM)[1],
Field-wise Xor(FX)[2] and Hilbert Curve Allocation Method(HCAM)[4] use this
scheme. Among these methods, Hilbert Curve Allocation Method proposed by
C. Faloutsos and P. Bhagwat has been known to outperforms others[4]. Moon
and Saltz proved that the scalability of DM and FX is limited to some degree.
They proved that the scalability of DM is bounded by the query side and the
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scalability of FX is at best 25 percents by doubling the number of disks. For
more details, see [13].

Recently, Bhatia and Sinha proposed a new declustering algorithm based on
Golden Ratio Sequences[16]. Their analytical model and experimental results
show that GRS outperforms not only traditional tile-based declustering meth-
ods such as DM, FX, HCAM, but also cyclic allocation method[14], which is a
generalization of DM.

Most of these declustering methods are known to be not strictly optimal
without some assumptions[1,2,4,8,14,16] and try only to find an optimal way in
allocating each tile onto parallel disks on the assumption that data is uniformly
distributed. However, they ignore the effects of a good grouping method on
increasing the storage utilization for step 1. It is obvious that the maximum
number of page accesses per disk grows as the total number of disk page occupied
by objects increases. As a result, we might access more disk pages without a good
grouping method.

In addition to this drawback, they did not consider outliers having an effect
on the performance of declustering algorithm. We will explain its effects more
closely in section 4.

3 Declustering Skewed Dataset

In section 2, we showed that previously proposed declustering algorithms have
potential weakness by assuming uniform data distribution. we will show it in
detail and propose a new declustering algorithm in this section.

3.1 Skewed Data and Declustering

First, we will describe how the performance of a tiling algorithm can be affected
by data distribution. When the number of objects in a certain densed tile exceeds
the disk page capacity, all the tiles must be split though they contain small
number of objects that can fit into one disk page. This results in a low storage
utilization and a poor performance in comparison with uniform data even if the
same mapping function is used. We investigate this problem in the rest of this
subsection in detail. Table 1 shows notations and their meanings to be used from
now on.

Lemma 1. When we apply the same tiling scheme, the number of total disk
pages occupied by skewed data is more than that of uniform data.

Proof. Let ni be the number of objects in the i-th tile occupied by skewed data.
Then

∑Ts

i=1 ni = N . Since the distribution of data is skewed, minTs
i=1(ni) <

maxTs
i=1(ni) = Bfmax and avgTs

i=1(ni) = N/Ts < Bfmax. For uniform data, the
number of objects in a tile is N/Tu and if the storage utilization is maximum, the
number of objects in a tile is Bfmax. It means that N/Tu = Bfmax. Therefore
N/Ts < N/Tu that is Ts > Tu. �
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Table 1. Notations and their meanings

Notation Meaning
N number of spatial objects in 2-D space
Tu, Ts total number of tiles(disk pages) occupied by uniform data and

skew data respectively
Bfmax maximum disk blocking factor
du, ds density of uniform data and skewed data respectively
au, as area of one tile for uniform data and skewed data respectively

Lemma 2. For a given query q, Let Tu(q) and Ts(q) be the number of disk page
accesses to process query q for uniform data and skewed data respectively. Then,

Tu(q) < Ts(q)

Proof. We normalize the data space as [0, 1]2. For completely uniform data, the
number of disk pages Tu and the area of a tile are given as follows.

Tu =
N

Bfmax
(1)

au =
1
Tu

=
Bfmax

N
(2)

Since there are Bfmax objects in a tile, we obtain the following equation

du · au = Bfmax, au =
Bfmax

du
(3)

For skewed data, the number of objects contained in a tile is variable. We get
the following equation for skewed data.

max(ds) · as = Bfmax, as =
Bfmax

max(ds)
(4)

It is evident that du < max(ds), since max(ds) is the maximum density of skewed
data. Therefore we derive the following inequality from equation 3, 4.

as < au (5)

For a query q whose area is A(q), the number of tiles contained by q for the
uniform data, Tu(q) and skewed data Ts(q) are given as

Tu(q) =
A(q)
au

, Ts(q) =
A(q)
as

(6)

From equation 5 and 6, we know that the number of tiles for the skewed data
qualifying the same query condition is larger than that of uniform data, since
as < au. �
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From lemma 1 and 2, we come to a conclusion that tiling methods for skewed
data cannot satisfy the strict optimality condition of defintion 2.

Theorem 1. Suppose that DAu(q) and DAs(q) are the maximum number of
page accesses per disk for uniform and skewed data to process query q respectively.
Then,

DAu(q) < DAs(q)

Proof. Let M be the number of disks and assume an optimal declustering algo-
rithm. Then, the number of page accesses per disk for uniform data and skewed
data to process query q is given as follows.

DAu(q) = �Tu(q)
M �, DAs(q) = �Ts(q)

M �
Since Tu(q) < Ts(q), DAu(q) < DAs(q). �

This means that the number of tiles(disk pages), in other words storage utiliza-
tion, is an important factor in declustering method in case of skewed data. In
fact, we found a significant difference between Ts and Tu depending on data and
the degree of skewedness from experiments.

These observations lead to a conclusion that it is very important to partition
spatial objects in a way that reduces the number of tiles, in addition to find a
good mapping function for allocating each tile to a disk number. We will focus
on methods to improve the storage utilization in the next subsection.

3.2 An Efficient Declustering Method for Skewed Data

In this subsection, we propose a new declustering algorithm which is flexible to
the distribution of data and results in a small number of pages in comparision
with precedent declustering algorithms. The proposed algorithm is composed of
the following three steps.

Step 1. Find Data Distribution
In this paper, we apply a spatial clustering algorithm to find the distribution of
data. Up to now, several spatial clustering methods have been introduced[5,6,
9,10]. Among them, we apply SMTin as a spatial clustering algorithm. SMTin
initially constructs delaunay triangulations for point set and extracts clusters
from triangles whose distance is within a predefined threshold value. We can
find the distribution in the underlying N objects by the time complexity of
O(N logN ). For more details, see [6].

Step 2. Split Overflow Clusters
After clustering step, there may be clusters whose number of elements exceeds
disk page capacity. These clusters must be partitioned into several sub-clusters so
that each of which can fit into one disk page. we applied an efficient partitioning
method called STR proposed by Leutenegger, et al.[7] to split these clusters.
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Step 3. Distribute Clusters onto Disk Page
After adjusting all of clusters so as to fit into one disk page, we calculate the
center of minimum bounding rectangle enclosing cluster, sort them by the hilbert
value of their center and then assign a disk number in a round robin fashion.

4 Outliers and Declustering

In data analysis, data with large dissimilarity with others may deteriorate result.
Many researches have been done about these data called outlier in data mining
area and various definitions of outlier have been made in the literature[11,12,
15]. But we give a differenct definition of outlier, which is based on SMTin as
follows.

Definition 3. Outliers with Cluster Construction Threshold Value
Let CCTcs be a cluster construction threshold value and C1, C2, . . . , Cn be clus-
ters by the CCTcs, then any object O′ satisfying the following condition is outlier:

∀O ∈ Ci, 1 ≤ i ≤ n, dist(O,O′) > CCTcs

In fact, we can control the number of outliers by means of CCTcs. We will explain
the effects of outliers and our solutions in the following subsections.

4.1 The Effect of Outliers on the Declustering

First, we illustrate the problems of outliers. After finding an initial cluster set,
there can be some objects not included in any clusters depending on an initial
cluster construction threshold value. We have to increase cluster construction
threshold value to include them and the shape of cluster may be degenerated and
minumum bounding rectangle enclosing cluster may be extended unnecessarily.

Another problem is that these clusters whose size is extremely smaller than
maximum page size result in a low storage utilization. Although they may be
regarded as a cluster, it is desirable to treat them as outliers.

4.2 An Efficient Method for Skewed Data with Outliers

In previous subsection, we showed that outliers may degenerate the performance
and must be carefully treated. We may apply two approaches to handle them.
The simplest approach is including them in the nearest cluster by force. Another
solution is to regard outlier as a cluster whose size is extermely small and assign
one disk page for it. However, these solutions result in a low storage utilization
and a high disk access rate.

We propose to keep the outliers on an extra main-memory buffer. As outlier
buffer size has a limitation, we keep a part of outliers in buffer and include the
remained outliers in the nearest cluster by force. Figure 1 shows our proposed
declustering algorithm.
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Algorithm DC (Declustering Clusters to parallel disks)
Input P: set of points {p1, p2, . . . , pn}, M: number of disks available

Bfout: capacity of outlier buffer, Bf: disk blocking factor
CCTcs: cluster construction threshold value

Output {Ci, di} //Ci: i-th cluster, di: disk number assigned to Ci
Begin Algorithm

C ← {};
Construct initial clusters by CCTcs;
While (Card(outlier) > Bfout)

adjust CCTcs;
reconstruct clusters;

End while
For each cluster Si

If Card(Si) > Bf
{Si1, Si2, . . . , Sik } ← SplitCluster(Si, Bf);
C ← C ∪ {Si1, Si2, . . . , Sik};

End If
Else

C ← C ∪ {Si};
End Else

End For
For each element Ci in C

(xi, yi)← center of cluster Ci;
di ← H(xi, yi) mod M; // H(x, y) is Hilbert value of (x, y)

End For
End Algorithm

Fig. 1. Description of Declustering by Clustering(DC) algorithm

5 Performance Evaluation

We performed several experiments to compare our method with previously pro-
posed declustering algorithms. To do this, we generated synthetic skewed data
to analyize the effect of data distribution on the performance of declustering. We
also prepared two real data set extracted from the maps of Long Beach County
and Seoul city. Figure 2 shows their distribution. For query set we generated two
types of queries, which is uniformly distributed in data space and concentrated
on a data area, and whose size is 0.1×0.1(small query) and 0.5×0.5(large query)
of data space whose size is [0, 1]2.

Storage Utilization
We explained that the number of total disk pages has an effect on the perfor-
mance. We found that tiling method occupy more disk pages than our proposed
method. In detail, it occupy 1.6∼3.7 times more disk pages than declustering



Declustering Spatial Objects by Clustering for Parallel Disks 457

(a) skew synthetic data (b) LBCounty (c) Seoul

Fig. 2. Test data distribution

0

20

40

60

80

100

0 1 2 3

st
or

ag
e 

ut
ili

za
tio

n(
%

)

disk page size: 2x KByte

tiling
clustering

(a) skew

0

20

40

60

80

100

0 1 2 3

st
or

ag
e 

ut
ili

za
tio

n(
%

)

disk page size: 2x KByte

tiling
clustering

(b) LBCounty

0

20

40

60

80

100

0 1 2 3

st
or

ag
e 

ut
ili

za
tio

n(
%

)

disk page size: 2x KByte

tiling
clustering

(c) Seoul

Fig. 3. Storage utilization of tiling and clustered partition(outlier buffer is 1 KB)

by clustering algorithm. Figure 3 shows the storage utilization of tiling method
and DC. It shows that tiling method is far from being optimal allocation but
our method is nearly optimal as far as a storage utilization is concerned.

Scalability
We compared our algorithm only with Golden Ratio Sequence(GRS)[16] since
it is known to be the best among tiling methods. Figure 4 shows the result of
experiments. We see that our method gives a good performance regardless of
data distribution and query size. Especially, when the number of disks is small
and query size is large, enhancement of our method over GRS is significant.
When query size is 25% of data space and the number of disks is 8, the declus-
tering method by Golden Ratio Sequence accesses about 8 times more disk pages
than DC for Seoul data. However, the performance improvement ratio over GRS
become lower as the number of available disks increases.

We carried out a similar experiment with a set of queries concentrated on
a downtown area rather than uniformly distributed. It is more realistic envi-
ronment of experiment since queries tend to be located on specific regions. The
experiment however shows very similar results with that of uniformly distributed
queries.

The Effect of Outliers
We carried out an experiment to reveal the effects of outliers on the perfor-
mance of declustering algorithm. If the size of outlier buffer is small, a cluster
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Fig. 4. Performance enhancement ratio of DC over GRS for uniformly distributed
queries, where disk page size is 4 KByte and outlier buffer is 1KByte
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Fig. 5. Average response time by an outlier buffer size: disk page size is 1KByte

construction threshold value becomes large and the minimum bounding rectan-
gle enclosing a cluster must be extended to include outliers. We found that the
effect of outlier buffer is affected by a data distribution. It is of no use to increase
outlier buffer exceeding a certain value which is related to the data distribution.

Figure 5 shows the effect of a outlier buffer on the performance of the pro-
posed declustering algorithm for Seoul data. We gain more performance enhance-
ment, though its effectiveness is trivial, by increasing the size of outlier buffer.

6 Conclusion

In this paper, we proposed a new declustering method for spatial objects. We
investigated the effect of data distribution on the performance of declustering
algorithm and showed that previously presented algorithms do not give a good
performance for skewed and real data. We reviewed the definition of strict op-
timality proposed by Moon and Saltz and showed that tiling algorithms cannot
be strictly optimal for skewed data.

Before declustering spatial objects onto multiple disks, we apply a spatial
clustering algorithm to discover the data distribution. By doing so, our method
is more flexible to the data distribution than tiling methods. In addition to this
contribution, we showed the effects of outlier on the performance of declustering
algorithm and proposed to store them separately.

Experimental results show that our method gives a high storage utilization
and low disk access rate regardless of data distribution and query distribution.
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Currently our works are limited to a static data set. In our future works, we will
study on the dynamic clustering algorithm and show the effect of outliers more
closely.
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Abstract. This paper presents a retrieval method for real-time spatial
data browsing through a computer network. This method is designed
based on ”anytime algorithm” that improves a quality of the processing
results over time. The retrieval method decomposes a region specified
in a query into sub-regions and searches at each decomposed region us-
ing a spatial index. The searched data are kept as the intermediate re-
sults for the query and these results are incrementally sent to a client.
Consequently, the client can incrementally browse spatial data for the
query. We implemented this retrieval system using Java language and
constructed a map browsing system as a sample application. Through
some experiments, we discussed the effectiveness of our retrieval system.

1 Introduction

Providing spatial data such as map data and GIS data through a computer
network is effective for location-oriented applications on the Internet. Especially,
spatial data expressed by text data such as XML are more important in the
point of view of standardization, interoperability and information integration [1].
However, it will take long response time in order to retrieve spatial data from
remote databases and obtain a large quantity of spatial data via a network.

Therefore, we propose a retrieval method for real-time spatial data browsing
through a computer network. Our method is inspired by “anytime algorithm”
[2,3] that improves a quality of the processing results over time. It can provide
spatial data incrementally to a client by controlling search and data transmis-
sion. This retrieval method executes a range query for a spatial database with a
tree index such as R-tree and R*-tree, in order to collect spatial data within a
region specified by a user. This method decomposes a region of the range query
into sub-regions, and searches an index tree to find spatial data in each decom-
posed region. These searched data are kept as the intermediate results during
the searching. These results are decomposed into packets and each packet is
transmitted incrementally to the client.

The remainder of this paper is organized as follows. In Section 2, we mention
the requirements of spatial data retrieval through a network. In Section 3, we
present a retrieval method for real-time spatial data browsing. The implemen-
tation of this retrieval system is described in Section 4. In Section 5, we show
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the experimental results and discuss the effectiveness of our retrieval method.
Finally, we give conclusion in Section 6.

2 Real-Time Spatial Data Browsing through Internet

Our research aims to construct a system for browsing spatial data through a
computer network. Spatial data are a large quantity of data that include various
kinds of information such as map data and location attributes. However, when
a user receives spatial data with large size for a query, the response time will
be long. As the size of collected data is larger, data transmission time is longer.
As a remote database has a larger data table, the data access cost will increase.
Accordingly, spatial data browsing with real-time response is required.

In the field of artificial intelligence, ”anytime algorithm” was proposed as
an algorithm for problem solving under time constrained [2,3]. The algorithm
improves the quality of the problem solving over time and can return some
solutions whenever it is interrupted. On the other hand, ”imprecise computation”
was advocated in the field of real-time systems[4]. This concept is very similar to
anytime algorithm. Both computational models have a monotonic improvement
of the quality of the processing result, by keeping the intermediate results of
the processing. There are some applications of imprecise computation[5,6]. An
imprecise algorithm for image data transmission was proposed [5]. However, it
cannot be applicable to text data transmission and spatial data retrieval. Also,
”approximate query processing” is a query method for a real-time database based
on the imprecise computation model [6]. This method gives the incremental
output of the retrieval to a relational database, but applying into data retrieval
via a network or spatial database systems was not discussed. Therefore, we apply
“anytime algorithm” into spatial data retrieval.

3 A Retrieval Method for Spatial Data Browsing

In this paper, we regard a processing quality as the rate of collected data for
spatial data retrieval and design the retrieval method that can improve the
quality. The retrieval quality at time t is defined as follows:

q(t) =
the number of spatial data objects collected up to t

the number of total data objects for the query
(1)

In order to improve this quality, our retrieval method keeps the intermediate
results for the query and transmits these results incrementally. Our method con-
sists of two processes: a process for search and a process for results transmission.
The search process decomposes a region of a range query into sub-regions and
searches a spatial index to find spatial data in each decomposed region. The
transmission process decomposes the retrieval results into packets and supplies
each packet to the client incrementally.



462 Y. Shiraishi and Y. Anzai

3.1 Spatial Index

We adopt R-tree[7] as a spatial index for data management. R-tree is the most
popular spatial index based on the minimum bounding rectangle (MBR). The
index structure is a balanced tree. Each node of the tree has some entries. An
entry in a leaf node points to a data record that keeps a spatial data object and
the MBR of the entry is defined as a region that covers the object. An entry in
a non-leaf node points to a child of the node. The MBR of a node is calculated
as a region that covers all entries of the node.

3.2 Query Expression

Finding spatial data in a region specified by a user is demanded frequently in
spatial database systems and geographical information systems. Such a query is
called a range query that is often used for spatial database systems. In this paper,
we treat two kinds of range queries for retrieving two dimensional spatial data: a
rectangle query and a circular query. A rectangle query has two ranges along each
coordinate axis and has a rectangle region Rrect =< xmin, ymin, xmax, ymax >.
On the other hand, a circular query is a query based on the distance between
a query point and spatial data objects. The query region is represented as
Rcircle =< xcenter, ycenter, radius >. Our retrieval method collects all spatial
data that overlap with a query region of these range queries.

3.3 Query Region Decomposition

Our method decomposes a region of a query into sub-regions that do not overlap
one another. Namely, a query region R is expressed as a region that is covered
by all disjointed regions.

R = r1 ∪ r2 ∪ ... ∪ rk =
k⋃

i=1

ri (2)

∀i, j ri ∩ rj = φ (i �= j) (3)

k is the number of decomposed regions. Each decomposed region ri is defined
by using two bounded regions: lower bounded region rlower

i and upper bounded
region rupper

i (Fig.1).

ri =
{
rupper
i − rlower

i for i > 1
rupper
i for i = 1 (4)

rlower
i = rupper

i−1 (5)

These bounded regions must satisfy a condition rlower
i ⊂ rupper

i . Decomposed
regions are ordered by the formula (5) and are kept as the ordered list region list.
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rupper
i

r i

rlower
i

Fig. 1. Decomposing a region of a query

Since decomposed regions are searched in order of the list and the searched area
is decided by rupper

i , the area spreads with time.
Decomposing a query region must satisfy these conditions, but there are var-

ious kinds of ways to decompose a query region. In this paper, we use some
parameters that decide how to extend the searched area. These parameters con-
sist of the width that expresses the degree of the area enlargement and the base
point of all decomposed regions (Fig.2).

x

y

dradius

(a) circular query

x

y

dxplus

dxminus

dyplus

dyminus

(b) rectangle query

( x-base, y-base )

Fig. 2. The implementation of query region decomposition

A query region Rcircle of a circular query is decomposed into sub-regions as
shown in Fig.2 (a). dradius decides the rate to extend a radius of decomposed
regions. In this case, the base point is the center of the circle (xcenter, ycenter).
The upper bounded region rupper

i is calculated as follows:

rupper
i =

{
< xcenter, ycenter, dradius × i > for 1 ≤ i < k
< xcenter, ycenter, radius > for i = k

(6)

On the other hand, a query region Rrect of a rectangle query is decomposed
as shown in Fig.2 (b). The coordinate (xbase, ybase) expresses the base point of
all decomposed regions. dxplus, dxminus, dyplus and dyminus decide the rate to
extend regions along each coordinate axis. rupper

i is calculated as follows:



464 Y. Shiraishi and Y. Anzai

rupper
i =



< xbase + dxminus × i, ybase + dyminus × i,
xbase + dxplus × i, ybase + dyplus × i > for 1 ≤ i < k

< xmin, ymin, xmax, ymax > for i = k
(7)

dxplus ≥ 0, dyplus ≥ 0, dxminus ≤ 0, dyminus ≤ 0 (8)

3.4 Search Algorithm

Our search algorithm behaves in the top down manner and the description is
shown in Fig.3.

L1: create region list = 〈r1, ..., rk〉 by decomposing a query region R
L2: create OPEN LISTi at each sub-region (ri)
L3: create RESULT BUFFERi for ri

L4: insert a root node into OPEN LIST1

L5: for check each decomposed region (ri) in order of region list do
L6: while OPEN LISTi is not empty do
L7: pick up an element e from OPEN LISTi

L8: if e is an entry in a leaf node then
L9: if overlap(ri, e.rect) ∧ overlap(ri, o.geom) then
L10: insert e into RESULT BUFFERi

L11: else
L12: insert e into OPEN LISTi+1

L13: endif
L14: else
L15: if overlap(ri, e.rect) then
L16: insert all children of e into OPEN LISTi

L17: else
L18: insert e into OPEN LISTi+1

L19: endif
L20: endif
L21: end
L22: end

Fig. 3. A search algorithm based on region decomposition

Our method scans each decomposed region using a index tree in order of
region list. OPEN LIST is a queue for searching and RESULT BUFFER
is a buffer to keep the searched result for each decomposed region. While an
entry picked out from OPEN LISTi overlaps with the sub-region ri, the en-
try is expanded using the OPEN LISTi. Otherwise, the entry is inserted into
OPEN LISTi+1 for next decomposed region ri+1 as a candidate for the search-
ing. Using entries in the OPEN LISTi+1, the search for the next sub-region is
executed. Our method does not start the search for each sub-region from scratch.
Since an entry (e) of a leaf node points to a data object (o), this method evalu-
ates whether the bounding box (e.rect) of the entry overlaps with ri as well as
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whether the geometric attribute (o.geom) of the object overlaps with the region.
If these conditions are satisfied, the entry is inserted into RESULT BUFFERi.
In this implementation, we manage entries in OPEN LIST in the depth-first
policy.

3.5 Transmitting Retrieval Results

The data transmission process marks up the retrieval results by XML and sends
incrementally each result as a packet to a client. Since the transmission process
keeps the results at each decomposed region using multiple buffers, it can supply
the intermediate result to a client before the search finishes. Spatial data objects
for each decomposed region are sent as packets. The process picks out these data
objects from RESULT BUFFER based on the maximum number (max item)
of data objects that a packet can include.

4 Implementation

We implemented a spatial data server based on our retrieval method using Java
language (jdk1.2). This server executes a query requested by a client and supplies
the retrieval results to the client. This retrieval system behaves as a TCP server.
A search process and a transmission process are implemented as a thread using
java.lang.Thread class. The search thread and the transmission thread behave
concurrently and share the intermediate results through multiple buffers that
the search thread keeps. Accordingly, the transmission thread can acquire the
retrieval results from these buffers during the searching. We used the digital
map data published by the Geographical Survey Institute [8] as sample data
for our experiments and we composes a spatial database that includes line data
and polygon data. As a spatial index for this database, we adopted R-tree with
a quadratic splitting algorithm [7]. We use java.io.RandomAccessFile class in
order to access data in a file. A DTD for XML expression of the retrieval result
is shown in Fig.4.

<!ELEMENT spatial-data (line|polygon)*>
<!ELEMENT line (id?,((x,y),(x,y)))>
<!ELEMENT polygon (id?,((x,y),(x,y),(x,y)+))>
<!ELEMNET x (#PCDATA)>
<!ELEMENT y (#PCDATA)>

Fig. 4. A DTD for description of spatial data

Also, we implemented a map browsing system as a TCP client of this retrieval
system. Through the TCP connection, the client requests a query to the server
and receives the retrieval results from the server. This client parses spatial data
from the results expressed by XML and draws a map based on the parsed data.
We used SAX (Simple API for XML) as the XML parser.
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5 Evaluation and Discussion

We have conducted some experiments to evaluate our method. A spatial data
server and a map browsing client work on the different host (Sun Ultra-10 Work-
station). The server host has 440 MHz CPU and 512 MB memory. The client
host has 333 MHz CPU and 128 MB memory. These hosts are connected through
100 Mbps Ethernet.

5.1 The Improvement of the Retrieval Quality

First, we evaluated the basic performance of the implemented retrieval sys-
tem. The response time (twait) of the retrieval system includes the search time
(tsearch), the XML tagging time (ttag), the XML parsing time (tparse), the draw-
ing time (tdraw) and the rest (tetc). tetc includes the data transmission time. We
measured these time using java.lang.System.currentTimeMillis() method. In this
experiment, the data server manages 26745 line data objects that contain 53490
points.

We measured the response time when the client finishes the drawing for each
received packet, and recorded the retrieval quality calculated by an expression
(1). Fig.5 and Fig.6 show the performance for a circular query with radius =
1500. The total number of collected line objects for the query is 6859.
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Fig. 5. The improvement of the retrieval
quality for packet decomposition
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Fig. 6. The improvement of the retrieval
quality by query region decomposition

Fig.5 shows the effect of packet decomposition based on the maximum num-
ber of data objects (max item) when the server searches without region decom-
position. This result shows the monotonic improvement of the retrieval quality.
Also, the first response time becomes short by packet decomposition. The server
can provide some fragments of the retrieval results before the search finishes
completely.
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Fig.6 shows the effect of region decomposition using dradius. This result sug-
gests that the retrieval quality improves monotonically, similar to the case using
packet decomposition (Fig.5). As dradius is smaller (namely, the number of de-
composed regions is larger), the first response time is shorter and the quality
improves smoothly.

5.2 Processing Cost

Next, we measured some processing costs for a circular query to collect line data
object. The result is shown in Fig.7.

Fig. 7. Processing time Fig. 8. Search cost

This result suggests that the search time makes up large percentage of the
response time. Also, as a query range (radius) is longer (namely, the number of
the collected data objects is larger), XML processing costs (ttag and tparse) are
larger. These costs depend on the size of the transmitted data.

Also, Fig.8 shows the total search time when a client requests a circular
query with radius = {1000, 1500, 2000} and the server decomposes the query
region by using dradius = {100, 200, 500}. This result suggests that the total
search time depends on the number of collected objects for the query and region
decomposition has less overhead for the total search time. In addition to this, as
the size of the last transmitted result is smaller by region decomposition and the
XML processing time is shorter, the total response time is shorter. The tendency
can be observed in Fig.6.

5.3 Map Browsing

We examined the drawing image when a client requests a rectangle query with
Rrect =< −52500,−18000,−49500,−14000 > and the server decomposes the
query region using {xbase = −51000, ybase = −16000, dxplus = dyplus = 200,
dxminus = dyminus = −200}. The server manages 1678 polygon objects that
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Fig. 9. The image (t = 778msec) Fig. 10. The image (t = 4398msec)

Fig. 11. The last drawing image (t =
14754msec)

Fig. 12. The drawing image using
packet decomposition

contain 28659 points. The case using region decomposition has a different draw-
ing manner from the case using packet decomposition. The drawing images are
shown in Fig.9, Fig.10, Fig.11 and Fig.12.

In both cases, the client can browse some spatial data before receiving all
results from the server because the client draws incrementally the map data
every time it receives packets. Fig.9 and Fig.10 are the drawing image based
the intermediate results when the server searches using region decomposition.
Fig.11 is the image based on all data objects collected for the query. These figures
show that the region containing the collected objects spreads over time from the
base point specified by the user. On the contrary, when the server transmits
the retrieval results using packet decomposition, the client draws the map data
sparsely (Fig.12).

5.4 Related Work

Incremental nearest neighbor algorithm for ranking spatial objects was proposed
[9]. Using a priority queue, this algorithm ranks data objects while searching.
It is more effective than a method using nearest neighbor query because it does
not have to start the search from scratch. Generally, a search algorithm uses a
queue, called an open list, and keeps candidate nodes based on a given policy. Our
search method is depth-first approach, but the incremental algorithm is best-first
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approach based on the distance between spatial objects. Also, the algorithm can
output the ranking results incrementally. In this point, this is very similar to our
method. However, our goal is to browse spatial objects with real-time response,
not to rank spatial objects. The incremental nearest neighbor algorithm exactly
sorts using a single queue, but our method maintains multiple queues to control
the search for each decomposed region. Our approach uses multiple queues for
ordered sub-regions and roughly sorts spatial objects enough to realize real-time
spatial data browsing.

6 Conclusion

We designed a retrieval method for real-time spatial data browsing through a
computer network and implemented the retrieval system using Java language.
Our retrieval method can supply incrementally the intermediate results for a
query. These results are ordered by searching based on region decomposition
and are decomposed into packets based on the number of data objects. Conse-
quently, the client can incrementally browse spatial data for the query. Through
some experiments, we showed that our method can monotonically improves the
retrieval quality. Also, the experimental results suggested that our method can
bring the first response with a short time and take the total response time with
less overhead. Further consideration will include the refinement of the search al-
gorithm and the construction of a framework for information integration based
on spatial data infrastructure.
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Abstract. Multidimensional raster data appears in many application
areas, typically in the form of sampled spatial or spatio-temporal
analogue data. Due to the data volume and correlations between
neighbouring samples usually encountered in this kind of data it has
high potential for efficient compression, as can be seen by the wealth
of specialized compression techniques developed for 2D raster images;
other examples would be 1D time series, 3D volumetric or spatio-
temporal data, 4D spatio-temporal data or 5+D data typically found in
OLAP data cubes. Efficiently handling this kind of data often requires
compression, be it to reduce storage space requirements or transfer
times over low-bandwidth media. In this paper we present the design
of the generic, tile-based compression engine developed for this pur-
pose and implemented in the multidimensional array DBMS RasDaMan.

Keywords: Spatial and temporal databases, object-oriented databases,
data compression

1 Introduction

Raster data of arbitrary dimensionality and base type, which we callMultidimen-
sional Discrete Data or MDD for short, is an everyday phenomenon in digital
data management. The most popular special cases of MDD are raster images,
but in recent years digital audio and video data have also gained a substantial
amount of exposure. The popularity and usability of this kind of data has been
largely influenced by the development of dedicated compression methods, for
instance JPEG, PNG, or the various MPEG standards, to name but a few, as
only compression allows reducing the data volume enough to handle this data
efficiently in everyday use.
Research done so far on compression in databases has mostly focussed on rela-
tional data and the impact of compression on overall performance as in [8]. The
situation is very different for MDD, however, since MDD are both considerably
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bigger than relational data and have different properties. Compression in rela-
tional databases usually means a simple text compression method, whereas more
advanced techniques developed for image- and video compression are a much
more natural template for the development of MDD compression algorithms be-
cause both of these data types are just special cases of MDD themselves and
exploit properties like spatial correlations which can be found in many types of
MDD as well.
The problems in efficiently compressing MDD derive from their generic nature,
i.e. neither the number of dimensions nor the structure of the base type may
be restricted in any way. There is a huge amount of work done on compression
for specific types of MDD like images, video and audio data, but to the best of
our knowledge no work on generic MDD compression nor its integration into a
DBMS kernel. That means that existing compression techniques may well serve
as a design template but are much too restrictive ”out of the box” to be of any
use in the MDD context. We will list the requirements in more detail in Sec. 1.3
after a few introductory words on terminology and RasDaMan.

1.1 Terminology

Before taking a closer look at the requirements of MDD compression we will
first establish the (RasDaMan) terminology used in the remainder of this paper.
An MDD is a template for multidimensional raster data; the two template pa-
rameters are information about the geometry, encoded as a spatial domain, and
about the base type. This leads to the following definitions:

Spatial Domain: a multidimensional interval spanned by two vectors l, h. We
use the syntax [l1 : h1, . . . , ld : hd], li, hi ∈ ZZ, li ≤ hi to represent a spatial
domain in d dimensions. A point x lies within a spatial domain sdom if
∀i : li ≤ xi ≤ hi (x ∈ sdom).

Cell: a cell is located at each position x ∈ sdom (dense data model). Its structure
is determined by the base type of the MDD they belong to.

Base Type: describes the structure of a cell. There are atomic types as used
in high level languages like C (e.g. int, short, . . .) and arbitrary struc-
tured types which may consist of any combination of atomic types and other
structured types.

1.2 RasDaMan

RasDaMan [2] is an array DBMS for MDD developed at FORWISS. In order to
achieve finer access granularity, MDD are subdivided into sets of non-overlapping
tiles, each of which is stored separately for efficient random access [1,3]. There
is no restriction on base types except that all cells within an MDD must have
constant size (which rules out e.g. variable-length strings); this allows fast calcu-
lation of cell addresses. All data within a cell is stored consecutively in memory
which means that the values for the atomic types within a structured type are
interleaved in order to achieve maximum speed when most type members are
accessed together, which is typical for many queries.
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1.3 Requirements for MDD Compression

There is a wealth of compression techniques for special data like images, audio
and video data, which exploit intrinsic properties of these data types, a nice
overview of which can be found in [7]. Images for instance are 2D MDD over
a small number of possible base types, by far the most popular of which are
8bit (greyscale) and 24bit (true colour). Standard compression algorithms for
generic MDD are lacking, however. There are a number of compression methods
in common use today like the LZ series developed by Lempel and Ziv [9,10]
which are generic in the sense that they interpret all data as an unstructured
bytestream, but these naturally fail to exploit some of the structure inherent in
MDD objects, such as

– correlations between neighbouring cells which will be lost at least in part if
the multidimensional data is simply linearized into a bytestream as required
for those compression methods. These correlations will not necessarily exist
for all types of data, but many kinds of MDD like tomograms or the results of
numerical simulations have a spatial and/or temporal interpretation which
implies the presence of such correlations;

– the semantics of data belonging to structured base types. A satellite image
with 9 spectral channels will often compress better if the values of each
channel are compressed separately rather than all of them interleaved. This
is even more true when the structured type consists of different subtypes,
e.g. a mixture of char, short and int.

Please note that the performance of a compression method always depends
heavily on the kind of data it is applied to; for instance if the values of a struc-
tured base type are the same within each cell, compressing the values for each
atomic type separately will often compress worse than the interleaved approach.
The standard approach is to separate the compression engine into a model
layer at the top which transforms the data depending on its type into a for-
mat which allows more efficient compression, and a compression layer at the
bottom which consists of traditional symbol-stream oriented compression tech-
niques. The model layer for an image and an OLAP data cube will be completely
different, but the compression layer is identical. There is also the important dis-
tinction to make between lossless and lossy compression modes, which will be
resolved in the model layer as well. Although lossless mode is desirable especially
in a DBMS, the entropy sets a hard limit on the maximum achievable rate; on
the other hand in some situations the loss of some accuracy may well be worth
the additional storage savings achieved by lossy compression.
Another aspect of the desired compression engine is that it should be usable
for transfer compression as well, which means that it must be available on both
the database server and the client and therefore machine-independent. Transfer
compression can greatly reduce transfer times; when taking the compression /
decompression overhead into account this is weakened somewhat in that only
fast (and typically simple) compression techniques will perform well for transfer
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compression unless the bandwidth between client and server is very low. In con-
trast, when storing data the reduction in size is usually more important than the
computational overhead involved. For the compression engine this means that it
must support a variety of compression methods with different time / compres-
sion rate properties.
All of the above indicates that a compression engine for multidimensional raster
data should not be limited to one technique but rather be a modular collection
of different approaches with individual strengths and weaknesses, where specific
ones can be chosen according to the user’s requirements.

2 Compression Engine Architecture

All compression functionality was isolated in a new module which is present on
both client and server for maximum flexibility and efficient transfer compression.
Modularity was a major factor when designing the compression engine, because
there is no universal compression technique and therefore several methods have
to be provided through a common interface. Because of RasDaMan’s tile-based
architecture it is natural to make compression tile-based as well. Each tile is
compressed separately and the compression methods can differ between tiles,
i.e. a compression method is a property of a tile, not of an MDD (see Fig. 2).
The engine consists of two fundamental layers:

– the bottom layer corresponds to traditional stream-oriented compression
techniques and is not aware of any MDD semantics but merely operates
on a linear stream of symbols; therefore this layer can also be used out-
side of the tile context. An interface to this layer is provided by the class
lincodecstream; it is described in more detail in Sec. 2.1;

– the top (=model) layer is MDD-aware and can therefore exploit character-
istics like nD smoothness or base type structure. The interface for this layer
is provided by the abstract class tilecompression which is at the root of an
extensive class hierarchy. This layer can only operate on tiles and does not
perform any compression itself, but merely transforms the data according to
a data model before passing it on to an object of the bottom layer for actual
compression. See Sec. 2.2 for a detailed overview of this layer.

2.1 The Lincodecstream Hierarchy

Figure 1 shows a skeleton of the bottom layer’s class hierarchy. All classes derive
from a common ancestor class linstream but are then split into separate class
hierarchies for compression and decompression because these operations usually
work very differently internally, e.g. in a compression operation the final size
of the compressed data is unknown, whereas during decompression the size of
both compressed and uncompressed data is usually known. When easy access to
matching compression and decompression objects is required this can be achieved
via the lincodecstream class that merges both branches. There are currently 3
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lincodecstream
+get_comp_stream()
+get_decomp_stream()

lincompstream
+begin()
+put()
+end()
+create()

lindecompstream
+begin()
+get()
+end()
+create()

nocompstream

rlecompstream

zlibcompstream

nodecompstream

rledecompstream

zlibdecompstream

compress decompress

linstream
#params: parseparams

Fig. 1. Outline of the lincodecstream hierarchy in UML notation

compression streams available, which have very different weights on complexity-
and compression factors:

None: no compression, the input stream is just copied.
RLE: an RLE algorithm based on the PackBits approach described in [13].

RLE algorithms decompose a data stream into tuples (value, count) and
thus provide fast and simple compression of sequences of identical symbols,
which makes them attractive for both sparse data and transfer compression
(the latter due to low complexity). PackBits was chosen because of its smart
encoding of these tuples with a worst case data expansion by 1

128 th (in
contrast to a primitive encoding which would double the size). The algorithm
was further extended to operate on base types of size 1, 2, 4 and 8 to allow
it to compress all atomic types as efficiently as possible1.

ZLib: the well known, free standard compression library ZLib [12] was chosen
because of its excellent compression properties on arbitrary binary data.
ZLib compression is based on the LZ77 dictionary compression technique [9]
which is far superior to RLE in terms of achievable compression, but also of
considerably higher complexity.

Furthermore, due to their streaming properties lincodecstreams can be nested
to any depth as a filter sequence of arbitrary length, they could even be composed
dynamically on-the-fly.

2.2 The Tilecompression Hierarchy

The tilecompression layer is MDD-aware, i.e. it knows base type and spatial
domain of the data and can use these to achieve better compression. The tile-
1 If the algorithm worked only on bytes it would perform very badly when compressing
data from larger base types: the sequence <1,2,2,2,2> over the type short corre-
sponds to the byte sequence <0,1,0,2,0,2,0,2,0,2> on a little endian machine,
which obviously wouldn’t compress in RLE.
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compression layer itself only performs transformations of the data and is coupled
with classes of the lincodecstream layer for actual compression. The tilecompres-
sion class hierarchy consists of the following major branches (see Fig. 2):

tilecompression
#params: parseparams
+compress()
+decompress()
+create()

tilecompnone tilecompstream
#get_compressor()
#get_decompressor()

tilesepstream
#get_compressor()
#get_decompressor()

waveletcomp
#biter: band iterator
#lcodec: linear codec
#init_codecs()
#band_encode()
#band_decode()
#meta_read()
#meta_write()

Tile
#sdom: spatial domain
#type: base type

has

codec
1

data
*

tilecompother
#fmt: data format

tilecomprle

tilecompzlib

tileseprle

tilesepzlib

twaveletcomp
#band_encode()
#band_decode()
#meta_read()
#meta_write()

qwaveletcomp
#qc: quantizer ctrl
#band_statistics()
#band_encode()
#band_decode()
#meta_read()
#meta_write()

haar
#init_codecs()

daub4
#init_codecs()

orthowavelet
-filter: double[]
#set_filter()
#init_codecs()

orthofactory
+ocreate(fmt:data format)

Fig. 2. Outline of the tilecompression hierarchy in UML notation

tilecompnone: no compression. This class is optimized for fast handling of
uncompressed data and avoids copying operations that would have been
necessary if it had been merged with another class of this hierarchy.

tilecompstream: the simplest variant of tile compression which does not use
any MDD properties but merely reads/writes the linearized tile data from/to
a lindecompstream/lincompstream. The (de)compression stream objects are
provided by derived classes via get compressor() / get decompressor()
methods, everything else is done in tilecompstream scope;

tilesepstream: a more sophisticated compression variant which uses the se-
mantics of structured base types and compresses the values belonging to
each atomic type separately. Thus an RGB image – which is a 2D MDD over
the structured base type struct {char red, char green, char blue} –
would be compressed by processing the red, green and blue values sep-
arately and concatenating the output. Like tilecompstream, the compres-
sion is based on lincodecstreams and uses the same interface to retrieve
(de)compression objects from its derived classes. When applied to a tile
over an atomic base type, tilecompstream and tilesepstream are equivalent;

waveletcompression: this is the most advanced compression algorithm cur-
rently supported by RasDaMan, which uses both base type semantics and
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spatial correlations. Section 2.3 deals with the architecture of this subclass
in more detail.

Tile compression is integrated in RasDaMan’s two communication layers, the
one to the base DBMS for storage and retrieval of compressed tiles and the one
to client applications for transfer compression.
One issue that hasn’t been addressed yet is the specification of parameters for the
various kinds of compression, but due to space restrictions this can’t be covered in
detail in this paper. A parameter string of the form [key=value[,key=value]*]
is used for this purpose, which allows integer, floating point and string parame-
ters. We provided the possibility to use parameters for decompression as well, but
the policy is that the compression algorithm must store all parameters necessary
for decoding the tile along with the data2 so the decompressor can always return
the correct result; thus decompression parameters are intended for optimization
only.

2.3 Wavelet Compression

For the last couple of years, wavelets have received a huge amount of attention
especially in the areas of data compression [19,20,18], including the upcoming
JPEG2000 standard [15], where they’re used to transform a digital input signal
into a representation better suited for compression; for example a sine wave has
a rather complex spatial representation but a very simple one in the frequency
domain. Wavelets are base functions with special properties such as (ideally)
compact support; scaled and translated versions of the so-called mother wavelet
are used to approximate functions at different resolution levels. What makes
wavelets particularily attractive for lossy compression is that the transformed
data can often be made very sparse and thus highly compressable without a no-
ticeable degradation in the quality of the reconstructed signal [7]. In the discrete
case, a 1D wavelet transform is performed by folding the input signal with match-
ing (wavelet-specific) low-pass and high-pass filters to obtain average and detail
coefficients, which can be used to reconstruct the original data during synthesis.
Wavelet theory is a highly complex mathematical field far beyond the scope of
this paper; the interested reader is referred to [16,17] for the profound theoretical
background. Due to space restrictions we’re unable to touch the subject here.

Wavelets in RasDaMan: Using wavelets for MDD compression requires the
extension of the wavelet concept (typically given for the 1D case) to an arbitrary
number of dimensions. The usual approach chosen in wavelet compression of
images [18,19] is to perform 1D wavelet transformations first on rows, storing the
average coefficients in the first and the detail coefficients in the second half of the
rows, then doing 1D wavelet transformations on the columns of this transformed
data, storing average and detail coefficients likewise. This partitions the original
image into 4 areas, one where both transformations stored their averages (cc),
2 e.g. subband levels and quantization steps when encoding wavelet coefficients etc.
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one for the two possible mixtures of averages and details (cd, dc) and one for
pure detail information (dd). This technique is then recursively applied to the
cc region, see Fig. 3; the inverse procedure simply decodes columns, then rows,
using 1D wavelet synthesis, starting at the coarsest resolution and doing the
inverse recursion to finer resolutions.

cd0

dc0 dd0

cd1

dc1 dd1

cd2

dc2 dd2

cc2

Fig. 3. Multiresolution wavelet decomposition in image compression

It is natural to extend this system for an arbitrary number of dimensions
D, performing 1D decompositions of the MDD along dimensions 1, . . . , D when
encoding and 1D synthesis along dimensions D, . . . , 1 when decoding. On each
scale, this leads to 2D regions ri = {c, d}D where we recursively apply the same
transformation to region {c}D. Values belonging to an atomic type within a
structured type are transformed separately.
When the values of an atomic type have been wavelet-coded, all of the above
mentioned regions at all hierarchic levels are iterated over, quantized, and en-
coded with a linear stream. The iteration is done by a class banditerator which
assigns the regions to bands and steps over the data band-wise. Currently the
following band iterators are available:

isolevel: Each hierarchical level forms a band;
isodetail: All regions (in all hierarchical levels) with the same number of d in

their identifiers form a band (e.g. cd* and dc* in Fig. 3);
leveldetail: All regions within a hierarchical level and with the same number

of d in their identifiers form a band (e.g. cd0 and dc0 in Fig. 3).

The wavelet class itself is modular and consists of an abtract base class per-
forming all the wrapper code like iterating over all atomic types in a structured
base type. Its two abstract child classes twaveletcomp and qwaveletcomp imple-
ment lossless (transform only) and lossy (quantizing) wavelet compression. The
only thing derived classes have to do is the actual wavelet analysis and synthesis.
Due to space restrictions we’re unable to present the architecture of the wavelet
engine or the quantization in more depth here but give only a short overview
over the following wavelet types:
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Haar Wavelets: These are the oldest and most widely used wavelets, which is
mostly due to their simplicity; they are also used (implicitly) in the S-transform
[18,20]. Like all wavelet filter coefficients, the ones of the Haar wavelet are irra-
tional numbers, but an equivalent transformation can be done in pure integer
arithmetic where a pair (x2i, x2i+1) of input values is transformed into their
arithmetic average ai =

x2i+x2i+1
2 and the difference di =

x2i−x2i+1
2 during anal-

ysis and reconstructed using x2i = ai + di and x2i+1 = ai − di during synthesis.
Using some integer optimizations, we can make sure that the exact encoded data
has the same type and number of bits as the original data which is not normally
possible when using wavelets and makes Haar wavelets an attractive transforma-
tion technique for lossless compression of integer types. For floating point types,
loss in the general area of the machine precision can’t be avoided [19].

Generic Wavelet Filters: In the general case, a wavelet filter consists of real
numbers which can only be approximated by floating point numbers on a com-
puter system; folding a signal with such a filter naturally results in floating point
coefficients too, in contrast to the Haar wavelets in Sec. 2.3. Uniting both con-
cepts under one wavelet architecture was an important extension of the system.
All wavelet filters currently supported are orthonormal with compact support
(see Fig. 2).
Currently there exists a separate class for Daubechies 4 wavelets [16] and an ab-
stract class orthowavelet which can operate with arbitrary orthonormal wavelet
filters with even length. The actual filter is initialized in the child class ortho-
factory which currently supports 20 filter types with lengths between 6 and 30
coefficients. The main reason for creating a special class for Daubechies 4 was
that the generic approach is less efficient the shorter the filter is. Biorthogo-
nal wavelets as used in the upcoming JPEG2000 standard [15] could simply be
added as a brother class to orthowavelet.

3 Results

Although the engine isn’t finished yet, it can already be used for data compres-
sion in RasDaMan. In this section we will present some preliminary results for
several kinds of MDD typically stored in RasDaMan. The results are preliminary
in that additional work is required for predictors and more efficient wavelet quan-
tization, which is part of the future work. At the moment, wavelet coefficients
are quantized with a user-defined number of bits per band, which unfortunately
doesn’t allow very high compression rates with acceptable distortion; still, care-
ful bit assignment can already yield good results in many cases.
In the following examples, RLE and ZLib are lossless compression, whereas
Daub10 is lossy compression using the Daubechies 10-tap wavelet filter which
can be found in e.g. [7] and a zlib stream for compressing the quantized co-
efficients. Compression factors denote the size of the compressed data relative
to the uncompressed data size; for Daub10 the best that could be found using
the current quantization approach without noticeable degradation in quality are
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given. These should improve substantially once zerotree quantization is avail-
able; detailed rate-distortion analysis will follow then. Here are the results for
some 2D and 3D MDD over integer and floating point base types:

sdom type size[kB] RLE ZLib Daub10
tomo 256 × 256 × 154 char 9856 28.3589% 21.9568% 14.7853%
temp 15 × 32 × 64 float 120 100% 73.0924% 12.8507%

painting 727 × 494 char 351 98.2427% 75.7984% 24.4352%
tempsec 256 × 512 float 512 98.7696% 88.5839% 11.4721%

Even with the current suboptimal quantization, the wavelet engine can often
compress data considerably better than the lossless approaches while keeping
distortion low. Most noticeably, Daub10 performs particularily well on floating
point data where lossless compression achieves little to no gain. This is an im-
portant result for scientific applications which usually operate on floating point
fields.

4 Conclusions and Future Work

We presented the design of a compression engine for generic MDD which has
been implemented in the RasDaMan DBMS. This kind of data differs com-
pletely from traditional table data typically stored in relational DBMSs where
mostly light-weight compression seems feasible due to small access granularity
[8]. In contrast, MDD share many of the properties typically found in digital
images, can become very large and have considerably coarser access granularity
than table data, therefore the use of sophisticated compression techniques based
mostly on work done in image compression is the most promising approach. The
design of the compression engine allows using many different, extensible tech-
niques side by side, so the best method can be chosen depending on the kind of
MDD used and to cater for different future requirements.
There are two major issues left in the compression engine, one of which is more
efficient wavelet quantization using a generalized zerotree [21] and the other are
predictors. Predictors approximate cell values from the values of neighbouring
cells and store the difference between the actual and the predicted value. This
typically results in a reduction of the value range which in turn improves the
compression performance. On one hand, there are inter-channel predictors where
the values of a channel at a given position x are approximated by the values of
the other channels at the same position. This is essentially what the RGB →
YUV transformation does for colour images. Then there are intra-channel pre-
dictors which use values at neighbouring positions within the same channel to
predict the value at position x. There may even be some potential of uniting
both predictor types into one.
After these extensions, another important workpackage will be performing ex-
haustive tests on the effect of the available compression techniques on various
types of MDD, be it in compression rates achieved or the impact on total execu-
tion times. In that context, the addition of a cost model for transfer compression
to the query optimizer comes to mind as well.
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Abstract. News reports are an important source of information about society.
Their analysis allows understanding its current interests and measuring the so-
cial importance and influence of different events. In this paper, we use the
analysis of news as a means to explore the society interests. We focus on the
study of a very common phenomenon of news: the influence of the peak news
topics on other current news topics. We propose a simple, statistical text mining
method to analyze such influences. We differentiate between the observable as-
sociations—those discovered from the newspapers—and the real-world asso-
ciations, and propose a technique in which the real ones can be inferred from the
observable ones. We illustrate the method with some results obtained from pre-
liminary experiments and argue that the discovery of the ephemeral associations
can be translated into knowledge about interests of society and social behavior.

1  Introduction

The problem of analysis of large amounts of information has been solved to a good
degree for the case of information that has fixed structure, such as databases with
fields having no complex structure of their own. The methods for the analysis of large
databases and the discovery of new knowledge from them are called data mining
(Fayyad et al., 1996, Han and Kamber, 2001). However, this problem remains un-
solved for non-structured information such as unrestricted natural language texts.

Text mining has emerged as a new area of text processing that attempts to fill this
gap (Feldman, 1999; Mladeni� 2000). It can be defined as data mining applied to
textual data, i.e., as the discovery of new facts and world knowledge from large col-
lections of texts that—unlike those considered in the problem of natural language
understanding—do not explicitly contain the knowledge to be discovered (Hearst,
1999). Naturally, the goals of text mining are similar to those of data mining: for
instance, it also attempts to uncover trends, discover associations, and detect devia-
tions in a large collection of texts.

In this paper, we focus on the analysis of a collection of news reports appearing in
newspapers, newswires, or other mass media. The analysis of news collections is an
interesting challenge since news reports have many characteristics different from the
texts in other domains. For instance, the news topics have a high correlation with

                                                          
* Work done under partial support of CONACyT, CGEPI-IPN, and SNI, Mexico.
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society interests and behavior, they are very diverse and constantly changing, and also
they interact with, and influence, each other.

Some previous methods consider: the trend analysis of news (Montes-y-Gómez et
al., 1999), the detection of new events on a news stream (Allan et al., 1998), and the
classification of bad and good news (García-Menier, 1998). Here, we focus on the
analysis of a very common phenomenon of news: the influence of the peak news
topics over other current news topics.

We define a peak news topic as a topic with one-time short-term peak of frequency
of occurrence, i.e., such that its importance sharply rises within a short period and
very soon disappears. For instance, the visit of Pope John Paul II to Mexico City be-
came a frequent topic in Mexican newspapers when the Pope arrived to Mexico and
disappeared from the newspapers in a few days, as soon as he left the country; thus
this is a peak topic.

Usually, these topics influence over the other news topics in two main ways: a
news topic induces other topics to emerge or become important along with it, or it
causes momentary oblivion of other topics.

The method we proposed analyzes the news over a fixed time span and discovers
just this kind of influences, which we call ephemeral associations.

Basically, this method uses simple statistical representations for the news reports
(frequencies and probability distributions) and simple statistical measures (the corre-
lation coefficient) for the analysis and discovery of the ephemeral associations be-
tween news topics (Glymour et al., 1997).

Additionally, we differentiate between the observable ephemeral associations,
those immediately measured by the analysis of the newspapers, and the real-world
associations. In our model, the real-world associations in some cases can be inferred
from the observable ones, i.e., for some observable associations its possibility to be a
real-world one is estimated.

The rest of the paper is organized as follows. Section 2 defines ephemeral associa-
tions and describes the method for their detection. Section 3 introduces the distinction
between the observable and the real-world associations and describes the general
algorithm for the discovery of the real-world associations. Section 5 presents some
experimental results. Finally, section 6 discusses some conclusions.

2  Discovery of Ephemeral Associations

A common phenomenon in news is the influence of a peak topic, i.e., a topic with
one-time short-term peak of frequency, over the other news topics. This influence
shows itself in two different forms:  the peak topic induces some topics to emerge or
become important along with it, and the others to be momentarily forgotten.

This kind of influences (time relations) is what we call ephemeral associations.1 An
ephemeral association can be viewed as a direct or inverse relation between the prob-
ability distributions of the given topics over a fixed time span.  Figure 1 illustrates

                                                          
1  This kind of associations is different from the associations of the form X � Y, because they

not only indicate the co-existence or concurrence of two topics or a set of topics (Ahonen-
Myka, 1999; Rajman & Besançon, 1998; Feldman & Hirsh, 1996), but mainly indicate how
these news topics are related over a fixed time span.
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these ideas and shows an inverse and a direct ephemeral association occurring be-
tween two news topics. A direct ephemeral association indicates that the peak topic
probably caused the momentary arising of the other topic, while an inverse ephemeral
association suggests that the peak topic probably produces the momentary oblivion of
the other news topic.

Thus, given a peak topic and the surrounding data, we detect the ephemeral asso-
ciations in two steps:

1. Construction of the probability distribution for each news topic over the time span
around the peak topic.

2. Detection of the ephemeral associations in the observed data set (if any).

These steps are described in the next two subsections.

2.1  Construction of the Probability Distributions

Given a collection of news reports corresponding to the time span of interest, i.e., the
period around the existence of the peak topic, we construct a structured representation
of each news report, which in our case is a list of keywords or topics. In our experi-
ments we used a method similar to one proposed by Gay and Croft (1990), where the
topics are related to noun strings. We apply a set of heuristic rules proper to Spanish
and based on proximity of words that allow identifying and extracting phrases. These
rules are guided by the occurrence of articles and some times by the occurrence of the
prepositions de or del (of in English) along with nouns or proper nouns. For instance,
given the following paragraph, the highlighted words are selected as keywords.

“La demanda de acción de inconstitucionalidad tiene como argumentos una serie
de violaciones que el Congreso  de Yucatán incurrió porque, de acuerdo con el PRD,
hizo modificaciones a la ley electoral 90 días antes de que se lleven a cabo los
comicios en ese Estado de la República”.

Once this procedure is done, a frequency i
kf  can be assigned to each news topic.

The frequency i
kf  is calculated as the number of news reports for the day i that men-

tion the topic k. It is more convenient, however, to describe each news topic k by a
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probability distribution { }i
kk pD =  by the days i, where for a given day i, i

kp  ex-

presses the probability for a news topic randomly chosen from the reports of that day
to be the topic k:2

    ∑
∈

=
Topicsj

i
j

i
k

i
k ffp  (1)

We will call the values i
kp  relative probabilities. A probability 0=i

kp  indicates that

the topic k was not mentioned on the day i. The relative probabilities i
kp  are advanta-

geous for the discovery of the ephemeral associations mainly because they maintain a
normalization effect over the news topics: for any day i,

∑
∈

=
Topicsk

i
kp 1

This condition holds for the whole period of interest and means that the increase of
the relative probability of one news topic always is compensated by the decrease of
probability of some other topics, and vice versa.

2.2  Detection of Ephemeral Associations

The ephemeral associations express inverse or direct relations between the peak topic
and some other current news topics (see the figure 1). Let the peak topic be, say, the
topic k = 0 and the other one we are interested in be, say, the topic k = 1. The statisti-
cal method we use to detect the observable associations is based on the correlation
measure r between the topics k = 0 and k = 1(Freund and Walpole, 1990) defined as:
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Here, i
kp  are defined in the previous section and m is the number of days of the pe-

riod of interest.
The correlation coefficient r measures how well the two news topics are related to

each other.3 Its values are between –1 and 1, where –1 indicates that there exists an
exact inverse relation between the two news topics; 1 indicates the existence of an
exact direct relation between the news topics, and 0 the absence of any relation at all.

Therefore, if the correlation coefficient between the peak topic and some other
news topic is greater than a user-specified threshold u (i.e., ur −< ) then there exists
a direct ephemeral association between them. On the other hand, if the correlation

                                                          
2 This roughly corresponds to the percentage of the space the newspapers devoted to the topic

k on the day i.
3 The usual interpretation of the correlation coefficient is the following: 100 r2 is the percent-

age of the variation in the values of one of the variables that can be explained by the relation
with the other variable.
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coefficient is less than the threshold – u (i.e., ur −< ) then there exists an inverse

ephemeral association between the two topics.
There are two reasons for introducing the user-specified threshold u. First, it sof-

tens the criterion so that we can approximate the way a human visually detects the
association. Second, to cope with the relatively small data sets in our application:
since few data are available (a peak topic persists over few days), random variations
of topic frequencies unrelated to the effect in question can greatly affect the value of
the correlation coefficient. A typical value recommended for u is around 0.5.

3  Discovery of Real World Associations

Newspapers usually have a fixed size, and the editor has to decide what news to in-
clude in the day’s number and what not to include. Thus, the frequencies of the news
mentioned in a newspaper do not directly correspond to the number of events that
happen in the real world on the same day.

In the next subsection, we explain this important difference between the real world
news frequencies and the ones normalized by the fixed size of the newspaper. Then,
we show how to estimate whether the observable associations are mainly due to the
normalization effect or there is a possible real-world association component.

3.1  The Notion of Real World Associations

Since our ultimate goal is to discover the associations that hold in the real world, it is
important to distinguish between two different statistical characteristics of the topics
appearing in the newspapers. One characteristic is the real-world frequency: the fre-
quency with which the corresponding news comes from the information agencies, for
instance. Another characteristic is the observable frequency, expressed as the pieces
of news actually appearing in the newspapers.

To illustrate this difference, let us consider two sources of information: say, a jour-
nalist working in Colombia and another one working in Salvador. Let the first one
sends 30 messages each week and the second one sent 30 messages in the first week
and 70 messages in the second week. These are the real-world frequencies: 30 and 30
in the first week, and 30 and 70 in the second one (i.e., there was something interest-
ing happening in Salvador in the second week). However, the newspaper has a fixed
size and can only publish, say, 10 messages per week. Then it will publish 5 and 5
messages from these correspondents in the first week, but 3 and 7 in the second week.
These are the observable frequencies, since this is the only information we have from
the newspaper texts.

Our further considerations are based on the following two assumptions.

Assumption 1: The newspapers tend to have a constant “size.”4

Thus, the observable frequencies can be considered normalized, i.e., their sum is a
constant, while the real world ones are not normalized.  We assume that these two
kinds of frequencies are proportional, being the proportion coefficient the normaliza-

                                                          
4 The “size” of a newspaper not only depends on its physical size (for instance, the number of

pages) but also on the number of the journalists, the time required for editing, printing, etc.
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tion constant. Thus, we define a real-world ephemeral association as an association
that holds between the topics in the real world and not only in the observable (nor-
malized) data, and we consider that an observable ephemeral association is a combi-
nation of two sources: a (possible) real-world ephemeral association and the normali-
zation.

The normalization effect is always an inverse correlation effect.  This means that
the increase of probability of the peak topic is always compensated by the decrease of
probability of some other topics, and vice versa. Thus, we can conclude that any di-
rect observable ephemeral association is, very probably, a real-world association.

Assumption 2: The peak topic proportionally takes away some space from each
current news topic.

First, this assumption implies that the relative proportions among the rest of the
news topics do not change if we take away the peak topic and its related topics. Sec-
ond, no topic completely disappears only as a consequence of the normalization ef-
fect.5

3.2  Detection of Real World Associations

As we have noted, all direct associations should be considered real-world ones, so we
only need to analyze the inverse ones. The idea is to restore the original distribution
of the topics by eliminating the normalization effect, and check if this distribution still
correlates with that of the peak topic.

The Assumption 2 allows us to estimate the probability distribution { }i
kk pD ′=′  of

the topic k as it would be without the normalization effect, where the probability i
kp′

expresses the relative probability of occurrence of the topic k on the day i after we
take away the peak topic and it related topics. This probability is calculated as fol-
lows:

    ∑
∉

=′
Peakj

i
j

i
k

i
k ffp  (3)

Here the set Peak consists of the peak topic and its related topics (those with a di-

rect association), while the frequency i
kf  indicates the number of news reports in the

day i that mention the topic k.
Therefore, an inverse observable association between the peak topic and the news

topic k is likely a real-world association if it remains after the normalization effect is
eliminated from the topic k. In other words, if the correlation coefficient between the
peak distribution and the corrected distribution kD′ is less than the user-specified

threshold –u (i.e., ur −< ) then the inverse observable ephemeral association is likely

a real-world one.

                                                          
5  Usually, newspaper editors design the newspaper format and contents in such a way that they

expose all news of the day, even if briefly.
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Concluding, the our basic algorithm for the discovery of the real-world ephemeral
associations among the news topics of a given period consists of the following steps:

1. Calculate the (observable) probabilities by the formula (1);
2. Calculate the (observable) correlations between the peak topic and the other ones

by the formula (2);
3. Select the topics that strongly correlate with the peak one, using a threshold

u � 0.5;
4. Determine which associations are real-world ones:

a. All direct associations are real-world ones;
b. For the inverse associations,

 i. Build the corrected distributions by the formula (3), using the knowledge
obtained at the step 3;

 ii. Calculate the (real-world) correlations between the peak topic and the
other ones using the formula (2) and the corrected distributions;

 iii. The topics for which this correlation is strong represent the real-world as-
sociations.

4  Experimental Results

To test these ideas, we used the Mexican newspaper El Universal.6 We collected the
national news for the ten days surrounding the visit of Pope John Paul II to Mexico
City, i.e., from January 20 to 29, 1999, and looked for some ephemeral associations
between this peak topic and the other topics.

One of the associations detected with our method (using the threshold 6.0=u ) was
a direct ephemeral association between the peak topic and the topic Virgin of

                                                          
6 http://www.el-universal.com.mx
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Guadalupe. 7 The figure 2 illustrates this association. The correlation coefficient was
959.0=r  for the period between the 23 and 25 of January (stay of the Pope in Mex-

ico), and 719.0=r  for the surrounding period between the 20 and 29 of January.
Since this association was a direct one, it had a high possibility for being a real-

world one. This means that the topic Virgin of Guadalupe probably emerged because
of the influence of the peak topic. Moreover, since this topic was the only one that
had a direct association with the peak topic, we deduced that the visit of the Pope was
strongly related with Virgin of Guadalupe (in fact, he has focused his discourse on
this important Mexican saint).

Another interesting discovery was the inverse association between the peak topic
and the topic Raúl Salinas (brother of the Mexican ex-president, Carlos Salinas de
Gortari, sentenced in the 22 of January). The figure 2 also shows this association.

The correlation coefficient r = – 0.703 between the 22 and 26 of January (period
covering the Visit of Pope and the sentencing of Raúl Salinas) indicates the existence
of an inverse observable ephemeral association.

In order to determine the possibility of this association for being a real-world one,
we analyzed the normalization effect. First, we built the probability distribution of the
topic Raúl Salinas without considering the peak topic and its related topics (the topic
Virgin of Guadalupe in this case). The new probability distribution was:

{ }20,0,0,11.11,09.9,25.6,64.17,25,26.5,88.5=′ SalinasRaulD

Second, we recomputed the correlation coefficient between the peak topic and the
topic Raúl Salinas. The new correlation coefficient r = – 0.633 (between the 22 and
26 of January) indicated that it was very possible for this association to be real-world
one. If this was true, then the topic Raúl Salinas went out of the attention because of
the influence of the visit of the Pope to Mexico City.

As another example, we examined the peak topic Death of Kennedy Jr. This topic
took place between the 18 and 24 of July of 1999. For the analysis of this peak topic,
we used the news appearing in the national desk section of the newspaper The New
York Times.8 Among our discoveries, there were two inverse ephemeral associations.
One of them between the peak topic and the topic Election 2000, with 68.0−=r , and
the other one between the peak topic and the topic Democrats, with 83.0−=r . The
figure 3 shows these associations.

Since these associations were both inverse ones, we analyzed their normalization
effect. First, we built their probability distributions without considering the peak
topic:

{ }
{ }4.7,94.2,0,0,0,0,0,76.4,53.11

11.11,94.2,0,0,0,26.5,0,52.9,02000

=′

=′

Democrats

Election

D

D

Then, we recomputed their correlation coefficients. The probability distribution of
the topic Democrats did not change (because of the zero probabilities of the topic

                                                          
7 A Mexican saint whose temple the Pope visited.
8 The topics were extracted manually as opposed to the Spanish examples that were analyzed

automatically.
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Democrats during the peak existence). Thus, the correlation coefficient was again
r = – 0.83 and we concluded that this association had a high possibility for being a
real-world one.

On the other hand, the new correlation coefficient between the topic Elections 2000
and the peak topic, r = – 0.534, was not less than the threshold u−  (we used u = 0.6),
therefore, there was not enough evidence for this association to be a real-world one.

5  Conclusions

We have analyzed a very frequent phenomenon in real life situations—the influence
of a peak news topic on the other news topics. We have described a method for the
discovery of this type of influences, which we explain as a kind of association be-
tween the two news topics and call ephemeral associations. The ephemeral associa-
tions extend the concept of typical associations because they not only reveal co-
existence relations between the topics but also their temporal relations.

We distinguish between two types of ephemeral associations: the observable
ephemeral associations, those discovered directly from the newspapers, and the real-
world associations. We have proposed a technique with which the observable asso-
ciations are detected by simple statistical methods (such as the correlation coefficient)
and the real-world associations are heuristically estimated from the observable ones.

For the sources that do not have any fixed size, such as newswires, the observed
frequencies of the news reports correspond to the real world ones. For such sources,
the method discussed in this paper do not make sense. An easier way to discover the
same associations in this case is not to normalize the frequencies in the formula (1),

using i
k

i
k fp =  instead and then applying the formula (2).

However, if it is not clear or not known whether the news source presents the nor-
malization problem, then the method presented here can be applied indiscriminately.
This is because in the absence of normalization effect, our method will give equally
correct results, though with more calculations.
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As future work, we plan to test these ideas and criteria under different situations
and to use them to detect special circumstances (favorable scenarios and difficult
conditions) that make the discovering process more robust and precise.  Basically, we
plan to experiment with multiple sources, and to analyze the way their information
can be combined in order to increase the precision of the results.

Finally, it is important to point out that the discovery of this kind of associations,
the ephemeral associations among news topics, helps to interpret the relationships
between society interests and discover hidden information about the relationships
between the events in social life.
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Abstract. Integrity enforcement (IE) is important in all areas of infor-
mation processing – DBs, web based systems, e-commerce. Beside check-
ing and enforcing consistency for given data modifications approaches
for IE have to cope with termination control, repair mechanisms, effect
preservation and efficiency. However, existing approaches handle those
problems in many different ways. Often the generation of repairs is too
complex, termination of repairs is specified imprecise and effect preserva-
tion is insufficient. In this work we propose to extend integrity constraints
by termination bounds and to represent the enforcement task by depen-
dency graphs (DG) which allow efficient pre-processing without costly
run-time evaluation of constraints. Further, we present an optimization
technique by serializing DGs and a history approach for effect preser-
vation. Our main contribution is an uniform framework that considers
all relevant criteria for integrity enforcement and shows how termination
control, effect preservation and efficiency can be designed to be used
within modern database management systems.

1 Introduction

Integrity enforcement is important in all areas of information processing - DBs,
web based systems, e-commerce, etc. Management of large data-intensive sys-
tems requires automatic preservation of semantical correctness. Semantical prop-
erties are specified by integrity constraints which can be verified by querying the
information base. In dynamic situations, however, where operations can violate
necessary properties, the role of integrity enforcement is to guarantee a consistent
information base by applying additional repairing actions.

Integrity Enforcement (IE ) is responsible for selection and combination of
repairing actions, so that consistency for all constraints is achieved. Selection of
a repairing action for a constraint depends on a repairing policy. The combina-
tion of repairing actions presents the three main problems in integrity enforce-
ment: Termination, effect preservation and efficiency. The termination problem
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is caused by repairing actions whose applications violate already enforced con-
straints, thereby leading to non-termination of the overall integrity enforcement
process. The effect preservation problem arises when a repairing action achieves
consistency by simply undoing the action being repaired. The efficiency problem
deals with order optimization of the enforcement of the individual constraints.
The optimization is possible since usually, the constraints are presented inde-
pendently of each other, and an optimized ordering their enforcement might
reduce repeated enforcements, or might lead to early detection of essential non-
termination.

Termination control has been studied by many authors. The most common
method is to describe constraints and their repairs as graphs, and detect cycles
that might indicate potential non-termination. Yet, existing methods do not
distinguish between desirable cyclic activations of repairing actions (finite cyclic
activations) to non-terminating ones.

Effect preservation is the main motivation for the GCS work of Schewe and
Thalheim [16]. The underlying idea is that an update is a change intended by
its initiator. For example, the update insert(a, e) intends that in the database
state to which the update evaluates, the entity e is an element of the set a. In
the context of Logic Programming the effects of updates have been studied by
[9]. There, the effect of Prolog predicates depends on their positions in bodies of
clauses and on the ordering of clauses in the program. Hence, changes resulting
from updating primitives depends on the processing order which might cause
different overall effects of an update.

In this paper we suggest an general approach for advanced database man-
agement, that combines ideas from Rule Triggering Systems (RTS s) [18] with
compile-time oriented approaches, such as [16]. We suggest a uniform framework
that considers the three relevant criteria of termination, effect preservation and
optimization. Rather then providing a new approach, we understand our work
as a uniforming approach were existing methods and ideas can be used and
combined. The fundamental means of our work are dependency graphs which
allow efficient pre-processing of database transactions, termination control and
optimization.

With respect to selection of repairing actions, we claim that for each con-
straint, the desirable repairing policy (or policies) should be specified by the
database developers. We underline the claim by showing the existence of multi-
ple policies. With respect to termination, we suggest using termination bounds,
that are provided by the database developers, as a powerful means for termi-
nation control. Our understanding of effect preservation is that every applied
repair should not undo the initiated update. Finally, we show that the order
is an important parameter for efficiency of enforcement, and present a method
for optimizing the order towards avoiding unnecessary computational overhead
caused by rollback operations.

The paper is organized as follows: Section 2 shortly describes related work and
motivates our ideas on policies, termination bounds and optimizing the order of
enforcement. As a result, we introduce our framework for integrity enforcement
in section 3. Section 4 introduces dependency graphs as an essential means of the
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framework. Optimization of the order is discussed in section 5 and the history
approach for effect preservation is presented in section 6. Section 7 concludes
the paper.

2 The Right Task at the Right Time

The task of integrity enforcement attracted much work in the area of database
management, particularly in the deductive database community. A classification
of common approaches is given in [6]. In the GCS approach of [16], integrity
with effect preservation is enforced by (static) update rewrite (compile-time in-
tegrity enforcement). Most approaches handle integrity enforcement at run-time,
i.e., following an update application, relying on design-time analysis that is per-
formed by the database developer. In general, hard problems like cycle detection
for termination control and the finding of repairing actions, are done at design-
time ([3]). Nevertheless, there is no uniform overall framework for controlling
the relevant problems in integrity enforcement.

In this section we study the correlation in different approaches, between
the relevant problems of IE (termination, consistency, effect preservation, opti-
mization) to the level of time (design-, compile-, pre-processing- and run-time).
Design-time (DT) covers activities of developers that specify the behavior and
properties of a system. Compile-time (CT) activities cover methods that assist
developers in verifying the design, e.g., cycle detection within active rules. In
pre-processing-time (PT) an update is pre-processed into a new update that
guarantees integrity. In a sense, we consider PT as pre-processing without eval-
uation of constraints and without execution of repairing actions. The run-time
(RT) level is reached if a constraint is evaluated or a repair executed and only
an expensive rollback operation can undo already performed changes. Table 1
shows that some related tasks, such as termination control, selection of repair-
ing actions, or optimization, cannot be assigned to a unique level of integrity
enforcement. In the next section we try to provide an answer to the question:
“At which level the relevant tasks of IE should be handled?”
2.1 Repairing Mechanisms

As table 1 shows, there is no uniform treatment for repair mechanisms. Mayol
[7,8] and MEER [1] compute repairs for each constraint at PT and RT. This
is possible due to restrictions on the constraint language. MEER, for example,
enforces only cardinality constraints of the ER model. The repairing actions are
planned at PT, and the actual policy for selection among various alternatives is
done at RT, by interaction with the user. The following example emphasizes the
problem of alternative repairs:

Example 1. Consider the integrity constraint a ⊆ b and an insert into the set a
which might violate the constraint in case the new value is not a member of the
set b. There exists three possible repairs, if the insert does not yield a consistent
state: (1) rollback the whole transaction, (2) insert the new value into b, (3) only
undo the insert. The latter repair only partially undoes the transaction, while
the first one does rollback the whole transaction.
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Table 1. Classification of a small range of existing approaches.

Approach Task Level

RTS consistency (confluence) DT/CT
repairing actions (semi-automatic) DT/CT
termination (cycle detection) DT/CT
effect preservation (net effect) DT/CT
optimization (priorities, rule simplifications) DT
termination (by time-out, restrict nested rules) RT
optimization (rule execution) RT

GCS repairing actions (non-deterministic repairs possible) DT
ACS termination (restrict repeated updates) CT

effect preservation (specialization order) CT
consistency CT

Mayol termination (cycle detection) PT
repairing actions (automatic) PT
effect preservation RT
consistency RT

MEER repairing actions (fix repair policy by user interaction) RT
termination (restriction to cardinality constraint) RT
consistency RT

In sum, generating repairs at PT or RT requires the consideration of different
possible policies, and relies on interaction with the user for making an actual
selection. The problem with that approach is that typical users cannot answer
questions on repair policies. Therefore, the selection of appropriate repairing
actions and its policies must be part of DT activities of application developers
and can not be handled separately at PT or RT.

2.2 Termination Control

Termination control is a crucial requirement for integrity enforcement. The dif-
ferent methods can be categorized as follows: (1) Bounds. Some DBMSs pro-
vide time-out mechanisms that reject a transaction when a time bound set on a
transaction is exceeded. Another approach is to restrict the maximal number of
nested trigger activations. For example, Sybase imposes to cascade a trigger to
a maximum of 16 levels. (2) Restricted Constraints. In database theory it
is known that certain combinations of classes of constraints, e.g. functional and
unary inclusion dependencies, guarantee termination. In MEER [1], termination
proof for the suggested repairing updates relies on known results for testing if
a database schema is strongly satisfiable [5]. (3) Cycle Analysis. The most
common method is the detection of potential cycles within database schemata
or sets of active rules. The work presented in this paper tries to combine the
first and the third approaches.

An ultimate static method detects exactly all non-terminating applications:
(1) It identifies all such cases (completeness). (2) It does not identify a ter-
minating rule activation as non-terminating (soundness). However, in practice,



Improving Integrity Constraint Enforcement by Extended Rules 505

most methods prefer completeness. That is, they identify all potentially non-
terminating rule activations. The strength of a complete method stands in re-
verse correlation to the number of potential non-terminating activations that
it detects. In the field of Rule Triggering Systemss [19], much effort have been
devoted to termination control1. In these systems, static methods for termina-
tion analysis are used at CT. Consider, for example, two methods introduced
in [3], where analysis is performed on activation or triggering graphs. Cycles
in the graphs indicate potential non-termination. Figure 1 demonstrates two

r1 r2

r3

(a)

r6

r4 r5

r1 r2

r3

(b)

r6

r4 r5

Fig. 1. (a) Activation graph and (b) Triggering graph

such graphs that result from the application of these methods to a set of rules
r1, · · · , r6 (consult [3] for details). Clearly, method (b) detects a high number
of potential cycles, e.g., r1, r6, r2, r1, · · ·, while method (a) detects no cycle at
all. Provided that both methods are complete, method (a) is stronger (it is also
sound). That is, for complete methods, stronger methods detect less cycles2.

The problem is that syntactic analysis is not sufficiently strong for distin-
guishing non-terminating rule sequences from the rest. Therefore, developers
usually either avoid all detected cycles (thereby loosing the “good” ones that do
not cause non-termination), or they leave cycle handling to the DBMS. Figure 2
shows desirable cycles (that the designer is aware of), that result from a recur-
sively modeled hierarchy. A rule enforcing the salary-constraint would definitely
be executed repeatedly along the hierarchy. The problem is how to distinguish
terminating cycles from non-terminating ones.

In order to avoid strict cycle rejection we introduce, for every rule or con-
straint, a bound that restricts the number of executions within a cycle. For
example, a rule that enforces the salary-constraint is bounded by the number
of levels within the hierarchy. Assuming that the bound is known to the devel-

1 Limitations of RTSs are studied in [15].
2 This problem is closely related to the problem of Integrity Constraint Checking where
syntactic analysis is used to identify updates that might cause violation of a given
set of constraints.
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salary

employee

subordinate
(0,n)

boss
(0,1)

C ≡ ∀e ∈ employee :(
1
3salary(e.boss) ≤ salary(e)∧

salary(e) ≤ 2
3salary(e.boss)

)
∨

e.boss = null

AFTER UPDATE salary ON employee
WHEN NOT C
BEGIN

FOR ALL subordinates(employee) s DO
IF salary(s) < 1

3salary(employee)
THEN salary(s) = 1

3salary(employee)
IF salary(s) > 2

3salary(employee)
THEN salary(s) = 2

3salary(employee)
DONE
IF salary(employee) < 1

3salary(boss(employee)) OR
salary(employee) > 2

3salary(boss(employee))
THEN ROLLBACK TRANSACTION

END

Fig. 2. A recursively defined employee-boss hierarchy including a salary-restricting
integrity constraint. The constraint is enforced by the given rule, that adapts the salary
from subordinates but not from bosses.

oper means that the bound association belongs to the category of DT activities.
Therefore, we propose the following rule extension:

Example 2. Extended rule syntax for using known boundaries.

CREATE TRIGGER <trigger name>
{ BEFORE | AFTER } <trigger event> on <table name>
[ REFERENCING <old or new values alias list> ]
[ FOR EACH { ROW | STATEMENT } ]
[ <trigger condition> ]
<trigger action>
BOUNDED BY <maximum of executions within a cycle>

The default bound, if no bound is given, is 1, which means to rollback a trans-
action if a cycle contains the rule more than once. The benefit is a meaningful
restriction that is based on natural bounds of potential cycles, that helps de-
velopers to cope with termination problems. Termination can be enforced by
pre-computing activation or triggering graphs and unfolding them according to
the specified bounds. This is an important aspect of our approach.

2.3 Quality of Enforcement

The main task of IE is to enforce a set of integrity constraints C1, · · · , Cn. The
order of enforcement is approach dependent, and provides a certain degree of
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freedom within the process of enforcement. Hence, the quality of enforcement
can be understood as finding a “good” ordering.

Example 3. Let a, b, c be sets of integers with constraints C1 ≡ ∀t.(t ∈ a⇒ t ∈ b)
and C2 ≡ ∀t.(t ∈ a ⇒ t �∈ c). C1 is repaired by inserting missing elements
into b or by propagating deletions in b to a. A rollback is performed if C2 is
violated. For an insert into a there are two possible enforcement orderings: Either
S12 ≡ inserta(t); if t �∈ b then insertb(t); if t ∈ c then rollback or S21 ≡
inserta(t); if t ∈ c then rollback; if t �∈ b then insertb(t). Obviously, S21 is
preferable, since in case of a rollback only inserta(t) has to be undone, whereas
S12 requires to undo inserta(t) and insertb(t).

The example shows that rollback-optimized orders can improve the overall per-
formance by avoiding undo operations. This is particularly important for large
sets of rules and assertions. Note that both assertions and rules are part of
current SQL:1999 standard, and are relevant for commercial database vendors.

Going back to the approaches introduced by table 1, optimization is usually
not discussed in the literature. RTSs try to optimize rule sequences by applying
priorities to rules (triggers) at DT. However, since a rollback operation can be
artificially introduced (e.g. detection of a cycle, bound, violation of effects, etc.),
static priorities are not sufficient. Furthermore, information about the amount
of data and query costs can not be taken into account. Below, we propose opti-
mization as part of PT or RT activities.

3 A DT-CT-PT-RT Framework for Integrity Enforcement

Following the observations presented above, we developed a framework for in-
tegrity enforcement that is based on extended rules and performs additional
preparatory computations. We propose to split the relevant tasks as depicted in
table 2. In this section we introduce extended rules, compares them to RTSs,
and summarize the PT and RT activities of the framework.

Table 2. Suggested processing of the relevant tasks within our framework.

Task Level

termination bounds (extended rules) DT
repairing actions (extended rules) DT/CT
termination (cut cycles according to bounds) PT
optimization (find a “good” order) PT
consistency (combine repairs) PT
effect preservation (history) RT
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3.1 Extended Rules

Example 2 already introduced an extended version of the classical ECA rules. In
this work we further extend the rule notion towards a constraint-centered rule
that groups together several ECA-like repairing rules and a bound. The group
includes rules that are relevant for the enforcement of a constraint.

Example 4. Extended rule as integrity constraints including repairing rules and
a bound.

CREATE CONSTRAINT a-subset-b
AS NOT EXISTS ( SELECT t.* FROM a WHERE t.* IS NOT IN b )
AFTER INSERT ON a WHEN new NOT IN b THEN INSERT new INTO b
AFTER DELETE ON b WHEN old IN a THEN DELETE old FROM a
BOUNDED BY 1

Example 4 presents an inclusion dependency on two relations a and b. Inconsis-
tencies are repaired by propagating insertions and deletions to a and b respec-
tively. A bound is associated with each constraint in order to enforce termination.
The repairing rules correspond to trigger definition of the SQL:1999 standard.
Each rule is a semantic repair for the specified integrity constraint.

The designer has three responsibilities: (1) Ensure that each repairing rule is
a semantic repair for the constraint. Formal definitions of repairs can be found in
[4] and [2]. Approaches for deriving repairs with respect to given constraints can
be found in [18,9]. (2) Derive bounds for constraint application, by analyzing the
application domain. We hypothesize that for most practical applications, bound
specification is feasible. (3) Show confluence of rules, e.g. [17,3].

3.2 Validating Integrity Enforcement

The constraint of example 4 includes redundancies, since the condition parts of
the repairing rules can be derived from the constraint specification ( C ≡ a ⊆ b
and inserta(t) imply that C is violated if t �∈ b). However, for arbitrarily com-
plex integrity constraints it is hard to derive such simplified and update-adapted
conditions (an initial treatment is introduced in [18]). Further, the semantic veri-
fication of database behavior is limited to known classes of constraints. Therefore,
we propose an alternative method for validating rules.

The framework can be run in a test mode, where the database is initially in a
consistent state and after each rule execution the whole constraint (AS clause), is
tested. In case the constraint does not hold the rule must be incorrect. Therefore,
it is under the responsibility of the developer to assign test scenarios for each
rule. We think that running a database in test mode is a pragmatic alternative
for validating database applications, since existing methods of testing software
can be used as well. Since testing is beyond the scope of this paper we omit any
further details.
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3.3 Compare to Rule Triggering Systems

In contrast to RTSs, termination can be controlled and enforced by using mean-
ingful bounds. Note that in RTSs, even if cycles are detected, termination re-
mains unclear. No optimization such as employing rule priorities at DT is nec-
essary, and effect preservation is left for the DBMS responsibility. The following
example demonstrates an update for which RTSs do not preserve the effects of
the initial update.

Example 5. Consider a set x of integers and a set y of tuples (s, t) of integers.
Let I1 ≡ ∀z.(z ∈ y ⇒ z.t ∈ x) be an inclusion constraint and I2 ≡ ∀z.(z ∈ y ⇒
z.s /∈ x) be an exclusion constraint. The following ECA rules are obtained:

R1 : AFTER inserty((s, t)) WHEN ¬I1 DO insertx(t)
R2 : AFTER inserty((s, t)) WHEN ¬I2 DO deletex(s)
R3 : AFTER deletex(t) WHEN ¬I1 DO deletey((∗, t))
R4 : AFTER insertx(s) WHEN ¬I2 DO deletey((s, ∗))

The wildcard ∗ denotes all values. The operation T ≡ inserty(i, i) on the empty
database, might trigger either R1;R4;R2 or R2;R1;R4. Both executions lead to
insertx(i) on the empty database which definitely does not preserve the effects
of T . As long to tuple (i, i) is involved the effects are preserved, but in the general
case (e.g. at CT) we have to assume that the set of rules does not preserve the
effects. In section 6 we show how effects are preserved by our framework.

3.4 The Process of Integrity Enforcement

Based on a set of extended rules our framework is designed to handle all relevant
problems of integrity enforcement, e.g. termination, effect preservation and opti-
mization. All the constraint specifications are stored as meta data within a data
repository of a DBMS. At PT a given update is prepared for its execution. In
the first stage, a repair plan is built and termination is enforced by detecting and
cutting potential cycles. Here the specified bounds help to enforce termination.
Repair plans are based on dependency graphs which are introduced in section
4. In the second stage an order for constraint enforcement is fixed by applying
certain optimization strategies as explained in section 5. In this work we discuss
optimization on rollback operations only. At RT, the framework executes an op-
timized repair plan and preserves the effects by using the history of all previous
database modifications. Details can be found in section 6.

4 Enforcement Plans and Dependency Graphs

This section introduces repair plans represented by dependency graphs (DGs).
This work extends the DGs of Mayol [7]. We discuss the construction of depen-
dency graphs, and how to enforce termination using DGs.



510 S. Jurk and M. Balaban

4.1 Static Integrity Constraint Checking

The computation of DGs at PT depends on an interference relationship between
updates and integrity constraints. An update interferes with a constraint if its
application might violate the constraint. Computing the interference relation-
ship at PT requires detection of potential violations, without performing costly
evaluations of the constraints.

In general, a PT computed interference relationship cannot guarantee RT
violation, but it reduces the search space of an integrity enforcement procedure.
Much work has been devoted to this problem in the field of integrity constraint
checking [10,12,13,11]. Some methods perform simplifications that return a sim-
plified condition that is left to test at RT [14]. In this work, we assume the
existence of a predicate interfere(S,C) that returns false if S cannot violate
C in any database state and true otherwise.

Definition 1. Let R̂ be a set of rules and S an update.

violate(S, R̂) = {r | r ∈ R̂ ∧ interfere(S, cond(r))}
Clearly, a strong interfere implies a small set of potential violations; the weakest
interfere is always true, implying R̂ as the full set of violations. Henceforth,
event(r), cond(r), action(r) denote the event, condition and action of a rule r,
respectively; con(r) denotes the constraint of the extended rule that includes r,
and replace(r, newAction) denotes a replacement of the action of r.

4.2 Definition of Dependency Graphs

A dependency graph is defined by a tree structure. For a node n, n.children
denotes the set of child nodes of n. An update (sometimes called also operation)
S is considered as a rule with event(S) = cond(S) = null.

Definition 2 (Dependency Graph - DG). Let R̂ be a set of rules and S an
update. A dependency graph t for S is a tree whose nodes are labeled by rules,
and satisfy the following:

1. t = S (meaning the root node of t is labeled by S), and
2. for all nodes n of the tree t : n.children = violate(action(n), R̂).

In a sense, a DG reflects all possible constraint violations - the “enforcement
space” or “worst case” - of the update. Note that a DG does not specify a
concrete ordering for repairing. In order to derive a concrete transaction the
paths of the DG must be serialized (sequenced). We elaborate on that point in
section 5.

Example 6. Consider the database schema, constraints and rules in figure 3. A
bank governs all customer data in a trust database. For each customer, a trust
value is computed by a function ftrust that is stored in table trust. Further,
customers need to be older than 20, earn more than $5.000 per month, and their
trust value must be at least 100. We omit bounds and provide only rules for
insert updates. The given DG shows the worst case scenario for inserting a new
person.
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4

personinsert

CREATE CONSTRAINT C1
AS ∀n, p, a, s.

(
(n, p, a, s) ∈ person⇔ (n, ftrust(p, a, s)) ∈ trust

)
AFTER insertperson(n, p, a, s) DO inserttrust(n, ftrust(p, a, s))

CREATE CONSTRAINT C2
AS ∀n, v.

(
(n, v) ∈ trust⇒ v > 100

)
AFTER inserttrust(n, v) WHEN v ≤ 100 DO rollback

CREATE CONSTRAINT C3
AS ∀n, p, a, s.

(
(n, p, a, s) ∈ person⇒ a > 20

)
AFTER insertperson(n, p, a, s) WHEN a ≤ 20 DO rollback

CREATE CONSTRAINT C4
AS ∀n, p, a, s.

(
(n, p, a, s) ∈ person⇒ s > $5.000

)
AFTER insertperson(n, p, a, s) WHEN s ≤ $5.000 DO rollback

(R1)

(R2)

(R3)

(R4)

Fig. 3. Left: the trust database; Right: dependency graph for an insert on person;
Bottom: definition of constraints and rules

4.3 Termination

A DG might be infinite. A path in the graph represents a sequence of rules, such
that the action of a rule in the sequence potentially violates the condition of
the next rule. Non-termination is characterized by the existence of an infinite
sequence (path) in the tree (analogous to the notion of cycles in an activation or
a triggering graph). An infinite path must contain a rule that repeats infinitely
often, since the total number of rules is finite. Termination can be enforced by
restricting the number of enforcements for each rule on the path according to
the bound that is specified for its constraint. If the bound is exceeded the path
is cut and a rollback operation is used instead of the rule action. Consequently,
a transaction based on a “truncated” DG always terminates.

However, static bounds do not exists, if the number of performed cycles
depends on the update itself. For example, consider two sets and two constraints
with cyclic dependencies, as in C1 ≡ ∀t.(t ∈ x ⇒ t ∈ y) and C2 ≡ ∀t.(t ∈ y ⇒√
t ∈ x), where x and y are sets of integers. Clearly, for inserting a value t into x

the number of repeated enforcements for C1 and C2 depends on t. Therefore, the
bound method is only useful, if appropriate bounds exist and can be specified
by application developers.
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4.4 Construction of Dependency Graphs

The construction of a dependency graph emerges naturally from Definition 2, and
uses the bounds method. Let R̂ denote the set of rules, and the array count[Ci]
with Ci ∈ Ĉ contain the bounds according to each constraint specification. The
construction starts by applying createDG(S, count) where the update S is taken
as a rule to be repaired.

(1) createDG(S, count)
(2) tree = S

(3) forall r ∈ violate(action(S), R̂) do
(4) if count[con(Ci)] = 0 then
(5) subTree = replace(r, rollback)
(6) tree = addChild(tree, subtree)
(7) else
(8) count[con(Ci)] = cou[const(Ci)]− 1
(9) subTree = createDG(r, count)
(10) tree = addChild(tree, subTree)
(11) return tree

The complexity of the algorithm depends on that of violate. In the worst case,
the function violate tests for each rule r ∈ R̂ whether r potentially violates S
(interfere(S, cond(r)) = true). Under the assumption that rules do not change
frequently, violate can be implemented efficiently, using indexing and caching
techniques that avoid repeated computations. That is, rules sharing the same
tables can be pre-computed, and already computed interfere values can be
memorized. Consequently, for each database schema the appropriate dependency
graph is computed only once, and is revised only when the specification of the
constraints has been changed.

5 Serialization and Optimization

Dependency graphs (DGs) represent the general enforcement task. In order to
derive an executable transaction a DG needs to be serialized. In this section we
introduce a serialization procedure, and discuss its optimization.

Definition 3 (Serialization). Let t be a DG. A serialization of t, denoted
ser(t), is a total ordering of the set of nodes (rules) of t.

A path serialization of a dependency graph is a serialization that preserves
the path ordering in the graph:

Definition 4 (Path Serialization). Let t be a DG and s = ser(t). The order
s is a path serialization of t if for every two nodes t1 and t2 in s where t1 < t2,
if t1 and t2 occur, both, in a single path in t, then t1 occurs before t2 in the path.

Consider the DG in Figure 3. Some possible path serializations are:
insertperson, R1, R2, R3, R4 insertperson, R3, R1, R4, R2
insertperson, R1, R2, R4, R3 insertperson, R4, R1, R3, R2
insertperson, R3, R4, R1, R2 · · ·
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Definition 5 (Sequential Execution). A finite serialization s ≡ r1, . . . , rn
can be sequentially executed by the program Ps : for i = 1 to n do if cond(ri)
then action(ri). The program Ps is called a sequential execution of s

The following consistency theorem relies on the definition of path serializa-
tions (Definition 4). The proof appears in the full paper.

Theorem 1 (Consistency). Let t be a finite DG (already truncated) with res-
pect to an update S and a set of rules R̂. Let s be a path serialization of t. Then
the sequential execution of s yields a consistent database state.

Since path serialization is not unique, there is room for optimization. As
mentioned before, transaction processing within integrity enforcement can be
improved, if rollback operations are performed as early as possible. Therfore,
one idea for optimization is to identify possible rollback update in action parts
of rules in the DG, and push this nodes to the beginning of the serialized DG.

Definition 6 (rollback optimization). Let s be a path serialization of a DG
g with n nodes, and fs(i) a weight function with 1 ≤ i ≤ n and

fs(i) =
{
i i-th node of s contains no rollback operation
0 otherwise

Define

weight(s) =
n∑

i=0

fs(i)

The sequence s is rollback-optimized if weight(s) = max(weight(s′)), taken over
all path serializations s′ of g.

We demonstrate optimization for the DG at figure 3 by the following path
serializations and the result of its weight functions:
s1 = insertperson, R1, R2, R3, R4

∑
fs1 = 1 + 2 + 0 + 0 + 0 = 3

s2 = insertperson, R3, R1, R4, R2
∑
fs2 = 1 + 0 + 3 + 0 + 0 = 4

s3 = insertperson, R3, R4, R1, R2
∑
fs3 = 1 + 0 + 0 + 4 + 0 = 5

For the rules given in Figure 3 the serialization s3 is a rollback-optimized one.
Clearly, more sophisticated optimization techniques are possible. For example, if
BEFORE rules and a modified notion of dependency graphs are used, the problem
can be further optimized as shown by the following serialization (details are
omitted ):
s4 = R3, R4, insertperson, R1, R2

∑
fs4 = 0 + 0 + 3 + 0 + 5 = 8

which, indeed, avoids a rollback of insertperson.
The optimization method above assumes that all tests of conditions and

executions of actions of rules have the same cost. Our framework also takes into
account the average costs of testing conditions, and execution and rollbacks of
actions. Costs can be collected by the running system, and reflect the specific
behavior of the application. Since for a sequence of user transactions the order of
rule enforcements is usually stable, we also employ temporal caching techniques
to avoid computational overhead caused by optimization algorithms.
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6 Run-Time and Effect Preservation

Theorem 1 guarantees that the sequential execution of a serialization yields a
consistent database. In this section we consider the issue of effect preservation.
We present a run-time history for achieving effect preservation (EP) under se-
quential execution.

Effect preservation is not often discussed in the literature. Rule triggering
systems [18] use the notion of net effect of rules as a guard against, for example,
deletions of inserted tuples in a single transaction. The notion of effect preser-
vation generalizes the notion of net effect, since it amounts to disallowing undo
operations. In particular, it implies that an inserted tuple can not be deleted, a
deleted tuple can not be inserted again, and the update of a tuple can not be
reversed. As shown by example 5, EP at CT is ambiguous and should therefore
be handled at RT.

In order to support effect preservation, we consider an execution of a serializa-
tion s ≡ r1, . . . , rn as a single transaction that is associated with a history hs of
database modifications. Every new modification is checked against the history in
order to find possible interferences of effects. The history considers insert, delete
and update operations, where the latter one is represented as “delete existing
value” and “insert a new value”. Further, we distinguish between “real” inserts
and deletes to “update caused” inserts and deletes.

Definition 7 (History). The history h is a chronological collection of all da-
tabase modifications within a transaction. Modifications are mapped to tuples of
the history as follows:

inserttable(value) �→ (table, insert, value)
deletetable(value) �→ (table, delete, value)

updatetable(vold, vnew) �→ t1 = (table, udelete, vold) and
t2 = (table, uinsert, vnew)
with t1 < t2

Since h can be totally ordered, t1 < t2 means that t1 is inserted to the history
before t2 (t1 occurs before t2).

Effect preservation is reduced to the problem of specifying modifications that
are allowed according to previously executed modifications (history). Our un-
derstanding of EP is characterized by the following rules:

Definition 8 (Effect Preservation). A modification insert, delete or update
is accepted if its rule holds.

Ruleinsert ≡ (table, delete, value) �∈ h
Ruledelete ≡ (table, insert, value) �∈ h
Ruleupdate ≡ (table, insert, vold) �∈ h ∧ (table, delete, vnew) �∈ h ∧

¬∃t1, t2.
(
t1, t2 ∈ h ∧ t1 < t2 ∧ t1 = (table, udelete, vnew) ∧
t2 = (table, uinsert, vold)

)
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Consequently, Ruleupdate avoids updates of newly inserted or newly deleted ob-
jects, and sanctions reversed updates, e.g., x = x+ 1;x = x− 1.

Example 7. Recall example 5 and a modification inserty(i, i) on the empty da-
tabase which yields an execution of R2, R1, R4 and the following history:
R2 → h = (y, insert, (i, i))
R1 → h = (y, insert, (i, i)), (x, insert, (i))
R4 → h = (y, insert, (i, i)), (x, insert, (i)), (y, delete, (i, i))
Clearly, the last entry of h does not preserve the effects of the initial modification
inserty(i, i). Therefore, the transaction is rejected.

Since database modifications usually affect only a few objects, the caused compu-
tational overhead is relatively low for each transaction. Yet, effect preservation
at RT might cause rollback operations that have not been considered by the
rollback optimization technique at PT. The design of PT effect preservation
techniques is part of our planned future work.

7 Conclusion and Future Directions

In this paper we introduce a framework for integrity enforcement that improves
existing rule triggering systems by extended rules. By using termination bounds
we have shown that certain classes of termination problems can be fully shifted
to design-time, provided that appropriate bounds can be specified by applica-
tion developers. Furthermore, we have shown that optimization of the order of
enforcement can be efficiently done by performing some preparatory work of the
database system, so that assigning priorities at design-time can be avoided. The
framework is based on dependency graphs which are a significant means for pre-
processing database modifications. By assigning indexing and caching techniques
additional computational overhead caused by processing dependency graphs can
be avoided.

In the future, we plan to extend our work in the following directions: (1)
Dependency graphs can be used for query result caching. That is, if within a rule
sequence r1, r2 the conditions parts (SQL queries) of r1 and r2 share parts of their
query execution plans, the latter rule can participate from the query evaluation
of the previous rule. (2) Dependency graphs will serve for identifying parallel
executable actions. (3) We would like to close the gap in our rollback optimization
techniques. We plan to further develop the handling of effect preservation in
the pre-processing stage of database modifications. (4) We plan to compare the
efficiency of rule triggering systems and our framework, based on real world
examples.
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Abstract. The contribution introduces design and comparison of different-brand
methods for position localization of indoor mobile robots. The both methods de-
rive the robot relative position from structure of the working environment based
on range measurements gathered by a LIDAR system. As one of the methods
uses statistical description of the scene the other relies on a feature-based
matching approach. The suggested localization methods have been experimen-
tally verified and the achieved results are presented and discussed.

1   Introduction

In order to effectively explore a working environment and to autonomously build a
map of the environment, a robot has to localize its position.  Mobile robots are usually
equipped with odometer or other dead-reckoning methods, which are capable to pro-
vide sufficient accuracy only in a short-term. Unfortunately, the position and orienta-
tion errors increase during time due to wheel slippage, finite encoder resolution and
sampling rate, unequal wheel diameters, and other non-uniform influences, so that
localization techniques have to be applied.

Localization methods can be divided into three basic categories:

• Landmark based methods
• Markov localization
• Scan matching approaches

The central idea of landmark localization is to detect and match characteristic
features in the environment (landmarks) from sensory inputs. Landmarks can be artifi-
cial (for example Z-shaped, line navigation, GPS) or natural which are learned from a
map of the environment [1], [2].

The Markov localization evaluates a probability distribution over the space of pos-
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sible robot states (positions). Whenever the robot moves or senses the environmental
entity the probability distribution is updated [3], [4].

The sensor matching techniques compare raw or pre-processed data obtained from
sensors with an existing environment map or with previously obtained reference sen-
sor data. The comparison in this sense denotes a correlation process of transitions and
a rotation of the actual range scan with the reference range scans.

Sensor matching methods differ in a representation of the actual and reference
scans, so the major types can be recognized like approaches matching particular enti-
ties as:

• Point-to-point
• Point-to-line
• Line-to-line

 For the point-to-point method, both the reference and the actual scans are sup-
posed to be raw sensor measurements (vectors of points) and the matching process
consists of two steps: pairs of corresponding points are searched for in range scans
followed by transitions and rotations to fit with a reference scan The procedure is
guided by minimization of a distance function by the least-squares method [5]. A
crucial part of this approach is retrieval of the corresponding pairs of points. This
works properly only if the difference of the actual scan from the reference scan is
sufficiently small. Furthermore, processing of a huge amount of points is time-
consuming as the complexity is )( 2nO , where n is a number of measurement points.

These disadvantages lead to usage of the point-to-line algorithms. The main idea is
to approximate the reference scan by a list of lines or to match the actual scan with
visible lines of the map [6]. Similarly, two lists of lines representing the scans are
matched in the line-to-line approach [7], [8].

Besides the previous matching techniques working directly with points (or point-
based features as corners, line segments, etc.) there are also methods using statistical
representations of the existing features. A fundamental work has been introduced by
[9] and applies directional densities (histograms) to find correspondences in sensor
data determining relative motions.

Moreover, the final performance and robustness of the most matching techniques
can be additionally improved by using a Kalman filter [10], [11].

Therefore, the chapter 2 hereunder has been dedicated to a common algorithm for
line segmentation from range data. Chapters 3 and 4 describe in particular the line-to-
line (feature-based) and histogram–based (statistical) localization methods. Practical
performance and brief discussion of the achieved results is given in chapters 5 and 6.

2   Range Measurement Segmentation

As the obtained range measurements are in the form of separate points (distances to
rigid obstacles in the selected discrete direction) the processing requires input data
segmentation into point sets belonging to particular boundary.
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The used range-measurement segmentation applies two steps. For this purpose
there has previously been developed a recursive interval-splitting approach [8] select-
ing the candidate points for a segment. The algorithm (step 1) takes the advantage of
naturally angle-ordered points obtained from a laser range finder. Firstly, all the points
are represented by a single segment, which is defined by boundary points from laser-
scan (the first and the last point of the scan). Search for the most distant point from a
segment is invoked afterwards. This point cracks the segment in question into two new
segments. The whole process is applied recursively to both the new segments. Evalua-
tion of the maximum curvature criterion followed by application of a LSQ (step 2) for
optimal approximation points of the segment serves for the algorithm termination.

The less important and possibly incorrectly segmented elements are scratched in a
post-processing filtration using heuristic rules like:

• Low significance. The segment is not build of less than certain number of
points.

• Minimum angular length. The segment endpoints are not observed within a
minimum angle interval. This filters adversely oriented and partially occluded
segments.

• Limited gap. Two neighbouring points are within a chosen distance threshold.
The rule partially handles multiple reflections, laser beam fading and improper
segments originating from occlusions.

• Gravity centre. If gravity centres of a segment and of the original point set
creating the segment in question are not matching, the found segment is omit-
ted.

3   Line-to-Line Method

3.1   Corresponding Line Finding

The key part of the method is to find for each line from the actual scan a correspond-
ing line from the reference scan (if such line exists). We say, that two lines correspond
if and only if differences of their directions and positions are sufficiently small. To
specify these conditions more precisely, lets denote x and y lengths of the lines, a, b, c,
d distances between their vertices, and φ the angle between the lines.

a

b

c

d
y

x

Fig. 1. Distance definition for evaluation of line correspondence.

 The lines in question also have to satisfy the following two constrains given by
expressions:
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MAXΦ<φ (1)
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where MAXΦ  and K are thresholds saying how "close" the both lines have to be. For

example, whenever two lines of a length 1 overlap, the common part is at least of a
length equal to 1-K.

3.2   Orientation Correction

The angle difference α between the scans is expected to be determined in this step.
The leading idea behind is to evaluate the weighted sum of differences of particular
corresponding lines:

∑
∑

=

==
n

i i

n

i ii

w

w

1

1
φ

α (3)

where n is a number of pairs of the corresponding lines, φi is an angle between lines of
the i-th pair, and wi is the weight of the i-th pair. The weight is defined as a product of
the lines’ lengths, which prefers pairs containing long lines to pairs of short lines.

3.3   Position Correction

In order to correct the position of the actual scan, we express each line of the reference
scan in a standard form:
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Simultaneously, each line of the actual scan is represented by its outer points
( ],[],,[ 2211

iiii yxyx ) so that the shift ],[ yx pp  of the actual scan can be determined by

minimizing the penalty function for px and py following the expression (5).

3.4   Final Optimization

The localization problem can also be expressed as minimization of a penalty function
respecting the position and orientation. As a suitable analytic solution does not exists
suitable numerical solution has to be applied. The given problem uses the Nelder-
Mead type simplex search method. The desired initial orientation and position can be
derived and evaluated from separate optimization for rotation and shift obtained in the
preceding steps.
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4   Histogram-Based Correction Method

4.1   The Sensor Heading Correction

The other presented approach for correction of heading and position relies on similar
method as used for the initial segmentation. The leading idea for angular refinement
has been derived from [9] and applied to line segments instead of standalone point
measurements. While the tangent line at each point location serves for construction of
angle-histogram [9] in our approach we apply using direction of line segments.

The first step builds up a directional histogram comprising distribution of dominant
directions in particular map image (obtained from a current range scan). Comparison
of the current and the reference histograms is performed by a cross-correlation func-
tion:

( )2;2)(*)()( 2
1

1 nnjjihihjc
n

í

−∈+= ∑
=

(6)

The angle s that is used to compensate the scene rotation is obtained for maximum
of the c(j). Usage of low number and sparse segments leads typically to directional
histogram that does not have sufficiently smooth shape. This problem can be treated
by the following procedure:

(a) A Gaussian core is assigned to each line segment (the set of its creating points):
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Where µ stands for direction of the segment and σ denotes inverse number of
points relevant to the segment.

(b) All the Gaussian cores are superimposed in order to obtain a smooth directional
histogram.

4.2   Sensor Shift Correction

In principle, the x, y scan-to-scan translation of the sensor can be handled in a similar
way as for the rotation case. The major modification is in definition of the histograms
along two roughly orthogonal axes. Each axis is determined by direction of the most
significant segments from reference range scan. Definition interval is required for (-∞,
+∞), but can be restricted to finite case and simply omitting less important (= more
distant) segments.

Particular Gaussian cores creating the histogram are defined by a mean value µ
denoting projected position of the segment midpoint onto the used coordinate axis.

The σ depends on inverse number of points and mutual orientation of the segment
with respect to the given axes. Segments parallel to each axis do not describe possible
shifts along the axis, while their proper length is unknown. From this point of view is
value of the σ increased for particular Gaussian cores that corresponds to segments
parallel with coordinate axes.
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d

x

y

Gaussian
cores

reference data   current data

h1 h2

Fig. 2. Histogram generation for calculation of x, y shift values

Correlating the histograms h1 and h2 of the current and reference map images in
both directions provides the desired translation j for maximised c(j):
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Fig. 3. Example of the resulting 1-D cross-correlation function along a single axis.

Two evaluated correction values (a and b) are composed into a single translation
vector T. The following figure illustrates the situation with given dominant directions
and calculation of the final direction for the sensor shift correction.

The largest segment defines the most significant direction; the other significant
axis direction corresponds to the i-th segment, which maximizes the following for-
mula:
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where si is the candidate segment and sl stands for the largest segment.
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the most (first) significant direction

second
significant
direction

reference datacurrent data

a

a

b

b
T

T

Fig. 4. Dominant directions a, b and derivation of the final translation T for correction.

5   Experiments

Both the described approaches were experimentally verified and tested with real data
in indoor environments. The tests were setup and conducted with carefully chosen
obstacles configuration and environment shape in order to point out their weaknesses
in performance. The experimental evaluation has been designed mainly with respect
to:

• Testing sensitivity to presence of dominant directions
• Evaluation of capability of the matching procedure to determine correct line-

pairs
• Recognition and evaluation of the influence of the scene sampling density

(with respect to maximal inter-scan changes)

From this point of view there have been built up scenes with significant dominant
directions (see Fig. 6) on one hand beside scenes containing also boundary directions
spread uniformly (e.g. referred often as random scenes, see Fig. 5) on the other. An-
other aspect being taken into consideration was the capability of the verified method
to cope with dynamically changing scenes. This means that not all the obstacles de-
termined in a single particular scene scan could be determined in the following frames.
This means that the case tests robustness of the matching part of the algorithm itself.
For the experiments, persons walking through a static environment have achieved this
type of a scene setup.

6   Conclusion

The presented methods were mainly designed for self-localization of autonomous
mobile robots in indoor environments. The introduced experiments were targeted on
localization of relative motions only. This has been done via scan-to-scan comparison
determining relative motions of the robot. Absolute positioning could be achieved by
fitting the scene scans to a global map of the environment, what is straightforward.
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Fig. 5. Original scene with noisy data induced by walking persons.

Fig. 6. Result of a position correction using the histogram-based method.

Fig. 7. Position correction using the line-to-line algorithm.

The experiments have brought a valuable recognition about the approach perform-
ance. The both of the methods were found to be quite comparable and robust in stan-
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dard conditions. Although it could be expected that the histogram-based approach is
likely to be more reliable in noisy scenes (because of integrating the sensor data into
histograms) this is not very significant. Another weak point of the method stands in
computational costs, which are about 3 times higher than for the other approach.

On the other hand the line-to-line matching approach might be suspicious for fail-
ures in noisy scenes. Not only pure lines are correlated and matched here but also
complete rectangular structures (doubles of close-to-rectangular line segments) are
used to create pairs. Using these “higher level features” for generating line pairs
makes the method surprisingly robust to mismatches even for scenes with lots of ran-
domly spread segments.

The maximal motion between two scans is the only remaining limitation deter-
mining the maximal distance for correspondence search. If not satisfied, the methods
fail to create proper pairs and might crash from principle (see Fig. 7) by mismatching
the line pairs in certain situations.

The presented comparison of the two methods introduces a new aspect for using
low-level self-localization methods with a laser range measurements.
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Abstract. Maintaining a materialized view in an environment of mul-
tiple, distributed, autonomous data sources is a challenging issue. The
results of incremental computation are effected by interfering updates
and compensation is required. In this paper, we improve the incremen-
tal computation proposed in our previous work by making it more effi-
cient through the use of data source and refreshed version numbers. This
is achieved by cutting down unnecessary maintenance queries and thus
their corresponding query results. The number of times of sending sub-
queries to a data source with multiple base relations are also reduced,
as well as avoiding the execution of cartesian products. Updates that
will not affect the view are detected and incremental computation is not
applied on them. We also provide a compensation algorithm that resolve
the anomalies caused by using the view in the incremental computation.

1 Introduction

Providing integrated access to information from different data sources has re-
ceived recent interest from both the industries and research communities. Two
methods to this data integration are the on-demand and the in-advance ap-
proaches.

In the on-demand approach, information is gathered and integrated from the
various data sources only when requested by users. To provide fast access to
the integrated information, the in-advance approach is preferred instead. Infor-
mation is extracted and integrated from the data sources, and then stored in a
central site as a materialized view. Users access this materialized view directly,
and thus queries are answered immediately. Noting that information at the data
sources do get updated as time progresses, this materialized view will have to
be refreshed accordingly to be consistent with the data sources. This refreshing
of the materialized view due to changes at the data sources is called materi-
alized view maintenance. The view can be refreshed either by recomputing the
integrated information from scratch, or through incrementally changing only the
affected portion of the view.

It is inefficient to recompute the view from scratch. The deriving of the
relevant portion of the view and then incrementally changing it is a preferred
approach as a smaller set of data is involved.

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 527–536, 2001.
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In Section 2, we explain the working of materialized view maintenance, and its
associated problems. In Section 3, we briefly discuss the maintenance algorithm
proposed in [7]. The improvements to this algorithm is given in Section 4, and
the changes to the compensation algorithm of [7] are given in Section 5. We
compare related works in Section 6, and conclude our discussion in Section 7.

2 Background

In this section, we explain the view maintenance algorithm and its problems.

2.1 Incremental Computation

We consider the scenario of select-project-join view V , with n numbers of base
relations {Ri}1≤i≤n. Each base relation is housed in one of the data sources,
and there is a separate site for the view. The view definition is given as V =∏

proj attr σsel condR1 �� ... �� Rn. A count attribute is appended to the view
relation if it does not contain the key of the join relations R1 �� ... �� Rn to
indicate the number of ways the same view tuple could be derived from the base
relations. There are multiple, distributed, autonomous data sources, each with
one or more base relations. There is communication between the view site and
the data sources, but not between individual data sources. Thus a transaction
can involve one or more base relations of the same data source, but not between
different data sources. The view site does not control the transactions at the
data sources. No assumption is made regarding the reliability of the network,
i.e., messages sent could be lost or could arrive at the destination in a different
order from what was originally sent out.

The data sources send notifications to the view site on the updates that have
occurred. To incrementally refresh the view with respect to an update �Ri of
base relation Ri, R1 �� ... �� �Ri �� ... �� Rn is to be computed. The result is
then applied to the view relation.

2.2 View Maintenance Anomalies and Compensation

There are three problems in using the incremental approach to maintain the
view.
Interfering Updates. If updates are separated from one another by a suf-
ficient large amount of time, incremental computation will not be affected by
interfering updates. However, this is often not the case.

Example 1. Consider R1(A,B) and R2(B,C), and view V =
∏

C R1 �� R2, with
a count attribute added for the proper working of the incremental computa-
tion. R1 contains the single tuple (a1, b1) and R2 is empty. Hence the view is
also empty. Insert R1(a2, b1) occurs. The view receives this notification and the
query R1(a2, b1) � R2 is sent to R2. Let insert R2(b1, c1) occurs just before
the view maintanance query for insert R1(a2, b1) reaches R2. Thus, the tuple
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(b1, c1) would be returned. The overall result (without projection) is the tuple
(a2, b1, c1). The single projected tuple (c1) is added to the view to give (c1, 1).
When the view receives the notification of insert R2(b1, c1), it formulates an-
other query R1 � R2(b1, c1) and sends it to R1. The result {(a1, b1), (a2, b1)}
is returned to the view site. The overall result is {(a1, b1, c1), (a2, b1, c1)} and
this adds 2 more tuples of (c1) to the view. The presence of interfering update
(insert R2(b1, c1)) in the incremental computation of insert R1(a2, b1) adds an
extra tuple of (c1) to the view relation, giving it a count value of 3 instead of 2.

Misordering of Messages. Compensation is the removal of the effect of
interfering updates from the query results of incremental computation. Most
of the existing compensation algorithms that remove the effect of interfering
updates and thus achieve complete consistency [11] are based on the first-sent-
first-received delivery assumption of the messages over the network, and thus
will not work correctly when messages are misordered. A study carried out by
[3] has shown that one percent of the messages delivered over the network are
misordered.
Loss of Messages. The third problem is the loss of messages. Although the
loss of network packets can be detected and resolved at the network layer, the loss
of messages due to the disconnection of the network link (machine reboot, net-
work failure, etc.) has to be resolved by the application itself after re-establishing
the link. As the incremental computation and compensation method of the main-
tenance algorithm is driven by these messages, their lost would cause the view
to be refreshed incorrectly.

3 Version Numbers and Compensation for Interfering
Updates

The following types of version numbers are proposed in [7]. Base relation
version number of a base relation. The base relation version number identifies
the state of a base relation. It is incremented by one when there is an update
transaction on this base relation. Highest processing version number of a
base relation, and this number is stored at the view site. The highest processing
version number is used to provide information to the maintenance algorithm
on the updates of a base relation which have been processed for incremental
computation. It indicates the last update transaction of a base relation which
has been processed for incremental computation. Initial version numbers of
an update. The initial version numbers of an update identify the states of the
base relations where the result of the incremental computation should be based
on. Whenever we pick a update transaction of a base relation for processing,
the current highest processing version numbers of all base relations become the
initial version numbers of this update. At the same time, the highest processing
version number of the base relation of this update is incremented by one, which
is also the same as the base relation version number of the update. Queried
version number of a tuple of the result from a base relation. The queried
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version numbers of the result of incremental computation of an update indicate
the states of the base relations where this result is actually generated. Base
relation and highest processing version numbers are associated with the data
source and view site respectively, while initial and queried version numbers are
used only for the purpose of incremental computation and need not be stored
permanently.

The different types of version numbers allow the view site to identify the in-
terfering updates independent of the order of arrival of messages at the view site.
The numbers in between the initial and queried version numbers of the same base
relation are the version numbers of the interfering updates. This result is stated
in Lemma 1, which was given in [7]. Once the interfering updates are identi-
fied, compensation can be carried out to resolve the anomalies. Compensation
undoes the effect on the result of incremental computation caused by interfering
updates. The formal definiton for compensating the interfering updates can be
found in [7].

Lemma 1. Given that a tuple of the query result from Rj has queried version
number βj, and the initial version number of Rj for the incremental computation
of �Ri is αj. If βj > αj, then this tuple requires the compensation with updates
from Rj of base relation version numbers βj down to αj + 1. These are the
interfering updates on the tuple. Otherwise if βj = αj, then compensation on
the query result from Rj is not required.

4 Improved Incremental Computation

The view maintenance approach in [7] overcomes the problems caused by the
misordering and loss of messages during transmission. However, efficiency in
the incremental computation is not taken into consideration. Each sub-query
only accesses one base relation, but generally a data source has multiple base
relations. [7] uses the same strategy to incrementally compute the change for all
updates. Since the view contains partial information of the base relations, we
propose in this paper to involve the view in the incremental computation.

4.1 Querying Multiple Base Relations Together

Since a data source usually has more than one base relation, the sub-queries sent
to it should access multiple base relations. This cuts down the total network
traffic. It also reduces the time required for the incremental computation of an
update, and results in smaller number of interfering updates. Using the join
graph to determine the access path of querying the base relations, instead of
doing a left and a right scans of the relations based on their arrangement in the
relation algebra of the view definition, cuts down the size of the query results
sent through the network by avoiding cartesian products.

Briefly, the incremental computation is handled as follows. Consider the join
graph of the base relations of a view. The view maintenance query starts with
the base relation Ri, 1 ≤ i ≤ n, where the update has occurred. A sub-query is
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sent to a set of relations S, where S ⊂ {Rj}1≤j≤n, the relations in S comes from
the same data source, Ri and the relations in S form a connected sub-graph
with Ri as the root of this sub-graph. If there are more than one such set of base
relations S, multiple sub-queries can be sent out in parallel. For each sub-query
sent, we marked the relations in S as “queried”. Ri is also marked as “queried”.
Whenever a result is returned from a data source, another sub-query is generated
using the similar approach. Let Rk, 1 ≤ k ≤ n, be one of the relations that have
been queried. A sub-query is sent to a set of relations S, where S ⊂ {Rj}1≤j≤n,
the relations in S comes from the same data source, none of the relations in S
are marked “queried”, and Rk and the relations in S form a connected sub-graph
with Rk as the root of this sub-graph. Again, if there are more than one such set
of base relations S, multiple sub-queries can be sent in parallel. The incremantal
computation for this update is completed when all the base relations are marked
“queried”.

4.2 Identifying Irrelevant Updates

If a data source enforces the referential integrity constraint that each tuple in
Rj must refer to a tuple in Ri, then we know that an insertion update on Ri will
not affect the view and thus can be ignored by our view maintenance process.
Similarly, deletion update on Ri will not affect the view if the data source further
enforces that no tuple in Ri can be dropped when there are still tuples in Rj

referencing it.

4.3 Partial Self-Maintenance Using Functional Dependencies

We proposed the involvement of the view relation to improve the efficiency of the
maintenance algorithm by cutting down the need to access the base relations.
Additional Version Numbers. We propose the following additions to the
concept of version numbers given in [7]. This enhancement would allow a data
source to have more than one base relation, i.e., update transaction of a data
source can involve any number of the base relations within it, and enable the
maintenance algorithm to utilize the view in its incremental computation.

The two new types of version numbers are as follow. Data source version
number of a data source. Since a data source usually has more than one base
relation, it is not sufficient to determine the exact sequence of two update trans-
actions involving non-overlapping base relations using the base relation version
number alone. The data source version number is used to identify the state of a
data source. It is incremented by one when there is an update transaction on the
data source. Refreshed version number of a base relation, and this number
is stored at the view site. If we want to use the view relation for incremental
computation, we provide the refreshed version numbers to identify the states.
The refreshed version number indicates the state of a base relation the view
relation is currently showing.

The data source version number is used to order the update transactions from
the same data source for incremental computation, and subsequent refreshing
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of the view. The base relation version number continues to be used for the
identification of interfering updates. The refreshed version number is assigned
to the queried version number of the tuples of the result when the view is used
for incremental computation.
Accessing View Data for Incremental Computation. Lemma 2 uses
functional dependencies to involve the view in the incremental computation.
In the case where the view is not used, all tuples in µRi (the query result of
the incremental computation from Ri) need to be used to query the next base
relation Rj . When conditions (1) and (2) of Lemma 2 are satisfied, only those
tuples in µRi that cannot be matched with any of the tuples in V [R′

j , S
′] need

to be used in accessing the base relations.

Lemma 2. When the incremental computation of an update (insertion, dele-
tion, and modification) needs to query base relation Rj, (1) if the key of Rj is
found in the view, and (2) if Rj functionally determines the rest of the relations
S that are to be queried based on the query result of Rj (denoted as µRj), then
the view can be accessed for this incremental computation and the refreshed ver-
sion numbers are taken as the queried version numbers for the result. The view
is first used for the incremental computation using µRj , S = µRi � V [R′

j , S
′],

where R′
j is the set of attributes of Rj in V , S′ is the set of attributes of relations

S in V , and µRj , S is the query result for Rj and the set of relations S. For the
remaining required tuples are not found in the view, the base relations are next
accessed.

Example 2. Consider R1(A,B,C), R2(C,D,E) and R3(E,F,G), with the view
defined as V =

∏
B,C,F R1 �� R2 �� R3. The following shows the initial states of

the base and view relations.

R1(A,B,C) R2(C,D,E) R3(E,F,G) V (B,C, F, count)
a1,b1,c1 c1,d1,e1 e1,f1,g1 b1,c1,f1,1

c2,d2,e2 e2,f2,g2

Let R1 reside in data source 1, and R2 and R3 reside in data source 2. The
base relation version numbers of R1, R2 and R3 are each 1, and the data source
version numbers of data sources 1 and 2 are also 1. The refreshed version numbers
at the view site are 〈1, 1, 1〉 for R1, R2 and R3 respectively.

Update transaction with data source version number 2 occurs at data source
1, and the updates involved are insert R1(a2, b2, c2) and insert R1(a3, b3, c1),
which now has its base relation version number changed to 2. The view site
receives this notification and proceed to handle the incremental computation.
The highest processing version number of R1 is updated to 2. Thus, the initial
version numbers for the incremental computation of this update are 〈2, 1, 1〉. R2
and R3 are to be queried. Since the key of R2, which is C, is in the view, and
R2 functionally determines the other base relations to be queried (only R3 in
this case), the view is first accessed for this incremental computation using the
query {(a2, b2, c2), (a3, b3, c1)} � V [R′

2, R
′
3] (R′

2 contains attribute C, and R′
3

contains attribute F ). It is found that the tuple (a3,b3,c1) can join with the
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tuple (c1,-,-) from R2 and (-,f1,-) from R3 (C → F ). Note the use of “-” for the
unknown attributes values. The queried version numbers for both tuples are 1,
taken from the refreshed version numbers for R2 and R3. Projecting the overall
result over the view attributes adds one tuple of (b3,c1,f1) to the view. Thus the
tuple (b3,c1,f1,1) is inserted into the view relation. The tuple (a2,b2,c2) that
cannot retrieve any results from the view relation will have to do so by sending
the view maintenance query [

∏
C{(a2, b2, c2)}] � (R2 �� R3) to data source 2.

The result returned consists of the tuple (c2,d2,e2) from R2 and (e2,f2,g2) from
R3, each with queried version number 1. Since the queried version numbers here
correspond with the initial version numbers of both R2 and R3, there is no
interfering update and compensation is not required. The tuple (b2,c2,f2,1) is
inserted into the view.

Maintaining the View Without Querying All Base Relations. It is
not necessary to know the complete view tuples before the view can be refreshed
in some cases of modification or deletion updates. In this paper, modification
update that involves the change of any of the view’s join attributes will be
handled as a deletion and an insertion updates because these update will join
with different tuples of the other relations after the modification. Otherwise,
the modification update will be handled as one type of update by our view
maintenance algorithm. Applying Lemma 3 would also serve to reduce the overall
size of queries and results transmitted.

Lemma 3. For a modification or deletion update �Ri, if the key of Ri is in the
view, then maintenance can be carried out by modifying or deleting the corre-
sponding tuples of �Ri in the view through using the key value of �Ri, without
the need to compute the complete view tuple.

5 Compensation for Missing Updates

Lemma 1, which was proposed in [7], is used to identify interfering updates in
the case where the base relations is queried for incremental computation. Using
the view relation for incremental computation also creates the similar kind of
problem, in that the view relation might not be refreshed to the required state
when it is accessed. We called them missing updates to differentiate from the
interfering updates.

Lemma 4. Extending Lemma 1, the following is added. If βj < αj, then this
tuple (taken from the view relation) requires the compensation with updates from
Rj of base relation version numbers βj+1 to αj. These are themissing updates
on the tuple.

5.1 Resolving Missing Updates

The compensation of a missing insertion update is to add the tuples of this
insertion into the query result. The compensation with a missing modification
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update is simply to update the tuples from the unmodified state to the modified
state. These are given in Lemmas 5, 6 and 7 respectively.

Lemma 5. Let µRj be the query result from Rj (retrieved from the view) for the
incremental computation of �Ri. To compensate the effect of missing deletion
update �Rj for the result of incremental computation of �Ri, all tuples of �Rj

that are found in µRj are dropped, together with those tuples from the other base
relations that are retrieved due to the original presence of �Rj in µRj.

Lemma 6. Let µRj be the query result from Rj (retrieved from the view) for
the incremental computation of �Ri, and µRk be the query result from Rk.
To compensate the effect of missing insertion update �Rj on the result of
incremental computation of �Ri, and assuming that µRj is queried using the
result from µRk, all tuples of �Rj that can join with µRk are added to µRj,
together with those tuples from the other base relations that should be retrieved
due to the inclusion of �Rj in µRj.

Lemma 7. Let µRj be the query result from Rj (retrieved from the view) for the
incremental computation of �Ri. To compensate the effect of missing mod-
ification update �Rj (which does not involve any change to the view’s join
attributes), for the result of incremental computation of �Ri, each old tuple (be-
fore the modification) of �Rj that occurs in µRj has its values changed to the
corresponding new tuple (after the modification).

Note that for both missing deletion or modification update �Rj , if the key
of Rj is not in the view, then the relation Rk with its key that functionally
determines the attributes of Rj will be used in applying Lemmas 5 and 7.

Theorem 1 gives the overall compensation process that is applied to resolve
the maintenance anomalies.

Theorem 1. Given α1,...,αn as the initial version numbers of incremental com-
putation of update �Ri, the compensation starts with those relations that are
linked to Ri in the join graph, and proceed recursively to the rest of the relations
in the same sequence as they are been queried. The compensation on the query
result from Rj proceeds by first compensating with the missing updates of base
relation version number βmin

j + 1 to αj, where βmin
j is the minimum queried

version number of the tuples in the result from Rj, using Lemmas 5, 6 and 7.
This is followed by the compensation with the interfering updates of base relation
version number βmax

j down to αj + 1, where βmax
j is the maximum queried ver-

sion number of the tuples in the query result from Rj, using the method discussed
in [7].

Theorem 2. To achieve complete consistency, the view will be refreshed with the
results of incremental computation in the same order as they have been queried.
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6 Comparison

Related works in this area are the Eager Compensation Algorithm (ECA and
ECAK) [10], the Strobe and C-Strobe Algorithms [11], the work of [2], the
SWEEP and Nested SWEEP Algorithms [1], the work of [3], and the work of [7].
We compare these using a set of criteria, which are grouped into four categories.

The first criterion under the environment category is the number of data
sources. All the approaches, except ECA, ECAK and [2], cater for multiple
data sources. The second criterion is the handling of compensation. ECA and C-
Strobe send compensating queries to the data sources, while the other algorithms
handle compensation locally at the view site. The latter method is preferred as
compensating queries add to the overall traffic.

The first criterion under the correctness category is the correct detection of
interfering updates. The compensation methods of ECA, ECAK and Strobe are
not through the detection of interfering updates, and hence they only achieve
strong consistency [11]. C-Strobe does detect some interfering deletion updates
which turn out to be non-interfering. The rest of the algorithms work by cor-
rectly detecting for the presence of interfering updates when messages are not
misordered or lost. The next criterion is the network communication assumption.
All the approaches, except [7] and the work of this paper, assume that messages
are never lost and misordered. [3] also does not assume that messages are never
misordered.

There are five criteria under the efficiency category. The first criterion is the
number of base relations accessed per sub-query. Most of the approaches can
only work by querying one base relation at a time. ECA and ECAK can query
all base relations of their single data source together. The method proposed in
this paper is able to access multiple base relations within the same data source
via the same query. The second criterion is the parallelism in the incremental
computation of an update. Existing methods base their view maintenance query-
ing on a left and right scan approach, and thus limit their parallelism to the two
scans. In this paper, we use the join graph to guide the accessing of the base
relations, and thus provide more parallelism. The third criterion is the paral-
lelism in the incremental computation between different updates. ECA, ECAK ,
Strobe and Nested SWEEP are able to process the incremental computation of
different updates concurrently, but achieving only strong consistency. The rest
of the methods have to process the incremental computation of different updates
sequentially. [7] and the method in this paper can process the incremental compu-
tation concurrently and also achieve complete consistency. The fourth criterion
is the use partial self-maintenance. ECAK , Strobe and C-Strobe have a limited
form of partial self-maintenance in that deletion update need not be processed
for incremental computation. [2] can detect updates that will not affect the view.
In this paper, we provide for more opportunity of partial self-maintenance. The
fifth criterion is the handling of modification as one type of update. Only [7] and
the method in this paper consider modification as one type of update.

The criteria under the application requirements category are the flexibility
of the view definition, quiescence requirement and level of consistency achieved.
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ECAK , Strobe and C-Strobe require that the key of each base relation be re-
tained in the view. The number of base relations in [2] is limited to two. The
others have no such requirement. C-Strobe, [2], SWEEP, [3], [7] and our ap-
proach achieve complete consistency, and also do not require a quiescent state
before the view can be refreshed. This does not apply to ECA, ECAK , Strobe
and the Nested SWEEP Algorithm.

7 Conclusion

The use of data source and refreshed version numbers in the maintenance al-
gorithm allow for partial self-maintenance, as well as the accessing of multiple
base relations residing at the same data source within a single query. Also, the
accessing of the base relations for incremental computation are based on the
join graph to avoid cartesian products. Using the join graph to determine the
query path also results in more parallelism. Knowledge of referential integrity
constraint imposed by the data source is used to eliminate irrelevant updates.
Overall performance of the maintenance algorithm is improved by reducing the
amount and size of messages sent over the network.
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D F N Ø Ù D Ù M Û ô Ø Ñ Ñ ê � í Ü Ò U D Ø Ú U ß Ñ W õ H Û Ò F Û Ñ F Ù U D Ù M F G Ò F F Ñ Ù à Ò U æ Þ Ò N Ñ Ó Ó M F G D F N Ð Ñ Ú U M Ø å

Ù M Û Ø Ò Ó Ú Ù M Ò F Ø ? � Ú Û Ð Þ Ñ Ù Ð Ò N Ø Þ D W Ö Ñ D × × U Ò × U M D Ù Ñ M F Û Ò F ï F Ñ N Ø W Ø Ù Ñ Þ Ø Ö Ú Ù G Ó Ò Ö D Ó

M F Ü Ò U Þ D Ù M Ò F Ø W Ø Ù Ñ Þ Ø × U Ñ Ø Ñ F Ù Ù Ò Ò ß D Ø Ù H N W F D Þ M Û D F N N Ñ Û Ñ F Ù U D Ó M á Ñ N D F Ñ F ß M U Ò F Þ Ñ F Ù

D Ø Û Ò F Ø Ù U Ú Û Ù M F G D F Ñ Ù à Ò U æ Þ Ò N Ñ Ó à Ò Ú Ó N Ö Ñ M Þ × U D Û Ù M Û D Ó H D F W Ø Ú Û Ð Þ Ò N Ñ Ó à Ò Ú Ó N Ö Ñ
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M F Ø Ù D F Ù Ó W Ò Ú Ù å Ò Ü å N D Ù Ñ H Ð Ñ Ú U M Ø Ù M Û D Ó G Ò U M Ù Ð Þ Ø D U Ñ N Ò Ú Ö Ù Ü Ú Ó Ù Ò Ø Û D Ó Ñ D F N D Ú Ù Ò F Ò Þ Ò Ú Ø

Ñ F Ù M Ù M Ñ Ø D U Ñ Ú F Ó M æ Ñ Ó W Ù Ò D Û Û Ñ × Ù D Û Ñ F Ù U D Ó Ø Ò Ó Ú Ù M Ò F ? L Ò U G Ó Ò Ö D Ó M F Ü Ò U Þ D Ù M Ò F Ø W Ø Ù Ñ Þ Ø

D N Ñ Û Ñ F Ù U D Ó M á Ñ N D F N N W F D Þ M Û D × × U Ò D Û Ð M Ø F Ñ Ñ N Ñ N ?

S Ø Þ Ñ F Ù M Ò F Ñ N Ñ D U Ó M Ñ U H à Ñ Ñ î × Ñ Û Ù G Ó Ò Ö D Ó M F Ü Ò U Þ D Ù M Ò F Ø W Ø Ù Ñ Þ Ø Ù Ò Ö Ñ Ö D Ø Ñ N Ò F

D G Ñ F Ù Ù Ñ Û Ð F Ò Ó Ò G W � H D F N Ù Ð Ñ N D Ù D D Ó Ó Ò Û D Ù M Ò F × U Ò Ö Ó Ñ Þ à M Ó Ó Ö Ñ U Ñ Û D Ø Ù D Ø Ù Ð Ñ D G Ñ F Ù

D Ó Ó Ò Û D Ù M Ò F × U Ò Ö Ó Ñ Þ ? ! Ò F ß Ñ F M Ñ F Ù Ó W H D Ø à Ñ Ó Ó D Ø Ö Ñ M F G Ù Ð Ñ Ú F M Ù Ò Ü D Ó Ó Ò Û D Ù M Ò F H D G Ñ F Ù Ø

D Ó Ø Ò × U Ò ß M N Ñ D F M N Ñ D Ó N Ñ Û Ñ F Ù U D Ó M á Ñ N Ø Ò Ó Ú Ù M Ò F Ö Ñ M F G D Ú Ù Ò F Ò Þ Ò Ú Ø H U Ñ D Û Ù M ß Ñ D F N × U Ò å

D Û Ù M ß Ñ D Þ Ò F G Ø Ù Ò Ù Ð Ñ U Ø ê ë ý í ? Ï Ð Ñ Ø Ñ × U Ò × Ñ U Ù M Ñ Ø Û Ò Þ Ö M F Ñ N à M Ù Ð Þ Ò Ö M Ó M Ù W H Ù Ð Ñ D Ö M Ó M Ù W

Ù Ò Þ Ò ß Ñ D Û U Ò Ø Ø Ù Ð Ñ F Ñ Ù à Ò U æ H D Ó Ó Ò à Ñ D Û Ð D G Ñ F Ù Ù Ò N Ñ Ù Ñ U Þ M F Ñ M Ù Ø Ò à F × Ó D Û Ñ Þ Ñ F Ù

ô D Ú Ù Ò F Ò Þ W õ ? S F D G Ñ F Ù N Ñ Ù Ñ U Þ M F Ñ Ø M Ù Ø × Ó D Û Ñ Þ Ñ F Ù Ö D Ø Ñ N Ò F M Ù Ø M F N M ß M N Ú D Ó G Ò D Ó Ø

ô × U Ò å D Û Ù M ß M Ù W õ D F N M Ù Ø Ó Ò Û D Ó Ñ F ß M U Ò F Þ Ñ F Ù H N W F D Þ M Û D Ó Ó W U Ñ Ø × Ò F N M F G Ù Ò Ñ F ß M U Ò F Þ Ñ F å

Ù D Ó Û Ð D F G Ñ Ø ô U Ñ D Û Ù M ß M Ù W õ ? L Ò U Ñ î D Þ × Ó Ñ H D F D G Ñ F Ù Ó Ò Û D Ù Ñ N M F ö Ò F N Ò F Þ D W N Ñ Û M N Ñ

Ù Ò U Ñ Ó Ò Û D Ù Ñ Ù Ò Ï Ò æ W Ò Ö D Ø Ñ N Ò F Û Ð D F G Ñ Ø M F M Ù Ø Ú Ø D G Ñ × D Ù Ù Ñ U F H Ù Ð Ú Ø D Ó Ù Ñ U M F G Ù Ð Ñ

D Ó Ó Ò Û D Ù M Ò F Ò Ü D G Ñ F Ù Ø à M Ù Ð Ò Ú Ù Û Ñ F Ù U D Ó M F Ù Ñ U ß Ñ F Ù M Ò F ?

B Ð M Ó Ñ Þ Ò Ö M Ó M Ù W × U Ò ß M N Ñ Ø Ù Ð Ñ D N D × Ù D Ù M Ò F Þ Ñ Û Ð D F M Ø Þ H M Ù M Ø Þ D U æ Ñ Ù Ü Ò U Û Ñ Ø Ù Ð D Ù

G M ß Ñ Ù Ð Ñ Ø Ñ Ó Ü å M F Ù Ñ U Ñ Ø Ù Ñ N D G Ñ F Ù Ø M F Û Ñ F Ù M ß Ñ Ù Ò Þ Ò ß Ñ ? Ï Ð Ñ × Ú U Ø Ú M Ù Ò Ü × U Ò ï Ù Ñ F Û Ò Ú U å

D G Ñ Ø D G Ñ F Ù Ø Ù Ò Ó Ò Û D Ù Ñ Û Ó Ò Ø Ñ Ù Ò Ù Ð Ñ M U Û Ò F Ø Ú Þ Ñ U Ø H Ù Ð Ñ U Ñ Ö W M Þ × U Ò ß M F G Ù Ð Ñ ä Ú D Ó M Ù W Ò Ü

Ø Ñ U ß M Û Ñ Ù Ð Ñ Û Ò F Ø Ú Þ Ñ U Ø U Ñ Û Ñ M ß Ñ Ù Ð U Ò Ú G Ð U Ñ N Ú Û M F G Û Ò Þ Þ Ú F M Û D Ù M Ò F Ø N Ñ Ó D W D F N Û Ò Ø Ù ?

� Ò à Ñ ß Ñ U H D Û Ò Ú F Ù Ñ U å Ü Ò U Û Ñ M Ø Ù Ð D Ù Ø Ú × Ñ U M Ò U Ø M Ù Ñ Ø D U Ñ Ó M æ Ñ Ó W Ù Ò Ö Ñ Ñ î × Ñ F Ø M ß Ñ H Ñ F Û Ò Ú U å

D G M F G D G Ñ F Ù Ø Ù Ò N M Ø Ù U M Ö Ú Ù Ñ Ù Ð Ñ Þ Ø Ñ Ó ß Ñ Ø D Ù Ó Ñ Ø Ø Û Ò F G Ñ Ø Ù Ñ N Ó Ò Û D Ù M Ò F Ø ? > F Û Ñ F Ù U D Ó M á Ñ N

Þ Ñ Ù Ð Ò N Ø D Ó Ó Ò Û D Ù M Ò F N Ñ Û M Ø M Ò F Ø Ø Ú Û Ð D Ø à Ð Ñ Ù Ð Ñ U Ù Ò Þ M F M Þ M á Ñ Û Ò Þ Þ Ú F M Û D Ù M Ò F Û Ò Ø Ù Ø

Ò U Þ D î M Þ M á Ñ U Ñ Ø Ò Ú U Û Ñ Ú Ø D G Ñ D U Ñ Þ D N Ñ D Ù N Ñ Ø M G F Ù M Þ Ñ H à Ð Ñ U Ñ D Ø M F D Þ D U æ Ñ Ù å Ö D Ø Ñ N

Ø W Ø Ù Ñ Þ Ù Ð Ñ Û Ò F Ø Ú Þ Ñ U Ø N W F D Þ M Û D Ó Ó W N U M ß Ñ Ù Ð Ñ Ø Ñ N Ñ Û M Ø M Ò F Ø Ù Ð U Ò Ú G Ð Ù Ð Ñ M U × U Ñ Ü Ñ U å

Ñ F Û Ñ Ø ? " D Û Ð Û Ò F Ø Ú Þ Ñ U N Ñ Û M N Ñ Ø à Ð Ñ Ù Ð Ñ U Ù Ð Ñ Ö Ñ F Ñ ï Ù Ò Ü Ú Ù M Ó M á M F G D F D G Ñ F Ù Ó Ò Û D Ù Ñ N

D Ù D Ø Ú × Ñ U M Ò U Ø M Ù Ñ M Ø à Ò U Ù Ð D F W Ñ î Ù U D Û Ò Ø Ù H D F N Û Ò Ó Ó Ñ Û Ù M ß Ñ Ó W Ù Ð Ñ Ø Ñ N Ñ Û M Ø M Ò F Ø G Ñ F Ñ U D Ù Ñ

Þ D U æ Ñ Ù Ü Ò U Û Ñ Ø Ù Ð D Ù Ø Ù Ñ Ñ U Ù Ð Ñ D G Ñ F Ù Ø ?

� Ò Ü D U à Ñ Ð D ß Ñ Ò F Ó W Þ Ñ F Ù M Ò F Ñ N D F D G Ñ F Ù ç Ø D Ö M Ó M Ù W Ù Ò D N D × Ù M Ù Ø Ó Ò Û D Ù M Ò F H Ö Ú Ù

Ù Ð Ñ Û Ò Þ Ö M F D Ù M Ò F Ò Ü Þ Ò Ö M Ó M Ù W D F N Þ D U æ Ñ Ù å Ö D Ø Ñ N Û Ò F Ù U Ò Ó M F Ù U Ò N Ú Û Ñ Ø Ù à Ò D N N M Ù M Ò F D Ó

D N D × Ù D Ù M Ò F Û Ò F Ø M N Ñ U D Ù M Ò F Ø ? L M U Ø Ù Ó W H M Ü D F D G Ñ F Ù M Ø G Ñ F Ñ U D Ù M F G Ø Ú � Û M Ñ F Ù U Ñ ß Ñ F Ú Ñ M Ù

Þ D W à M Ø Ð Ù Ò Ñ î × D F N M Ù Ø Þ D U æ Ñ Ù Ø Ð D U Ñ Ù Ð U Ò Ú G Ð Ó D Ú F Û Ð M F G D Û Ó Ò F Ñ Ò Ü M Ù Ø Ñ Ó Ü Ò U D

Ø Ú Ö å D G Ñ F Ù M F D N M Ý Ñ U Ñ F Ù Ó Ò Û D Ù M Ò F ? � Ñ Û Ò F N Ó W H M Ü D F D G Ñ F Ù Û D F F Ò Ù G Ñ F Ñ U D Ù Ñ Ñ F Ò Ú G Ð

M F Û Ò Þ Ñ Ù Ò Ø Ú × × Ò U Ù M Ù Ø Û Ò F Ù M F Ú Ñ N Ñ î M Ø Ù Ñ F Û Ñ ô D G Ñ F Ù Ø Þ Ú Ø Ù × D W Ü Ò U Ø Ñ U ß Ñ U Ð Ò Ø Ù M F G H

D N ß Ñ U Ù M Ø M F G Ñ Ù Û ? õ Ù Ð Ñ F M Ù Ö Ñ Û Ò Þ Ñ Ø Ö D F æ U Ú × Ù D F N Ø Ð Ò Ú Ó N Ö Ñ U Ñ Þ Ò ß Ñ N Ü U Ò Þ Ù Ð Ñ

Ø W Ø Ù Ñ Þ ? ! Ó Ò F M F G Û D Ú Ø Ñ Ø D F M F Û U Ñ D Ø Ñ M F Ù Ð Ñ D Ó Ó Ò Û D Ù M Ò F Ò Ü × Ò × Ú Ó D U D G Ñ F Ù Ø H à Ð M Ó Ñ

Ö D F æ U Ú × Ù Û W N Ñ Û U Ñ D Ø Ñ Ø Ù Ð Ñ D Ó Ó Ò Û D Ù M Ò F Ò Ü U Ñ N Ú F N D F Ù D G Ñ F Ù Ø ? ! Ò Þ Ö M F Ñ N à M Ù Ð Þ Ò å

Ö M Ó M Ù W H Û Ó Ò F M F G D F N Ö D F æ U Ú × Ù Û W Ñ F D Ö Ó Ñ Ù Ð Ñ D G Ñ F Ù D Ó Ó Ò Û D Ù M Ò F Ù Ò Ö Ñ Ü Ú Ó Ó W Þ Ò N M ï Ñ N

à M Ù Ð Ò Ú Ù Û Ñ F Ù U D Ó M F Ù Ñ U ß Ñ F Ù M Ò F ?

' Ú Ñ Ù Ò Ù Ð Ñ N Ñ Û Ñ F Ù U D Ó M á Ñ N Ñ F ß M U Ò F Þ Ñ F Ù H D G Ñ F Ù Ø Þ Ú Ø Ù Þ D æ Ñ Ù Ð Ñ M U Þ Ò Ö M Ó M Ù W N Ñ Û M å

Ø M Ò F Ø Ö D Ø Ñ N Ò F Ó Ò Û D Ó Ó W G D Ù Ð Ñ U Ñ N M F Ü Ò U Þ D Ù M Ò F ? Ï Ð M Ø M F Ü Ò U Þ D Ù M Ò F M F Û Ó Ú N Ñ Ø Ù Ð Ñ ß D Ó Ú Ñ

D F N Û Ò F Ù Ñ F Ù Ò Ü Ù Ð Ñ ä Ú Ñ U M Ñ Ø U Ñ Û Ñ M ß Ñ N Ü U Ò Þ Û Ò F Ø Ú Þ Ñ U Ø D F N Ù Ð Ñ × D Ù Ð D Ó Ò F G à Ð M Û Ð

Ù Ð Ñ W à Ñ U Ñ N Ñ Ó M ß Ñ U Ñ N ? Ï Ð Ñ Ø Ñ Ó Ò Û D Ó Þ Ò Ö M Ó M Ù W N Ñ Û M Ø M Ò F Ø Ø Ð D × Ñ Ù Ð Ñ G Ó Ò Ö D Ó D Ó Ó Ò Û D Ù M Ò F

D F N Ú Ø Ú D Ó Ó W Ð D ß Ñ æ F Ò Û æ å Ò F Ñ Ý Ñ Û Ù Ø Ü Ò U Ò Ù Ð Ñ U D G Ñ F Ù Ø ? L Ò U Ñ î D Þ × Ó Ñ H D F D G Ñ F Ù Þ Ò ß å

M F G Ù Ò D F Ñ à Ó Ò Û D Ù M Ò F Þ D W D Ù Ù U D Û Ù Ø Ò Þ Ñ N Ñ Þ D F N D à D W Ü U Ò Þ D Û Ò Þ × Ñ Ù M F G D G Ñ F Ù H
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× Ò Ø Ø M Ö Ó W Û D Ú Ø M F G Ù Ð D Ù D G Ñ F Ù Ù Ò Þ Ò ß Ñ Ò U Ñ ß Ñ F G Ò Ö D F æ U Ú × Ù ? � Ò à Ñ ß Ñ U à Ð M Ó Ñ Ù Ð Ñ Ø Ñ

Ñ Ý Ñ Û Ù Ø à M Ó Ó F Ò Ù D Ó à D W Ø Ö Ñ G Ó Ò Ö D Ó Ó W N Ñ Ø M U D Ö Ó Ñ D F N Ù Ð Ñ D Ó Ó Ò Û D Ù M Ò F M Ø Ú F Ó M æ Ñ Ó W Ù Ò Ö Ñ

Ò × Ù M Þ D Ó H N Ú Ñ Ù Ò Û Ò F Ø Ú Þ Ñ U å G Ñ F Ñ U D Ù Ñ N Þ D U æ Ñ Ù å Ü Ò U Û Ñ Ø Ù Ð Ñ D Ó Ó Ò Û D Ù M Ò F à M Ó Ó Ö Ñ Ù D M Ó Ò U Ñ N
Ù Ò à D U N Ø Û Ò F Ø Ú Þ Ñ U U Ñ ä Ú M U Ñ Þ Ñ F Ù Ø ? Ï Ð M Ø Ñ Ý Ñ Û Ù M Ø Ù Ð Ñ Þ D U æ Ñ Ù ç Ø ç M F ß M Ø M Ö Ó Ñ Ð D F N ç D Ø Ø Ò å

Û M D Ù Ñ N à M Ù Ð Ñ Û Ò F Ò Þ M Ø Ù S N D Þ � Þ M Ù Ð ? " F Ø Ú U M F G Ù Ð D Ù D G Ñ F Ù N Ñ Û M Ø M Ò F Ø Ò F Ó W × U Ò N Ú Û Ñ

N Ñ Ø M U D Ö Ó Ñ Ñ Ý Ñ Û Ù Ø à Ò Ú Ó N U Ñ ä Ú M U Ñ D G Ñ F Ù Ø Ù Ò Ð D ß Ñ G Ó Ò Ö D Ó F Ñ Ù à Ò U æ M F Ü Ò U Þ D Ù M Ò F D F N

Ù Ð M Ø M Ø F Ò Ù Ü Ñ D Ø M Ö Ó Ñ M F G Ó Ò Ö D Ó M F Ü Ò U Þ D Ù M Ò F Ø W Ø Ù Ñ Þ Ø H D Ø à Ñ Ð D ß Ñ Ñ î × Ó D M F Ñ N × U Ñ ß M å

Ò Ú Ø Ó W ? " ß Ñ F à M Ù Ð G Ó Ò Ö D Ó M F Ü Ò U Þ D Ù M Ò F M Ù M Ø Ú F Ó M æ Ñ Ó W Ù Ð D Ù D F Ò × Ù M Þ D Ó D Ó Ó Ò Û D Ù M Ò F Û D F

Ö Ñ Ü Ò Ú F N Ü Ò U D Ó Ó F Ñ Ù à Ò U æ Ø D Ø Ù Ð Ñ ï Ó Ñ D Ó Ó Ò Û D Ù M Ò F × U Ò Ö Ó Ñ Þ Ð D Ø Ö Ñ Ñ F Ø Ð Ò à F Ù Ò Ö Ñ

A 3 å Û Ò Þ × Ó Ñ Ù Ñ ê 5 í ?

Ï Ð Ñ U Ñ D U Ñ ß D U M Ò Ú Ø Þ Ò Ö M Ó M Ù W Ø Ù U D Ù Ñ G M Ñ Ø Ù Ð D Ù D F D G Ñ F Ù Û Ò Ú Ó N D N Ò × Ù H Ü U Ò Þ Ø M Þ × Ó Ñ

D × × U Ò D Û Ð Ñ Ø Ø Ú Û Ð D Ø D Ó à D W Ø Ó Ò Û D Ù M F G D Ù Ù Ð Ñ Ø M Ù Ñ Ò Ü M Ù Ø Þ Ò Ø Ù D Û Ù M ß Ñ Ú Ø Ñ U Ù Ò Þ Ò U Ñ

D N ß D F Û Ñ N Ø Ù U D Ù Ñ G M Ñ Ø Ñ Þ × Ó Ò W M F G Ù Ñ Û Ð F M ä Ú Ñ Ø Ø Ú Û Ð D Ø Þ D Û Ð M F Ñ Ó Ñ D U F M F G ? � Ò à Ñ ß Ñ U

M F D Û Ò Þ × Ñ Ù M Ù M ß Ñ Ñ F ß M U Ò F Þ Ñ F Ù Ù Ð Ñ Ø Ù U D Ù Ñ G W Ù Ð D Ù Ö Ñ Ø Ù Ø D Ù M Ø ï Ñ Ø Û Ò F Ø Ú Þ Ñ U U Ñ ä Ú M U Ñ å

Þ Ñ F Ù Ø M Ø Ó M æ Ñ Ó W Ù Ò Ñ Þ Ñ U G Ñ D Ø Ù Ð Ñ N Ò Þ M F D F Ù Ø Ù U D Ù Ñ G W M F Ù Ð Ñ Ø W Ø Ù Ñ Þ H D F N D F W F Ñ à
Ø Ù U D Ù Ñ G W à M Ó Ó F Ñ Ñ N Ù Ò Ò Ý Ñ U Ø Ù M Ó Ó G U Ñ D Ù Ñ U D N ß D F Ù D G Ñ Ø ? � Ò D Ø à Ñ Ó Ó D Ø Ø Ù M Þ Ú Ó D Ù M F G Ù Ð Ñ
Ñ Þ Ñ U G Ñ F Û Ñ Ò Ü D Û Ò F Ø Ú Þ Ñ U Ù D M Ó Ò U Ñ N Ø W Ø Ù Ñ Þ M F Ù Ð Ñ Ø Ð Ò U Ù å Ù Ñ U Þ H Þ D U æ Ñ Ù å Ö D Ø Ñ N Û Ò F å

Ù U Ò Ó × U Ò Þ Ò Ù Ñ Ø Ü Ú U Ù Ð Ñ U Ó Ò F G å Ù Ñ U Þ N Ñ ß Ñ Ó Ò × Þ Ñ F Ù ? ö D Ù Ñ U Ò F M F Ù Ð M Ø × D × Ñ U à Ñ × U Ñ Ø Ñ F Ù

Ñ Þ × M U M Û D Ó Ñ ß M N Ñ F Û Ñ Ø Ú × × Ò U Ù M F G Ù Ð Ñ Ø Ñ Û Ó D M Þ Ø ?

6 7 9 ; < > ? @ < B C E G H

B M Ù Ð Ù Ð Ñ Û Ò F Ù M F Ú Ñ N Ñ Þ Ñ U G Ñ F Û Ñ Ò Ü Þ Ú Ó Ù M å D G Ñ F Ù Ø W Ø Ù Ñ Þ Ø H U Ñ Ø Ñ D U Û Ð Ñ U Ø D U Ñ M F Û U Ñ D Ø å

M F G Ó W ß M Ñ à M F G Ñ Û Ò F Ò Þ M Û Þ D U æ Ñ Ù Ø D Ø Ò Ý Ñ U M F G Ø Ò Ó Ú Ù M Ò F Ø Ù Ò Û Ò Þ × Ó Ñ î D F N N Ñ Û Ñ F å
Ù U D Ó M á Ñ N U Ñ Ø Ò Ú U Û Ñ D Ó Ó Ò Û D Ù M Ò F × U Ò Ö Ó Ñ Þ Ø â Ò Ü Ù Ñ F Û D Ó Ó Ñ N Þ D U æ Ñ Ù å Ö D Ø Ñ N Û Ò F Ù U Ò Ó ê ý í ê ë ü í ?

I D U æ Ñ Ù å Ö D Ø Ñ N Û Ò F Ù U Ò Ó Þ Ñ Ù Ð Ò N Ø Ð D ß Ñ Ö Ñ Ñ F D × × Ó M Ñ N M F ß D U M Ò Ú Ø G Ú M Ø Ñ Ø Ù Ò × U Ò Ö Ó Ñ Þ Ø

Ø Ú Û Ð D Ø Û D Ó Ó U Ò Ú Ù M F G ê J í H Ö D F N à M N Ù Ð D Ø Ø M G F Þ Ñ F Ù ê ë � í H Ü D Û Ù Ò U W Ø Û Ð Ñ N Ú Ó M F G ê ë û í H Û Ó M å

Þ D Ù Ñ Û Ò F Ù U Ò Ó ê ë L í ê ë M í D F N H Ò Ü × D U Ù M Û Ú Ó D U U Ñ Ó Ñ ß D F Û Ñ Ù Ò Ò Ú U Ø Ù Ú N W H Þ Ò Ö M Ó Ñ D G Ñ F Ù N M Ø å

Ù U M Ö Ú Ù M Ò F ê ì í D F N N M Ø Ù U M Ö Ú Ù Ñ N M F Ü Ò U Þ D Ù M Ò F Ø W Ø Ù Ñ Þ Ø ê M í â D Ø à Ñ Ó Ó D Ø Þ Ò U Ñ Ù Ð Ñ Ò U Ñ Ù M Û D Ó

× U Ò Ö Ó Ñ Þ Ø ?

I D F W Þ D U æ Ñ Ù å Ö D Ø Ñ N Ø Ù Ú N M Ñ Ø Ñ Þ × Ó Ò W Ø Ò Þ Ñ Ü Ò U Þ Ò Ü D Ú Û Ù M Ò F Þ Ñ Û Ð D F M Ø Þ Ù Ò Û Ò å

Ò U N M F D Ù Ñ Þ D U æ Ñ Ù × U M Û Ñ Ø D F N Ñ F Ø Ú U Ñ Ù Ð Ñ Ø W Ø Ù Ñ Þ U Ñ Þ D M F Ø Û Ó Ò Ø Ñ Ù Ò Ñ Û Ò F Ò Þ M Û Ñ ä Ú M Ó M Ö å

U M Ú Þ H M F Û Ó Ú N M F G à Ò U æ Ò F Þ Ò Ö M Ó Ñ D G Ñ F Ù N M Ø Ù U M Ö Ú Ù M Ò F ê ì í D F N N M Ø Ù U M Ö Ú Ù Ñ N M F Ü Ò U Þ D å

Ù M Ò F Ø W Ø Ù Ñ Þ Ø ê M í ? 3 U Ò Ö D Ö Ó W Ù Ð Ñ Þ Ò Ø Ù Û M Ù Ñ N Ñ î D Þ × Ó Ñ M Ø Ù Ð Ñ B S ö N S � Ø W Ø Ù Ñ Þ ê ü í H

M F à Ð M Û Ð D F D Ú Û Ù M Ò F Ñ Ñ U Ú Ù M Ó M á Ñ Ø N Ñ Þ D F N M F Ü Ò U Þ D Ù M Ò F U Ñ Û Ñ M ß Ñ N Ü U Ò Þ D G Ñ F Ù Ø Ù Ò M Ù Ñ U å

D Ù M ß Ñ Ó W Û D Ó Û Ú Ó D Ù Ñ Ñ ä Ú M Ó M Ö U M Ú Þ × U M Û Ñ Ø ? Ï Ð Ñ B S ö N S � Ø W Ø Ù Ñ Þ D Û Ð M Ñ ß Ñ Ø Û Ò Þ × Ñ Ù M Ù M ß Ñ

Ñ ä Ú M Ó M Ö U M Ú Þ Ú F N Ñ U Û Ñ U Ù D M F Û Ò F N M Ù M Ò F Ø H Ö Ú Ù Ù Ð Ñ U Ñ D U Ñ D Ø × Ñ Û Ù Ø Ù Ð D Ù Þ D æ Ñ M Ù D F N
Ò Ù Ð Ñ U D Ú Û Ù M Ò F Þ Ñ Û Ð D F M Ø Þ Ø Ó Ñ Ø Ø D × × Ó M Û D Ö Ó Ñ Ù Ò Ù Ò Ù D Ó Ó W N Ñ Û Ñ F Ù U D Ó M á Ñ N Þ Ò N Ñ Ó Ø ? S Ø

N M Ø Û Ú Ø Ø Ñ N M F ê ë ë í H Ù Ð Ñ D Ú Û Ù M Ò F Ñ Ñ U M Ø Ñ Ý Ñ Û Ù M ß Ñ Ó W D Û Ñ F Ù U D Ó M á Ñ N Ñ F Ù M Ù W à Ò U æ M F G Ò F

G Ó Ò Ö D Ó M F Ü Ò U Þ D Ù M Ò F H D F N Ù Ð Ñ U Ñ Ü Ò U Ñ Ø Ú Ý Ñ U Ø Ø M Þ M Ó D U × U Ò Ö Ó Ñ Þ Ø à M Ù Ð D Ú Ù Ò F Ò Þ W D F N

Ø Û D Ó D Ö M Ó M Ù W D Ø Ù Ð Ñ F Ò F å Þ D U æ Ñ Ù å Ö D Ø Ñ N Û Ñ F Ù U D Ó M á Ñ N Ð Ñ Ú U M Ø Ù M Û Ø Þ Ñ F Ù M Ò F Ñ N Ñ D U Ó M Ñ U ?

> F D N N M Ù M Ò F Ù Ò Û Ñ F Ù U D Ó M á D Ù M Ò F × U Ò Ö Ó Ñ Þ Ø H D Ú Û Ù M Ò F Ø Ò F Ó W Þ Ò N Ñ Ó Ù Ð Ñ Ø Ú × × Ò Ø Ñ N Ñ Ü å

Ü Ñ Û Ù Ø Ò Ü Þ D U æ Ñ Ù Ø U D Ù Ð Ñ U Ù Ð D F Ù Ð Ñ Þ Ñ Û Ð D F M Ø Þ Ù Ð U Ò Ú G Ð à Ð M Û Ð Ù Ð Ñ W Ò Û Û Ú U ê ë ë í ? > F U Ñ D Ó

Þ D U æ Ñ Ù Ø Ù Ð Ñ ç M F ß M Ø M Ö Ó Ñ Ð D F N ç M Ø D F Ñ Þ Ñ U G Ñ F Ù Ñ Ý Ñ Û Ù Û D Ú Ø Ñ N Ö W Û Ò Þ × Ñ Ù M Ù M Ò F Ö Ñ Ù à Ñ Ñ F

Ø Ñ Ó Ü å M F Ù Ñ U Ñ Ø Ù Ñ N Ñ F Ù M Ù M Ñ Ø H à Ð M Ó Ñ M F D Ú Û Ù M Ò F å Ö D Ø Ñ N Ø W Ø Ù Ñ Þ Ø M Ù M Ø M Þ × Ò Ø Ñ N Ù Ð U Ò Ú G Ð Ù Ð Ñ

D Ú Û Ù M Ò F Ñ Ñ U ? Ï Ð M Ø Ó M Þ M Ù Ø Þ D U æ Ñ Ù Ø Ù Ò D N D × Ù M F G à M Ù Ð M F Ù Ð Ñ Ø Û Ò × Ñ Ò Ü Ù Ð Ñ M U D Ú Û Ù M Ò F Ø H
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à Ð M Û Ð G Ñ F Ñ U D Ó Ó W Ö D Ó D F Û Ñ × U M Û Ñ Ø à M Ù Ð Ò Ú Ù ä Ú D Ó M Ù W Ò Ü Ø Ñ U ß M Û Ñ Û Ò F Ø M N Ñ U D Ù M Ò F Ø ? > F Ò Ú U

Ø W Ø Ù Ñ Þ Ù Ð Ñ U Ñ M Ø F Ò × U M Û Ñ å Ö D Ó D F Û M F G D Ú Û Ù M Ò F Ñ Ñ U H M F Ø Ù Ñ D N à Ñ U Ñ Ó W Ò F Ù Ð Ñ ç M F ß M Ø M Ö Ó Ñ

Ð D F N ç Ñ Ý Ñ Û Ù Ù Ò G Ú M N Ñ Ù Ð Ñ Þ D U æ Ñ Ù Ù Ò à D U N Ø Ñ ä Ú M Ó M Ö U M Ú Þ H N Ñ Ø × M Ù Ñ D G Ñ F Ù Ø Ò F Ó W D Û Ù M F G

Ò F Ó Ò Û D Ó Ó W G D Ù Ð Ñ U Ñ N M F Ü Ò U Þ D Ù M Ò F ?

S T È É � È � � Î � � � Ç Ë X Z [ � É Î ^ � Ç È �

> F Ñ D U Ó M Ñ U Ø Ñ Û Ù M Ò F Ø à Ñ Ò Ú Ù Ó M F Ñ N Ò Ú U N Ñ Û Ñ F Ù U D Ó M á Ñ N Þ D U æ Ñ Ù å Ö D Ø Ñ N D × × U Ò D Û Ð Ù Ò D G Ñ F Ù

D Ó Ó Ò Û D Ù M Ò F H à Ð Ñ U Ñ N Ú Ñ Ù Ò Û Ò Þ × Ñ Ù M Ù M Ò F D F N Þ D U æ Ñ Ù M Þ × Ò Ø Ñ N U Ñ Ø Ù U D M F Ù Ø Ù Ð Ñ Ñ Þ Ñ U å

G Ñ F Ù D Ó Ó Ò Û D Ù M Ò F M Ø Ù D M Ó Ò U Ñ N Ù Ò Û Ò F Ø Ú Þ Ñ U U Ñ ä Ú M U Ñ Þ Ñ F Ù Ø ? Ï Ò Ø Ú × × Ò U Ù Ù Ð M Ø Û Ó D M Þ à Ñ

M Þ × Ó Ñ Þ Ñ F Ù Ñ N D Ø M Þ Ú Ó D Ù M Ò F Ò Ü D N M Ø Ù U M Ö Ú Ù Ñ N Þ Ú Ó Ù M å D G Ñ F Ù D U Û Ð M Ù Ñ Û Ù Ú U Ñ ô Ö D Ø Ñ N Ò F M F å

Ü Ò U Þ D Ù M Ò F M F Ù Ñ G U D Ù M Ò F D U Û Ð M Ù Ñ Û Ù Ú U Ñ Ø Ø Ú Û Ð D Ø > F Ü Ò � Ó Ñ Ú Ù Ð ê ë í D F N Ï � > I I > � ê û í õ D Ø

D F Ñ î × Ñ U M Þ Ñ F Ù D Ù M Ò F × Ó D Ù Ü Ò U Þ ? ñ Ø M F G Ù Ð M Ø × Ó D Ù Ü Ò U Þ à Ñ Ñ î D Þ M F Ñ N Ù Ð Ñ × Ñ U Ü Ò U Þ D F Û Ñ

Ò Ü Ù à Ò Ø M Þ × Ó Ñ D G Ñ F Ù Þ Ò Ö M Ó M Ù W Ø Ù U D Ù Ñ G M Ñ Ø Ö Ò Ù Ð M F N M ß M N Ú D Ó Ó W D F N M F Û Ò Þ × Ñ Ù M Ù M Ò F H D F N

Û Ò Þ × D U Ñ N Ù Ð Ñ M U × Ñ U Ü Ò U Þ D F Û Ñ à M Ù Ð D Ó Ó Ò Û D Ù M Ò F Ø G Ñ F Ñ U D Ù Ñ N Ú Ø M F G Û Ñ F Ù U D Ó M á Ñ N Ð Ñ Ú U M Ø å

Ù M Û D F N U D F N Ò Þ D Ó G Ò U M Ù Ð Þ Ø ? > F Ù Ð M Ø Ø Ñ Û Ù M Ò F à Ñ N Ñ Ø Û U M Ö Ñ Ù Ð Ñ Þ Ò Ö M Ó M Ù W Ø Ù U D Ù Ñ G M Ñ Ø

Ú Ø Ñ N D F N Ù Ð Ñ Ñ î × Ñ U M Þ Ñ F Ù D Ó N Ñ Ø M G F ?

c 7 9 d e < f @ g @ G ? @ < e j < l

S Ø Ò Ú Ù Ó M F Ñ N Ñ D U Ó M Ñ U H D G Ñ F Ù Ø Û Ò Þ × Ñ Ù Ñ Ù Ò Ø D Ù M Ø Ü W Û Ò F Ø Ú Þ Ñ U Ø Ù Ð U Ò Ú G Ð N M Ý Ñ U M F G Þ Ò å

Ö M Ó M Ù W Ø Ù U D Ù Ñ G M Ñ Ø H D F N Ù Ð M Ø Û D Ú Ø Ñ Ø Ù Ð Ñ Ñ Þ Ñ U G Ñ F Ù Ñ F ß M U Ò F Þ Ñ F Ù Ù Ò Ö Ñ Ù D M Ó Ò U Ñ N Ù Ò

Û Ò F Ø Ú Þ Ñ U U Ñ ä Ú M U Ñ Þ Ñ F Ù Ø ? > F Ò U N Ñ U Ù Ò Ù Ñ Ø Ù Ù Ð M Ø Ù Ð Ñ Ò U W à Ñ M Þ × Ó Ñ Þ Ñ F Ù Ñ N Ù à Ò Ø M Þ × Ó Ñ

Þ Ò Ö M Ó M Ù W Ø Ù U D Ù Ñ G M Ñ Ø Û D Ó Ó Ñ N 3 U M F Û M × D Ó ! Ò F Ø Ú Þ Ñ U I Ò Ö M Ó M Ù W D F N 3 U M F Û M × D Ó A Ñ M G Ð Ö Ò Ú U

I Ò Ö M Ó M Ù W H à M Ù Ð Ö Ò Ù Ð Þ Ò F M Ù Ò U M F G M F Û Ò Þ M F G ä Ú Ñ U M Ñ Ø Ù Ò Û Ð Ñ Û æ M Ü Ù Ð Ñ M F Û Ò Þ Ñ G Ñ F Ñ U D Ù Ñ N

Ü U Ò Þ U Ñ Þ Ò Ù Ñ Ø M Ù Ñ Ø à D U U D F Ù Ø Ù Ð Ñ D G Ñ F Ù U Ñ Ó Ò Û D Ù M F G Ò U Ó D Ú F Û Ð M F G D Û Ó Ò F Ñ ?

> F 3 U M F Û M × D Ó ! Ò F Ø Ú Þ Ñ U I Ò Ö M Ó M Ù W Ù Ð Ñ Ü Ò Ó Ó Ò à M F G Ù Ñ Ø Ù Ø D U Ñ × Ñ U Ü Ò U Þ Ñ N Ù Ò N Ñ Ù Ñ U å

Þ M F Ñ à Ð Ñ Ù Ð Ñ U Ù Ò U Ñ Ó Ò Û D Ù Ñ � Û Ó Ò F Ñ p

r ! Ó Ò F Ñ Ù Ñ Ø Ù p s t u v w x y v z u x { | y } { | � v � v � z v � � | y � u v �

r I Ò Ö M Ó M Ù W Ù Ñ Ø Ù p s t | � � x w v { u x w t | y v � } � x � � � | � � x w v �

Ï Ð Ñ Û Ó Ò F Ñ Ù Ñ Ø Ù Û Ð Ñ Û æ Ø à Ð Ñ Ù Ð Ñ U Ù Ð Ñ D G Ñ F Ù M Ø G Ñ F Ñ U D Ù M F G Ñ F Ò Ú G Ð × U Ò ï Ù Ù Ò Ø Ú × å

× Ò U Ù D Û Ó Ò F Ñ ? > Ü Ù Ð M Ø M Ø Ù Ð Ñ Û D Ø Ñ Ù Ð Ñ F D Û Ó Ò F Ñ M Ø Ó D Ú F Û Ð Ñ N D Ù Ù Ð Ñ Ø M Ù Ñ Ò Ü Ù Ð Ñ D G Ñ F Ù ç Ø

× U M F Û M × D Ó Û Ò F Ø Ú Þ Ñ U ô Ù Ð Ñ Û Ò F Ø Ú Þ Ñ U G Ñ F Ñ U D Ù M F G Ù Ð Ñ Þ Ò Ø Ù M F Û Ò Þ Ñ õ ? Ï Ð Ñ Þ Ò Ö M Ó M Ù W

Ù Ñ Ø Ù Û Ð Ñ Û æ Ø à Ð Ñ Ù Ð Ñ U D U Ñ Þ Ò Ù Ñ Ø M Ù Ñ M Ø G Ñ F Ñ U D Ù M F G Þ Ò U Ñ M F Û Ò Þ Ñ Ù Ð D F Ù Ð Ñ Ó Ò Û D Ó Ø M Ù Ñ H

D F N M Ü Ø Ò Ù Ð Ñ F Ù Ð Ñ D G Ñ F Ù U Ñ Ó Ò Û D Ù Ñ Ø Ù Ò Ù Ð M Ø Ø M Ù Ñ ?

> F 3 U M F Û M × D Ó A Ñ M G Ð Ö Ò Ú U I Ò Ö M Ó M Ù W Ù Ð Ñ Ü Ò Ó Ó Ò à M F G Ù Ñ Ø Ù Ø D U Ñ × Ñ U Ü Ò U Þ Ñ N Ù Ò N Ñ Ù Ñ U å

Þ M F Ñ à Ð Ñ Ù Ð Ñ U Ù Ò U Ñ Ó Ò Û D Ù Ñ � Û Ó Ò F Ñ p

r ! Ó Ò F Ñ Ù Ñ Ø Ù p s t u v w x y v z u x { | y } { | � v � v � z v � � | y � u v �

r I Ò Ö M Ó M Ù W Ù Ñ Ø Ù p s t | � � x w v { u x w � x � � v � y | x � � } � x � � � | � � x w v � | � � x w v

{ u x w � x � � v � y | x � � �

Ï Ð Ñ Ø Ñ Ù Ñ Ø Ù Ø D U Ñ Ø M Þ M Ó D U Ù Ò Ù Ð Ò Ø Ñ Ü Ò U 3 U M F Û M × D Ó ! Ò F Ø Ú Þ Ñ U I Ò Ö M Ó M Ù W Ñ î Û Ñ × Ù

ä Ú Ñ U M Ñ Ø D U Ñ G U Ò Ú × Ñ N D Û Û Ò U N M F G Ù Ò Ù Ð Ñ F Ñ Ù à Ò U æ F Ñ M G Ð Ö Ò Ú U Ù Ð U Ò Ú G Ð à Ð M Û Ð Ù Ð Ñ W
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à Ñ U Ñ N Ñ Ó M ß Ñ U Ñ N ? � Ò U D Ù Ð Ñ U Ù Ð D F D F D G Ñ F Ù Û Ó Ò F M F G Ù Ò Ù Ð Ñ Ø M Ù Ñ Ò Ü M Ù Ø × U M F Û M × D Ó Ú Ø Ñ U

M Ù Û Ó Ò F Ñ Ø Ù Ò M Ù Ø × U M F Û M × D Ó F Ñ M G Ð Ö Ò Ú U D F N Ù Ð Ñ Ø D Þ Ñ Ü Ò U Þ Ò ß M F G ? L Ò U Ñ î D Þ × Ó Ñ H U Ñ Ü Ñ U å

U M F G Ù Ò L M G Ú U Ñ ë H M Ü D F D G Ñ F Ù D Ù ! D U N M Ý à D Ø U Ñ Û Ñ M ß M F G Ð Ñ D ß W Ù U D � Û Ü U Ò Þ ' Ñ F ß Ñ U M Ù

Þ M G Ð Ù Û Ó Ò F Ñ Ù Ò A Ñ à � Ò U æ H D F N Ù Ð Ñ F Ù Ð D Ù Û Ó Ò F Ñ Þ D W Þ Ò ß Ñ Ù Ò ' Ñ F ß Ñ U ß M D ! Ð M Û D G Ò ?

Ï Ð Ñ Ö Ñ F Ñ ï Ù Ò Ü 3 U M F Û M × D Ó ! Ò F Ø Ú Þ Ñ U I Ò Ö M Ó M Ù W M Ø Ù Ð D Ù Ù Ð Ñ D G Ñ F Ù Þ Ò ß Ñ Ø N M U Ñ Û Ù Ó W

Ù Ò M Ù Ø Þ D M F Û Ò F Ø Ú Þ Ñ U H Þ Ñ D F M F G M Ù D N D × Ù Ø ä Ú M Û æ Ó W Ù Ò Û Ð D F G Ñ Ø M F Û Ò F Ø Ú Þ Ñ U U Ñ ä Ú M U Ñ å

Þ Ñ F Ù Ø ? � Ò à Ñ ß Ñ U Ù Ð M Ø Ø Ù U D Ù Ñ G W Þ D W F Ò Ù D Ó à D W Ø Ö Ñ Ö Ñ F Ñ ï Û M D Ó D Ø Ù Ð Ñ Þ D M F Û Ò F Ø Ú Þ Ñ U

Þ D W Ø Ò Þ Ñ Ù M Þ Ñ Ø Ö Ñ M Ø Ò Ó D Ù Ñ N Ü U Ò Þ Ù Ð Ñ Þ D M F D U Ñ D Ò Ü D Û Ù M ß M Ù W ? S Ó Ù Ð Ò Ú G Ð 3 U M F Û M × D Ó

A Ñ M G Ð Ö Ò Ú U I Ò Ö M Ó M Ù W M Ø Ó Ñ Ø Ø U Ñ Ø × Ò F Ø M ß Ñ H M Ù Ö Ñ F Ñ ï Ù Ø Ü U Ò Þ D Ó à D W Ø Ð Ñ D N M F G Ù Ò à D U N Ø

Ù Ð Ñ Þ Ò Ø Ù D Û Ù M ß Ñ D U Ñ D Ø ?

> F Ò Ú U Ø Ù U D Ù Ñ G M Ñ Ø à Ñ Ð D ß Ñ M F Ù U Ò N Ú Û Ñ N Þ M F M Þ Ú Þ Ù Ð U Ñ Ø Ð Ò Ó N Ø Ü Ò U Ù Ð Ñ Û Ó Ò F Ñ D F N

Þ Ò Ö M Ó M Ù W Ù Ñ Ø Ù Ø Ù Ò Ð Ñ Ó × × U Ñ ß Ñ F Ù U Ñ D Û Ù M Ò F Ø Ù Ò Ù Ñ Þ × Ò U D U W Ö Ó M × Ø M F Ù Ð Ñ Ú Ø D G Ñ × D Ù Ù Ñ U F ?

� Ò à Ñ ß Ñ U Ù Ð Ñ Ø Ñ Ù Ð U Ñ Ø Ð Ò Ó N Ø D Ó Ø Ò Þ D æ Ñ Ù Ð Ñ Ø Ù U D Ù Ñ G M Ñ Ø Ó Ñ Ø Ø U Ñ Ø × Ò F Ø M ß Ñ Ù Ò G Ñ F Ú M F Ñ

Û Ð D F G Ñ Ø ? L Ò U Ò Ú U Ñ î × Ñ U M Þ Ñ F Ù D Ù M Ò F à Ñ Û Ò Þ × D U Ñ N Ù à Ò ß Ñ U Ø M Ò F Ø Ò Ü 3 U M F Û M × D Ó ! Ò F å

Ø Ú Þ Ñ U I Ò Ö M Ó M Ù W D F N 3 U M F Û M × D Ó A Ñ M G Ð Ö Ò Ú U I Ò Ö M Ó M Ù W H Ù Ð Ñ Ø Ù D F N D U N ß Ñ U Ø M Ò F D F N Ù Ð Ñ

Ø Ù D Ö Ó Ñ ß Ñ U Ø M Ò F ? Ï Ð Ñ N M Ý Ñ U Ñ F Û Ñ Ö Ñ Ù à Ñ Ñ F Ù Ð Ñ Ù à Ò Ö Ñ M F G Ù Ð D Ù Ù Ð Ñ Ø Ù D Ö Ó Ñ ß Ñ U Ø M Ò F

Ð D N Û Ò F Ø M N Ñ U D Ö Ó W Ð M G Ð Ñ U Ù Ð U Ñ Ø Ð Ò Ó N Ø ? Ï Ð Ñ × Ñ U Ü Ò U Þ D F Û Ñ Ò Ü Ù Ð Ñ Ø Ñ Ø Ù U D Ù Ñ G M Ñ Ø Ö Ò Ù Ð

M F N M ß M N Ú D Ó Ó W D F N M F Û Ò Þ × Ñ Ù M Ù M Ò F M Ø N M Ø Û Ú Ø Ø Ñ N M F � Ñ Û Ù M Ò F ü ?

c 7 6 � �   < G j ¡ < f @ ? > g < @ £  

B Ñ à M Ó Ó Ö U M Ñ ¤ W Ò Ú Ù Ó M F Ñ Ù Ð Ñ Ö D Ø M Û F Ñ Ù à Ò U æ Ø Ñ Ù Ú × Ù Ð D Ù à D Ø Ú Ø Ñ N Ü Ò U Ò Ú U Ñ î × Ñ U M Þ Ñ F å

Ù D Ù M Ò F ? B Ñ Ø M Þ Ú Ó D Ù Ñ N D F Ñ Ù à Ò U æ Ò Ü Ù Ð M U Ù W Ø Ñ U ß Ñ U Ø H Ø Ð Ò à F M F L M G Ú U Ñ ë ? S Ó Ù Ð Ò Ú G Ð

à Ñ Ñ F ß M Ø D G Ñ Þ Ú Û Ð Ó D U G Ñ U F Ñ Ù à Ò U æ Ø H G M ß Ñ F Ù Ð D Ù Ù Ð U Ò Ú G Ð Þ Ò ß M F G D F N Û Ó Ò F M F G D F

D G Ñ F Ù Ø Ñ U ß M Û Ñ Û D F Ñ î M Ø Ù Ò F D F W Û Ò Þ Ö M F D Ù M Ò F Ò Ü Ø Ñ U ß Ñ U Ø H Ò Ú U Ø M Þ Ú Ó D Ù Ñ N F Ñ Ù à Ò U æ

Ø Ù M Ó Ó W M Ñ Ó N Ø ì ¥ ¦ × Ò Ø Ø M Ö Ó Ñ D Ó Ó Ò Û D Ù M Ò F Ø × Ñ U D G Ñ F Ù Ø Ñ U ß M Û Ñ H Þ D æ M F G D G Ñ F Ù D Ó Ó Ò Û D Ù M Ò F D
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F Ò F å Ù U M ß M D Ó Ù D Ø æ ? Ï Ð Ñ ß D Ó Ú Ñ F Ñ î Ù Ù Ò D F Ñ Ù à Ò U æ Û Ò F F Ñ Û Ù M Ò F M Ø Ù Ð Ñ Û Ò Ø Ù Ò Ü Û Ò Þ Þ Ú å

F M Û D Ù M Ò F D Ó Ò F G Ù Ð D Ù Û Ò F F Ñ Û Ù M Ò F H à Ð M Ó Ñ D Ø Ñ U ß Ñ U ç Ø N Ñ G U Ñ Ñ Ò Ü Ø Ð D N M F G Û Ò U U Ñ Ø × Ò F N Ø

Ù Ò Ù Ð Ñ Ú Ø D G Ñ Ó Ñ ß Ñ Ó D Ù Ù Ð D Ù Ø Ñ U ß Ñ U ô Ñ ? G ? Û Ò F Ø Ú Þ Ñ U Ø D Ù Ù Ð Ñ ö Ò F N Ò F Ø Ñ U ß Ñ U G Ñ F Ñ U D Ù Ñ

L ? ì ý ä Ú Ñ U M Ñ Ø � Ú F M Ù Ò Ü Ù M Þ Ñ õ ? Ï Ð M Ø M Ø Ù Ð Ñ D ß Ñ U D G Ñ Ú Ø D G Ñ à M Ù Ð M F Ù Ñ U å ä Ú Ñ U W Ù M Þ Ñ Ø Ö Ñ M F G

Û D Ó Û Ú Ó D Ù Ñ N Ú Ø M F G Ù Ð Ñ Ñ î × Ò F Ñ F Ù M D Ó N M Ø Ù U M Ö Ú Ù M Ò F ? Ï Ð Ñ ä Ú D Ó M Ù W Ò Ü Ø Ñ U ß M Û Ñ D Û Ò F Ø Ú Þ Ñ U

Ñ î × Ñ U M Ñ F Û Ñ N à D Ø N Ñ Ù Ñ U Þ M F Ñ N Ö W Ù Ð Ñ M U Û Ò Ø Ù Ò Ü × Ú U Û Ð D Ø M F G D Ø Ñ U ß M Û Ñ Ü U Ò Þ D F D G Ñ F Ù H

à M Ù Ð Û Ò F Ø Ú Þ Ñ U Ø D Ó à D W Ø × U Ñ Ü Ñ U U M F G Ù Ð Ñ Û Ð Ñ D × Ñ Ø Ù Ò × Ù M Ò F ? S × D U Ù Ü U Ò Þ N M Ý Ñ U M F G Ú Ø D G Ñ

D Ó Ó Ò Ü Ù Ð Ñ Ø Ñ U ß Ñ U Ø à Ñ U Ñ Ð Ò Þ Ò G Ñ F Ñ Ò Ú Ø H Ø Ú × × Ó W M F G Ù Ð Ñ Ø D Þ Ñ Ü Ú F Û Ù M Ò F Ø D F N Û Ð D U G M F G

Ù Ð Ñ Ø D Þ Ñ × U M Û Ñ Ü Ò U Ð Ò Ø Ù M F G D F D G Ñ F Ù ? Ï Ð M Ø Ñ F Ø Ú U Ñ N Ù Ð D Ù Ù Ð Ñ Ò F Ó W Þ Ñ Ù Ð Ò N Ù Ð U Ò Ú G Ð

à Ð M Û Ð D G Ñ F Ù Ø Û Ò Ú Ó N M Þ × U Ò ß Ñ Ù Ð Ñ ä Ú D Ó M Ù W Ò Ü Ø Ñ U ß M Û Ñ Ù Ð Ñ W N Ñ Ó M ß Ñ U Ñ N à D Ø Ö W U Ñ N Ú Û M F G

Û Ò F Ø Ú Þ Ñ U Ø ç F Ñ Ù à Ò U æ Û Ò Ø Ù Ø ?

L Ò U Ò Ú U Ñ î × Ñ U M Þ Ñ F Ù Ø à Ñ M F M Ù M D Ó M á Ñ N D G Ñ F Ù Ø M Þ × Ó Ñ Þ Ñ F Ù M F G Ò F Ñ Ò Ü Ò Ú U Þ Ò Ö M Ó M Ù W

Ø Ù U D Ù Ñ G M Ñ Ø D Ù D U Ö M Ù U D U W Ó Ò Û D Ù M Ò F Ø M F Ù Ð Ñ F Ñ Ù à Ò U æ ? B Ñ Ù Ð Ñ F Ó Ñ Ü Ù Ù Ð Ñ D G Ñ F Ù Ø Ü Ò U Ù Ð U Ñ Ñ

Ð Ò Ú U Ø Ù Ò Þ Ò ß Ñ D F N Û Ó Ò F Ñ H D F N Ñ ß D Ó Ú D Ù Ñ N Ù Ð Ñ Ñ Þ Ñ U G Ñ F Ù D Ó Ó Ò Û D Ù M Ò F ? B Ñ Ù Ñ Ø Ù Ñ N Ð Ò à

Ñ D Û Ð Ø Ù U D Ù Ñ G W × Ñ U Ü Ò U Þ Ñ N à Ð Ñ F M Ù à D Ø Ù Ð Ñ Ò F Ó W Ø Ù U D Ù Ñ G W × U Ñ Ø Ñ F Ù H D F N à Ð Ñ F M Ù à D Ø

M F Û Ò Þ × Ñ Ù M Ù M Ò F à M Ù Ð Ò Ù Ð Ñ U Ø Ù U D Ù Ñ G M Ñ Ø ? > F Ò U N Ñ U Ù Ð D Ù Ò Ú U Ñ î × Ñ U M Þ Ñ F Ù Ø à Ñ U Ñ Ü D M U Ù Ð Ñ

D G Ñ F Ù Ø à Ñ U Ñ M N Ñ F Ù M Û D Ó M F D Ó Ó U Ñ Ø × Ñ Û Ù Ø Ñ î Û Ñ × Ù Þ Ò Ö M Ó M Ù W Ø Ù U D Ù Ñ G W ? " D Û Ð D G Ñ F Ù D N Ò × Ù Ñ N

Ù Ð Ñ Ø D Þ Ñ × U M Û M F G Ø Ù U D Ù Ñ G W H à Ð M Û Ð à D Ø Ù Ò Ø Ñ Ù M Ù Ø × U M Û Ñ Ø Ò Ù Ð D Ù M Ù U Ñ ä Ú M U Ñ N Ò F Ñ U Ñ ä Ú Ñ Ø Ù

× Ñ U Ù M Þ Ñ × Ñ U M Ò N Ù Ò Û Ò ß Ñ U M Ù Ø Ð Ò Ø Ù M F G Û Ò Ø Ù Ø D F N Ù Ð Ñ U Ñ Ü Ò U Ñ D ß Ò M N Ö D F æ U Ú × Ù Û W ? > Ü D F

D G Ñ F Ù U Ñ Û Ñ M ß Ñ N Þ Ò U Ñ Ù Ð D F Ò F Ñ U Ñ ä Ú Ñ Ø Ù × Ñ U Ù M Þ Ñ × Ñ U M Ò N Ù Ð Ñ F M Ù à Ò Ú Ó N G Ñ F Ñ U D Ù Ñ

× U Ò ï Ù D F N Û Ò Ú Ó N Ù Ð Ñ U Ñ Ü Ò U Ñ Ó D Ú F Û Ð Û Ó Ò F Ñ Ø ?

L Ò U Û Ò Þ × D U M Ø Ò F à Ñ G Ñ F Ñ U D Ù Ñ N D G Ñ F Ù D Ó Ó Ò Û D Ù M Ò F Ø à M Ù Ð D Ð M Ó Ó å Û Ó M Þ Ö M F G D Ó G Ò å

U M Ù Ð Þ Ú Ø M F G G Ó Ò Ö D Ó M F Ü Ò U Þ D Ù M Ò F H D F N D U D F N Ò Þ D Ó Ó Ò Û D Ù M Ò F D Ó G Ò U M Ù Ð Þ ? S Ø à M Ù Ð Ù Ð Ñ

Þ D U æ Ñ Ù å Ö D Ø Ñ N Ñ î × Ñ U M Þ Ñ F Ù Ø Ù Ð Ñ Ø Ñ D Ó Ó Ò Û D Ù M Ò F Ø à Ñ U Ñ U Ñ ä Ú M U Ñ N Ù Ò Ö Ñ Ø Ú Ø Ù D M F D Ö Ó Ñ H à M Ù Ð

Ñ D Û Ð D G Ñ F Ù U Ñ Û Ñ M ß M F G D Ù Ó Ñ D Ø Ù Ò F Ñ ä Ú Ñ U W × Ñ U Ù M Þ Ñ × Ñ U M Ò N Ò F D ß Ñ U D G Ñ ?

¨ © � � Ì � È �

Ï Ð Ñ D M Þ Ò Ü Ò Ú U Ñ î × Ñ U M Þ Ñ F Ù D Ù M Ò F à D Ø Ù Ò N Ñ Þ Ò F Ø Ù U D Ù Ñ Ù à Ò M N Ñ D Ø p L M U Ø Ù Ó W Ù Ð D Ù

D Ú Ù Ò F Ò Þ Ò Ú Ø D G Ñ F Ù Ø M Þ × Ó Ñ Þ Ñ F Ù M F G Ø M Þ × Ó Ñ Þ Ò Ö M Ó M Ù W Ø Ù U D Ù Ñ G M Ñ Ø Û D F × U Ò N Ú Û Ñ D G Ñ F Ù

D Ó Ó Ò Û D Ù M Ò F Ø Û Ò Þ × D U D Ö Ó Ñ Ù Ò Û Ñ F Ù U D Ó M á Ñ N Ð Ñ Ú U M Ø Ù M Û D Ó G Ò U M Ù Ð Þ Ø â D F N Ø Ñ Û Ò F N Ó W Ù Ð D Ù

N Ú Ñ Ù Ò Þ D U æ Ñ Ù å Ö D Ø Ñ N Û Ò Þ × Ñ Ù M Ù M Ò F Ù Ð Ñ Ñ Þ Ñ U G Ñ F Ù D G Ñ F Ù × Ò × Ú Ó D Ù M Ò F à M Ó Ó Û Ò F Ù D M F
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Ù Ð Ò Ø Ñ D G Ñ F Ù Ø Ù Ð D Ù Ö Ñ Ø Ù Ø D Ù M Ø Ü W Û Ò F Ø Ú Þ Ñ U U Ñ ä Ú M U Ñ Þ Ñ F Ù Ø ? B Ñ Ø Ð D Ó Ó Û Ò F Û Ñ F Ù U D Ù Ñ M F M å

Ù M D Ó Ó W Ò F Ù Ð Ñ ï U Ø Ù M N Ñ D Ö W Û Ò F Ø M N Ñ U M F G Ð Ò à M F N M ß M N Ú D Ó Þ Ò Ö M Ó M Ù W Ø Ù U D Ù Ñ G M Ñ Ø × Ñ U Ü Ò U Þ

à M Ù Ð Ò Ú Ù Û Ò Þ × Ñ Ù M Ù M Ò F ? L U Ò Þ Ù Ð M Ø à Ñ Û D F Ù Ð Ñ F Ø Ñ Ñ à Ð Ñ Ù Ð Ñ U Ù Ð Ò Ø Ñ Ø Ù U D Ù Ñ G M Ñ Ø Ù Ð D Ù

× Ñ U Ü Ò U Þ Ñ N à Ñ Ó Ó M F N M ß M N Ú D Ó Ó W Ñ Þ Ñ U G Ñ D Ø Ø Ú Û Û Ñ Ø Ø Ü Ú Ó à Ð Ñ F M F Û Ò Þ × Ñ Ù M Ù M Ò F à M Ù Ð D Ó å

Ù Ñ U F D Ù M ß Ñ Ø Ù U D Ù Ñ G M Ñ Ø ?

> F L M G Ú U Ñ ì à Ñ Û Ò Þ × D U Ñ Ù Ð Ñ D ß Ñ U D G Ñ ä Ú D Ó M Ù W Ò Ü Ø Ñ U ß M Û Ñ ô  Ò Ü � õ Ñ î × Ñ U M Ñ F Û Ñ N Ö W

Û Ò F Ø Ú Þ Ñ U Ø à Ð Ñ F M F N M ß M N Ú D Ó Ø Ù U D Ù Ñ G M Ñ Ø Ò × Ñ U D Ù Ñ M F Ù Ð Ñ F Ñ Ù à Ò U æ H Ù Ò Ù Ð D Ù Ñ î × Ñ U M Ñ F Û Ñ N

à M Ù Ð � M Ó Ó å ! Ó M Þ Ö Ñ U D F N N D F N Ò Þ D Ó Ó Ò Û D Ù M Ò F Ø ? S Ø Ñ î × Ñ Û Ù Ñ N G M ß Ñ F Ù Ð Ñ U Ñ Ó D Ù M ß Ñ Ó W

Ø Ù D Ù M Û Ñ F ß M U Ò F Þ Ñ F Ù Ù Ð Ñ � M Ó Ó å ! Ó M Þ Ö Ñ U D Ó G Ò U M Ù Ð Þ N Ñ Ó M ß Ñ U Ñ N Ù Ð Ñ Ð M G Ð Ñ Ø Ù ä Ú D Ó M Ù W Ò Ü

Ø Ñ U ß M Û Ñ H Ö Ú Ù Ù Ð Ñ F M Ù N Ò Ñ Ø Ú Ù M Ó M á Ñ G Ó Ò Ö D Ó M F Ü Ò U Þ D Ù M Ò F ? � Ò à Ñ ß Ñ U H à Ð Ñ F N Ñ Û Ñ F Ù U D Ó M á Ñ N

D G Ñ F Ù Ø Ù U D Ù Ñ G M Ñ Ø à Ñ U Ñ Ú Ø Ñ N Ù Ð Ñ D ß Ñ U D G Ñ ä Ú D Ó M Ù W Ò Ü Ø Ñ U ß M Û Ñ à D Ø F Ò Ù Þ Ú Û Ð Ó Ò à Ñ U ?

¯ Ü Ù Ð Ñ Ø Ñ Ø Ù U D Ù Ñ G M Ñ Ø Ù Ð Ñ Ø Ù D Ö Ó Ñ ß Ñ U Ø M Ò F Ø × Ñ U Ü Ò U Þ Ö Ñ Ø Ù H à M Ù Ð 3 U M F Û M × D Ó A Ñ M G Ð Ö Ò Ú U

ô Ø Ù D Ö Ó Ñ õ Ò F Ó W L ? ì ° à Ò U Ø Ñ Ù Ð D F � M Ó Ó å ! Ó M Þ Ö Ñ U D F N 3 U M F Û M × D Ó ! Ò F Ø Ú Þ Ñ U ô Ø Ù D Ö Ó Ñ õ

ë ? û ° à Ò U Ø Ñ ? Ï Ð Ñ 3 U M F Û M × D Ó ! Ò F Ø Ú Þ Ñ U Ø Ù U D Ù Ñ G W Ü D M U Ø Ó Ñ D Ø Ù à Ñ Ó Ó Ò Ü Ù Ð Ñ Ø Ù U D Ù Ñ G M Ñ Ø H

× U Ò N Ú Û M F G D F D ß Ñ U D G Ñ ä Ú D Ó M Ù W Ò Ü Ø Ñ U ß M Û Ñ û ? ë ° à Ò U Ø Ñ Ù Ð D F � M Ó Ó å ! Ó M Þ Ö Ñ U ? � Ò à Ñ ß Ñ U

Ù Ð M Ø M Ø Û Ò F Ø M N Ñ U D Ö Ó W Ö Ñ Ù Ù Ñ U Ù Ð D F Ù Ð Ñ D ß Ñ U D G Ñ � Ú Ø Ù D M F D Ö Ó Ñ N D F N Ò Þ D Ó Ó Ò Û D Ù M Ò F H

à Ð M Û Ð M Ø J ? û ° à Ò U Ø Ñ Ù Ð D F � M Ó Ó å ! Ó M Þ Ö Ñ U ?

> Ù M Ø F Ò Ù Ø Ú U × U M Ø M F G Ù Ð D Ù Ù Ð Ñ Þ Ò U Ñ Ø Ù D Ö Ó Ñ ß Ñ U Ø M Ò F Ø Ò Ü Ù Ð Ñ D G Ñ F Ù Ø Ù U D Ù Ñ G M Ñ Ø à Ñ U Ñ

Þ Ò U Ñ Ø Ú Û Û Ñ Ø Ø Ü Ú Ó D Ø Ù Ð Ñ Ñ F ß M U Ò F Þ Ñ F Ù M Ø U Ñ Ó D Ù M ß Ñ Ó W Ø Ù D Ù M Û ? Ï Ð Ñ M U M F Û U Ñ D Ø Ñ N Ø Ù D Ö M Ó å

M Ù W M Ø D Û Ð M Ñ ß Ñ N Ù Ð U Ò Ú G Ð Ð M G Ð Ñ U Ù Ð U Ñ Ø Ð Ò Ó N Ø Ü Ò U Û Ó Ò F Ñ D F N Þ Ò Ö M Ó M Ù W Ù Ñ Ø Ù Ø H Ð Ñ Ó × M F G
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G M Ñ Ø Û Ò Þ × Ñ Ù Ñ Ø D G D M F Ø Ù Ò F Ñ Ò Ü Ò Ú U Ø Ù D Ö Ó Ñ Ø Ù U D Ù Ñ G M Ñ Ø ô 3 A å � D F N 3 ! å � õ Ù Ð Ñ Ø Ù D Ö Ó Ñ
Ø Ù U D Ù Ñ G W Ñ Þ Ñ U G Ñ Ø N Ò Þ M F D F Ù ? Ï Ð Ñ Ø Ñ U Ñ Ø Ú Ó Ù Ø D G U Ñ Ñ à M Ù Ð Ù Ð Ñ Ø Ù U D Ù Ñ G M Ñ Ø ç M F N M ß M N Ú D Ó

× Ñ U Ü Ò U Þ D F Û Ñ Ø D Ø Ù Ð Ñ Ø Ù D Ö Ó Ñ Ø Ù U D Ù Ñ G M Ñ Ø × Ñ U Ü Ò U Þ Ñ N Ö Ñ Ù Ù Ñ U M F N M ß M N Ú D Ó Ó W Ù Ð D F Ù Ð Ñ
Ø Ù D F N D U N Ø Ù U D Ù Ñ G M Ñ Ø H D F N Ù Ð Ñ 3 U M F Û M × D Ó A Ñ M G Ð Ö Ò Ú U Ø Ù U D Ù Ñ G W × Ñ U Ü Ò U Þ Ñ N Ö Ñ Ù Ù Ñ U M F å
N M ß M N Ú D Ó Ó W Ù Ð D F Ù Ð Ñ 3 U M F Û M × D Ó ! Ò F Ø Ú Þ Ñ U Ø Ù U D Ù Ñ G W ? � Ò à Ñ ß Ñ U H à Ñ Ð D ß Ñ F Ò Ù N Ñ Ù Ñ U å

Þ M F Ñ N Ù Ð Ñ Ñ Þ Ñ U G Ñ F Ù Ø Ù U D Ù Ñ G W à Ð Ñ F 3 U M F Û M × D Ó A Ñ M G Ð Ö Ò Ú U ô Ø Ù D Ö Ó Ñ õ ô 3 A å � õ D F N
3 U M F Û M × D Ó ! Ò F Ø Ú Þ Ñ U ô Ø Ù D Ö Ó Ñ õ ô 3 ! å � õ Û Ò Þ × Ñ Ù Ñ H D Ø Ù Ð M Ø Ø Û Ñ F D U M Ò Ù Ñ F N Ø Ù Ò Ó Ñ D N Ù Ò
D Ø Ù D F N Ò Ý à M Ù Ð Ö Ò Ù Ð Ø Ù U D Ù Ñ G M Ñ Ø Ø Ú U ß M ß M F G ? S × Ò Ø Ø M Ö Ó Ñ U Ñ D Ø Ò F M Ø Ù Ð D Ù F Ò Ù Ò F Ó W N Ò

Ù Ð Ñ Ø Ñ × Ò Ó M Û M Ñ Ø Þ D æ Ñ Ü Ñ à Ñ U Ö D N N Ñ Û M Ø M Ò F Ø Ö Ú Ù Ù Ð Ñ W D U Ñ D Ó Ø Ò Ø Ó Ò à Ñ U D Ù Û D × M Ù D Ó M Ø M F G
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½ ¾ Ê Ç Í � Ì � Î Ê Ç � Ç Ë À Ì È Ì É � Â Ê É �

> F Ù Ð M Ø × D × Ñ U à Ñ Ð D ß Ñ × U Ñ Ø Ñ F Ù Ñ N D Þ D U æ Ñ Ù å Ö D Ø Ñ N D × × U Ò D Û Ð Ù Ò D G Ñ F Ù D Ó Ó Ò Û D Ù M Ò F M F
G Ó Ò Ö D Ó M F Ü Ò U Þ D Ù M Ò F Ø W Ø Ù Ñ Þ Ø ? ñ F Ó M æ Ñ Þ D F W Ò Ù Ð Ñ U Þ D U æ Ñ Ù å Ö D Ø Ñ N D G Ñ F Ù Ø W Ø Ù Ñ Þ Ø Ù Ð D Ù
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Ó W M F G Ò F Ù Ð Ñ Þ D U æ Ñ Ù ç Ø ç M F ß M Ø M Ö Ó Ñ Ð D F N ç Ù Ò G Ú M N Ñ D G Ñ F Ù N Ñ Û M Ø M Ò F Ø ? B Ñ Û Ò F Ø M N Ñ U Ñ N D F
Ñ F ß M U Ò F Þ Ñ F Ù M F à Ð M Û Ð D G Ñ F Ù Ø Þ Ú Ø Ù × Ú U Û Ð D Ø Ñ Ø Ñ U ß M Û Ñ Ø D F N U Ñ Ø Ò Ú U Û Ñ Ø Ü U Ò Þ Ò Ù Ð Ñ U
D G Ñ F Ù Ø H M F Û Ó Ú N M F G Ù Ð Ñ U M G Ð Ù Ù Ò U Ñ Ø M N Ñ Ò F D Ø Ñ U ß Ñ U ? ó W Ð D ß M F G D G Ñ F Ù Ø D N Ò × Ù Þ Ò Ö M Ó M Ù W
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G M Ñ Ø Ö D Ø Ñ N Ò F Ó Ò Û D Ó Ó W G D Ù Ð Ñ U Ñ N M F Ü Ò U Þ D Ù M Ò F Û Ò Ú Ó N G Ñ F Ñ U D Ù Ñ D G Ñ F Ù D Ó Ó Ò Û D Ù M Ò F Ø Û Ò Þ å
× D U D Ö Ó Ñ Ù Ò Û Ñ F Ù U D Ó M á Ñ N Ð Ñ Ú U M Ø Ù M Û D Ó G Ò U M Ù Ð Þ Ø ? L Ú U Ù Ð Ñ U Þ Ò U Ñ à Ñ Ø Ð Ò à Ñ N Ù Ð D Ù à Ð Ñ U Ñ
D G Ñ F Ù Ø D N Ò × Ù Ñ N Û Ò Þ × Ñ Ù M F G Ø Ù U D Ù Ñ G M Ñ Ø Ù Ð Ñ Ñ Þ Ñ U G Ñ F Ù × Ò × Ú Ó D Ù M Ò F Û Ò F Ù D M F Ñ N Ù Ð Ò Ø Ñ

Ù Ð D Ù Ö Ñ Ø Ù Ø D Ù M Ø ï Ñ N Ù Ð Ñ Û Ò F Ø Ú Þ Ñ U Ø ç U Ñ ä Ú M U Ñ Þ Ñ F Ù Ø ?
B Ñ Ð D ß Ñ Ò F Ó W Ó Ò Ò æ Ñ N D Ù Ñ Þ Ñ U G Ñ F Ù D Ó Ó Ò Û D Ù M Ò F Ø G Ñ F Ñ U D Ù Ñ N Ö W Þ Ñ N M D Ù Ò U D G Ñ F Ù Ø

D N Ò × Ù M F G Ø M Þ × Ó Ñ Þ Ò Ö M Ó M Ù W Ø Ù U D Ù Ñ G M Ñ Ø M F D U Ñ Ó D Ù M ß Ñ Ó W Ø Ù D Ù M Û Ñ F ß M U Ò F Þ Ñ F Ù ? Ï Ð Ñ U Ñ M Ø
Ñ F Ò U Þ Ò Ú Ø Ø Û Ò × Ñ Ü Ò U Ü Ú Ù Ú U Ñ U Ñ Ø Ñ D U Û Ð M F Ù Ò Þ D U æ Ñ Ù å Ö D Ø Ñ N Û Ò F Ù U Ò Ó D Ø D N Ñ Û Ñ F Ù U D Ó M á Ñ N
Þ D F D G Ñ Þ Ñ F Ù Ù Ñ Û Ð F M ä Ú Ñ Ü Ò U G Ó Ò Ö D Ó M F Ü Ò U Þ D Ù M Ò F Ø W Ø Ù Ñ Þ Ø H M F Û Ó Ú N M F G p

r
' Ñ ß Ñ Ó Ò × M F G Û Ò Þ × Ñ Ù M Ù M ß Ñ Ø Ù U D Ù Ñ G M Ñ Ø M F Ò Ù Ð Ñ U D U Ñ D Ø H Ø Ú Û Ð D Ø × U M Û Ñ Ò U Þ D U æ Ñ Ù M F G ?

r
> F Ù U Ò N Ú Û M F G Ù Ñ Û Ð F M ä Ú Ñ Ø Ü U Ò Þ Þ D Û Ð M F Ñ Ó Ñ D U F M F G D F N Ñ ß Ò Ó Ú Ù M Ò F D U W × U Ò G U D Þ å
Þ M F G Ù Ò N Ñ ß Ñ Ó Ò × Þ Ò U Ñ M F Ù Ú M Ù M ß Ñ Ø Ù U D Ù Ñ G M Ñ Ø ?

r
! Ò F Ø M N Ñ U M F G Þ Ò U Ñ N W F D Þ M Û Ñ F ß M U Ò F Þ Ñ F Ù Ø à Ð Ñ U Ñ Ù Ð Ñ Ø × Ñ Ñ N Ò Ü D N D × Ù D Ù M Ò F M Ø

M Þ × Ò U Ù D F Ù ?

r
ñ Ø M F G Û Ò Þ × Ñ Ù M Ù M ß Ñ Ø Ù U D Ù Ñ G M Ñ Ø D Ù Þ Ú Ó Ù M × Ó Ñ D G Ñ F Ù Ó Ñ ß Ñ Ó Ø ô Ñ ? G ? D G Ñ F Ù Ø Ø Ú Ö å Û Ò F Ù å

U D Û Ù M F G à Ò U æ Ù Ò Ò Ù Ð Ñ U D G Ñ F Ù Ø õ ?
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> F D N N M Ù M Ò F Ù Ò Ù Ð Ñ Ø Ñ Ñ î Ù Ñ F Ø M Ò F Ø Ù Ð Ñ U Ñ M Ø Û Ò F Ø M N Ñ U D Ö Ó Ñ Ò F G Ò M F G à Ò U æ M F U Ñ Ó D Ù Ñ N
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M F G × Ò M F Ù H Ò Ú U U Ñ Ø Ú Ó Ù Ø Ø Ú G G Ñ Ø Ù Ù Ð D Ù Þ D U æ Ñ Ù å Ö D Ø Ñ N Û Ò Þ × Ñ Ù M Ù M Ò F Û Ò Ú Ó N × U Ò ß M N Ñ Ñ Ü å

Ü Ñ Û Ù M ß Ñ N Ñ Û Ñ F Ù U D Ó M á Ñ N Þ D F D G Ñ Þ Ñ F Ù Ü Ò U Ø Ú Û Ð D Ø W Ø Ù Ñ Þ ?
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Abstract. As websites grow larger and become more sophisticated, or-
ganizations use structured database systems as a source of base data for
information presented on the website. Thus, it has become critical to
keep a very large website up-to-date in response to frequent changes to
base data. This is particularly true for websites presenting fast changing
information. The execution of a refresh query produces a Web view that
forms the content of a portion of a Web page. As the execution of such
queries involve database access, the execution time may affect the fea-
sibility of timely refreshing a set of Web views contained in a website.
In this paper, we focus on the problem of reducing database access and
improving the feasibility of scheduling a set of refresh queries to timely
refresh Web views. We propose an optimization technique, query inte-
gration to reduce the number of potential refresh queries. The technique
seeks to integrate compatible queries into a single query. We illustrate
the efficiency of this technique with empirical results.

1 Introduction

The World Wide Web is a huge information repository that continues to grow
rapidly. The popularity of WWW has made it a prime vehicle for disseminating
information. More and more corporations and individuals advertise themselves
through websites in recent years. Compared to static and dynamic Web pages
which are dynamically created by a CGI script at run-time, semi-dynamic Web
pages are pages whose contents are extracted from some source database and
which change in response to updates to the source database. An example of such a
page can be found at http://www.fish.com.sg where a list of stock information
is refreshed frequently with respect to updates to base data. A crucial problem
arises when base data change frequently and there is a need to keep a large set
of semi-dynamic pages up-to-date in response to source changes since no one
is interested in stale data on the Web; an investor may suffer losses relying on
obsolete stock price on the Web.

To perform timely updates on a website that hosts semi-dynamic Web pages,
fresh data are “pulled” to the website by executing queries against the source
database since the freshness cannot be guaranteed by “pushing” base data from
the source database to the websites. To differentiate between the contents derived
from base data and the trivial contents of a Web page, we refer to that portion
of a page derived from base data as a Web view . Each view has an associated
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refresh query . The task of refreshing a website is to schedule refresh queries to
refresh the Web views in the website. In our approach, we collect and materialize
all views of a website into a logical viewbase. A viewbase functions like a cache
and provides fresh data whenever the Web pages must be re-generated. We have
proposed a framework for timely refreshing a set of Web views, more details can
be found at [5].

For each view in the viewbase, whenever a relevant update event occurred
on the base data, a view refresh request is raised. A refresh request is timely
satisfied if a single execution of the refresh query is started after the request
has been raised and completed before the next request is raised; otherwise, the
request is missed. We say a set of refresh queries is feasible enough to keep views
in a viewbase fresh constantly if every refresh requests of the viewbase can be
timely satisfied by scheduling the queries. Note that since a view may be derived
from multiple base tables that are updated with different periods, the constant
interval between the raised refresh requests for the view, called the refresh period
of the view, is restricted to the minimal update period among all base tables.
The base table having the minimal update period is called the feature table of
the view.

The aim of the website refresh problem is to determine a feasible refresh
query set for a viewbase. However, this is not easily achievable due to the update
pattern of base data and the constraint of resources. We have presented some
feasibility results in [3,4] for a given refresh query set when each base table in
the source database is updated with finite frequency. From [3,4], a bottleneck
for producing a feasible schedule of refreshing a website arises when too many
refresh queries compete to occupy the scheduler. Fortunately, we observe that
multiple views may be derived from the same base table(s) and their refresh
queries have the similar structure. Thus, they can be refreshed by executing a
single complex query instead of multiple atomic queries since the result of an
atomic query covers only a single view. Therefore, if we can efficiently reduce
the number of executed queries by integrating atomic queries into complex ones,
we may easily produce a feasible schedule. Furthermore, reducing the number of
executed queries can also decrease the workload on the source database which
may be critical for a very large website.

The rest of the paper is organized as follows: We introduce some notations
and formal definitions in Section 2. We introduce an optimization technique for
query integration in Section 3. In Section 4, we apply query integration to the
candidate query set of a website and propose an integration algorithm which may
decrease the redundancy incurred by query integration. We show the benefit of
query integration with empirical results in Section 5. We review some related
work in Section 6 and conclude the paper in Section 7.

2 Notations and Definitions

To differentiate between the contents derived from base data and the trivial
contents of a Web page, we refer to that portion of a page derived from base data
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as a Web view . The query producing the view is referred to the refresh query of
the view. The task of refreshing a website is to schedule refresh queries to refresh
the Web views in the website. In our approach, we collect and materialize all
views of a website into a logical viewbase. A viewbase locating at the side of
the Web server functions like a cache and provides fresh data whenever the Web
pages must be re-generated.

Let C = {c1, c2, . . . , cn} be a viewbase where for each view ci, 1 ≤ i ≤ n,
there exists a refresh query qi that yields ci. Let Φ(qi) denote the result set of
query qi. Then, Φ(qi) = {ci}, 1 ≤ i ≤ n, is singleton, and we say that qi is
atomic. We define a complex refresh query p as one whose result set has more
than one element (i.e., |Φ(p)| ≥ 1). We emphasize here that the result of an
atomic refresh query can be used to refresh only one view whereas the result of
a complex query can be decomposed and distributed to refresh multiple views,
i.e., the result of the complex query covers these views. In this work, we are not
concerned with the detail of how the result of a complex query is distributed
to multiple views. We assume that such a distribution can be performed with
negligible cost.

Definition 1 (Candidate Query Set). Given a viewbase C and a query set
Q(C), if the result of Q(C) covers all views in C, i.e., Φ(Q(C))=

⋃
q∈Q(C) Φ(q)=

C, we say Q(C) is a candidate query set for C.

We refer to the initial refresh query set Q0(C) = {q1, q2, . . . , qn} of C where
qi’s are atomic as a trivial candidate query set for C. To save database access
and to reduce processor usage, the candidate query set should include as few
elements as possible. Since the result of one complex query may cover multiple
views, a candidate query set involving complex queries may have less elements
than a trivial candidate query set. The task is to derive complex queries by
integration of the current atomic queries.

3 Query Integration

In this section, we introduce the technique of integration of atomic refresh queries
into complex queries. We define a refresh query as a SQL query since base data
are all relational tables. In particular, we restrict it to a SPJ query. Thus, a
refresh query q has the following form :

SELECT 〈attributes〉
FROM 〈tables〉
WHERE 〈condition〉

where we denote Rq as the set of tables involved in the query, πq as the set of
projected attributes in the query and σq as the selection condition that iden-
tifies tuples to be retrieved by the query. We begin by considering the class of
SPJ queries whose WHERE clause is composed of comparison expressions that
include join conditions but that exclude nested queries and set operators IN, IS
NULL and so on. For our convenience, we divide the selection condition into two
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parts: join condition and comparison condition, denoted by σj
q and σc

q respec-
tively. The join condition σj

q is an expression of the form k1 = k2 = · · · = ku

where each ki ∈ Kq, 1 ≤ i ≤ |Rq|, is a join attribute of one table in Rq. The join
condition of q can also be written as σj

q = join(Kq). The comparison condition
σc

q is a sequence of literals connected by boolean operators ‘∧’. A literal is of
the form x op y + c or x op c where op ∈ {=, >,>=, <=} , x, y are attributes
of the table in Rq and c is a constant. We do not include negative literal here.
Therefore, σq = σj

q ∧ σc
q.

Based on the mapping relationships between Web views and base data , we
observe that multiple views (deriving from one base table or closely related)
may be produced by performing one complex query rather than a set of atomic
queries one at a time. The result of this complex query is stored as a virtual
view in the viewbase. Thus, we may derive complex refresh queries following the
two strategies below:

(i) Integrate views with the same base table into one virtual view.
(ii) Integrate complex views with different base tables that can be joined to-

gether into one virtual view.

3.1 Integration with Views from the Same Base Table

Suppose we have a set of Web views C = {c1, c2, . . . , cn} where the corresponding
base table set and refresh query of ci are represented as Ti and qi. In this case, the
content of all views come from the same base table t, so Ti = {t} for 1 ≤ i ≤ n.
Each refresh query qi (Φ(qi) = {ci}) has the form:

SELECT πqi

FROM t
WHERE σqi

Our objective is to integrate queries in the refresh query set of C into a
complex query p such that all tuples needed by views in C can be obtained by
performing p, i.e., Φ(p) = C. We achieve the goal by applying the following rules:

(i) πp =
⋃n

i=1 πqi

(ii) Rp = t
(iii) σp = σq1 ∨ σq2 ∨ · · · ∨ σqn

Note that since views in C have the same base table, they have the same
refresh frequency correspondingly, and the virtual view that has been determined
by the integrated complex query also has the same refresh frequency.

3.2 Integration with Related Complex Views

In this section, we consider the integration of a complex query which covers
multiple related complex Web views having multiple base tables.
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Case I: Same Base Tables. We have a view set C = {c1, c2, . . . , cn} where ci
(1 ≤ i ≤ n) is associated with base table set Ti and refresh query qi. It is
known that Ti is not singleton and Ti = Tj = T for any i and j, and all refresh
queries have the same join conditions; i.e., for any two refresh queries qi and qj ,
Rqi

= Rqj
= T and σj

qi
= σj

qj
= σj . By applying the following integration rules,

we can acquire a complex query p which covers the view set C. (i.e., Φ(p) = C):

(i) πp =
⋃n

i=1 πqi

(ii) Rp = T
(iii) σp = σj ∧ (σc

q1
∨ σc

q2
∨ · · · ∨ σc

qn
)

Note that all views, including derived virtual view, have the same base tables.
Thus, they have the same refresh frequency. The following example illustrates
this case:

Example 1. At the website http://snoopy.asia1.com.sg/realstk two Web
views c1, c2 are all derived form the base tables Stock(counter, done, previous,
volume, value) and Sesdaq(stockName, buy, sell, open, low, high) which stores all
SESDAQ stocks’ exchange information (see Fig. 1). Let refresh queries q1 be

SELECT counter, done, buy, sell, open, low, high, volume
FROM Stock, Sesdaq
WHERE (counter = stockName) AND (low > 0.2000);

and q2 be

SELECT counter, done, buy, sell, open, low, high, volume
FROM Stock, Sesdaq
WHERE (counter = stockName) AND (high < 0.4000);

Then p can be derived by integrating q1 and q2 as follows:

SELECT counter, done, buy, sell, open, low, high, volume
FROM Stock, Sesdaq
WHERE (counter = stockName) AND ((low > 0.2000) OR (high < 0.4000));

Case II: Different Base Tables but Same Join Fields. In this case, we have a
set of complex views whose refresh queries may involve multiple base tables
and base tables of views may be different each other. However, all these base
tables have the same join field. Thus, for a set of views C = {c1, c2, . . . , cn} with
corresponding refresh query set {q1, q2, . . . , qn}, attributes in Kqi

(1 ≤ i ≤ n)
(the set of join attributes of query qi) are defined on the same attribute field.

Since all queries have the same join field, a new complex query can be inte-
grated by joining all queries together on their attributes whose values are defined
on the common join field. However, to guarantee that no tuples are lost during
the process of joining all base tables of C, it is imperative to introduce the oper-
ation OUTER JOIN into the integrated complex query p. Thus, in the FROM
clause of query p, a table called joined table resulting from a join operation is
permitted to be specified. Therefore, p can be integrated as follows:
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Fig. 1. A Web view derived from multiple base tables

(i) πp =
⋃n

i=1 πqi

(ii) σp = σc
q1

∨ σc
q2

· · · ∨ σc
qn

(iii) Rp =OUTER JOIN ((OUTER JOIN (OUTER JOIN (· · ·), JOIN(Rqn−1)
on Kqn−1) on (Kq1 ∧ Kq2 ∧ · · · ∧ Kqn−1)), JOIN(Rqn) on Kqn) on (Kq1 ∧
Kq2 ∧ · · · ∧Kqn)

Nevertheless, due to the introduction of OUTER JOIN operation, the derived
complex query may contain a large amount of redundant data which is not
covered by the original atomic queries. This redundancy may highly increase the
workload of database server when the complex query is performed. Thus, it is
not encouraged to perform query integration with OUTER JOIN involved.

4 Applying Query Integration

A side effect of query integration is that the virtual view produced by the in-
tegrated complex query may include redundant data. Therefore, when applying
query integration to a viewbase with its trivial candidate query set, we impose
one integration on a limited number of related queries rather than on all possible
queries which can be integrated together into one query.

Given a viewbase C = {c1, c2, . . . , cn} with trivial candidate query set
Q0(C) = {q1, q2, . . . , qn}, if views in C are distributed over the set of Web
pages P = {w1, w2, . . . , wm} (w ≥ n), then our strategy is to only integrate
queries whose views are located in the same Web page into one single complex
query. The detailed integration algorithm is proposed in Figure 2. The output
of the algorithm is another refresh query set Q0(V ) whose elements are either
elements of Q0(C) or are integrated complex queries from elements of Q0(C),
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V ← ∅, Q0(V )← ∅;
foreach wi ∈ P
{
Let Ci ⊂ C be collection of views contained in wi ;
Let Qi ⊂ Q0(C) be collection of refresh queries of views in Ci;
while (Ci �= ∅)
{
fetch a view ci,j ∈ Ci

if qi,j ∈ Qi (Φ(qi,j) = ci,j) cannot be integrated with other queries in Qi

{
add ci,j into V ;
add qi,j into Q0(V );
remove ci,j from Ci;
remove qi,j from Qi;

}
else
{
Let Qi,j ⊂ Qi contains all queries which can be integrated with

qi,j together into a complex query;
integrate qi,j and queries in Qi,j into a complex query p
add p into Q0(V );
add v = Φ(p) into V ;
remove ci,j and all views yielded by queries in Qi,j from Ci;
remove qi,j and all elements in Qi,j from Qi;

}
}

}

Fig. 2. A query integration algorithm for viewbase C with trivial candidate query set Q0(C)

and another view set V whose elements are either elements of C or are virtual
views produced by complex queries in Q0(V ). Clearly, the result of Q0(V ) is V
and also covers C. That is, Q0(V ) is the trivial candidate query set of V and
also another candidate query set of C.

After obtaining derived virtual view set V and its trivial candidate query set
Q0(V ), we apply the traditional EDF (Earliest Deadline First) algorithm [2],
which is optimal in most cases, to schedule queries included in Q0(V ) and to
materialize views in V . Note that if a virtual view v ∈ V is integrated from a
set of views Cv ⊂ C, then the refresh period of v is determined as the minimum
refresh period among all views in Cv.
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Fig. 3. Ratio of missed requests versus different number of views.

5 Simulation Results

We simulate the refresh of a set of Web views on a PC (pIII 550) with Red
Hat 6.0. Sybase Adaptive Server Enterprise 11.9.2 provides the experimental
database.

The input is a set of views C = {c1, c2, . . . , cn} with trivial candidate
query set Q0(C) = {q1, q2, . . . , qn} and refresh pattern set R(C) = {〈T1,1, U1〉,
〈T2,1, U2〉, . . ., 〈Tn,1, Un〉} where Ti,1 is the time instant when ci raises the first
refresh request and Ui is the refresh period of ci to the EDF scheduler. Let the
total number and missed number of raised refresh requests by views during the
schedule be denoted r and rm respectively. Then M(C) = rm/r × 100% is the
percentage of the missed requests. We perform query integration on Q0(C) and
obtain the derived view set V with candidate query set Q0(V ). We feed V and
Q0(V ) to the scheduler to obtain the ratio M(V ) of missed requests during the
schedule. We compare M(C) and M(V ). It is expected that M(V ) be less than
M(C).

By varying the number of views in the original viewbase C and integration
ratio D = |V |/|C|, we conduct a series of experiments to measure the ratio of
missed refresh requests, the result is shown in Figure 3. All experiments use the
same source database where 20 tables are stored and each table has 500 tuples.
The update period of tables is constant and uniformly distributed in the range
of between 3 and 8 seconds. The results indicate that the more views there are
in the viewbase, (which implies the more number of refresh queries), the higher
is the missing ratio. This supports our motivation to develop the technique of
query integration. In addition, it is shown that the missing ratio of the refresh
requests is greatly decreased after the query integration and lower integration
ratio leads to lower missing ratio of the requests.
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6 Related Work

Materializing and maintaining Web views have drawn attentions of researchers
recently. In [8], an algorithm for incremental maintenance of hypertext views
is proposed. [1] discussed the option of materializing a Web view inside the
DBMS, at the Web serve, or not at all, always computing it on the fly. However,
no previous work concerns “timeliness” when updating Web views while it is
truly an important issue when base data change fast and is our focus.

The significant difference between query integration and multiple query opti-
mization lies in that query integration does not search an optimal execution plan
for a set of queries, which is exhaustive and explores a doubly exponential search
space (some heuristic algorithms were proposed in [7] to improve efficiency). In-
stead, it derives a complex query to be executed to fetch the required data.
Another work [6] on optimizing continuous queries shares the same idea with
our work by grouping similar queries together. However, they focus on querying
XML data sets using a query language like XML-QL while our refresh queries
are more general SQL queries.

7 Conclusions

We have developed a query integration technique to reduce the number of exe-
cuted refresh queries when refreshing a large website. To decrease the redundancy
brought by query integration, we only integrate queries whose resultant views
are located in the same Web page rather than all possible query pairs. M ore
effective methods will be considered in our future work.
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Abstract. Web caching is a scalable and effective way to reduce network 
traffic and response time. In this study, we propose a new cache replacement 
policy for proxy and Web servers, the Size-Adjusted Sliding Window LFU 
(SSW-LFU).  In this policy, we use the rates of recent accesses within a 
sliding window to estimate the probability of future document accesses. In 
addition, we take into account the variable sizes of documents. Simulations 
with real-life web access data are conducted to evaluate the performance. 
SSW-LFU outperformed other algorithms in hit ratio and had comparable 
byte hit ratio when compared with other algorithms such as LFU, LRU, Size, 
LRU-Min, etc.  
 

 

1  Introduction 
The Web has continued its exponential growth since its start in the early 1990s. 

As more and more information services are moved onto the Web, network congestion and 
server overloading have become the major problems of Web accesses. A scalable and 
effective way to improve the web performance is to use caches, where popular documents 
are stored either in local main memory or disks [1, 13, 10]. Web caching can reduce both 
the network traffic and the server load by migrating copies of popular documents from 
information servers closer to the clients. It can also reduce access latency by retrieving 
data from nearby proxy caches, instead of from remote data servers. 

Caching can be implemented as client, proxy, or server caching at various points 
in the network. However, the types of traffic that a browser, a proxy, and a (Web) server 
cache manage may be quite different. A browser cache responds to exactly one client. As 
a client often visits the same documents repeatedly, relationships among the accesses 
may exist. A proxy cache, like the browser cache, caches worldwide documents; 
however, it normally responds to multiple clients who have little relationship. As for the 
server cache, it responds to worldwide clients like the proxy cache, but manages a 
relatively small number of documents that are only on that server. In this paper, we will 
concentrate ourselves on server and proxy caching as they both deal with accesses of 
little relations, which is quite different from program executions where notable localities 
of references often exist. 

Most of the web cache replacement policies are inspired by techniques used in 
virtual memory systems. However, because of the unique characteristics of World Wide 
Web, traditional caching policies may not be able to handle web accesses efficiently. For 
example, instead of transferring a fixed-sized page, an entire web document, ranging 
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from hundreds of bytes to tens of megabytes, is transferred as a whole. Moreover, the 
popularity of documents on the web is highly diverse, generally assumed following the 
Zipf's Law [3, 5, 7]. Thus, when a new object enters a web cache, we must consider not 
only the relative frequency but also factors such as object sizes, transfer time costs, and 
expiration times.  

Many replacement algorithms for web caching have been proposed in the 
literature [1, 2, 6, 7, 8, 12, 14]. In this paper, we propose a new cache replacement 
scheme. This policy is based on the least frequently used algorithm (LFU) as we 
recognize the importance of access frequency in web caching. Other factors such as the 
size and expiration time of the documents are also taken into account. Our simulation 
results show that the new algorithm has better or comparable performance when 
compared with other well-known algorithms. 

The remainder of this paper is organized as follows. Section 2 is a brief review of 
previous work. Section 3 proposes the new caching replacement algorithm, the Size-
Adjusted Sliding Window LFU (SSW-LFU). Section 4 is a comparison of different 
algorithms through trace simulation using real-life data. Section 5 is the conclusions. 

 
2. Previous Work 

Various cache replacement policies have been designed for web accesses. They 
can be roughly classified into one or more of the categories – Extensions of the 
traditional policies, Key-based policies, and Cost-based policies [2, 13]. Readers may 
refer to [2, 13] for details of these policies. Some of these policies are listed as follows. 
(1) Extensions of Traditional replacement policies. Some of the well-known replacement 
strategies, such as Least Recently Used (LRU) and Least Frequently Used (LFU), have 
been extended to handle objects (or documents) of non-homogeneous sizes. The main 
problem with those policies is that they de-emphasize the fact that small documents are 
requested more often than large documents in web accesses. 
(2) Key-based replacement policies. The main idea of this approach is to prioritize 
factors, e.g., size, frequency, etc., in determining the objects for replacement. Some 
notable policies are:  
SIZE [14]: Objects are removed in order of size, with the largest object removed first.  
LRU-MIN [1]: This policy tries to minimize the number of objects replaced, biased 

toward keeping smaller objects in the cache. Object with larger sizes are removed in 
LRU order until there is enough space in the cache 

LRU-Threshold [9]: It is similar to LRU except that an object is never cached if it is 
larger than a certain threshold size.  

Hyper-G [14]: This is a refinement of LFU by taking last access time and size into 
account. 

(3) Cost/Function-based replacement policies. They employ weights to factors, such as 
the entry time of the object in the cache, last access time, cost of transfer, object 
expiration time, and so on. 
Hybrid [15]: It employs a weighted exponential function to the access frequency, the size, 

and the latency. The document with the smallest value is then evicted. 
Least Normalized Cost Replacement [12]: It employees a rational function to the access 

frequency the size, and the transfer time.  
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3.  A Size-Adjusted Sliding Window LFU (SSW-LFU) 
In this section, we propose a new replacement algorithm for proxy and server 

cache. The algorithm takes both the access patterns and sizes of documents into account, 
which are two main distinct features of proxy and server accesses. In addition, expiration 
time will also be considered. 

 The algorithm is based on the LFU strategy. With the incorporation of a sliding 
window scheme, the algorithm can adapts itself to changing access patterns. By taking 
into account the sizes of documents, better performance can be achieved. 

  
3.1 Poisson Process 

From a statistical point of view, a counting process {N(t), t ≥ 0}, where N(t) is the 
number of events that have occurred up to the time t, is said to be a Poisson process 
having a rate λ, λ > 0, if (i) N(0) = 0; (ii) the process has independent increments; (iii) the 
number of events in any interval of length t is Poisson distributed with a mean λt [11]. 
The above conditions assert that a Poisson process from any point on is independent of 
all that has previously occurred, and it also has the same distribution as the original 
process. So, at any given time, the expected waiting time w for a next event can be 
calculated as w = 1 /λ. The smaller the expected waiting time, the higher the probability 
that another request will arrive in the near future. 

As mentioned earlier, proxy and server caches serve requests from users with little 
relations. Therefore, the arrivals of requests for a document are quite independent from 
each other. Treating a request for a document as an event, the arrivals of requests in 
proxy and server caches can be approximated by a Poisson process. Note that the request 
arrival rate λ for a document is indeed the access frequency of that document.  

In the real life, there may be periods of time during which certain documents are 
very popular, while not so in other periods. Therefore, we will later take into account the 
changing arrival rates of requests for documents in the design of the replacement policy. 
 
3.2 LFU Algorithms 

It evicts an object with the smallest reference count or frequency. A major 
problem with LFU is its inability of capturing the changes of the  localities of references. 
As a result, LFU is usually not implemented in the conventional virtual memory systems.  

Frequency reflects the popularity of a document and determines the expected 
period in which a next request will likely arrive in a Poisson process. Therefore, LFU 
may be most suitable for requests following Poisson distributions. Since objects are often 
accessed by unrelated users, LFU could have its place in proxy/server caching.  

 There are two versions of LFU in the literature for web caching: In-Cache-LFU 
[4] and Perfect-LFU [4]. Perfect-LFU remembers page counts even after a page is evicted 
from the cache, while the In-Cache-LFU discards the page counts together with the 
evicted pages. Perfect-LFU generally incurs large overheads and could not adjust to 
changing access patterns quickly. On the other hand, the In-Cache-LFU could lead to 
thrashing because objects with high counts will never be evicted (even though they will 
never used again) and the newly cached objects (which may become very popular later) 
may be evicted instantly because of their smaller counts. Note that In-Cache LFU is 
indeed the traditional LFU we generally refer to, therefore, we will use LFU and In-
Cache LFU interchangeably hereafter. 
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3.3.  The SSW-LFU Scheme 
We attempt to retain documents that are likely to be used in the near future in the 

cache. While Perfect-LFU may have kept too long a history of accesses, In-Cache LFU 
may have discarded the history too soon. Here, we propose a Sliding Window scheme to 
capture the changing access patterns by keeping track of only a sufficient long history of 
accesses. A sliding window of size n contains the latest n accesses to the server. With an 
appropriate selection of the window size, latest access patterns can be captured precisely 
and the potential thrashing problem in In-Cache-LFU can be eliminated. The size of the 
window can be determined empirically by tracing previous accesses to the server. 

 A replacement policy not only should consider the temporal locality, but also the 
space utilization, which can affect the performance. LFU (and its variations) alone may 
not be able to achieve all these goals. As mentioned earlier, documents are of variable 
sizes. Purging larger documents can free more space than purging smaller ones and get 
better space utilization. Moreover, it has been shown [5] that smaller files are more 
popular than larger files, roughly following a Zipf’s distribution. Therefore, we design a 
Size-adjusted Sliding Window LFU (SSW-LFU) algorithm that gives preference to 
smaller documents. 

 Let r be the number of references made to a given document within the window. 
Then, r/n is the access frequency of that document, where n is the window size. Based on 
the Poisson process model, the expected waiting time of the next access to the document 
is 1/λ, where λ is r/n. To accommodate both the frequency and the size factors, we 
calculate the value s / (r/n), here we call the ssw value, where s is the size of the 
document, to determine the document to be replaced. Since n is a constant, for simplicity, 
we will just use s/r for s/(r/n) in our algorithm. Documents with the largest ssw values 
will be selected for replacement first when there is no enough space.  

 
3.4  SSW-LFU Caching Algorithm 

In Figure 1, we outline the actions to be taken when there is a cache miss. When 
there is not enough space, we first evict objects that have expired and then select objects 
with the largest ssw values for replacement until there is enough space. After each access, 
the window will shift forward and the access frequencies of documents will be updated. 

  
4.  Empirical Results 

There are two commonly used performance metrics for caching. The Hit Ratio 
(HR) is the fraction of the documents that are found in the cache, and the Byte Hit Ratio 
(BHR) is the fraction of the number of bytes found in the cache. The hit ratio is 
calculated in terms of number of documents, while the byte hit ratio is in terms of number 
of bytes. The higher the hit ratio, the more often the requested documents are already in 
the cache, and thus the shorter the average response time for documents. On the other 
hand, the higher the byte hit ratio, the less the amount of data needed to be transferred, 
and the less the network traffic. The HR could favor policies that attempt to retain small 
documents in the cache, while the BHR could favor policies retaining large documents. 
The two metrics are somewhat conflicting. In this study, trace-driven simulations on real-
life web and proxy servers are used to compare the performance of our algorithm with 
other popular algorithms such as LRU, (In-Cache) LFU, SIZE, LRU-Min, and Perfect-
LFU. 
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Variables:     si;                                                    // the  size of an newly requested object i  
                     ssw;                                                 // the ssw value  
                     free-space;                                     // the size of  free space 
 
if (object i is not in the cache)                    //  a cache miss 
{           if ( free-space > si )  
                      cache the object i; 
             else                                            // replacement required 
             {          for each object j  in the cache do              // objects expiration time check 
                        {        if ( object j  has expired )  then  
                                 {        remove object j form  cache;   // remove related information 
                                         update free-space;   }                   // update the size of free space   
                    }  
                       if ( free-space < si ) 
                                   remove objects with the largest ssw values  until free-space > si; 
                       cache the object i; 
              }   
              update free-space; 
  } 
  increment the frequency of object i; 
 decrement the frequency of the object whose reference has just drop out of the window. 
     
                      Figure 1.      SSW-LFU Algorithm. 
 
4.1 Web Server Trace Simulation 

The dataset used in this simulation is the log file collected from the Webstar http 
server of College of Science at SIUC dated from 07/29/99 to 08/19/99. Figure 2 
illustrates the hit ratios of various web caching schemes. MaxNeeded is the cache size 
needed to contain all the documents requested. As observed, SSW-LFU outperforms all 
other algorithms in hit ratio. When the cache size is small, say, 0.5% to 2% of the 
MaxNeeded, the hit ratio of SSW-LFU is more than 30% higher than the closest LRU-
MIN and Perfect-LFU schemes, and approximately 50% higher than SIZE algorithm. 
LRU has the worst performance, which might suggest that web accesses do not exhibit 
similar temporary locality as in the execution of ordinary programs.  

Now, let us look at the performance from a byte hit ratio point of view.  As shown 
in Figure 3, Perfect-LFU has the best performance in terms of BHR. The three algorithms 
favoring small size files, i.e. LRU-MIN, SIZE, and SSW-LFU, didn’t perform as well 
because retaining small files in the cache does not contribute as much to BHR as large 
files. It was observed in the simulations that some median-sized documents were also 
very frequently referenced, while some small files were not.  Since these algorithms (i.e., 
LRU-MIN, SIZE, and SSW-LFU) favor smaller files, larger files are more likely to be 
replaced, resulting in more bytes being purged. However, the performance of SSW-LFU 
is still comparable to LRU and LFU as the size is not the only factor determining the 
performance of SSW-LFU. Indeed, our algorithm is better than LFU and the same as 
LRU when the cache size is over 10% of the MaxNeeded. Although Perfect-LFU has the 
best performance in terms of BHR, it may not be a feasible approach in practice due to its 
overwhelming overheads. 
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               Figure 2. Hit Ratio of Different Caching Schemes for Web Trace. 
 

 
  
          Figure 3. Byte Hit Ratio of Different caching Schemes for Web Trace. 
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In our experiments, we have experimented with a range of window sizes. As 
shown in Figure 4, the hit ratios remain quite stable when the window sizes are over 
2,000 accesses. It indicates that we can pretty much grasp the access patterns using the 
last 2,000 accesses.  
 

 
    
Figure 4. Hit Ratio of SSW-LFU with varying window sizes for web server trace. 
 
4.2 Proxy Server Trace Simulation 

Proxies are often used as client site portals through network firewalls and as 
helper applications for handling requests via protocols not implemented by the user 
agents. Since the files that clients request reside on different websites, it is not possible 
for a proxy server to cache all the websites involved. In reality, the proxy server only 
caches those files frequently requested by clients.  

The log files used in the experiments are Digital’s Web ProxyTraces [16]. We first 
use a program [17] to parse and encode all these fields as integers, and then generate the 
proxy trace data sets. 

Just like the web trace simulation in the previous section, SSW-LFU outperforms 
all other web caching schemes in hit ratio, especially when the cache size is small (see 
Figure 5). Perfect-LFU is slightly poorer than SSW-LFU, but comparable with LRU-
MIN, and clearly better than traditional caching schemes such as LFU and LRU.  

As for the byte hit ratio, Perfect-LFU and LRU perform the best (see Figure 6). 
SSW-LFU is close to Perfect-LFU. But the performance of LRU-MIN degrades 
significantly although its hit ratio is high.  Again, SIZE is the worst among all the caching 
schemes. As explained earlier, this is mainly due to the fact that certain median-sized 
files are also very popular. Since LRU-MIN and SIZE are strongly in favor of smaller 
files, their performances were affected adversely. 
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           Figure 5: Hit Ratio of different caching schemes for proxy trace. 
 

 
 
Figure 6: Byte Hit Ratio of Different Caching Schemes  for Proxy Trace.  
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We have also experimented SSW-LFU with different window sizes. As shown in 
Figure 7, when the window size is over 2,000 accesses, the hit ratios pretty much remain 
the same.  It suggests that using a windows size of 2,000 should be sufficient. 
  

 
   Figure 7: Hit Ratio of SSW-LFU with Varying Window Size for Web Server Trace. 
 
4.3 Discussions 

The experiments have shown that SSW-LFU has the best performance in hit ratio 
(HR) and reasonably good performance in byte hit ratio (BHR). SSW-LFU performs well 
in hit ratio because it takes into account the access frequencies of documents and attempts 
to retain small documents in the cache. However, since SSW-LFU gives preference to 
smaller documents, SSW-LFU could not perform as well as Perfect-LFU in the byte hit 
ratio. This is because large documents contribute more to BHR than small ones. 

It is possible to improve the BHR of SSW-LFU by changing the formula of 
computing the ssw value or by adjusting the weight of the size of documents in the 
formula, however, probably at the price of lowering the HR performance. 

 
5.  Conclusions 

In this study, we proposed a new algorithm, the Size-Adjusted Sliding Window 
LFU (SSW-LFU). In particular, we used the recent access rates of document within a 
sliding window to estimate the probability of future document accesses. The algorithm is 
based on the observation that web accesses to documents can be well modeled by Poisson 
processes due to the independence of users. We have also take the size of documents into 
account in the algorithm. 
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Simulations are conducted to compare our algorithm with some notable caching 
schemes. Two parameters, the hit ratio and the byte hit ratio, were used to evaluate the 
performance. The hit ratio is directly related to the web response time to the  clients, 
while the byte hit ratio is related to the network traffic. Our algorithm has the best hit 
ratio and reasonably good byte hit ratio. Although Perfect-LFU has a slightly better byte 
hit ratio than ours, it may not be feasible in practice due to its overwhelming overhead. 
We have also found that with a window size of over 2,000, the access patterns can be 
captured very precisely. 
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Abstract

With the rapid growth of information on the Web, a means to combat informa-

tion overload is critical. In this paper, we present ViDE (Visual Data Extraction),

an interactive web data extraction environment that supports eÆcient hierar-

chical data wrapping of multiple web pages. ViDE has two unique features that

di�erentiate it from other extraction mechanisms. First, data extraction rules

can be easily speci�ed in a graphical user interface that is seamlessly integrated

with a web browser. Second, ViDE introduces the concept of grouping which

unites the extraction rules for a set of documents with the navigational pat-

terns that exist among them. This paper describes our initial development of

the system.

1 Introduction

With the Web becoming a major information repository, data extraction on the

Web becomes increasingly important. Several major factors, among others, make

data extraction on the Web a diÆcult task:

{ Data on the Web is semistructured in the sense that the structure of the

data is irregular and the schema of the data is not given in advance.

{ Related information is distributed over many web pages on many web sites.

{ Data on the Web is dynamic. Both the content and the representation of the

data are subject to frequent changes.

ViDE (Visual Data Extraction) [8] is an interactive web data extraction envi-

ronment that combines the exibility of manual extraction and the productivity

of automated extraction. Like many other systems, it uses a mediator-based ar-

chitecture [6]. ViDE has some important features that facilitate eÆcient and

e�ective extraction of a large number of web documents: the user interface is

seamlessly integrated with a Web browser, in which all kinds of operations can

be performed in an intuitive manner; data �ltering and in-place re�nement are

used to help improve the accuracy and eÆciency of extraction; document struc-

ture is combined with navigational patterns to extract multiple web documents.

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 577−586, 2001.
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This paper focuses on the graphical user interface of its working environment. [8]

is a more complete account of ViDE on its core data structures and algorithms.

The paper is organized as follows: In Section 2, we discuss related work.

Section 3 gives an overview of the whole system. Section 4 introduces the user

interface. Section 5 is about single page extraction. Section 6 describes how

multiple pages can be extracted. Section 7 demonstrates the power of ViDE by

a non-trivial example. Finally, Section 8 concludes the paper.

2 Related Work

A considerable body of work has been done to research various aspects of dealing

with semistructured data on the Web [12, 13, 9, 11]. Here we will only discuss

those related to the development of visual interfaces for interactive systems.

BBQ [3] is a tool for browsing and querying XML data sources. The user

interface supports working with multiple documents at the same time. A notice-

able feature of BBQ is in-place query re�nement, which allows the results of a

query to serve as data sources of the subsequent queries.

W4F [10] has a unique data extraction mechanism that can extract an HTML

document both as a plain text stream and as a tree de�ned by its HTML tags.

This allows a great deal of exibility in data extraction speci�cation. Further-

more, an extraction wizard is used to give some hints on writing extraction

rules. For HTML documents with complicated structures, the wizard is fairly

primitive. Multiple-document extraction is possible but not well supported.

Extraction rules in Araneus [4, 5] is speci�ed in a procedural language:

Editor, which performs pattern matching, text copying, cutting and pasting to

manipulate text streams. An obvious drawback of this approach is that wrappers

are hard to specify and maintain.

XWRAP [2] is a wrapper code generation framework which provides a web

browser-based interface for extraction speci�cation. After the user speci�es in-

teresting regions in a web page, XWRAP uses some prede�ned heuristics or

templates to derive extraction rules. This certainly simpli�es the extraction rule

speci�cation process, but also leaves little space for customization.

NoDoSE [7] is in spirit very close to ViDE. Intended to extract general text

�les, it is inherently not strong on extraction rule speci�cation. It totally depends

on the user's discrimination for document structure analysis. Multiple-document

extraction is achieved through document structure mining. Given a set of �les,

a well-designed interface allows the user to interactively decompose sample �les

into certain formats. This information is then used as the input of the structure

mining algorithm to infer the grammar of all the �les.

3 Overview

A complete web data extraction system involves many aspects of data technol-

ogy: data extraction, data scrubbing, data integration, etc. However, our experi-

ence suggests that the diÆculty in data extraction constitutes a major obstacle
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Fig. 1. The workow in ViDE

against eÆcient web data utilization. Thus in the design and implementation of

ViDE, we have made a considerable e�ort to resolve or alleviate this matter.

In particular, answers to the following questions have had the most signi�cant

impacts on the overall design of ViDE:

{ How to model HTML data? Similar to [2, 3, 10], in ViDE, a web page is

treated as a tree de�ned by its HTML tags; hyperlinks serve as unidirectional

links that glue these pages together.

{ Should the data extraction process be interactive or automatic? We opt for

an interactive approach for the following reasons: The Web is by its nature

heterogeneous; online documents are becoming increasingly complicated; the

distinction between useful data and useless data is highly context dependent.

{ How to eÆciently extract not just a few web pages, but as many as hundreds

of or even thousands of web pages? Our approach relies on the assumption

that similar web pages can be reached by systematically following certain

navigation patterns(hyperlinks). Thus it is possible to organize similar web

pages into document groups that can be processed eÆciently.

The design of ViDE enables eÆcient data extraction on the web, but does not

by itself provide it. Its power shines full while dealing with well organized web

sitesils. Even with ill-formed HTML pages, the data exploration facility provided

by ViDE is of great help in capturing the essence of the data at hand.

The process of data extraction in ViDE is iterative, as shown in Fig. 1. Three

major stages round out a complete cycle of data extraction: �ltering rule speci�-

cation, extraction rule speci�cation, and navigation rule speci�cation. The new

navigation rules speci�ed at the end of each cycle will lead to the generation

of new document groups from existing document groups, thus activating a new

round of document group extraction activity. Another consequence of this pro-

cedure is that the document groups are hierarchically organized.

To bootstrap the whole process, the user starts with a root web page which

is the only member of the root document group. Then the user iterates through

the data extraction cycle, re�ning rule speci�cations along the way, until all

the desired data has been included in the �nal data extraction hierarchy. Some
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Fig. 2. The Main Window

concepts, such as document group and group rule derivation, will become clear

after we introduce multiple web page extraction.

Once a data extraction plan has been speci�ed, it can be scheduled for re-

peated execution. The extracted data can be cleaned and exported to relational

database systems. ViDE provides all the necessary tools to perform these tasks.

4 The Graphical User Interface

Targeted at both professional and casual users, ViDE has a totally interactive

interface. To extract data, there is no need for the user to work with a home-

brewed little language, which often works well for small or regular web pages,

but becomes awkward and clumsy for complicated web pages.

As in Fig. 2, the main window of ViDE has three major parts: the browser

window on the top-right, the tag tree window on the top-left and the project

window at the bottom. The browser window is a fully functional web browser

with extensions to support interactive data extraction. The user uses this window

to browse the Web exactly the same way as he does with the Internet Explorer.

The user may open multiple browser windows at the same time. This may be

convenient while extracting data from multiple web pages containing related
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information. The tag tree window shows the parsed tag tree of the current web

page. The project window displays all the web pages to be extracted as a tree.

The structure of the tree reects the inter-document hierarchy of those web pages

(see Section 6).

5 Extracting A Single Page

After the user speci�es the URL of the web page to be loaded, ViDE displays

the page in the browser window. Internally, the web page is parsed into a tag

tree [1] that con�rms to the syntax of HTML, i.e., each HTML tag pair forms

a node in the tag tree and a tag pair contained in another tag pair becomes a

child node of the containing tag.

The major activities involved in single page extraction include data selection,

data �ltering and data extraction.

5.1 Data Selection

Data selection is a critical factor that ultimately decides the eÆciency of extrac-

tion rule speci�cation. In ViDE, it is accomplished through active nodes. In the

tag tree of a page, some nodes are active. Only active nodes can be selected for

�ltering or extraction. Selecting multiple active nodes is allowed. Extracting an

active node results in the extraction of the whole sub-tree rooted at the node.

An important property of active nodes is that the set of active nodes form a par-

tition of the leaf nodes of the tag tree. This guarantees that wherever the mouse

pointer is positioned, there will always be a unique active node with mouse focus.

As shown in Fig. 3, two operations are de�ned for an active node: drill down

and bubble up. Drilling down an active node deactivates the node itself and

activates all its direct children nodes, while bubble up activates the parent of

the active node and deactivates all other active nodes in the subtree rooted at

the parent node. This way, data extraction can be done at arbitrary granularity,

from the whole tag tree to a single leaf node. The conformance of extraction to

the internal structure of a web page is automatically enforced in this process.

Since the tag tree of a web page is often considerably more complicated that

it appears to be, the drill down/bubble up operation may be quite counter-

intuitive for some web pages. To mitigate this situation, the tag tree of a web

page is displayed side by side with its browser view (Fig. 2). The tag tree view

reveals the logical structure of a web page and helps the user make better decision

on how the web page should be extracted.

Another facility in ViDE that may be of great help for specifying extraction

rules is indication highlighting. Indication highlighting illuminate the range of an

active node in the browser view so that the user can visually recognize the current

data that may be extracted. This is best explained by the example in Fig. 4.

Shown in the browser view is an HTML table that contains some stock statistics

for di�erent IT sectors. Since we are only interested in some speci�c sectors,

we have drilled down that the TABLE tag that represents the table. The current
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Fig. 4. Indication Highlighting of an Active Node

active nodes are a set of TR (table row in HTML) tags. When the user moves

mouse cursor over an active node, in this case, the chips sector, the background

of the row is highlighted. With indication highlighting, the user can identify data

extraction components easily and accurately.

5.2 Data Filtering

In ViDE, extraction is enhanced by data �ltering and extraction, which is an

indirect extraction technique that removes unrelated data from a web page. It

is based on the observation that many well designed web sites adopt a uniform

interface design across the whole web site. For example, it is common to use

a horizontal bar on the top to show the logo of the company and a vertical

bar on the left to list the content categories of the site. These parts of a web

page generally do not contain interesting data and complicates the process of

data extraction. Filtering not only simpli�es extraction but also leads to resilient

data extraction.
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6 Extracting Data from Multiple Pages

Most systems capable of extracting multiple document extraction have focused

on extracting a set of documents with similar internal structures. This is inade-

quate when applied to the Web where information is often spread across many

pages that are organized into a tree-like structure through hyperlinks. ViDE

support extracting multiple web pages organized in this manner.

In ViDE, central to multiple-document extraction is the concept of docu-

ment grouping that unites the extraction rules of a set of web pages and the

navigational patterns that exist among them. Web pages can be either semanti-

cally similar, that is, they have similar internal representations, or navigationally

similar, that is, they are accessed through similar hyperlinks. ViDE provide two

cooperative mechanisms to support the grouping of web pages: navigation rule

derivation by example and extraction rule derivation by example. Combined

together, they provide a powerful data extraction mechanism.

6.1 Deriving Navigation Rules by Example

In ViDE, multiple document groups are constructed in a navigational manner

to form a tree hierarchy, as shown in Fig. 5. In the �gure, document groups

are represented by shaded areas. The white boxes in a group are the member

web pages of the group. The thick edge between two groups is a navigation rule

that is explained below. The thin edge connecting two web pages represents a

hyperlink from the parent node to its child node.

It is clear that there are indeed two hierarchies in ViDE: one for documents

and one for document groups. To elaborate, we now step through the process

of how these two hierarchies come into being. Our starting point is a single web

page that eventually links to the web pages we are interested in. This page is not

only the root of the web page hierarchy, but also the only member of the root
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group, which is the root of the document group hierarchy. We may now specify

a navigation rule for the root page. The navigation rule of a web page dictates

how we can navigate to other web pages by following some hyperlinks in that

page. For instance, given an HTML table in a web page, a navigation rule can

simply state that we should follow all the hyperlinks in the �rst column of the

table. A document group may also have navigation rules. The navigation rule

of a group is applied to every member of the group. The resulting web pages

constitute a new group, which is a child group of the original group. In Fig. 5,

after applying navigation rule NR0.0 to the root page (hence Group0, since it

has only one member), two new web pages are obtained, which form a new group

Group1:0. This can be repeatedly performed for the new groups until we have

all the web pages we need. Also, a group may have multiple children groups in

that multiple navigation rules may be speci�ed for a group. The table in Fig. 5

summarizes the relationships between di�erent document groups.

Given a group with multiple member web pages, the user does not have to

specify navigation rules for every one of them. Since these web pages indeed have

similar structures, ViDE is able to derive group navigation rules based on the

examples given by the user.

In ViDE, URLs for individual web pages, except the root page, are never

saved. To get at web pages to be extracted, we always start from the root page

and evaluate all the navigation rules on the y. This scheme works especially

well for dynamically generated web pages.

6.2 Deriving Extraction Rules by Example

Extraction by example is also based on the document group hierarchy. Again,

there are two types of extraction rules: a document extraction rule states how

to extract data from a speci�c web page while a group extraction rule is applied

to every member of the group for data extraction. Group extraction rules are

derived from examples given by the user.

The hierarchy of document groups plays an important role in subsequent data

integration activities that aggregate and consolidate the extracted data. This

information is preserved through storing extracted data in a directory whose

structure is identical to that of the document group hierarchy. All directories

are named after the name of the corresponding group. The relationships between

documents are embodied in �le names that follow a certain naming convention.

6.3 In-place Re�nement

The purpose of in-place re�nement is to o�set the black-box e�ect of the by-

example approach, i.e., for the user the group rule derivation algorithm works

like a black-box whose products are not immediately obvious. The result of an

extraction rule may be a surprise for the user if the algorithm does not work the

way as the user expected or the user did not pick up a proper web page as an

example. In-place re�nement gives the user a chance to inspect and improve the

result of extraction before submitting it for �nal execution.
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Fig. 6. Data at the CNN Financial Network Web Site

Table Name Pages extracted No. of �elds No. of tuples

SectorInfo 1 4 12

CompanyInfo 12 4 224

RecentFiling 214 3 3116

CompetitorInfo 230 3 15866

Table 1. Table Statistics for a Single Execution

7 Example

As an example, we use ViDE to extract some stock information from the CNN
�nancial network [14]. A data extraction plan is speci�ed with just a few mouse
clicks, as shown in Fig. 6: We start from the root page of the technology stock
(http://cnnfn.cnn.com/news/ technology/techstocks/), which has a table of stock
statistics for twelve sectors of technology industries such as cables, blue tech
chips, software etc. Each entry of the table links to a web page with stock statis-
tics for all the companies in that sector, which again links to web pages with
more detailed stock quotes on a speci�c company. From the company quotes
page, hyperlinks for various types of information are available. In this example,
we pick two of them: competitors and recent �lings. In the �nal plan, there are
a total of �ve document groups for which four navigation rules are speci�ed: one
for \Sector Stat", one for \Company Stat" and two for \Company Quotes".

The execution of the above extraction plan retrieved 704 web pages, in which
235 were for pure navigational purpose. In the 469 pages extracted, 457 were suc-
cessful. A data transforming tool was used to export the extracted data into a
Microsoft Access database. To better highlight the strength of ViDE, the infor-
mation about these tables has been summarized in Table 1. Using an extraction
scheduling tool to automate this task at 10AM everyday for a week, we were
able to accumulate above 100000 records of stock information for more that 300
companies. As we can see, simple being the extraction plan, it does accomplish
a non-trivial data extraction task with little human involvement.
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8 Current Status and Future Work

ViDE is implemented on the Microsoft Windows platform. This is because ViDE

needs a way to customize a web browser at a pretty low level, besides being

tightly integrated with a web browser. This can be achieved with the Internet

Explorer relatively easier than other browsers we have evaluated. There are plans

to enhance the quality of extraction, for instance, it would be nice if the types of

extracted data can be automatically discovered based on some heuristics. Also,

we are interested in resilient data extraction based on tree pattern matching.
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Abstract. In this paper, we propose a change monitoring/notification
system WebSCAN (Web Sites Change Analyzer and Notifier) for Web,
which monitors and analyzes the change of pre-registered Web sites and
notifies important changes to users by a push-type delivery mechanism.

1 Introduction

The vast amount of information is available on the WWW. Usually, users use the
bookmarks or automatic navigator software to access their favorite Web sites to
acquire valuable information. However, the Web is dynamic[1], in other words,
Web pages are changed and Web sites are created or disappear at any time
and in arbitrary manner. Thus, it’s not easy to acquire the fresh and valuable
information timely.

In this paper, we propose a change monitoring and notification system Web-
SCAN (Web Sites Change Analyzer and Notifier) for Web sites, which monitors
and analyzes the changes of Web sites to notify a user the important changes
by a push-type delivery mechanism. In WebSCAN, the changes of Web sites are
monitored periodically. The detected change is estimated by its content, brows-
ing frequency and update frequency. While estimating, the structure of the Web
site/pages and the content-based differences between changes and existing Web
pages are also considered. Based on the estimated change worth, the important
changes are then selected, which will be delivered to users automatically with
the push technology.

Some works for the change detection over wrapped Web pages have been
done at C3 project[2]. One of the main contributions of C3 project is to portray
the changes between two structured data in a succinct and descriptive way:
� This research is partly supported by the Japan Ministry of Education, Culture,
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meaningful change detection[3]. They also consider the data structure to detect
the changes. At the contrast, we are interested in estimating Web changes using
their content and structure to pick up the valuable information, rather than
change detection.

Netmind[4] is a typical URL changes monitor system that extends the Web
search engines. Netmind also notifies users the change information using the
push technology. WebGUIDE[5] is another system for exploring changes to Web
pages and Web structure that supports recursive document comparison. The
contribution of WebGUIDE is to support recursive document comparison and a
difference viewing by a graphical navigator. However, the change semantics, such
as freshness and popularity in our paper, are not considered in these conventional
systems. In the nutshell, these systems just detect the changes, but not discover
the important ones from massive changes.

WebCQ[6] is a system that discovers and detects the changes of the Web
pages, and notifies user of interesting changes with personalized customization.
Features of WebCQ include the capabilities for monitoring and tracking var-
ious types of changes, personalized delivery of page change notifications and
personalized summarization of changes. However, as same as other conventional
systems, the worth of Web page change is not considered at WebCQ. In addition,
the notification is based on the user interests. This feature makes it necessary to
specify user interests clearly. Since incoming information is not foreseeable and
the Web is changed continuously, it’s not easy to specify user profile to acquire
the new valuable information.

In contrast to earlier works concerned with the Web change notification, the
main contributions of WebSCAN proposed in this paper can be summarized into
the following:

– Content-based and Structure-based change analysis
To discover the higher worth information from the changed Web pages, the
change worth is computed by considering both of content-based approach
and structural approach. The former is based on computing the similar-
ity/dissimilarity between newly added content and previous content. The
latter is to consider the browsing frequency, update frequency, and the place
of the changed Web page.

– Semantics of Change Information: Freshness and Popularity
We compare the changed pages with the previous pages and compute their
similarities/dissimilarities to evaluate the change worth: If the added infor-
mation is not similar to previous pages, it will bring the fresh information.
At the contrast, the added information that is similar to previous pages may
bring popular information.

– Push-type change notification with Personalization
One of the efficient ways to obtain new information is push technology[7]. In
our approach, based on the change worth, the notification, which contains
the selected change’s information, is generated and delivered to the users au-
tomatically. Each user can use his own profile to filter and view the received
notification in his original way.
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The remainder of this paper is organized as follows: In section 2, we present
the estimation of the change worth, which is used to select the important changes.
We also show some experiment results in this section. In section 3, the push-type
notification mechanism is discussed. A prototype system is reviewed in section
4. Finally, we conclude the paper with a summary in section 5.

2 Change Analysis

2.1 Comparison Scope

A comparison scope is a collection of web pages or page fragments to com-
pare with the changed one for computing the change worth. Each member of a
comparison scope has some relation to the change: similar, same topic, former
version and so on. The Web changes have variant type, such as update, adding
new page and so on. According to the change type, it’s necessary to select the
proper comparison scope (paragraphs, pages, directories and so on.) to compute
change worth.

We choose the members of comparison scope based on the Web structure
(analyzed by URL path) or the page structure (analyzed by Document Ob-
ject Model). In most Web sites, the related pages are organized under one
directory. In these cases, a directory is roughly regarded to represent a cer-
tain topic. Here, the directories of a Web site are analyzed based on URL
paths. For example, the directory foo of Web site www.foo.com means the URL
http://www.foo.com/foo/ . With this assumption, the members of the compari-
son scope are selected as follows: at first, we represent a Web site as a tree based
on analyzing its URL paths. Secondly, we select all of the change’s siblings as the
members of its comparison scope. Meanwhile, when a paragraph is added to an
existing page (page modification), the previous existed paragraphs are collected
as the members of its comparison scope.

(a) Page Modification. In the case of page modification, as Fig. 1 (a)
shows, at first, we partition the modified page into some units at the same level
as the change. These partitioned units are then collected into the comparison
scope to compute the change worth.

(b) New Page. In the case of new page addition, the comparison scope is
a collection containing all the siblings of the new page. Moreover, the descen-
dants of its sibling are also contained in the comparison scope. For example, as
Fig.1(b) shows, the comparison scope is composed of page p1, p2 and p3. 1

(c) New topic. When a new topic (directory that contains some new pages)
has been added, we can regard the added topic as a ”virtual page” to select the
comparison scope as same as a new page is added. For instance, as Fig.1(c)
shows, the new topic stnew will be compared with the children (p2 and p3) of
stold and page p1 to compute its change worth.
1 Hereafter ,as shown in Fig.1(b), a Web site is represented as a tree based on the

URL path analysis and each edge means the directory path.
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(a) Case of page modifica-
tion

(b) Case of new page

(c) Case of new topic (d) Case of related Web sites

Fig. 1. Comparison Scope

(d) Related Web sites. Since many Web sites deliver the similar informa-
tion, the correlation of them should not be overlooked during the change analysis.
Since these related sites have high similarities, it’s possible to reorganize them to
a virtual Web site per each topic. As shown in Fig.1(d), our idea is to organize
the related directories of different Web sites to one new virtual directory per
each topic. After that, we can select the members of comparison scope as same
as we doing at a single site.

2.2 Estimation of Change Worth

In WebSCAN, change worth is estimated by freshness, popularity[8], browsing
frequency and update frequency. For simplicity, hereafter, we assume that the
detected Web change is the new page’s addition to compute the change worth.
In the other change case, such as new topic, related Web sites and so on, the
change worth can be estimated in the same way.

(a) Freshness. Intuitively, the changed page, which is quite different from
previously existed pages due to containing much new information, would be
often considered valuable. In other words, we can say that the new page has a
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high freshness or uniqueness. In this paper, the freshness is estimated based on
the differences between the changed page and related ones. Here, we can define
several measures of the freshness of page a by 1) the number of its similar pages in
its comparison scope Ω denoted by freshnum(a,Ω), 2) the dissimilarity among
a and the pages in its comparison scope Ω denoted by freshcd(a,Ω), 3) the
density of its similar pages in the comparison scope Ω denoted by freshde(a,Ω),
and 4) the time intervals of a and its similar pages denoted by freshtd(a,Ω),
respectively. Furthermore, these freshness of a, can be integrated and denoted
by the following freshΩ(a):

freshΩ(a) = w1 · freshnum(a,Ω) + w2 · freshcd(a,Ω)
+w3 · freshde(a,Ω) + w4 · freshtd(a,Ω) (1)

w1 + w2 + w3 + w4 = 1.0

where w1, w2, w3, w4 are the user definable weight values.
Hereafter, let ω be the set of a’s similar pages in the comparison scope Ω, m

be the number of pages in ω and n be the number of pages in Ω.

(a-1) Freshness based on the number of similar pages. If there is no
(or few) page similar to a in Ω, we can say a is newer one containing much new
information. Thus, its freshness is higher:

freshnum(a,Ω) =
1

log2(2 +m)
(2)

(a-2) Freshness based on the content distance. The content distance of
pages a and b can be defined as follows based on the vector space model:

dis(a, b) = 1 − sim(a, b) = 1 − v(a) · v(b)
‖v(a)‖‖v(b)‖ (3)

where, v(a), v(b) are the keyword vectors of a and b.
The content distance means the dissimilarity of a and b. It also can represent

that how much new information has been added to a comparing with previous
page b. Therefore, the bigger the average content distance between a and its
similar pages is, the higher freshness of a is:

freshcd(a,Ω) =
1
m

m∑
i=1,bi∈ω

dis(a, bi) (4)

where, bi represents the similar page of a.

(a-3) Freshness based on the density of similar pages. The density d of
a’s similar pages in Ω is m/n. When d is small, a is rare one and its information
value will be high:

freshde(a,Ω) = log2
n

m
(5)
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(a-4) Freshness based on the time interval. Let’s consider the following
case: a series of reports for same event are updated at a Web site. Though that
several pages are similar to page a in the comparison scope, the time intervals
between a and its similar articles are big. It’s thinkable that there appears some
new trend represented by a, after a long no-update time. In this case, the follow-
up report, page a, should have a high freshness. Therefore, the freshness based
on the time interval is defined as follows:

freshtd(a,Ω) = log(
1
m

m∑
i=1,bi∈ω

(t(a) − t(bi))) (6)

where t(a) is the update time of a. bi is similar page of a.

(b) Popularity. In order to select valuable one from massive new pages,
the similarity of the page with previous pages should be also evaluated. For
instance, in user interesting topic, the new page that is quite similar to almost
of the previous ones, would be often considered valuable.

The popularity of new page a can be estimated by 1) the density of its similar
pages in comparison scope Ω, and 2) the time intervals of a and its similar pages
in Ω. In short, if a has many similar pages in comparison scope and the time
intervals among them is smaller, the popularity of a is higher. Consequently, we
define the popularity of page a for a comparison scope Ω is defined as follows:

popΩ(a) = w5 · eλ1d + w6 · e−λ2td w1 + w2 = 1.0 (7)

where w5(> 0), w6(> 0), λ1(> 0) and λ2(> 0) are the weight values. d = m/n
is the density of similar pages, and td is the average time interval of a and its
similar page bi(i = 1, ...,m):

td =
1
m

m∑
i=1,bi∈ω

(t(a) − t(bi)) (8)

(c) Browsing Frequency. Usually, a Web site may have several topics, and
posts related pages to the same directory. That’s to say, topic is often organized
per directory. The browsing frequency of each topic (directory) can signify the
interest of user to that topic. A higher interesting topic may have higher browsing
frequency. Therefore, the topic of higher browsing frequency should be high value
to be notified due to higher user interest. Page a’s change worth based on the
browsing frequency is defined as follows:

Vbrowsing(a) = log(bf) (9)

where, bf is the browsing frequency of the topic including a.
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(d) Update Frequency. The Web sites on the Internet are changed arbitrar-
ily. The update frequencies are also affecting the change worth. Our hypothesis
is that, in freshness perspective, the longer the update time interval is, the big-
ger the change worth is. For instance, when a Web site has been updated after
a long no-update time, the changes of this site will have high change worthies.
At the contrast, in popularity perspective, the shorter the update time interval
is, the smaller the change worth is. That’s to say, when a Web site updates its
pages frequently, there maybe some urgency or popular event occurred. Thus,
these updated pages are valuable to be notified.

In the freshness perspective, the change worth based on the update time
interval of change c is defined as follows:

Vuf−fresh(c, n) = log(ti(c, n)) (10)

ti(c, n) = t(n)−t(n−1)+ti(c,n−1)·(n−1)
n (11)

where t(n) is the time-stamp of a at the n-times update, n is the updated times
and ti(c, n) is (average)update time interval of c at n-times update.

On the other hand, in the popularity perspective, the change worth based on
the update time interval is defined as follows:

Vuf−pop(c, n) = 1/Vuf−fresh(c, n) (12)

Change Worth. Consequently, based on the freshness/popularity, browsing
frequency and the update frequency, the change worth of change c worth(c) is
defined as an integrated form:

worth(c) =

{
worthfresh(c) if user prefers to fresh information
worthpop(c) if user prefers to popular information

(13)

where,

worthfresh(c) = α · fresh(c,Ω) + β · Vbrowsing(c) + γ · Vuf−fresh(c, n) (14)
worthpop(c) = α · pop(c,Ω) + β · Vbrowsing(c) + γ · Vuf−pop(c, n) (15)

α+ β + γ = 1.0, α > 0, β > 0, γ > 0

where α, β, γ are user definable weight values.
If the change worth worth(c) is bigger than the threshold value, we say c is

an important one and notify it to users.

2.3 Preliminary Evaluation

In this subsection, we describe a preliminary evaluation of our approach for
change worth estimation. Since we did not have access to a large crawl of the
Web and we did not fully implement the proposed approach, it was not feasible
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Fig. 2. Distribution of Freshness and Popularity : Horizontal axis shows the value of
freshness(or popularity). Vertical axis shows the number of added pages according to
the freshness(or popularity) value.

Table 1. Experimental results

Freshness Popularity
Average 0.450 0.433

Recall Ratio 0.803 0.351
Precision Ratio 0.564 0.540

to do the full change worth computations. Instead, we implemented two sim-
plified version of filters: freshness filter and popularity filter. Furthermore, we
also adjust the values of freshness and popularity ranging from 0 to 1.0 at the
preliminary evaluation.

– freshness filter
Only the freshness is used to rank the changed pages. The filtering function
is defined as follows:

worthfresh(c) = fresh(c,Ω)
= 0.4 · freshsum(c,Ω) + 0.4 · freshcd(c,Ω)
+ 0.1 · freshde(c,Ω) + 0.1 · freshtd(c,Ω)

(16)

If change c’s worth worthfresh(c) is bigger than the threshold 0.25, it will
be selected as the valuable change.

– popularity filter
Popularity filter uses the popularity as the ranking measure. Its filtering
function is defined as follows:

worthpop(c) = pop(c,Ω) = 0.5 · e0.7d + 0.5 · e−0.3td (17)

The threshold for choosing valuable changes is set to 0.75.
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Fig. 2(a) and Fig. 2(b) illustrate the distribution of freshness and popu-
larity based on our experiment results, respectively. Because that we estimate
small number of changes, there are some changes have no similar page. In other
words, the comparison scope is empty. In this case, we let its popularity be 0
and let freshness be 1.0. As shown, excluding these specially valued one, the
distributions are similar to the regular distribution. Using this feature, we set
the thresholds of freshness and popularity to 0.25 and 0.75 respectively, due to
select half of the changed pages as the valuable ones, which will be regarded as
the filtering results. As some early preliminary experiment, the parameters(w1,
w2, w3, w4) for freshness computation are set to 0.4, 0.4, 0.1 and 0.1 respectively.
Parameters(w5, w6, λ1, λ2) for popularity computation are set to 0.5, 0.5, 0.7
and 0.3 respectively. The threshold of similarity for deciding the similar pages is
set to 0.6.

Further details of the preliminary evaluation are as follows:

– One Web site, Nikkan Sports (http://www.nikkansports.co.jp), is selected
as the monitoring target.

– Web changes are limited to new page addition.
– Two days changes, about 299 pages, are detected from the Nikkan sports

site that includes 6401 pages.

Tab. 1 shows the results of preliminary evaluation. For the freshness, pre-
cision ratio is 0.564 and recall ratio is 0.803. On the other hand, the precision
and recall ratio for the popularity are 0.540 and 0.351, respectively. In addition,
if we compute these ratios excluding the specially valued ones(as same as when
we decide the threshold values), the precision and recall ratio of freshness are
0.65 and 0.718, respectively. The precision and recall ratios of popularity are
0.430 and 0.753, respectively. As our evaluation is a limited one, there are more
improving works needed to do. Nevertheless, these results can confirm that the
proposed notions, freshness and popularity, are useful for picking up the impor-
tant information from massive changes.

As mentioned above, the comparison scope is constructed by the assumption
that related pages are organized under same directory. In our preliminary eval-
uation, in each directory, about 77.6% pages belong to same topic. Though we
estimated at only one site, at very least, this shows that the selected one is the
kind of comparison scope we are after.

3 Push-Based Change Notification

One of the notable features of push technology is that the same information is
delivered to users. In other words, user is limited to browse information as same
as the others. On the other hand, more and more users require personalized
information. This is one of conflicts of popularization and personalization[9].

Our approach is to separate the personalization method from the popularized
notification. As same as the typical systems, same notification is delivered to all
registered users. When a user received the notification, he(she) can use his/her
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profile to filter and fetch his/her original notification from the delivered one. The
filtered notification would be translated to an HTML file, whose layout is also
specified by each user. This means that the delivered notification can be viewed
in variant ways.

Since the Web sites are changed dynamically, notification timing is also im-
portant for assisting user to obtain the right information at the right time.
WebSCAN has two options to delivery the notification, real-time mode and pe-
riodic mode. At the real-time mode, the important changed information will
be delivered immediately. On the other hands, the notification will be delivered
periodically in the periodic mode.

The notification contains the changes since last-time delivery. The added in-
formation of each change, such as URL, summary, freshness, popularity, change-
worthies based on browsing frequency and update frequency, are also included.

The summary of each change is simply generated from its title, top sentences
and the URLs of its images files(if there are some). With the summary, user can
gain some pre-knowledge of the changes to easily judge which is valuable for
reading or not, than just be notified the fact that there are some changes.

Typical change notification systems usually use the one-to-one push model
to deliver change information due to satisfy the user’s variant demands. It’s nec-
essary to deliver everyone his/her own notification in these systems. Moreover,
it’s not easy to often modify one’s own profile for fetching some different infor-
mation. Our approach is using the one-to-n model to deliver change notification
to registered users. Each user uses his/her own profile, which is maintained by
himself/herself at the client side, to acquire his favorite information and view it
in his/her favorite way.

The personalization method of WebSCAN means that each user can

– (1) specify his/her favorite Web sites and topics:
Usually, a user has his/her own interests differenced from others. In Web-
SCAN, each user can pre-defined his/her favorite Web sits and topics in
his/her profile to fetch his/her interesting changes. In other words, the spec-
ified Web sites and topics are one of the factors for filtering the notification.

– (2) compute his/her own change worth:
In WebSCAN, the change worth is computed at the user’s side using Func-
tion (13). User then can set the parameters according to his/her interests.
For example, if a user prefers to fresh changes, he/she can set the weight val-
ues of the freshness higher. Moreover, each user also can specify the threshold
of change worth to fetch the valuable information.

– (3) define the layout of presentation:
Filtered information is translated to a HTML file and presented to user
via browser, such as IE, Netscape and so on. In WebSCAN, a user him-
self/herself can specify the layout of the outcome HTML file. WebSCAN
also provides some default styles for user selecting, such as hanging-poster
like style, newspaper like style and so on.
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Fig. 3. Prototype System Model

(a) Notification (b) User Profile

Fig. 4. Examples of Notification and User profile

4 Prototype System

A prototype system was implemented using Perl and Visual Basic at Windows
2000 platform. The push-type notification mechanism is implemented using the
XML/XSLT technology. The XML[10] formatted notification is generated based
on the estimated change worth and delivered to the registered users. Each user
uses his/her own profile, which is represented as an XSL[11] file, to filter and
present the notification.

As illustrated in Fig.3, the current prototype system has a three-tier struc-
ture including(1)Monitored Web site, (2) WebSCAN Server and (3) WebSCAN
Client.

WebSCAN server is composed of Monitor , Analyzer , Generator and Deliv-
erer . A database for user behavior history and a snapshot of previous Web sites
are also used.

The monitor watches the time-stamp and size of all pages in a Web site.
When some changes are detected, monitor will fetch the changed information
and invoke the analyzer to analyze the changes. The analyzer compares the
detected change with its comparison scope to estimate its change worth. After the
analysis, the generator selects the important changes to generate the notification.
The deliverer then delivers this notification to the registered users.
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The client of WebSCAN is composed of Receiver and Browser . The receiver
is used to receive the notification delivered by the server. The browser filters and
presents the received notification using an XSL file, which represents user profile.
Fig. 4(a) shows part of a sample notification. Part of sample XSL formatted
profile is shown in Fig. 4(b).

5 Conclusion

WebSCAN, which is proposed in this paper, is a system that monitors and ana-
lyzes the changes of Web sites to notify user the important changes by a push-
type delivery mechanism. In contrast to earlier works, the important change is
picked up based on its change worth estimated by considering both the change
content and the Web structure. Moreover, the notification for important changes
is delivered to the users by a push-type mechanism, which separates the user
customize method from the notification to integrate the popularization and per-
sonalization. In our current work, the change worth is estimated based on the
content and structure. The change semantics based on other factors, such as
hyperlinks will be done as our future works.
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Abstract.  The problem of maintaining a knowledge base is substantially
concerned with keeping track of rules that share common wisdom.  A
knowledge representation is described in which a collection of rules that are
based on common wisdom are represented as a single ‘item’.  For items,
maintenance hazards, caused by one item being partially hidden within
another, still remain.  ‘Objects’ are introduced as item building operators so
enabling these hidden links to be identified and made explicit.  A single
operation for objects enables some of these hidden links to be removed thus
simplifying maintenance.

1.  Introduction

Maintaining the integrity of a knowledge base is a complex practical problem.  A rule
is a chunk of knowledge in an if-then form.  If knowledge is represented as rules then
maintenance hazards occur when wisdom embedded in one rule is also embedded in
another.  A knowledge representation is described in which a collection of rules that
are based on common wisdom are represented as a single ‘item’.  So a single item
encapsulates a set of declarative rules, and in turn each rule encapsulates a set of
imperative programs.  The item representation makes no distinction between data,
information and knowledge things [1].  The data things in an application are the
fundamental, indivisible things.  Data things can be represented as simple constants or
variables.  If an association between things cannot be defined as a succinct,
computable rule then it is an implicit association.  Otherwise it is an explicit
association.  An information thing in an application is an implicit association
between data things.  Information things can be represented as tuples or relations.  A
knowledge thing in an application is an explicit association between information
and/or data things.  Items make it difficult to analyse the structure of a whole
application.  To make the structure clear, ‘objects’ are introduced as item building
operators.  Objects are an abstraction representing the structure of knowledge.  Items
are either represented informally as “i-schema” or formally as λ-calculus expressions
[2].  The i-schema notation is used in practice.  Items contain two classes of
constraints that apply equally to knowledge and to data.  In [3] these constraints are
generalised to fuzzy acceptability measures of knowledge base integrity.

For items, maintenance hazards, caused by one item being partially hidden within
another, still remain [4].  The use of objects enables these maintenance links to be
made explicit.  A single rule for item and object decomposition enables some of these
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links to be removed so simplifying maintenance [5].  Classical database normalisation
[6] is a special case of the application of that single rule.  In the 1980s there was
considerable interest in building expert systems.  At that time declarative formalisms,
in particular if-then formalisms such as logic programming, provided one way of
computing with knowledge that was far easier to use than imperative formalisms.
The comparative ease of use of if-then formalisms was responsible for a
misapprehension that knowledge should be thought of as “if-then stuff”.  In a sense
this is true because even if a chunk of knowledge has a number of if-then
interpretations then it is unlikely that more than one of those interpretations will be
useful in a particular application.  One consequence of this misapprehension is that
changes in the validity of a single rule that may not even been identified may have
subtle and serious implications for the validity of a number of chunks of knowledge
that have been identified and represented.  So a knowledge representation with the
property that a single chunk of knowledge, which may have a number of if-then
interpretations, can be represented as a single entity should be a superior practical
formalism for knowledge base design.  The unified knowledge representation has this
property.  The unified representation is at a level of abstraction that is far closer to
‘reality’ than traditional declarative formalisms.  This is shown by the hierarchy: a
real chunk of knowledge is represented as a single “item”.  Each item has a number of
interpretations as if-then forms.  Each if-then form, or rule, has a number of
interpretations as imperative programs.

2.  Declarative, Rule-Based Formalisms

In a declarative formalism an if-then interpretation of a knowledge thing is represented
as an “if-then” form as a rule.  Two difficulties with declarative formalisms are
illustrated using Horn clause logic as the representation formalism [7].  Logic is
chosen because it is a widely understood notation, and not for any practical reason.

Consider the chunk of knowledge: [K1] “The sale price of a part is the cost price of
that part marked up by the markup rate for that part”.  This single chunk is a simple
statement of fact: it is not in an if-then form.  Under a reasonable understanding of the
meaning of chunk [K1] it admits three different if-then interpretations:

part/sale-price( x, y ) *   part/cost-price( x, z ),
part/mark-up( x, w ),  y  =  ( z  _   w ) [C1.1]

part/cost-price( x, z ) *   part/sale-price( x, y ),
part/mark-up( x, w ),  y  =  ( z  _   w ) [C1.2]

part/mark-up( x, w ) *   part/sale-price( x, y ),
part/cost-price( x, z ),  y  =  ( z  _   w ) [C1.3]

For the third of these if-then interpretations—with “part/mark-up” as its head—there
is a possibility of round-off error.  The three clauses [C1.1]—[C1.3] are a rather
inconvenient representation of the single chunk [K1] because one statement of fact has
been represented as three logical statements.  Consider another chunk of knowledge:
[K2] “The profit on a part is the difference between the sale price of that part and the
cost price of that part.”  As for [K1], the chunk [K2] is not in an if-then form.  Under
a reasonable understanding of its meaning, it also admits three if-then interpretations:
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part/profit( x, y ) *   part/sale-price( x, z ),
part/cost-price( x, w ),  y = z – w [C2.1]

part/sale-price( x, z ) *   part/profit( x, y ),
part/cost-price( x, w ),  y = z – w [C2.2]

part/cost-price( x, w ) *   part/sale-price( x, z ),
part/profit( x, y ),  y = z – w [C2.3]

The six Horn clauses [C1.1]—[C2.3] may be combined using resolution to give
additional potentially useful clauses:

part/profit( x, y ) *   part/cost-price( x, w ),
part/mark-up( x, u ),  z  =  ( w  _   u ),  y = z – w [C3.1]

part/profit( x, y ) *   part/sale-price( x, z ),
part/mark-up( x, u ),  z  =  ( w  _   u ),  y = z – w [C3.2]

part/mark-up( x, w ) *   part/sale-price( x, y ),
part/profit( x, u ),  u = y – z,  y  =  ( z  _   w ) [C3.3]

as well as some rather useless clauses such as:

part/sale-price( x, y ) *   part/sale-price( x, v ), part/profit( x, u ),  u = v – z,
part/mark-up( x, w ),  y  =  ( z  _   w ) [C3.4]

A danger with all of [C3.1]—[C3.4] is that they are assembled from particular
if-then interpretations of two chunks of knowledge, namely [K1] and [K2].  If the
meaning of either of those two chunks should change then [C3.1]—[C3.4] may all
have to be changed as well.  This is not a problem if the relationships between
[C3.1]—[C3.4] and both [K1] and [K2] are represented.  But in the declarative
representation, it is not clear that the meanings of [K1] and [K2] are buried in the four
clauses [C3.1]—[C3.4].  So [C3.1]—[C3.4] and any other clauses derived from the
original six clauses above, are potential maintenance hazards [10].  Given the six
original clauses [C1.1]—[C2.3] there is no reason to combine them as illustrated in
[C3.1]—[C3.4].  But clauses such as [C3.1]—[C3.4] are valid and could have been
constructed by a knowledge engineer as part of a knowledge base.  If they form part of
a knowledge-based implementation then they may constitute a maintenance hazard [8].

Two problems with declarative formalisms have been identified.  First, they have
insufficient expressive power to represent all that a single chunk of knowledge has to
say.  Second there is no mechanism to prevent rules from being constructed whose
validity relies on the validity of unrepresented sub-rules so leading to a potential
maintenance hazard [9].

3.  Items

Consider again the chunk of knowledge [K1].  Suppose that that chunk is represented
as a thing—which we will call an i tem—with the name [part/sale-price,
part/cost-price, part/mark-up].  The data associated with this item may be presented as
a rather messy relation; such a relation is called the value set of the item, a possible
value set is shown in Fig. 1.  The meaning of an item A—called its semantics SA—
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part/sale-price part/cost-price part/mark-up
1234 1.44 1234 1.20 1234 1.2
2468 2.99 2468 2.30 2468 1.3
3579 4.14 3579 3.45 3579 1.2
1357 10.35 1357 4.50 1357 2.3
9753 12.06 9753 6.70 9753 1.8
8642 12.78 8642 8.52 8642 1.5
4321 5.67 4321 2.70 4321 2.1

Fig. 1. Value set for a knowledge item.

is an expression that recognises the members of that item’s value set.  For the item
considered above the semantics could be:

λuvwxyz•[ Spart/sale-price(u, v) º Spart/cost-price(w, x)

º  Spart/mark-up(y, z) º  (u = w = y) º  (v = x _  z) ]•

where  Spart/sale-price  = λxy•[ Spart(x) º Ssale-price(y) º sells-for(x, y) ]•
and where  Spart  = λx•[is-a[x:P]]•  for some suitable domain P where:

is-a[x:P]
 ⎩⎪
⎨
⎪⎧  = T i f  x  i s  i n  P

  = F otherwise
In this example the knowledge represented by the item is very simple.  The
components of this knowledge item are part/sale-price, part/cost-price and
part/mark-up.  These components each occur once in the value set shown in Fig. 1.
The value sets of some knowledge items have multiple occurrences of some
components to enable complex item semantics to be expressed.  For example,
consider the rule whose meaning is defined by the pair of recursive clauses:

P(w, x) *   P(y, z), P(u, v), Q(w, y, u), R(x, z, v), x > 5
P(w, x) *   Q(w, x, x), x ≤ 5

The semantics of any item that represents this rule will employ multiple occurrences
of the component P.  The value set of any such item will also contain multiple
occurrences of the component P.  The semantics of complex, recursive knowledge
items are represented in this way.  The semantics of all knowledge items is λ-calculus
“recognising functions” for the items’ values sets.

Items are a single formalism for describing data, information and knowledge.
Items may be presented informally as i-schema; that is, as they are employed in
practice.  Items may also be presented formally in the λ-calculus.  Items have three
important properties: items have a uniform format no matter whether they represent
data, information or knowledge things; items incorporate two powerful classes of
constraints, and a single rule of ‘decomposition’ can be specified for all items.  Item
‘decomposition’ is a process which can be applied to the conceptual model to make it
‘maintainable’ in a precise sense.  In particular, item decomposition removes potential
maintenance hazards of the type illustrated above.
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name item name part/cost-price
name1 name2 item components part cost-price

x y dummy variables x y
meaning of item item semantics costs(x,y)

constraints on values value constraints x<1 999 8  y≤300
set constraints set constraints å

----------------- o

Fig. 2. i - schema

An item consists of: an item name, item components, item semantics, item value
constraints, and item set constraints.  The item name is usually written in italics, A.
The item components is a set of the names of items which this item represents some
association between.  The item semantics is an expression which recognises the
members of the value set of this item, SA .  The item value constraints is an

expression which must be satisfied by all members of the value set of this item, VA.

The item set constraints are constraints on the structure of this item’s value set, CA.

The i-schema format for items is shown in Fig. 2.  If two items have the property
that the semantics of one logically implies the semantics of the other then the first
item is a sub-item of the second.  If two items have the property that they are both
sub-items of each other then those two items are said to be equivalent.

For example, in an application there are ‘parts’ represented by the part data item.
Each ‘part’ is identified by a ‘part-number’.  The value constraint for part requires that
part numbers should lie in the range (1 000, 9 999).  The set constraint for part
requires that there are less than 100 different part numbers.  Further there are ‘costs’
represented by the cost-price data item.  Each part is associated with a cost-price.  This
association is represented by the information item part/cost-price.  That item is
subject to the “value constraint” that parts whose part-number is less that 1 999 will
be associated with a cost price of no more than $300.  That item is subject to the “set
constraints” that every part must be in this association, and that each part is associated
with a unique cost-price.  The i-schema for the part/cost-price item is shown in
Fig. 2; it contains two set constraints.  The ‘å’ in the part component column
specifies a universal constraint; denoted by “Uni” in the formal λ-calculus
representation.  This universal constraint requires that all members of the value set of
part must be in the value set of part/cost-price.  The horizontal line in the part
column and the ‘oooo’ in the cost-price column specifies a candidate constraint; denoted
by “Can” in the formal λ-calculus representation.  This candidate constraint requires
that members of the value set of part functionally determine the members of the value
set of cost-price in this item—in traditional database jargon, part is a potential key of
the part/cost-price relation.  In general, the horizontal lines identify a set of
components whose value sets functionally determine the value set of the single
component identified by ‘oooo’.  Candidate constraints for a knowledge item identify
potential if-then interpretations of that item.

Items are a universal formalism in that they can describe knowledge just as
naturally as information (ie relations) or data.  For example, consider the chunk of
knowledge [K1].  [K1] is represented as the knowledge item [part/sale-price, part/cost-
price, part/mark-up] whose i-schema is shown in Fig. 3.  That i-schema has four set
constraints.  The last three of those set constraints identify the three if-then
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[part/sale-price, part/cost-price, part/mark-up]
part/sale-price part/cost-price part/mark-up

(w, x) (w, y) (w, z)
x = y _  z
8 x > y

å å

oooo -------------------------------------------
------------------------------------------- oooo

------------------- oooo -------------------

[part/profit, part/sale-price, part/cost-price]
part/profit part/sale-price part/cost-price

(y, v) (y, x) (y, z)
(v = x – z)
8 v > 0

å å

oooo -------------------------------------------
------------------------------------------- oooo

------------------- oooo -------------------

Fig. 3.  Knowledge items for [K1] and [K2]

interpretations represented above as the clauses [C1.1]—[C1.3].  So the item shown
in Fig. 3 represents all that the chunk of knowledge [K1] says.  Items appear to have
resolved the first difficulty with rules identified above.  Items are more than a
convenient way of representing a set of rules; they can be manipulated, combined and
decomposed.  Computing with a collection of items amounts to computing with the
set of rules represented within those items.  Manipulating items present no greater
level of computational complexity than rule-based formalisms.

The i-schema for the chunk of knowledge [K2] is shown in Fig. 3.  Item join is
an operation that may be applied to two items A and B that share a set of common
components E to construct a third item called the join of A and B on E, and denoted
by: A ⊗E B.  Item join is defined formally below [2].  The following is an example

of the use of the join operator:

[part/profit, part/sale-price, part/cost-price, part/mark-up]  =
[part/sale-price, part/cost-price, part/mark-up] ⊗{part/sale-price, part/cost-price}

[part/profit, part/sale-price, part/cost-price]

The i-schema for this item is shown in Fig. 4.  The i-schema for a sub-item of this
item is shown in Fig. 5.  Each candidate constraint in an item identifies an if-then
interpretation of that item.  The if-then interpretation of the sub-item in Fig. 5
identified by the third row from the bottom of that i-schema is the rule [C3.1].  That
i-schema also contains two other if-then interpretations—identified by the last two
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[part/profit, part/sale-price, part/cost-price, part/mark-up]
part/profit part/sale-price part/cost-price part/mark-up

(y, v) (y, x) (y, z) (y, w)

(v = x – z) º  (x = z _  w)

8 ( (x > z) º  (v > 0) )

å å å

o -------------------------------------------
------------------------------------------- o

------------------- o -------------------
o -------------------------------------------

------------------------------------------- o

------------------- o -------------------
Fig. 4. Join of items for [K1] and [K2] on {part/sale-price, part/cost-price}

[part/profit, part/cost-price, part/mark-up]
part/profit part/cost-price part/mark-up

(y, v) (y, z) (y, w)
(v = z _  (w – 1))

8 v > 0

å å

oooo ----------------------------------------
---------------------------------------- oooo

------------------- oooo -------------------

Fig. 5.  Sub-item of item in Fig. 4

rows of that i-schema—that have not been expressed here [2].  Using the rule of
composition ⊗, knowledge items, information items and data items may be joined
with one another regardless of type [11].  For example, the knowledge item:

[cost-price, tax] [λxy•[x  =  y _  0.05]•,  λxy•[x < y]•,
(Uni(cost-price) º Can(tax, {cost-price}))[cost-price, tax] ]

can be joined with the information item part/cost-price on the set {cost-price} to give
the information item part/cost-price/tax.  In other words:

[cost-price, tax] ⊗{cost-price} part/cost-price =

part/cost-price/tax[ λxyz•[costs(x, y) º z = y _  0.05]•,
λxyz•[((1000<x<1999) 8  (0<y≤300)) º (z<y)]•,
(Uni(part) º

Can(cost-price, {part}) º Can(tax, {cost-price}))part/cost-price/tax ]
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name object name c o s t s
type1 type2 argument type D1 D1

x y dummy variables x y
meaning of object object semantics costs(x,y)

constraints on values object value constraints x<1999 8  y≤300
set constraints object set constraints å

----------------- o

Fig. 6. o-schema format and the object ‘costs’

In this way items may be joined together to form more complex items [12].
Alternatively, the ⊗ operator may form the basis of a theory of decomposition in
which each item may be replaced by a set of simpler items.  An item I is
decomposable into the set of items D = {I1, I2,..., In} if:

• Ii has non-trivial semantics for all i,
• I = I1 ⊗ I2 ⊗  ... ⊗ In  , where
• each join is monotonic; that is, each term in this composition contributes at least

one component to I.

If item I is decomposable then it will not necessarily have a unique decomposition.
So items can be combined using the ⊗ operator.  The ⊗ operator also forms the basis
of a theory of decomposition that removes hidden relationships from the represented
knowledge.  So items overcome the second difficulty described above for rules.

Items are a universal formalism for knowledge representation but make it difficult
to analyse the structure of the whole application.  For example, two chunks of
knowledge that share the same basic wisdom may be expressed in terms of quite
different components; this could obscure their common wisdom [13].  To make the
inherent structure of items clear ‘objects’ are introduced as item building operators [4].

4.  Objects

The introduction of objects enables the structure of the conceptual model to be
analysed.  In [4] it is shown that objects support a formal structure which may be
used to manage maintenance.  Objects are item building operators which have four
important properties: objects have a uniform format no matter whether they represent
data, information or knowledge things; objects incorporate powerful classes of
constraints; objects enable items to be built in such a way as to reveal their inherent
structure, and a single rule of ‘decomposition’ can be specified for objects such that if
a ‘decomposed’ set of object operators is applied to a ‘decomposed’ set of ‘base’ items
then the resulting conceptual model will contain only ‘decomposed’ items and will
thus be maintainable.  As for items, objects may either be represented informally as
“o-schema” or formally as λ-calculus expressions.  Object names are written in bold
italic script.  For example, suppose that costs is an operator that generates the
information item part/cost-price from its components part and cost-price; that is:
part/cost-price  = costs(part, cost-price)
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Further, suppose that the object mark-up-chunk is an operator which generates
the knowledge item [part/sale-price, part/cost-price, part/mark-up] from its
components; that is:

[part/sale-price, part/cost-price, part/mark-up]  =
mark-up-chunk(part/sale-price, part/cost-price, part/mark-up)

In general, an n-adic object is an operator which maps n given items into another item
for some value of n.  Further, the specification of each object will presume that the
set of items to which that object may be applied are of a specific “type”.  The type of
an m-adic item is determined both by whether it is a data item, an information item or
a knowledge item and by the value of m.  The type is denoted respectively by Dm,
Im and Km; unspecified, or free, type which is denoted by Xm is also permitted.  The
definition of an object is similar to that of an item.  An object consists of: an object
name, argument types, object semantics, object value constraints, and object set
constraints.  The object name is usually written in bold italics.  The argument types
are a set of types of items to which that object operator may be applied.  The object
semantics is an expression which recognises the members of the value set of any item
generated by the object.  The object value constraints is an expression which must be
satisfied by all members of the value set of any item generated by the object.  The
object set constraints are constraints on the structure of the value set of any item
generated by the object.  The o-schema format for objects is shown in Fig. 6.  If two
objects have the property that the semantics of one logically implies the semantics of
the other then the first object is a sub-object of the second.  If two objects have the
property that they are each sub-objects of each other then those two objects are said to
be equivalent.

For example, the o-schema for the costs object is shown in Fig. 6.  The
o-schema for the costs object contains two set constraints.  The ‘å’ symbol has the
obvious extension of meaning to its use for items; likewise for the horizontal line and
the ‘oooo’ symbol.  Data objects provide a representation of sub-typing.

For example, the costs object in its λ-calculus form is:

costs[λP:X1Q:X1•λxy•[ SP(x) º SQ(y) º costs(x, y) ]••,

λP:X1Q:X1•λxy•[ VP(x) º VQ(y) º ((1 000 < x < 1 999) 8  (y ≤ 300)) ]••,

λP:X1Q:X1•[CP º CQ º (Uni(P) º Can(Q, {P}))
n(costs,P,Q) ]•]

and the λ-calculus for the mark-up-chunk object is:

mark-up-chunk[λP:X2Q:X2R:X2•λx1x2y1y2z1z2•[ SP(x1,x2) º SQ(y1,y2)

º  SR(z1,z2) º  (( x1 = y1 = z1 ) 8  (x2 = z2 _  y2)) ]••,

λP:X2Q:X2R:X2•λx1x2y1y2z1z2•[ VP(x1,x2) º VQ(y1,y2) º VR(z) º

(( x1 = y1 = z1 ) 8  ( x2  > y2  )) ]••,

λP:X2Q:X2R:X2•[CP º CQ º CR º (Uni(P) º Uni(Q) º Can(P, {Q, R})

º Can(Q, {P, R}) º Can(R, {P, Q}))
n(mark-up-chunk,P,Q,R) ]• ]
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The mark-up-chunk knowledge object represents the essence of the knowledge
within the knowledge chunk [K1] without any reference to the components of that
chunk.  Objects represent abstract knowledge.  Objects also represent value constraints
and set constraints in a uniform way.  A “join” operation for objects is defined in a
similar way [4] to the join operation for items described above.  If a set of objects
have been decomposed using the object join operator then items generated by those
objects will also be in a decomposed form.

Data objects provide a representation of sub-typing.  Knowledge is quite clumsy
when represented as items; objects are a more compact representation.  For example,
consider the [part/sale-price, part/cost-price, part/mark-up] knowledge item which
represents the chunk of knowledge [K1].  This item can be built by applying a
knowledge object mark-up-chunk of argument type (I2, I2, I2) to the items
part/sale-price, part/cost-price and part/mark-up.
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Abstract. The global information management scenario requires sup-
port systems which help the user in discovering interesting information
contained in heterogeneous sources spread through all over the world. In
the present paper, we introduce the notion of hierarchical global concepts
to support the flexible management of imprecise and heterogeneous rep-
resentation of information. In particular, we show how the characteristics
of a cluster hierarchy can be exploited in the query reformulation phase
in order to comply with the user imprecise and uncertain information
requirements. The technique has been implemented in a FIPA compliant
multi-agent system, with a mediator-like architecture.

1 Introduction

The global information systems scenario, with the large amount of autonomous
information sources spread all over the world, and the management of semistruc-
tured data, makes the access to information a quite different task with respect
to the traditional query specification.

Traditionally, users define themselves the structured sequence of actions that
must be performed to solve a given task. In the new scenario, the hypothesis
on the user awareness of sources schemes and consciousness of what and how
to search to satisfy a precise need is no longer actual. Rather, we have to as-
sume that the user has a generic domain knowledge, but neither a knowledge
of available information sources, nor their scheme, content, and location. As a
consequence, the most common way to access information, typical for example
in Web search engines, follows the Information Retrieval paradigm, where a few
words are used to represent the user need, which are then matched against very
large numbers of informative elements, for example, web pages. The results are
often unsatisfactory, mainly because of the very poor user/information model:
two people may have very different needs but use the same, typically few, words
in the query. The same piece of information can be given different representa-
tions in different sources. The complexity of today’s information systems could
be lowered by a cooperative support to query specification. To meet this con-
dition, the system should be able to pro-actively support the uniform access to
multiple information sources, addressing, on the one hand, the personal back-
ground of each single user, and matching it against source specific capabilities

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 609–620, 2001.
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on the other. Since users/sources views of information can be only partially uni-
fied, exact matching rules are better replaced by partial matchings and degrees
of similarity. This involves uncertainty and imprecision management both in
information representation and query processing.

Uncertainty and imprecision are the main concern of ANKON, presented in
this paper in the framework of heterogeneous databases. It is capable to manage
approximate queries, and to pro-actively guide the user in the progressive specifi-
cation of its needs. These features are the result of a novel approach to knowledge
representation and management, where the core knowledge is a hierarchy of con-
cepts at different levels of abstraction, automatically induced by a hierarchical
clustering algorithm. The system maintains an intensional description of con-
cepts which allows to merge the notion of approximate query processing [6] and
the notion of conceptual query processing [7]. In particular, by relating quality
measures for approximate query answering, like precision and recall, to concept
abstraction, the system is capable to bind query terms to concepts at query pro-
cessing time, rather than at knowledge definition time, giving the user a better
capability to specify its information needs.

This approach to knowledge representation and management is instantiated
in a mediator-like architecture, and implemented in a multi-agent system plat-
form, conforming to FIPA specifications, so to meet the general requirements of a
cooperative information system: the mediator architecture [23] is almost univer-
sally recognized as the reference architecture to manage autonomous, heteroge-
neous sources. The multi-agent FIPA platform defines the physical infrastructure
which enables the interoperability between software agents. Furthermore, It pro-
vides for coordinator agents which standardize some cooperation facilities, such
as brokering services.

The rest of the paper is organized as follows. In section 2 we briefly review re-
lated researches. In section 3 we first formulate the problem of approximate query
management, then we describe the representation of knowledge in ANKON, and
discuss how it enables the flexible management of approximate queries. Section 4
presents the whole system architecture and implementation. Section 5 concludes
the paper.

2 Related Works

One of the major tasks in the development of systems supporting the uniform
access to multiple information sources, is that of managing semantic heterogene-
ity of data. The problem has been addressed in the traditional areas of database
and information retrieval, to manage structured and unstructured data [19,17,
12,24] and in the overlapping and emerging area of Web research [13,14]. The
solution to this problem is typically provided by some kind of domain ontology.
We use the term “ontology” with the broad meaning of a system of mappings
which relate different representations of domain concepts, thus giving an abstract
(i.e. representation independent) definition of concepts and concepts properties,
and enabling “comprehension” among autonomous systems, being either human
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or software agents, thanks to the mapping between individual’s concepts [15].
Most of the approaches to the definition of an ontology are declarative in nature.
Declarative approaches are concerned with the development/exploitation of for-
mal models and graph-based languages for declarative specification of mapping
rules [1,2,11,14,20,21]. Although almost accurate domain ontologies can be con-
structed in this way, these approaches are hardly generalizable and scalable to
huge amounts of information sources.

Generalizability and scalability can be improved by semi-automatic ontology
induction. It basically relies on clustering techniques and neural networks [4,10,
16]. Data coming from local sources are clustered together, on the basis of some
similarity notion, to form equivalence classes at some abstraction level. In this
respect the generic cluster, in that it contains data considered equivalent, can
be interpreted as an extensional definition of a concept in the unified domain
ontology.

These works can be seen to extend the traditional database design method-
ology in the context of multiple sources management1. As such, they typically
present two main draw-backs: first, the intensional description of the ontology
still relies on human intervention, in order to establish global terms, which has
to be used in the queries. This forces the user to have a sort of global scheme
knowledge. Second, they do not introduce any facility for the management of
concepts abstraction, and hence of uncertainty and imprecision.

Uncertainty and imprecision issues has been considered in [3,6,7,18]. In [18],
users which are unaware of attribute names can resort to a “semantic integra-
tion procedure”, based on neural networks, to find similar attributes up to a
similarity threshold value. In the context of approximate queries, Chang and
Garcia-Molina [6] define a framework based on precision and recall measures,
to evaluate the quality of a “semantic translation rule” system. Chu et alii [7]
perform query relaxation by the so called Type Abstraction Hierarchy structure,
which represents attribute values at different levels of abstraction. All these
works have some ideas in common with the present paper. However, they con-
sider the attributes domain level, not the conceptual level. Thus, limited or no
support is given to the user in the specification of query terms. Furthermore,
no explicit relation is established between the abstraction level at which trans-
lations happen and the properties of the answer, so such properties cannot be
decided by users. [3,5] exploit a taxonomy of terms to match user’s terms to the
semantically closest available system terms. Semantic closeness is established as
a function of linguistic relations (hypernyms, synonyms) between terms which
are defined by the help of a thesaurus (Roget’s thesaurus, WordNet). These
approaches suffers from a general-purpose, linguistic assignment of semantics to
terms. In particular, they do not provide support to disambiguation by contextu-
alization. Furthermore, they do not relate intensions (the terms) and extensions
(the instances in the databases), so it is impossible to fully exploit the taxonomy
to decide at query time the desired answer properties.

1 And, in fact, scheme integration is one critical step in the bottom-up design strate-
gies.
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3 A Principled Approach to Approximate Query
Management

Let us consider the four information sources given in Fig. 1, containing various
kind of information about science and arts. The sources are uniformly described
by means of ER schemes, nevertheless they can be databases with any logical
structure. Let us now suppose that an user wants to formulate a query over
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Fig. 1. The schemes of four information sources

these sources to know about the titles of artistic productions. In the classical
framework, where the user knows sources and sources scheme, a possible query
would look like: SELECT ttl, title FROM record@S1, movie@S3, book@S4. This
would produce all and only the requested information to the user. Unfortunately,
this is not the case, as the user knows neither which sources he can query, nor
their scheme. So his query should be bases only on his general domain knowledge,
for instance on terms like title and arts. In this case, no answer could be given in
the classical framework, since an exact matching between terms does not exist.
An intelligent system should be able to gracefully degrade its performance, by
finding suitable approximations of the original query, when exact term matching
is not possible. Query approximation implies that a non perfect answer to the
original query can be given: in general, some interesting information will be
missed, while some non interesting information will be introduced. The notions
of precision and recall can be borrowed from Information Retrieval (IR) [22]
to measure these errors. This idea was introduced by the present authors in
[9]. Recently, Chang and Garcia-Molina proposed a closeness metric based on
precision and recall to manage approximate queries in the framework of rule-
based systems [6]. Denoting by Aq the set of relevant information for a query q,
and by B some other set of information, recall and precision of B with respect
to q can be defined as: Rec(B, q) = |Aq∩B|

|Aq| , Prec(B, q) = |Aq∩B|
|B| .

We like to point out the tight relation existing between query approximation
and the notion of “conceptual query” processing [7]. In fact, in query approxima-
tion term matching is substituted by concept matching, in the sense that terms
can be seen to denote concepts, which are then mapped to the closest available
concept. In the example, the concept of arts could be matched with the concept
with extension {book, record, movie}.
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Answer precision and recall is modified by matching concepts at different
levels of abstraction: if we match the concept of arts with the more general
concept of intellectual production, the concept with extension {book, record,
movie, article}, then article titles will be included in the answer, which would
lower precision. If it is matched with the more specific concept of, say, multimedia
artistic production, i.e. the concept with extension {record, movie}, then recall
is lowered.

In general, the performance required to a system by users varies from one
query session to another as a function of user’s information needs: in some cases a
precise object is needed, in other cases fast retrieval of few key objects will suffice,
while in certain situations user is interested in retrieving as much as possible
of the total objects relevant to the subject of his query, trading completeness
with precision and response time, that is accepting some unrelevant objects, and
accepting to wait. Thus, equipping the system with the capability to deal with
concepts at different levels of abstraction is fundamental to give it flexibility in
approximate query management.

3.1 Concept Representation

In ANKON, domain knowledge is induced from meta-data information coming
from the sources, by means of clustering algorithms. For notational purposes, we
follow the relational terminology, describing meta-data information in terms of
attributes and tables. The knowledge base is formed by two linked cluster struc-
tures: the first one groups local attributes into semantically equivalent classes,
to define a set of global attributes. The second one groups local tables into se-
mantically equivalent classes, on the basis of global attributes sharing among
tables. We term these classes as global concepts, since they aim to represent
a reconciliation of local views over the same concept. The set of global con-
cepts defines a generalization hierarchy. We introduce a novel representation of
a concept hierarchy, that is strictly related to the hierarchical clustering crite-
rion called Entropic Criterion for Conceptual Clustering (EC3), where entropic
measures define a binary counterpart of two properties, generally accepted as
the fundamental properties of a ”good” clustering policy, namely the cohesion
or minimum volume of a cluster and the separation or minimum overlap among
clusters [9]. Conditional probabilities involved in the criterion can be exploited
to give an intensional representation of global concepts.

Let us denote by Y the set of global attributes, and by T the set of local
tables.

Definition 1. Given a cluster C ⊆ T and a (global) attribute y ∈ Y , the rel-
evance degree of y in the intension of C is the conditional probability P (y =
1|c = C) and the relevance degree of ¬y in the intension of C is the conditional
probability P (y = 0|c = C).
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Definition 2. The intension of a cluster C ∈ T is the set of all predicates yi,
¬yi, yi ∈ Y , weighted by their intensional relevance degree:

I(C) =
∑
yi∈Y

P (yi = 1|c = C)yi ⊕ P (yi = 0|c = C)¬yi ,

where ⊕ denotes a formal sum.

This definition of intension can be interpreted from two points of view. On the
one hand, it is a soft (or weighted) version of the traditional hard notion of con-
cept intension. Usually, when we intensionally describe a concept, the properties
which are shared by the largest part of the concept instances are taken as proper-
ties of the concept itself, forgetting exceptions. The above definition of intension
gives, for each property expressed by an attribute, a quantitative measure of
the accuracy, or degree of correctness, we have when we describe the cluster in
terms of this property. This accuracy is simply the fraction of cluster elements
possessing the property, over the total number of cluster elements, which defines
exactly the value of P (y|c). On the other hand, each P (y|c) expresses a measure
of the precision of the cluster in exemplifying the property.

A dual notion of relevance degree is recall capability.

Definition 3. Given a cluster C ⊆ T and an attribute y ∈ Y , the recall capa-
bility of C by y is the conditional probability P (c = Cj |y = 1) and the recall
capability of C by ¬y is the conditional probability P (c = Cj |y = 0).

The recall capability of an attribute gives us a measure of the connection strength
between the cluster and the property expressed by the attribute, measuring how
many domain elements which possess the property are actually elements of that
cluster.

The global concept hierarchy is represented by retaining, for each node C,
its intension in the form of a vector < Ny1 , . . . , Nyr , NC , ptr, b >, where Nyj is
the number of instances in the cluster possessing the attribute yj , NC is the
cluster cardinality, and ptr is a pointer to the list of children nodes. b is a bit
flag set to one for leaf nodes. This representation allows to calculate quickly
both intensional relevance degree and recall capability for each attribute and
cluster. Furthermore, it is simple to update, if some instance has to be added to
or removed from a node. Leaf nodes correspond to sets of identical instances, so
Nyj

= NC , or Nyj
= 0. In a leaf node, ptr points to the list of table names and

wrapper addresses.

3.2 Approximate Query Management

As previously stated, the performance required to a system by users varies from
one query session to another as a function of user’s information needs. The
present system has been designed to allow users to specify such needs in terms
of precision and recall of the answer. Hence, queries are formed by a set of global
attributes together with the constraints on the lower bound values of precision
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and recall. This information is processed by the system in two main steps: first,
the concept hierarchy is searched in order to determine the concepts which best
match the user query. Second, on the basis of the selected global concepts, the
original query is reformulated into a set of local queries for each interested source.

Considering simple queries where a unique attribute y is specified, and defin-
ing the set of tables which are relevant for y as: Ty = {t ∈ T |y exists in
the scheme of t}, it is straightforward to notice that the precision and re-
call of a global concept C w.r.t. y are defined by: Prec(C, y) = P (y = 1|C),
Rec(C, y) = P (C|y = 1). For compound queries, we assume a Boolean model,
that is a model where the query is a logical combination of terms by means
of AND, OR, NOT operators. It is immediate to extend the above notion
of relevance to this kind of queries, and calculate precision and recall of a
global concept C w.r.t. compound queries, exploiting the well-known relations
between Boolean operators and probabilities. For example, it turns out that
Prec(C, y1 ∧ y2) = P (y1 = 1|C) · P (y2 = 1|C).

The global concept hierarchy can then be visited in order to find the con-
cept whose intension best matches the query. Properties of well-formed cluster
hierarchies with respect to the notions of intensional relevance degree and recall
capability, guarantees that such a matching can be found (if it exists) without
exhaustive search. For instance, since recall capability lowers from the root to
the leafs, if the required recall is greater than a concept recall capability, the
whole concept subtree can be pruned.

Since precision and recall are conflicting measures, the matching cannot al-
ways be found. Different search strategies have been devised to cope with this
situation. The basic strategy considers both constraints as mandatory, reporting
a failure if they cannot be completely satisfied. The second and third one allow
for suboptimal solutions, satisfying the precision constraint only, or the recall
constraint only, depending on user needs. The last strategy allows the system
to pro-actively guide the user in a step-by-step construction of his query. When
the query is underspecified, the system finds multiple candidate paths in the
hierarchy. In this case, it can select from the intension of each candidate global
concept the attributes with the greatest relevance degree, and ask the user to
choose one. Note that this procedure is different from the immediate provision
of all the attributes by users in a couple of ways: first, additional attributes are
exploited only locally to global concepts, second, the terms proposed to the user
are known terms for the mediator, and this gives to the user and idea of the
mediator knowledge. Since the user knowledge is likely to be larger than the
mediator knowledge, it is simpler for the user to recognized the meaning of these
terms, than it is for the mediator to recognize user terms. This allows to prevent
oneself from wasting time with queries the system cannot correctly understand.

After the suitable level of the hierarchy has been reached, the system can
resort to the extensional definition of the concept to reformulate the query. This
involves, for each global concept, reaching the leaf nodes under it, accessing the
information about tables name and address, and calculating the correspondence
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between global and local attributes, to substitute to each occurrence of a global
attribute the attribute name appearing in the local tables.

Summing up, by the presented approach, the user is relieved from knowing
both at which sources the searched information resides, and the exact names of
local tables, as they are calculated by the system. Furthermore, terms are bound
to concepts at query processing time, rather than at knowledge definition time,
giving the user a better capability to specify its information needs. At this stage,
the user still need to know global attributes names. This limit will be overcome
by the introduction of user agents, which can “learn” a set of mappings among
the terms preferred by the user and the global attributes names.

4 Implementation

ANKON is implemented in Java, as an open, multi-agent platform conforming to
FIPA specifications. The multi-agent platform defines the physical infrastructure
which enables the interoperability between agents registered at the platform. It
defines a standard message-based communication protocol between agents, based
on the communication language FIPA-ACL. It also introduces coordinator agents
which standardize the major cooperation facilities, like the Agent Management
System, which manages agents registration and physical addresses, and the Di-
rectory Facilitator, which keeps track of the type of services given by the agents,
acting as a sort of “yellow page”, or brokering service. We refer to the original
FIPA documentation for details, available at http://www.fipa.org.

Information agents on the platform are functionally organized in a three-layer
architecture, sketched in Fig. 2. At the front-end, user agents define the interface
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Fig. 2. Functional organization of information agents

to the system for a specific user, implementing a set of facilities. First, they
maintain a set of mappings between user and system preferred terms. Second,
they allow multiple searches to be done in parallel, collecting results in log files for
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subsequent analysis. Third, they allow the specification of precision and recall
values, either by inserting numeric values in a dialog window, or by the use
of qualitative indicators like ‘high’ and ‘low’. Last, they allow to choose the
preferred search strategy. The user input is then interpreted, and the query
inserted in an ACL message and sent to the mediator.

At the back-end, wrapper agents define the interface to the system for a
specific source. They receive a request coming from the mediator in the ACL
language, and translate it in the source query language, starting the local query
manager. The response of the source is then inserted into an ACL message and
sent back to the mediator.

In the mediator architecture, we can recognize two main modules, the Knowl-
edge Manager (KM), and the Query Manager (QM). The KM is responsible of
both the construction and updating of knowledge. It includes a clustering al-
gorithm to induce global attributes, and an incremental hierarchical clustering
algorithm based on EC3 to induce global concepts. The latter algorithm allows
the fast, incremental updating of the cluster hierarchy in the case of source mod-
ification but, like any incremental algorithm, the results depends on the order
of presentation of instances, and by the right setting of a scale parameter λ,
producing hierarchies which can be suboptimal with respect to the EC3 cri-
terion. Thus, the system implements a set of functionalities which allows the
analysis and tuning of the knowledge base by the system administrator. In the
performed experiments, we noticed that the algorithm is always capable of rec-
ognizing the main domain concepts (the high levels of the hierarchy) without
human intervention, moving only few instances from their best position. Other
functionalities allows the administrator to register the mediator to a platform,
and to define the set of wrapper agents (and hence of sources) visible to the
mediator. Once the set of wrappers forming the mediator’s domain is selected,
the KM module send them a meta-data request message. These messages are
interpreted by the wrappers, which then query the local Data Dictionaries and
send back scheme information to the mediator. Mediators are multi-threaded
and implements a time-out strategy to recognize a communication failure with
wrapper agents. The receipt of meta-data information automatically starts the
construction of the knowledge base. A maintenance method allows the mediator
to periodically ask the wrappers, in order to know about some changes in source
structure. Figure 3 shows the mediator management window, where both the
intension and extension of concepts in the hierarchy can be analyzed, as well as
the set of messages exchanged by the mediator with other agents.

The QM receives queries from the user agent. It exploits the knowledge base
in order to perform query reformulation, interacting with the user through the
user agent when necessary. Reformulated queries are then sent to the relevant
wrappers, and answers collected and sent back to the user. Figure 4 shows a
snapshot of a system-user interaction session. The query starts with the user term
subject, which is assumed to be a characterizing term of any artistic production
(the equivalent of sources term type). In response, the system proposes a set of
terms. After an unsatisfactory search continued with the term author, the user
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Fig. 3. The mediator management window and the induced concept hierarchy

Fig. 4. Results after system-user interaction

back-tracks the search, and tries the term director. This produces as answer all
and only information about artistic productions.

5 Conclusions

The paper presented a multi-agent system for information gathering in open
environments. The multi-agent architecture enables transparency and interop-
erability in the following ways: (1) as a FIPA compliant multi-agent architec-
ture, it facilitates the interoperability between FIPA software agents registered
at any platform; (2) as it implements a mediator model, it guarantees logical
heterogeneity transparency, through the wrappers. This means that differences
in data models and languages for the various sources are hidden to the user.
It also guarantees conceptual heterogeneity transparency, since the mediators
maintain for the user an unified view of the conceptual structure of different
sources, so that the user need not to have a conceptual scheme knowledge, but
only a generic domain knowledge; (3) the introduction of user agents allows to
enhance transparency. In fact, adapting to the user vocabulary, it defines an
user-tuned interface. In the present implementation, the adaptation is simply a
set of manually defined mappings. Future developments will endow the agent



ANKON: A Multi-agent System for Information Gathering 619

with the capability to automatically learn these mappings. Enhancements also
include the learning of other user profile characteristics, in order to automati-
cally set query constraints, and to select the appropriate mediators, exploiting
the information collected by the DF and its own information.

Beside transparency, characterizing features of the architecture are the capa-
bility of managing approximate queries, and the capability to guide the user in
the progressive specification of its needs. These features are the result of a novel
approach to knowledge representation and management at the mediator, which
allows to merge the notions of approximate query processing and the notion of
conceptual query processing. This is done by relating quality measures for ap-
proximate queries answering, like precision and recall, to concept abstraction,
which allows to devise strategies to bind query terms to concepts at query pro-
cessing time, rather than at knowledge definition time, giving the user a better
capability to specify its information needs. Of course, the effectiveness of the
whole system strongly relies on the quality of the generated ontology. Some pre-
liminary evaluation of the performance of the EC3 criterion have been presented
in [8,9]. Furhtermore, it is known that, independently from the specific algorithm
adopted, a semantic clustering procedure would benefit from the exploitation of
more semantic information. In particular, we plan to study the exploitation of
application contexts.
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Abstract. Astronomy is among those sciences that, with time and tech-
nology, has found itself producing more and more data. Now, dealing
with so many data is a major problem, and standard query techniques
become insufficient. This paper raises the relevance of data mining tech-
niques in such cases, through a complete example of application to real
astronomical data. The approach, the implementation and the results
are analysed. The stake of such works is to give modern sciences a new
way to use data, while keeping concerned with the fact that the majority
of users are non-experts in knowledge engineering.

1 Introduction

With the improvements of instrumentation and storage technologies, astronomy
is a science that produces more and more data, and lacks an efficient way to use
it. This is why astronomical conferences like Mining the Sky1 or Astronomical
Data Analysis2 have recently been organised to discuss of new techniques to deal
with stellar data. Knowledge discovery in databases (KDD)[FPSSU96], and more
precisely data mining, deal with methods and heuristics that allow to explore
massive amounts of data, and to discover the ’laws’ that rule the dataset. Such
techniques may prove extremely useful for sciences, such as astronomy, that
generate increasing amounts of data.

This paper presents the results and the teachings of the use of knowledge
discovery techniques on astronomical data. After the presentation of the con-
text (astronomy) and the data main properties (continuous and heterogeneous),
we will focus on a particular problematic, the cross-referencing, which aims at
discover, among a great number of light sources, which ones are produced by a
same stellar entity. We will show the limits of “standard” data analysis, which
consists into the comparison of a few common attributes : coordinates. We will
then present the KDD approach we implemented, using decision trees, its results,
and we will discuss its benefits.

This paper is organised as follows : section 2 gives prominence to astronomical
data characteristics, and the discovery challenge to deal with. Section 3 briefly
1 http://ibm-2.mpa-garching.mpg.de/˜cosmo/
2 http://www.stat.uconn.edu/˜patrick/imsdec00/imsdec00/node47.html
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describes the actual solution used by the astronomers, and shows its limits. Sec-
tion 4 presents our KDD approach, its generic principles, and its specificities
in this applicative context. Results obtained are then discussed. Section 5 dis-
cusses about other existing KDD approaches, some similar, and some showing
nice research perspectives we intend to focus on. Section 6 concludes.

2 Problematic

Data: light and stars. Data comes from the processing of sky images and are
in a table format. A standard astronomical image is a dark photographic plate
with a lot of light sources of different sizes and shapes, many of them produced
by stars, galaxies and other stellar entities. Other light sources are nothing but
noise due to the physical photographic process. This is very noisy data, due to
telescopes optical disturbances, and the lot of stellar entities that can be found in
the sky. While it is possible to recognise the brightest stars from an astronomical
survey to another, this is harder for the darker ones, as there are a lot of them,
and their coordinates may vary depending on the survey.
Multi-wavelength: Optical �= Ultraviolet. While astronomy tradition-

ally involved working in the optical wavelength (human visible light), techno-
logical improvements allowed works in other wavelengths. It soon became in-
teresting to study the seeming of some particular stellar entities under different
wavelength. This is called multi-wavelength astronomy. In our context, data come
from an ultraviolet wavelength experiment. It gives informations to astronomers,
which allow them to study galaxy formation. However, since ultraviolet surveys
are not so common, differences between optical and ultraviolet images of the
same location render it hard to correlate them. Indeed : morphological differ-
ences, brightness variations and different image processing techniques make it
hard to compare light sources from two different wavelengths (Fig 1). Therefore,
the task is to establish whether a light source on a survey corresponds to an-
other source, on another survey. This difficulty comes from many causes such as
telescopes different resolutions, telescopes optical distortions, atmospheric dis-
turbances, and morphological differences between optical and ultraviolet seeming
of a same stellar entity.
Problem: find who is who. This task is called cross-referencing. It consists

in correlating one of the optical catalogs of known stellar entities with the list of
light sources observed in a recent survey, that we want to identify. Traditionally
done on the comparison of light sources coordinates, the resulting associations of
light sources get disturbed by the noisy nature of astronomical data. This results
in many “possible” associations of light sources. It is up to the astronomer to
pick “by hand” those he estimates to be the most probable. But it sometimes
happens that none of the light sources of a survey A corresponds better than
another to a light source of a survey B. This is the typical case when dealing with
surveys in different wavelengths. This is even worse since several light sources in a
wavelength may result in only one big light source in another wavelength. That’s
when morphological similarities cease to help cross-referencing. This paper focus
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Fig. 1. UV and Optical seeming of the M51 galaxy

on those problems which make cross-referencing a hard task, and thus, do not
ease its automation. Our context is the correlation of optical data of the DPOSS
catalog with ultraviolet data of the FOCA3 experiment.

3 Standard Approach

Classical cross-referencing is done by proximity search, that is : associate to each
of the new survey light source those of the reference catalog whose coordinates
are the closest. This is a classical data analysis, consisting in the comparison of
two tuples, on the basis of their only comparable attributes.

Fig. 2. A FOCA ultraviolet image and its DPOSS optical counterpart

First, the (x, y) pixel coordinates on the source image are converted into
(α, δ) standard astronomical coordinates. Then, all catalog entries in an r radius
around this point are considered matching candidates (Fig. 2), r depending on
the optical particularities of the telescopes which produced the surveys. Finally,
3 http://www.astrsp-mrs.fr/private/foca/
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if a more precise answer is needed, it comes to the astronomer to study the
candidates and choose which one seems to be the better. This method has several
advantages :

– except some very special cases, celestial objects don’t move, and their coor-
dinates are an invariant attribute,

– intuitively, two objects with the same coordinates are only one entity, unless
they come to be perfectly in the alignment of the telescope observing line,

– even considering telescope optical disturbances and correcting them, these
are light algorithms in terms of computer resources.

However, distance-only research has several limitations :

– optical observing instrument disturbances may never be fully corrected. So,
every coordinates contain computation errors. Worse, optical disturbances
are not uniform on a single image,

– when dealing with complex morphology objects such as galaxies, coordinates
are less significant, since they only correspond to an approximative center of
the object,

– differences in resolution between image and catalog will augment the number
of possible associations between light sources. In our case, FOCA is a really
low level resolution dataset compared to the DPOSS survey (Fig. 2),

– in the case of several matching candidates, it is also possible for the studied
light source to be the combination of more than one of its matching candi-
dates. Choosing one of the candidates as the “true” one is then unacceptable.

It is noticeable that these problems are quite hard to resolve, and so, it relies
on astronomers themselves to choose among the possible associations which ones
are the most probable. Due to the great number of light sources in the sky, such
a work is not possible on a large scale such as the terabytes produced by modern
surveys. As an example, it took a full month to establish cross-references on a
single FOCA image. These observations show that coordinates are insufficient
for cross-referencing celestial objects, especially in the case of multiple matching
candidates.

4 KDD Approach

The classical approach being insufficient, as we have a large amount of data
attributes unused, we came to consider a knowledge discovery oriented cross-
referencing. The goal was to explore the many attributes of stellar entities to
obtain a more precise cross-referencing process, thus reducing the manual work
needed.

4.1 Generic Principle

Considering the coordinates to be an insufficient attribute in the field of cross-
referencing, an intuitive method would be to compare every attributes of the
studied light source to the reference catalog entries attributes.
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While this may seem easy, it is not in the case of different wavelength read-
ings, since attributes computed from ultraviolet surveys differ greatly from the
ones of optical surveys. And as the commonly known reference catalogs are pro-
cessed from optical wavelength surveys, this implies many difficulties for cross-
referencing FOCA’s ultraviolet light sources.

The search for links between ultraviolet/optical attributes is even one main
goal of cross-referencing, as it allows a better understanding of stellar entities
properties, for it is obvious that there must be a link between visible and ultra-
violet counterparts of a same celestial entity. The problem is to find it.

The main goal of KDD is basically to discover rules into huge amount of
data[Man97][FHS96]. There are two main approaches to achieve this : unsu-
pervised discovery is done through heuristics of data exploration, in order to
find all rules that can be found in the data. This is a search without a priori.
Supervised discovery is derived from AI and machine learning techniques. It
aims at finding a smaller set of particular rules, from a smaller “learning set” of
data.

In our context, we aim at establishing whether two light sources - one optical,
the other ultraviolet - come from a same stellar entity. Let X and Y respectively
be the optical and ultraviolet light sources and {X}, {Y } their attributes, we
seek fi rules like : fi({X}, {Y }) = {0, 1} so that fi = 1 if X and Y come from
the same entity, else fi = 0. Due to the precise goal of our rules, a supervised
discovery approach seems appropriate.

4.2 Decision Trees

Our work relies on decision trees [Qui86][Qui93], a supervised discovery tech-
nique. This choice has two main reasons :

– decision trees are easy to compute. One of the goal of this work, in an astro-
nomical context, is to find out whether data mining could help processing
astronomical data. Quick implementation of decision trees allowed fast re-
sults and thus confirmed the interest of such methods to astronomers,

– decision trees are easy to understand, especially for a non-expert user. While
it is nice to find knowledge, it is better to be able to understand it. In our
case, it is extremely important for astronomers to be able to understand the
results of the mining process.

A decision tree is a tuple classifying graph. The root of the tree “contains”
all the tuples of the dataset, and classify them into the set of its children nodes,
depending on the value of one particular attributes. Each of those nodes will sub-
sequently classify the tuples it contains into its own children nodes on the basis
of another attribute. Such classification aims to create an arborescent structure,
whose leaves will contain only tuples whose class attribute has the same value
for all tuples in a single leaf. The choice of the class attribute depends which
kind of knowledge is seeked. It is therefore possible to build a decision tree for
each attribute of data.
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Then, for a tuple whose class attribute is unknown, we can establish a path
in the tree, starting from the root, and descending into children nodes depending
on the values of attributes of our particular tuple. The final leaf we will obtain
will so give us a probable value for the class attribute.

So, we can establish that each path from the root of the tree to a leaf corre-
sponds to a rule of the dataset, which allow the prediction of the class attribute.

4.3 Learning and Inducing

In order to build a decision tree, we need to select, for each node of the tree,
which attribute/value pair leads to a better class attribute classification of the
tuples. This is done through the informational measure of entropy, introduced
by Shannon[SW49]. It is basically a measure of “chaos” into the data. The chaos
here, means that we have tuples with many different values of the class attribute.
So, the more a node will be “pure” (ie. contains only tuples with the same value
of the class attribute), the lesser its entropy will be, with a value of 0 for a pure
leaf. On the contrary, a node containing n tuples of each possible class attribute
value would have a maximum entropy.

This measure permits the comparison between a node’s entropy and the one
of its children set. The difference between these measures gives a value called
informational gain. The more important this value is, the lesser the entropy of the
children is in comparison to their father’s, the more powerful is the classification
obtained.

Due to the continuous nature of most attributes we had to deal with in
the astronomical context, our algorithm builds binary trees, maximising the
informational gain at each level using Shannon entropy measurement.

The dataset we use consists of more than 1500 ultraviolet/visible light sources
couples. Each couple is defined by over 40 information fields describing its two
seemings. These couples were generated by a standard cross-referencing method,
based on light sources proximity. Thus, the set of “good” couples (those for which
the two seemings come from a same stellar entity) is a subset of the learning set
we built.

Still, in order for the trees to be computed, we needed to classify these cou-
ples, determining which among them are “good”, and which are “bad”. This
goodness will be our class attribute. Figure 3 shows the couples distribution
depending on distance between their two seemings (ultraviolet/optical) :

– the abscissa axis indicates the angular distance in seconds between the ul-
traviolet and the visible counterparts of a couple,

– the ordinate axis indicates the number of couples in the learning set.
– the Space Density function represents the average number of optical light

sources to be found “at random” in a circle of radius x′′. Each of these light
sources randomly present will generate a wrong couple.

The distribution and the space density show that in a radius of 3′′ around
an ultraviolet light source, the probability for an optical light source to be found
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Fig. 3. Learning set distribution, sorted by counterparts distance on the abscissa axis.

“at random” is very feeble. Most of the optical light sources found will then
probably be counterparts of the ultraviolet source. In a radius of 10′′ and more,
it is the contrary : the number of optical light sources found corresponds to the
number we should find because of the space density. Between 3′′ and 10′′, it is
hard to establish whether couples are probably good or wrong.

In order to compute our decision tree, after discussion with the astronomers,
it was chosen to consider only couples whose seemings are distant by less than
3′′ or more than 10′′. The first are classified as good, and the others as wrong.
A good couple means that its two seemings (light sources) represent the same
celestial entity.

Of course, this method has a side effect : some real good couples are classified
as wrong, and some real wrong ones are classified as good. The consequences of
this biased learning set are discussed in section 4.4. Figure 4 show one of the
trees obtained.

It is to notice that none of the position/coordinates/distance attribute has
been used for building the tree, since we look for links between data, other than
distance between light sources.

FOCA/DPOSS couples have more than 60 attributes, of which more than
20 are coordinates-like. This leaves us with 40 attributes to build the decision
tree. Table 1 describes the ones used in the example. Let’s notice that the AreaJ
attribute, which was found to be of great significance, was a surprise for as-
tronomers, which intuitively would have used magnitude to classify candidates.
So this parameter is in a way the “gold nugget” of our mining process. . .

4.4 Validating

Statistical evaluation. Accuracy of the decision trees was measured through
a cross-validation process. It consists in selecting 10 random samples of the
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Fig. 4. A decision tree for FOCA / DPOSS cross-referencing

Table 1. Definition of the attributes used in the decision tree of figure 4

AreaJ Pixel-related size of the light spot on the POSS image
DIS C Distance to the center of the image (implies much more noise)
MCoreJ Visible magnitude of the light spot core
mag iso Ultraviolet ’isophotal’ magnitude
rad kron Radius covered by the ultraviolet light source
MTotJ Overall visible magnitude
elong Computed elongation of elliptic light sources

dataset, each one being 80% of the full dataset. Trees are generated, being each
time tested on the 20% remaining data. The average accuracy obtained (Table
2) gives an idea of the efficiency of trees that may be generated on data.

Learning from wrong. These statistical evaluations are encouraging. More-
over, figure 5 shows the results of a study of the distribution of couples classified
as “wrong” by the decision tree. It shows the number of such couples depending
of the distance between the couple’s two seemings.

Let’s observe three particularities of this graphic :

– the number of wrong couples nicely correlates with the number that should
be produced at random due to space density. This is even more interesting
since space density was not known of the data mining algorithm. This is a
discovered information,

– a small number of good couples of the learning set (seemings distanced by
less than 3′′) are classified as wrong by the tree,

– a small number of wrong couples of the learning set (seemings distanced by
over 10′′) are classified as good by the tree.
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Table 2. This table shows results of validation tests of trees built from data of a
FOCA/DPOSS subset (rows), and tested on other sets (rows). Q and M are respectively
two different telescopes used in the FOCA experiment.

Q030 Q067 Q089 M030 M067 Average
Q030 91% 87% 80% 85% 92% 87%
Q067 88% 93% 83% 86% 91% 88%
Q089 87% 90% 91% 86% 90% 89%
M030 81% 76% 70% 84% 87% 80%
M067 78% 78% 70% 80% 91% 79%
All 89% 92% 88% 86% 89% 89%

Total dataset
Wrong couples

possible random related

(high proper motion stars area)
interesting unusual objectscandidates
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Fig. 5. Distribution of “wrong” tree-classified couples, depending of the distance be-
tween each couple optical/ultraviolet seemings.

While the first observation confirms the tree accuracy, the two others show
the deficiencies of the automatic classification. But let’s have a closer look at
these errors. The first set of errors contains “a priori” good couples that are left
in a tree leaf containing mostly wrong couples. So these “a priori” good couples
mostly look like they are wrong, even if their seemings are very close each other.

This turned to be a precious information for astronomers. Indeed, if such
couples necessarily exists, due to space density, it is impossible to plot them
simply by seemings distance observation (standard cross-referencing). This is a
new information provided by our approach.

Moreover, the other set of badly classified couples are “a priori” bad couples
that the tree finds mostly good-looking. These are ideal subjects for studies, as
if the tree turned out to be right (the two light sources of the couple coming
from the same stellar entity), this would imply very interesting properties of an
unusual stellar entity, like for example high proper motion stars.

Of course, the tree should not be considered as omniscient, and most of its
classification errors are due to the noisy and imperfect learning set. Anyway, its
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deficiencies allow to plot very reduced interesting subsets of data, easier to work
on for the astronomers than the full, unprocessed dataset.

5 Related Works

While in our applicative context, the discovery process used is based upon deci-
sion trees, there are many others data mining techniques. We will here discuss
of our approach in comparison of some of these, in order to show their similari-
ties/differences, and their usefulness for astronomical data.
Neural networks are based upon a fixed topology network, whose entries

corresponds to the attributes of the tuples of the learning set. The network
returns a value basically equivalent to the class attribute we define when using
decision trees. The learning set is used to compute the network result for each
tuple, and each time, weights changes on the network nodes lead to a reduction of
the errors, and finally, to a nice prediction network for the class attribute. This
is basically the same kind of knowledge obtained by decision trees. However,
it is harder to extract rules from the final net, and so it seems less fitted to
our context, where astronomers had to be able to understand intuitively the
knowledge discovered. This is why, despise the neural net increased accuracy
with continuous data, we chose to work with decision trees.
Frequent itemsets are one of the most known data mining technique. It

is based upon a huge dataset containing a number of variable length tuples,
each one containing a finite number of discrete items. The algorithms aim to
explore the dataset to extract all itemsets frequently found, which is algorith-
mically challenging, due to the size of datasets used. Apriori[AS94] and Close
[Pas00] are typical examples of such algorithms. But the continuous nature of
astronomical data doesn’t allowed an easy use of such techniques.
Genetic algorithms[Dav91] may lead to an interesting unsupervised dis-

covery technique [RS94]. Basically a problem optimisation heuristic, genetic al-
gorithms imply to model all problem possible solutions into a data vector. Then,
the algorithm generates random solutions into a population and evolves it ac-
cording to Darwinian evolution theories. Solution vectors are modified, mixed,
and the final population is as close as possible of an optimal solution. A correct
modelling of a “data rule” would allow a genetic approach of discovery. The al-
gorithm would then explore data, and extract the best rules that could be found.
This is one of our future prospects.

6 Conclusion

With the increasing, huge amount of data produced by astronomy, it is becoming
crucial to provide the astronomers a new way to process and explore information.
Huge datasets of noisy, continuous data, and non-experts users in knowledge
engineering thus characterise an original domain where the discovery of numeric
rules could lead to a better understanding of our universe.
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In this context, we presented a knowledge discovery work upon astronomical
data, that is part of a Ph.D. thesis. We first described data and their linked
problematic. Then, we studied a KDD approach, based upon decision trees, and
shown its benefits towards a standard data analysis process, even in a non-
discrete data context, “a priori” not favourable to data mining. An important
benefit of decision trees in this context was to provide an understandable and
usable technique for astronomers, even though few trained to knowledge engi-
neering.

Results obtained, being statistically validated and encouraging, are actually
studied in depth by astronomers, that discover a “global view” of their own data,
thus allowing new studies. Genericity of the process should also result soon in
its application to other astronomical problematics, like redshift.

In parallel to these works and the development of the discovery software
Mélusine4, studies are made on a genetic approach of unsupervised discovery for
astronomical data.
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Abstract. The rapid advance of the Internet has brought with it a
variety of WWW applications. Integration of these WWW applications,
which implies development of meta level applications (shortened to meta-
applications), is an important research issue. In the Internet context,
XML has attracted a great deal of attention and will be used as a stan-
dard data format in WWW applications. This paper proposes a scheme
to develop meta-applications on top of XML-based WWW applications.
Our approach uses an XML query language called X2QL to manipu-
late XML instances. X2QL features the inclusion of user-defined foreign
functions so that we can define functions specific to WWW applica-
tion integration, such as submitting forms and following hyperlinks. In
addition, we propose X2PL, which is an extensible XML processing lan-
guage. In X2PL, processing flows composed of embedded X2QL queries
are specified. This paper also describes an integration example and the
development of a prototype system.

1 Introduction

The rapid advance of the Internet has brought with it a variety of WWW ap-
plications (shortened to applications). These applications include WWW page
search services and electronic commerce applications. Integration of such WWW
applications, which implies the development of meta level applications (short-
ened to meta-applications), is an important research issue [1] [2] [3] [4].

In the Internet context, XML has attracted a great deal of attention. XML
has been widely used to code WWW pages and application data. It will soon
become a standard data format for representing data exchanged with WWW
applications.
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This paper proposes a scheme to develop meta-applications on top of XML-
based WWW applications. Our approach uses XML as a canonical data rep-
resentation form, and an XML query language called X2QL [5] is employed to
manipulate XML instances. Query expressions are non-procedural and declar-
ative. Therefore, they are easier to develop and maintain than programming
language code. However, XML query languages are usually not powerful enough
to deliver complete meta-application specifications. In addition to XML data
selection and restructuring supported by XML query languages, we need (1) to
specify interactions with WWW sites, such as sending requests through forms
and receiving responses, and (2) to specify control and processing flows in meta-
applications. X2QL is an extensible XML query language, and features the in-
clusion of user-defined foreign functions [5]. Requirement (1) is met by defining
functions specific to WWW application integration, such as submitting forms
and following hyperlinks based on this extensibility. To meet requirement (2),
we propose X2PL, which is an extensible XML processing language. In X2PL,
processing flows composed of embedded X2QL queries are specified. The role
of X2PL for X2QL is somewhat similar to that of a language like PL/SQL and
Transact-SQL for SQL in the context of RDB application development. This
paper also describes an integration example and the development of a prototype
system.

The remaining part of this paper is organized as follows. Section 2 shows an
example scenario integrating two applications. Section 3 explains X2QL, which
is an extensible XML query language developed by our research group. Section 4
explains X2PL, which is an extensible XML processing language proposed in this
paper. Section 5 shows example descriptions in X2PL. Section 6 describes the
architecture of the X2PL processing system. Section 7 mentions related work.
Finally, Section 8 summarizes the main points of this paper.

2 Integration Example

This section presents an example of application integration. First, we show un-
derlying applications, their input forms, and their resulting XML instances. We
then show a scenario integrating those applications.

2.1 WWW Applications

Suppose the following two applications: an online book search site such as ama-
zon.com and an OPAC (Online Public Access Catalog) site of a library. Their
input pages include forms written in XHTML, and output pages are written
in XML. Both the input and output pages of most applications are presently
written in HTML. However, they will soon come to be written in XML, so we
can suppose the above situation.

In the online book search site, we input keywords to search books using the
form with an input element whose name attribute value is keys. Suppose the
input is a child of the form element. The result is provided by an XML instance
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whose DTD is shown in Figure 1. This includes at most N book elements and
an optional anchor element. A book consists of its title, author and price,
and an anchor describes the URL of the page listing the remaining books.

<!DOCTYPE result [
<!ELEMENT result (book*,anchor?)>
<!ELEMENT book (title,

author,price)>
<!-- the content models of the other

element types are #PCDATA -->
]>

Fig. 1. DTD of the book search result.

List(1/m)

bookurl
bookurl

bookurl
anchor

:

List(2/m)

bookurl
bookurl

bookurl
anchor

:

Detailed Info.

title
author
publisher
copies

title
author
publisher
copies

Fig. 2. Structure among result pages.

<!DOCTYPE result [
<!ELEMENT result (bookurl*,

anchor?)>
<!ELEMENT bookurl #PCDATA>
<!ELEMENT anchor #PCDATA>
]>

Fig. 3. DTD of the OPAC result.

<!DOCTYPE result [
<!ELEMENT result (title,author,

publisher,copies)>
<!ELEMENT publisher (address,

name,date)>
<!ELEMENT copies (copy+)>
<!ELEMENT copy (place,state)>
<!-- the content models of the other

element types are #PCDATA -->
]>

Fig. 4. DTD of detailed information.

On the other hand, in the OPAC site of the library, we must give at least
one of a book title, an author name and keywords using the form with input
elements whose name attribute values are title, author and keys, respectively.
The result is also a set of XML instances, as shown in Figure 2, whose DTD
are shown in Figures 3 and 4. It includes at most M bookurl elements and an
optional anchor element linking to the remaining book list. A bookurl describes
the URL of the corresponding book information, and the page consists of title,
author, publisher and copies elements. A copies includes copy elements,
which contain information about the corresponding copies. A place shows where
the book is located, and state shows whether it is on loan.

2.2 WWW Application Integration Scenario

Suppose we want to know if published books related to certain keywords are
available in the library. To accomplish this scenario, we should perform the
following tasks: First, we search books by the online book search site. We then
check each book by the library OPAC site. Finally, we collect useful information
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from detailed pages linked from the result. In these steps, we should manipulate
input and output data manually. This becomes unrealistic when the intermediate
result is huge.

2.3 Meta-application

Developing a meta-application makes it possible to automate most of the above
steps. Individual users can then get the final result by giving only the first
keywords. The meta-application that makes our example reality is shown in
Figure 5. In our context, the meta-application sends requests to and receives
responses from underlying applications, and selects and restructures resulting
XML instances. These are coded in X2QL, which is explained in Section 3.
Additionally, the meta-application controls the processing flows. It is coded in
X2PL, which is explained in Section 4.

Book Search Site Library OPAC Site

Meta-Application
Data extraction from and 

restructuring of XML

Processing Flow

Final ResultInput Data

Input XML Output XML Input XML Output XML

Fig. 5. Example of application integra-
tion.

construct <booklist>
where <result>

<book>
<title/> element_as $t
<author/> element_as $a

</>
</> in "BookstoreResult.xml"

construct <book> $t $a </>
</>

Fig. 6. Example of an X2QL query.

3 X2QL: Extensible XML Query Language

X2QL [5] is based on XML-QL [6]. However, X2QL features user-defined foreign
functions, whose implementation is written in general programming languages.
First, we give the syntax of X2QL in Subsection 3.1. We then explain foreign
functions in Subsection 3.2.

3.1 Query Syntax

The basic syntax of an X2QL query is as shown below.

where patterns in source [, patterns in source]* [, predicate]*
construct each output structure

Where clause binds variables according to specified conditions. A variable can
be bound to either an element, the content of an element, an element name, an
attribute name, or an attribute value. The expression element as $e binds the
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variable $e to the preceding element, and the expression content as $c binds $c
to the content of the preceding element. Construct clause specifies the structure
of the output constructed from each set of variable bindings. The query result
is a sequence of their outputs. Note that the outermost where clause can be
omitted, and construct clauses can have nested sub-queries.

For instance, a query for a resulting XML instance from the online book
search site shown in Subsection 2.1 can be specified as shown in Figure 6. This
query specification creates a booklist element, whose content is the result of the
inner subquery. The subquery binds variables $t and $a to title and author
from each book, and then creates a book element, which consists of title and
author given by $t and $a.

3.2 Foreign Function

In the current version of X2QL, users can define foreign functions whose im-
plementation is given as external programs written in Java. This extensibility
allows users to introduce various processing capabilities into X2QL. Foreign func-
tions are classified into general functions, which are normal-style functions, and
element methods, which are associated with specific element types. Foreign func-
tions are defined by the following syntax. The definition of a foreign function
specifies the data types of arguments and return values.

function type-name general-function-name( argument-list )
defined-by "URI of the implementation"

function type-name element-type-name.element-method-name( argument-list )
defined-by "URI of the implementation"

argument-list ::= type-name argument-name[, type-name argument-name]*

The data types string, number, boolean, content, element and any ele-
ment types are allowed. Variables bound by element as and content as are
associated with the element and content values. Each element type is treated
as a subtype of element. The types of element names, attribute names and
attribute values are string, or number if possible.

3.3 Foreign Functions for Application Integration

This subsection introduces the capabilities needed to develop meta-applications
as foreign functions. The first foreign function is used to submit forms, and the
second foreign function is used to get destination pages of a hyperlink.

Submiting Forms. In applications, forms written in (X)HTML are generally
used to input conditions and to get the result after submission. This task is
done manually using WWW browsers. To automate this task, we introduce the
submit() method of form element type; it is defined as follows:
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function element form.submit( inputdata arg )
defined-by "http://..."

where the argument arg is an inputdata element, which contains values to fill
in the form. The child elements of inputdata have names that match name
attribute values in the form.

The implementation of submit() associates fields in the form with the corre-
sponding values given by inputdata. It then encodes the processing request into
an HTTP request and sends it to the application using GET or POST HTTP
methods. It then receives the resulting XML instance as the HTTP response.
Finally, it returns the root element of the XML instance.

Following Hyperlinks. To follow hyperlinks, we introduce the follow()
method of anchor element type; it is defined as follows:

function content anchor.follow( string path )
defined-by "http://...".

The implementation of follow() begins from the URL in the anchor, follows
paths that match the given regular path expression, and collects the destination
pages. It returns a content value which is a sequence of the root elements of the
collected pages.

4 X2PL: Extensible XML Processing Language

X2QL allows data extraction from XML instances and allows them to be re-
structured. However, procedural processing flows required in application inte-
gration cannot be written in X2QL. We therefore introduce X2PL to develop
meta-applications. Subsection 4.1 explains types in X2PL, and Subsection 4.2
describes the syntax.

4.1 Data Types

In X2PL, all the types in X2QL can be used. The result of an embedded query
is content value. We call them basic types. In the following explanations, values
refer to these types of values. Data type conversion among them is defined in
X2QL [5], and X2PL follows the same rule. Its details are omitted here because
our example does not need this feature.

In addition to basic types, X2PL introduces list and cursor types. A list
is a collection that can contain any values. A cursor is an object to sequentially
access each result generated by a query. Lists and cursors are associated with
names and handled by the names in scripts.

4.2 Basic Constructs

We call X2PL code scripts, and each script is a sequence of statements. X2QL
queries are embedded into X2PL scripts. The syntax is shown in Figure 7.
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script ::= (statement)*
block ::= "{" (statement)* "}"
statement ::= assign-stmt | add-stmt | assignlist-stmt | addlist-stmt

| remove-stmt | insert-stmt | permute-stmt
| cursor-stmt | open-stmt | close-stmt | for-stmt | while-stmt
| if-stmt | try-stmt | return-stmt | parallel-stmt | timeout-stmt
| stdin-stmt | stdout-stmt | stderr-stmt

assign-stmt ::= "assign" variable expression
add-stmt ::= "add" variable expression

assignlist-stmt ::= "assignlist" list-name ("eachof")? expression
addlist-stmt ::= "addlist" list-name ("eachof")? expression
remove-stmt ::= "removeItemAt" list-name arith-expr
insert-stmt ::= "insertItemAt" list-name arith-expr expression
permute-stmt ::= "replaceItemAt" list-name arith-expr expression
getItemAt-expr ::= "getItemAt(" list-name "," arith-expr ")"
getSize-expr ::= "getSize(" list-name ")"

cursor-stmt ::= "cursor" cursor-name expression
open-stmt ::= "open" cursor-name
close-stmt ::= "close" cursor-name
for-stmt ::= "for(" cursor-name "," variable ")" block
fetch-expr ::= "fetch" cursor-name

while-stmt ::= "while(" boolean-expr ")" block
if-stmt ::= "if(" boolean-expr ")" block ("else" block)?
try-stmt ::= "try" block ("catch(" exception-name ")" block)+ "finally"

block
return-stmt ::= "return" expression
parallel-stmt ::= "parallel("arith-expr ")" (block)+
timeout-stmt ::= "timeout(" arith-expr ")" block

stdin-stmt ::= "stdin" variable
stdout-stmt ::= "stdout" expression
stderr-stmt ::= "stderr" expression

expression ::= "[" query "]" | "{" arith-expr "}" | string-expr | boolean-expr
| variable | foreign-func-expr | getItemAt-expr | getSize-expr
| fetch-expr

Fig. 7. Syntax of X2PL.

Value Manipulation. In X2PL scripts, two kinds of variables with different
scopes are used. Variables that start with single ‘$’ are available only in a query.
Variables with ‘$$’ are available in the given script and can be accessed from
queries. Both kinds of variables can be bound to values. In the following expla-
nations, variables are the variables with the script scope. An assign statement
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assigns the value given by expression to the variable, and an add statement adds
the given value to the value assigned to the variable.

List Manipulation. Two functions are defined for the list type. Function
getSize returns the number of items in the specified list. Function getItemAt
returns the n-th item of the specified list where n is 0 = n < getSize(list-name).
An assignlist statement creates a list from the given expression and names
it by the given list-name. An addlist statement appends the list generated
from the given expression to the list named list-name. When the expression
is a query and eachof is specified, the list contains all the individual out-
puts from the construct clause. Otherwise, the list contains the whole value.
A removeItemAt statement removes the n-th item from the specified list. An
insertItemAt statement inserts the given value before the n-th item of the
specified list. An replaceItemAt statement replaces the n-th item of the spec-
ified list by the given value. In these statements, the available range of n is
0 = n < getSize(list-name).

Cursor Manipulation. A cursor statement defines a cursor and associates
it with the given cursor-name. open and close statements begin and finish use
of the cursor. Function fetch returns the current value of the specified cursor,
and advances the cursor to the next value. A for statement begins the specified
cursor, iterates its following block for each value on the cursor, and finishes it.

Processing Flow Control. X2PL allows while statement for iteration, if
statement for conditional processing, try statement for exception handling and
return statement for resulting a value. In addition to them, X2PL allows state-
ments to control interaction with applications. A parallel statement begins to
process all the following blocks concurrently, and finishes them when n blocks or
all have finished. When zero is specified, this statement does not finish until all
blocks have finished. A timeout statement forces finish of the following block at
the specified interval. The interval is specified in milliseconds.

Input and Output. An stdin statement inputs a string from the standard
input and assigns it to the specified variable. stdout and stderr statements
output the given value into the standard and error output, respectively.

5 Specification of Meta-applications

Using X2PL and the foreign functions introduced in Subsection 3.3, we can write
the meta-application shown in Section 2 as shown in Figure 8. Note that the same
meta-application can be specified in different ways. For example, cursors could
be used instead of lists.

Lines 1–9 Define foreign functions.
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1:function element Form.submit(
2: element inputdata)
3:defined-by
4: "http://localhost/src
5: /x2pl.x2qlff.Form#submit"
6:function content Anchor.follow()
7:defined-by
8: "http://localhost/src
9: /x2pl.x2qlff.Anchor#follow"

10:stdin($$keys)
11:assign $$bs input
12: [ construct <inputdata>
13: <keys>$$keys</>
14: </> ]

15:assign $$bs result
16: [ where <html> <body>
17: <form/>
18: element as $f
19: </> </>
20: in "http://books/..."
21: construct
22: $f.submit($$bs input) ]

23:assign $$num {0}
24:while($$num < 50
25: && $$bs result != null) {
26: addlist bs books eachof
27: [ where <result>
28: <book>$book</>
29: </> in $$bs result
30: construct
31: <inputdata>
32: $book
33: </> ]

34: assign $$num getSize(bs books)

35: assign $$bs_result
36: [ where <result>
37: <anchor>$url</>
38: </> in $$bs result
49: construct
40: $url.follow() ]
41:}
42:assign $$limit getSize(bs_books)
43:if($$limit > 50) {
44: assign $$limit {50}
45:}

46:assign $$num {0}
47:while($$num < $$limit) {
48: assign $$l_input
49: getItemAt(bs_books, $$num)
50: assign $$num {$$num + 1}
51: addlist l_bookurls eachof
52: [ where
53: <html><body>
54: <form/> element_as $f
55: </></>
56: in "http://opac/...",
57: <result>
68: <anchor/>
69: element_as $a
60: </>
61: in $f.submit($$l_input)
62: construct
63: $a ]
64:}
65:assign $$limit getSize

(l_bookurls)
66:assign $$num {0}
67:while($$num < $$limit) {
68: assign $$url
69: getItemAt(l_bookurls, $$num)
70: add $$result
71: [ where
72: <result>
73: <title/> element_as $t
74: <author/> element_as $a
75: <copies/> element_as $c
76: </> in $$url.follow()
77: construct
78: <book> $t $a
79: where
80: <copies>
81: <copy/> element_as $v
82: </> in $c
83: construct
84: $v
85: </> ]
86: assign $$num {$$num + 1}
87:}
88:assign $$result
89: [ construct <finalresult>
90: $$result
91: </> ]
92:return $$result

Fig. 8. Example of a script.
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Lines 10–14 Get keywords from standard input and assign them to $$keys,
then construct an inputdata element and assign it to $$bs input. This is
used to fill in the form of the online book search site.

Lines 15–22 Bind $bs form to the form of the online book search site, then
submit it with the value of $$bs input using the submit() method. Finally,
assign the result to $$bs result.

Lines 23–33 Create a list named bs books, which consists of book elements in
the $$bs result.

Line 34 Get the number of items in the list bs books.
Lines 35–41 Extract the URL of the next page including the remaining book

list, then extract the root element of the next page using the follow()
method. Finally, assign the result to $$bs result.

Lines 42–64 Get URLs of detailed book information from the library OPAC
site by submitting the form with each of the first fifty searched books.

Lines 65–92 Get detailed book information and restructure it into the final
result. Then return it.

6 X2PL Processing System

We have developed an X2PL processing system. This section describes the de-
velopment.

6.1 System Overview

This processing system translates scripts into Java code, then executes the code,
which simplifies the implementation. By using scripts, users give only their initial
inputs to get the final results.

FFuncInfoQueryInfo

Final Result

Processing Manager

Script Translator

Foreign Function
Definition Parser

Query Parser

Query Evaluator

Foreign Function
Invoker

X2PL Procesor

X2QL Engine

X2QL Processor

Filename
Input Data

FFunc Def.

Script

Query Optimizer

FFuncInfoQueryInfoQuery

XObject
Arguments

Query Result
Arguments

File System
Tamino

WWW, etc.

*.java
*.class

Script Evaluator

Java Class

Fig. 9. System architecture.
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As Figure 9 shows, X2PL processing system consists of three modules: X2PL
Processor, X2QL Processor and X2QL Engine. They are indicated by boxes en-
closed in dashed lines. Each module has submodules. Arrows show dependencies
of modules with data flows. Solid ovals indicate arguments and dashed ovals
indicate results. Details are explained in Subsection 6.2.

First, X2PL Processor generates and compiles Java programs. Queries and
foreign function calls within the script are processed using the Java API of X2QL
Processor. X2QL Processor then internally uses X2QL Engine to parse queries,
evaluate them, and invoke foreign functions. The results are, finally, returned to
the users.

6.2 System Modules

X2PL Processor module has Script Translator and Script Translator submodules.
Script Translator receives script files and translates them into Java code, then
compiles them into Java classes. Script Translator calls the entry point of the
generated Java code.

X2QL Processor module has Processing Manager and Query Optimizer sub-
modules. Processing Manager provides four services as the Java API of the X2QL
engine: (1) Parse a given query into a QueryInfo object, which is the internal
representation of a query, using Query Parser. (2) Evaluate a query in a Query-
Info by Query Evaluator, then return a QueryResult object, which is the result
of query processing. (3) Parse given foreign function definitions into an FFunc-
Info object, which is a set of the internal representation of them, using Foreign
Function Definition Parser. (4) Invoke a foreign function in an FFuncInfo object
by Foreign Function Invoker, then return an object corresponding to the return
value. Query Optimizer plans query processing and simplifies a given query.
X2QL Processor fetches instances needed in query processing. When XML in-
stances are managed by a document database system such as Tamino [7], XML
instances can be filtered by querying in the database system. Filtered XML in-
stances may always satisfy some conditions in the query. In such cases, the query
can be simplified by removing redundant conditions.

X2QL Engine module has Query Parser, Query Evaluator, Foreign Func-
tion Definition Parser and Foreign Function Invoker submodules. Query Parser
parses a given query into a QueryInfo. Query Evaluator evaluates a specified
query in a given QueryInfo with given arguments, and returns a QueryResult.
Internally, queries are translated into XSLT stylesheets, then processed by the
XSLT processor [5]. Foreign Function Definition Parser parses given foreign func-
tion definitions into an FFuncInfo. Foreign Function Invoker invokes a specified
foreign function with the arguments, then returns an object of the result value.
Foreign function calls within queries are also invoked using this submodule.

6.3 Experiment with the Script

In an experiment with the processing system, X2PL Processor could translate our
example script into about 150 statements in Java. This Java code uses the Java
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API of X2QL Processor. X2QL Evaluator translates given queries into XSLT
stylesheets. The generated XSLT stylesheets are 33 to 43 lines, and the total is
246 lines. The script can work with amazon.com, which is a well known online
book search site, and the OPAC site of the library of University of Tsukuba
using wrapper programs. This result allows us to determine that we have been
able to write the meta-application in a small script.

7 Related Work

This section briefly covers related work. Serveral integration schemes for WWW
applications have been proposed.

Application Manifold (AM) [8] has been proposed as an integral solution to
integrate and customize applications. It is in a sense an adaptation of Informa-
tion Manifold [9], for data integration, to the context of application integration.
In AM, available data in global applications, corresponding to meta-applications
in our context, are expressed in XML, actors in them are modeled as classes,
and their activities are specified in State Charts of UML. Local applications,
corresponding to applications, are described in the same way, and some of their
variables are given as views written in XML-QL over variables of the global ap-
plication. Global variables originating from local variables are derived by inverse
queries of corresponding views. AM rewrites state chates describing global ap-
plications into processing flow in terms of the local applications, then processes
them. AM allows to extract data from XML instances, to restucture them, and to
interact with local applications. It cannot however process elements via functions
specific to their element types, because it does not feature extensibility.

In some studies, general programming languages are used to extract data
from WWW pages and integrate data sources on the WWW. WebL [10] is a
programming language for WWW scripting, featuring service combinators and
markup algebra. When an access to a page fails, service combinators provide a
feasible way to access the page by simulating the application using a copy stored
in the local storage in a past access. Markup algebra enables calculation over
a set of elements given by markups. Users can develop meta-applications using
these features. However, it is not easy to write code in programming languages.
Our approach uses X2QL, which allows high-level and declarative descriptions,
and the queries are combined in X2PL scripts. This approach can cope with
high-level descriptions, as well as flexible and detailed descriptions.

Davulcu and others [1] and Konopnicki and Shmueli [4] have proposed
schemes based on query languages. Davulcu and others model each application as
a relation, and provide multi-layered schema similar to the ANSI/SPARC model.
This approach enables users to develop meta-applications as relational database
applications. Konopnicki and Shmueli model WWW data in an object-oriented
data model called Quom, analyzing HTML and XML instances using a rule-
based language called Quodl. Data extraction by Quodl is specified using XSLT
or regular expressions. Our approach, on the other hand, treats XML instances
directly, and extracts data from them by X2QL. Therefore, the specification can
be made in a more straightforward style.
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Some researchers propose to extract data from applications by query lan-
guage; for instance, WebOQL [11] and WebSQL [12]. WebOQL and WebSQL
automate hyperlink navigation from a given page. However, these do not support
the coding of processing flows, which means they are insufficient for developing
meta-applications.

Wrapper generation schemes such as Jedi [13], W4F [14] and WIDL [15] are
used to make it easy to develop meta-applications. These map HTML documents
to other data structures. In this paper, we assume XML instances as the vehicle
for data exchange. Using their approaches, we can regard applications that are
HTML data sources as XML data sources.

SOAP [16] supports application integration using a common protocol be-
tween applications. SOAP protocol is written in XML, and our approach may
be applicable to SOAP applications.

8 Conclusion

The rapid advance of the Internet has increased the importance of WWW ap-
plication integration. In this paper, we have proposed an application integration
scheme based on an XML query language. Our approach uses X2QL to manip-
ulate XML instances and introduces X2PL to control processing flow. Foreign
functions enable interaction with WWW applications in queries. We have also
developed the X2PL processing system and meta-applications on top of the pro-
cessing system.

Future research issues includes support for WWW standard technologies.
This involves XQuery [17], XLink [18], XPointer [19], XML Schema [20] [21],
XForms [22], which is a form specification in XML, and others. We are plan-
ning to improve features of X2PL and its processing system by applying our
scheme to various meta-application development projects. In addition, optimiza-
tion schemes for script processing, performance analysis, and performance com-
parison with other approaches are also interesting future research issues.
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Abstract. In this paper we investigate various aspects of representing
multidimensional information in the frame of the WWW. Multidimen-
sional XML (MXML) is an extension of XML suitable for representing
data that assume different facets, having different value or different
structure, under different contexts. In Multidimensional XML, elements
and attributes may depend on a number of dimensions, that define
worlds under which variants of those elements or attributes hold.
Moreover, we propose an extension of DTD that takes dimensions
into account and is suitable for describing the logical structure of
MXML documents. We also present a graph data model for MXML, and
show how MXML can be reduced to conventional XML for a given world.

Keywords: Multidimensional Languages, Semistructured Data, XML,
Web Databases.

1 Introduction

XML is a markup language suitable for data representation and exchange over
the Web [3]. XML resembles HTML, but unlike HTML, it focuses on the struc-
ture of data rather than on presentation. XML can be seen either from a
document-centric perspective or from a data-centric one. The document-centric
view originates from SGML, the markup language that inspired the design of
XML, and sees XML as a way to embed in a Web document information about
its structure. The data-centric perspective has been adopted by those that per-
ceive XML as a data exchange language over the Web. From this perspective
the emphasis is on querying and on describing the relationships between pieces
of data, in a way similar to a database schema.

Although the main characteristic of XML is its extensibility in terms of defin-
ing new element types at will, it falls short when it comes to representing multidi-
mensional information, that is, information that presents different facets under
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different contexts. As a simple example imagine a report that needs to be rep-
resented at various degrees of detail and in various languages. A solution would
be to create a different XML document for every possible combination. Such
an approach is certainly not practical, since it involves excessive duplication of
information. What is more, the different variants are not associated as being
parts of the same entity. The problem of varying entities is especially present in
the frame of the WWW, where information providers cannot assume too much
about the background context of the information consumers. Therefore, there
is need for data models and languages suitable for representing and exchanging
multidimensional data over the Web.

Ideas on how this problem can be handled are given in [11,10], where a for-
malism, called Multidimensional XML (MXML), is presented. MXML extends
XML by allowing context specifiers to qualify elements and attribute values,
and specify the contexts under which the document and its components have
meaning. MXML was influenced by Intensional HTML (IHTML) [12], a Web
authoring language, based on and extending ideas proposed for a software ver-
sioning system [9]. IHTML allows a single Web page to have different variants
and to dynamically adapt itself to a given context.

In this paper, a) we motivate the use of and specify MXML syntax and
semantics by reviewing and further extending the formalism presented in [11,10],
b) we clarify how the structure and the content of MXML elements and attributes
depend on dimensions, c) we propose an extension of Document Type Definition
(DTD) that takes into account dimensions and can be used to describe the logical
structure of MXML documents, d) we present a data model for MXML, called
MXMLGraph (MXMLG in short) and discuss some properties of MXML, and
e) we show that, given a specific world, it is possible to obtain a conventional
XML document, which constitutes the facet of the MXML document under that
specific world.

2 Incorporating Dimensions in XML Documents

In a multidimensional XML document (MXML document in short), dimensions
may be applied to elements and attributes. An element whose content depends on
one or more dimensions is called multidimensional element. An attribute whose
value depends on one or more dimensions is called multidimensional attribute.

2.1 Dimensions and Worlds

The notion of world is fundamental in MXML. A world represents an environ-
ment under which data in a multidimensional document obtain a meaning. A
world is determined by assigning values to a set of dimensions.

Definition 1. Let S be a set of dimension names and for each d ∈ S, let Dd,
with Dd �= ∅, be the domain of d. A world W is a set of pairs (d, u), where
d ∈ S and u ∈ Dd such that for every dimension name in S there is exactly one
element in W .
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MXML uses context specifiers that specify sets of worlds. Context specifiers
qualify the variants (or facets) of multidimensional elements and attributes, re-
lating each variant to the set of worlds under which the variant becomes the
holding one for the corresponding multidimensional entity. Two context speci-
fiers are called mutually exclusive if they specify disjoint sets of worlds.

2.2 The Syntax of Multidimensional XML

The syntax of XML is extended as follows in order to incorporate dimensions.
In particular, a multidimensional element has the form:

<@element name attribute specification>
[context specifier 1]

<element name attribute specification 1>
element content 1

</element name>
[/]
. . .
[context specifier N]

<element name attribute specification N>
element content N

</element name>
[/]

</@element name>

A multidimensional element is denoted by preceding the element name with
the special symbol “@”, and encloses one or more context elements that constitute
facets of that multidimensional element, holding under specific worlds specified
by the corresponding context specifier. Context elements have the same form as
conventional XML elements. All context elements of a multidimensional element
have the same name which is the name of the multidimensional element.

To declare a multidimensional attribute we use the following syntax:
attribute name = [context specifier 1] attribute value 1 [/] . . .

[context specifier n] attribute value n [/]

Therefore, a multidimensional attribute is assigned a set of context-value
pairs. Each context-associated value becomes the holding value of the attribute
under the worlds specified by the corresponding context specifier.

A context specifier is of the form:
dimension 1 specifier, ..., dimension m specifier

where dimension i specifier, 1 ≤ i ≤ m, is a dimension specifier of the form:
dimension name specifier operator dimension value expression

A specifier operator is one of =, ! =, in, not in. If the specifier operator is
either = or ! =, the dimension value expression consists of a single dimension
value. Otherwise, if the specifier operator is either in or not in, the dimension
value expression is a set of values of the form {value1, . . . , valuek}.

A context specifier may also be the reserved word “default”, where
[default] represents all worlds not covered by the context specifiers of the
same entity. Finally, the context specifier [ ] represents the set of all possible
worlds.
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Example 1. A part of an imaginary menu of a restaurant described in MXML.

<restaurant>
<menu>
<salad name = "Chef’s salad" vegetarian = [season = summer]"yes"[/]

[season != summer]"no"[/] >
<@comment>
[language = English, detail = low]
<comment> A traditional salad. </comment>

[/]
[language = English, detail = high]
<comment>
A salad, with a long history which
is connected with the tradition of the town.

</comment>
[/]
[language = French, detail in {low, high}]
<comment> Une salade regionale traditionelle. </comment>

[/]
</@comment>
<@price>
[season = summer] <price> 3 USD </price>

[/] [default] <price> 4 USD </price> [/]
</@price>
<ingredient> tomato </ingredient>
<@ingredient>
[season != summer] <ingredient> bacon </ingredient> [/]

</@ingredient>
<ingredient> olive oil </ingredient>
<@ingredient>
[occasion = special]
<ingredient special_supplier=[season in {spring, summer}]"sp1"

[/] [default]"sp2"[/] >
<name> special sauce </name>
<remarks> Must order three days in advance </remarks>

</ingredient>
[/]
[default] <ingredient> normal sauce </ingredient> [/]

</@ingredient>
</salad>

</menu>
<supplier scode="sp1">
<name> John Smith </name> <address> 234 XYZ Street </address>

</supplier>
<supplier scode="sp2"> ... </supplier>

<\restaurant>

2.3 Dimensions Applied to Elements

While multidimensional elements can only contain context elements, context
elements may contain other multidimensional elements, conventional elements,
or any combination of the two in an arbitrary depth. Context elements of the
same multidimensional element are not required to have the same content, or
even to conform to the same structural constraints. Therefore, dimensions can
affect the content of an element in every aspect, be it its structure or its value.
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The effect of context in element value: Consider the element comment
in Example 1, which is a multidimensional element whose value depends on
the dimensions language and detail. The context specifier of the third con-
text element of comment is [language = French, detail in {low, high}],
and represents possible worlds where language = French and detail = low
or language = French and detail = high. In all these worlds, the value of
comment is “Une salade regionale traditionelle”.
The effect of context in element structure: Context specifiers also
affect the element structure. For example, the fourth ingredient element
in Example 1 contains the subelements name and remarks for the context
[occasion=special], but for all the other contexts, i.e. for all other possi-
ble values of the dimension occasion (implied by [default]), it contains no
subelements.

Notice that it is not necessary for a multidimensional element to have context
elements for every possible world. For example, the multidimensional element

<@ingredient>
[season != summer] <ingredient> bacon </ingredient> [/]

</@ingredient>

in Example 1, has no facet for the context [season = summer].
Finally, a multidimensional element or attribute whose only facet holds under

every possible world, can be substituted by a conventional element or attribute.

2.4 Dimensions Applied to Attributes

Each context element can have its own (conventional or multidimensional) at-
tributes, exactly as it can have its own (conventional or multidimensional) child
elements. Within the same multidimensional element, context elements may have
different attributes, exactly as they may have different child elements. Notice
that in Example 1, a salad ingredient has the attribute special supplier
for the context [occasion=special], but for any other context (denoted by
[default]) ingredient has no attributes.

Attributes of type “ID”, “IDREF” and “IDREFS” can be attached to con-
text and conventional elements. By using attributes of types “IDREF” and
“IDREFS”, context and conventional elements are able to point to multidi-
mensional, conventional, or context elements. Multidimensional elements can
be attached only attributes of type “ID”; hence, although multidimensional ele-
ments can be pointed to by IDREF attributes, they cannot themselves point to
other elements.

The IDREF attribute special supplier in the fourth ingredient of Ex-
ample 1, has the value "sp1" for the context [season in {spring, summer}]
and the value "sp2" for all the other contexts (represented by [default]), thus
pointing to different elements depending on the value of the dimension season.
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2.5 Well-Formed MXML

The notion of well-formed MXML is an extension of the notion of well-formed
XML. In addition, to the XML well-formedness criteria an MXML document
must also exhibit the property of context well-formedness, which is defined below.

Definition 2. An MXML document D is said to be context-deterministic iff
for every multidimensional element (attribute) M in D the following condition
holds: If c1, c2, . . . , cn are the context specifiers qualifying the context elements
(attribute values) of M then ci is mutually exclusive with cj for all i �= j.

In a context-deterministic MXML document each multidimensional element
or attribute has at most one holding facet under any specific world.

Definition 3. An MXML documents D is said to be context well-formed iff it
is context deterministic and the following conditions hold: 1) For every multi-
dimensional element there exists at least one context element, and 2) For every
multidimensional attribute there exists at least one facet of that attribute.

Context well-formedness ensures that for every multidimensional entity there
is at least one world under which this entity has meaning (a holding facet).

3 Multidimensional DTD

In XML, a Document Type Definition (DTD) [3] is used for defining constraints
on the logical structure of a document. In this section, we propose an extension
of DTD, called Multidimensional DTD, that takes dimensions into account and
is suitable for describing the logical structure of MXML documents.
Dimension Declarations: Dimensions are declared in MDTD through dimen-
sion declarations of the form:

<!DIMENSION dimension name dimension domain>

Using dimension declarations we can declare a dimension and associate with it
a set of possible values. For example, the declaration

<!DIMENSION language {English, French}>
denotes that ‘language’ is a dimension name and constraints its possible values
to elements of the set {English, French}.

In the frame of this paper we assume finite dimension domains, described
by enumerating their elements. Other ways of representation, as well as infinite
domains, may also be useful, however they fall out of the scope of this paper.
Multidimensional Element Declarations: Element declarations of conven-
tional DTD are also used in MDTD for conventional elements. Another con-
struct, called multidimensional element declaration, is introduced, to deal with
context dependent elements. The syntax of the new construct is:

<!MULTIELEMENT element name associated dimensions type decl>.

The dimensions on which a multidimensional element depends on are declared
in ‘associated dimensions’. For example, in the following declaration:

<!MULTIELEMENT comment {language, detail} (#PCDATA)>
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comment is declared to be a multidimensional element which depends on the
dimensions language and detail.

Multidimensional element declarations allow separate constraints for the con-
text elements of a multidimensional element. For example in:

<!MULTIELEMENT ingredient {season, occasion}
[occasion = special] ((name, remarks?) | #PCDATA) [/]

[default] (#PCDATA) [/]>

the type of the element ingredient is declared to be either (name, remarks?)
or (#PCDATA) whenever the value of the dimension occasion is special; in any
other case, the type of the element ingredient is declared to be (#PCDATA).
Attribute Declarations: Attribute declarations have been extended to take
into account multidimensional attributes. In the declaration

<!ATTLIST salad name CDATA #REQUIRED

vegetarian {season} CDATA #IMPLIED>

the element salad is declared to have two attributes, namely name and
vegetarian. The value of the attribute name does not depend on dimensions,
while the value of the attribute vegetarian depends on the dimension season.

Attribute declarations allow to declare that an attribute is present under
some contexts, while it is absent under other contexts. For example, in

<!ATTLIST ingredient

[occasion=special] special supplier {season} IDREF #REQUIRED [/]>

the element ingredient is declared to have the attribute special supplier
only for the contexts where the value of the dimension occasion is special;
in this case, the attribute must exists for every possible value of the dimension
season. In all other contexts the element ingredient has no attributes.

Example 2. A MDTD for the MXML document of Example 1.

<!DOCTYPE restaurantDTD [
<!DIMENSION language {English, French}>
<!DIMENSION detail {low, high, exhaustive}>
<!DIMENSION season {spring, summer, fall, winter}>
<!DIMENSION occasion {special, normal}>
<!ELEMENT restaurant (menu | supplier)*>
<!ELEMENT menu (salad+, first+, maindish+, dessert+)>
<!ELEMENT salad (comment?, price, ingredient*)>
<!ATTLIST salad name CDATA #REQUIRED

vegetarian {season} CDATA #IMPLIED>
<!MULTIELEMENT comment {language, detail} (#PCDATA)>
<!MULTIELEMENT price {season} (#PCDATA)>
<!MULTIELEMENT ingredient {season, occasion}

[occasion = special] ((name, remarks?) | #PCDATA) [/]
[default] (#PCDATA) [/]>

<!ATTLIST ingredient
[occasion = special] special_supplier {season} IDREF #REQUIRED [/]>

<!ELEMENT name (#PCDATA)>
<!ELEMENT remarks (#PCDATA)>
<!ELEMENT supplier (name, address)>
<!ATTLIST supplier scode ID #REQUIRED> ]>
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4 A Data Model for MXML

Graph based data models are often used to represent XML data [1,5,4,6]. In
this section, we propose a data model, called Multidimensional XML Graph (or
MXMLG), suitable for modelling MXML documents. MXMLG provides nodes
and edges of appropriate type for representing multidimensional information.

Definition 4. Let CS be a set of context specifiers and De, Da, T be three sets
called element names, attribute names, and text values respectively. A multi-
dimensional XML graph G = (N,E, r, CS,De,Da, T ) is a finite directed edge-
labelled graph such that:
1) N = Nme ∪ Nce ∪ Nma ∪ Na ∪ Nt where Nme, Nce, Nma, Na and Nt are
disjoint sets of nodes, called multidimensional element nodes, context element
nodes, multidimensional attribute nodes, (context) attribute nodes, and text
nodes respectively.
2) E = Ee ∪Ea ∪Eec ∪Eac ∪Er ∪Et where Ee ⊆ Nce × De × (Nce ∪Nme) is a
set of edges called element edges, Ea ⊆ (Nce ∪Nme) × Da × (Na ∪Nma) is a set
of edges called attribute edges, Eec ⊆ Nme × CS × Nce, is a set of edges called
element context edges, Eac ⊆ Nma × CS ×Na is a set of edges called attribute
context edges, Er ⊆ Na × (Nce ∪Nme) is a set of edges called attribute reference
edges, and Et ⊆ (Na ∪Nce) ×Nt is a set of edges called text edges.
3) Lt : Nt → T is a labeling function for text nodes.
4) r is a specific node in Nce, called the root node such that: a) Each node in
the graph is reachable from r, and b) G′ = (N,Ee ∪ Ea ∪ Eec ∪ Eac ∪ Et) is a
tree rooted at r.

MXMLG can also represent conventional XML documents since XML can
be considered as a special case of MXML.

The MXMLGraph for the document of Example 1 is shown in Figure 1.

5 Properties of MXML

Context Propagation: A context specifier gives the explicit context of the
entity that qualifies. When element or attributes are combined to form an MXML
document, the explicit context of an entity does not alone determine the worlds
under which that entity holds, since when an entity e2 is part of another entity
e1, then e2 can have substance only under the worlds that e1 has substance.
This can be conceived as if the context under which e1 holds is inherited to
e2. The context propagated in that way is combined with (constraint by) the
explicit context of each element to give the inherited context for that element.
For determining the inherited context of an attribute, the explicit context of the
attribute is used to constrain the inherited context of the element that contains
the attribute. The inherited contexts can be considered as the “real” contexts
for elements and attributes in the frame of the document where they occur.
Reducing MXML to XML: Each MXML document represents in fact a set
of conventional XML documents. Given a world w, an MXML document can be
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Fig. 1. The Multidimensional XML Graph for Example 1.

reduced to a conventional XML document which is the facet of the multidimen-
sional document under w. The reduction process is defined in the procedure that
follows, where for convenience we consider the MXMLG graphs G and G′ that
correspond to the MXML and XML documents respectively.
Procedure reduceMXMLG(G,w,G′)
Step 1: Remove all context edges (e, C, e′) from G for which v �∈ UC where
(d, v) ∈ w and (d, UC) ∈ C. Then remove all subgraphs not accessible from r.
Step 2: For every element/attribute context edge of the form (p, C, q), in the
graph G′ obtained in step 1, do the following: Let (e1, l1, p), . . . , (ek, lk, p) be all
edges in G leading to p. Then replace each (ei, li, p), for i = 1, . . . , k by an edge
(ei, li, q) of the same type. Remove the edge (p, C, q) and the node p.
Step 3: Prune all subtrees which have no text leaf node.

A system that implements the above process and demonstrates a number of
examples is presented in [7].
Validity of MXML Documents: The validity of an MXML document is
defined with respect to an MDTD, and is an extension of the notion of validity for
conventional XML documents. Given a world w, it is possible to apply a process
similar to the one presented above, and reduce an MDTD to a conventional DTD
that holds under w. An MXML document M is valid with respect to an MDTD
under a world w, if the conventional XML document D obtained by reducing M
for that particular world w is valid with respect to the DTD that is the MDTD
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facet under w. An MXML document is valid with respect to an MDTD if it is
valid with respect to that MDTD under every possible world.

6 Discussion and Motivation for Future Work

Investigating potential applications of MXML is an interesting direction. The
representation of time-dependent information using MXML is promising [8],
since various notions of time can be seen as MXML dimensions. The use of
MXML to encode geographical information, where objects depend on dimensions
like scale and theme is another area that we examine. Other schema languages
for MXML, could also be investigated. Research on query languages for XML
is especially active [1,2,5], however, in this paper we do not consider query lan-
guages for MXML. A query Q on an MXML document D can be seen as a pair
(Qw, w) where Qw is a query on the conventional XML document which is the
facet of D under the world w. The development of a “multidimensional query
language” especially designed for the MXML data model is in our immediate
plans.
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Abstract. The paper proposes a key constraint language for XML and
investigates its associated decision problems. The language is defined in
terms of regular path expressions extended with downward and upward
wildcards, which can not only move down XML document trees, but also
upwards. In a uniform syntax it is capable of expressing both absolute
keys and relative keys, which are important to hierarchically structured
data. In addition, keys defined in the language can be reasoned about
efficiently. The paper provides a sound and complete set of inference rules
and a cubic time algorithm for determining implication of the keys.

1 Introduction

As XML [5] is increasingly used in data exchange, data integration and mod-
eling Web data [1], the importance of keys for XML is being recognized: for
specifying the semantics of the data, preserving information in data exchange
and integration, preventing update anomalies, indexing and archiving the data,
and for formulating and optimizing XML queries. Several key specifications have
been proposed for XML (e.g., [20]). These proposals, however, have a number
of limitations. This highlights the need to provide a key specification language
for XML that is capable of expressing important semantics of XML data and is
simple enough to be reasoned about efficiently.

In a relational database, we define a key for a relation (a set of tuples) by
providing a set of attributes that uniquely identifies tuples in the relation. Along
the same lines, to define a key for XML data we specify a pair (Q,S), where

– Q is a path expression that identifies a set of XML elements on which the
key is defined, denoted by [[Q]] and called the target set ; and

– S is a set of path expressions that provides identification for elements in [[Q]],
called the key paths.

Since XML data is typically modeled as a tree, [[Q]] represents a set of nodes in an
XML document tree, and S specifies another set of nodes whose values identify
nodes in [[Q]]. As observed by [7], two forms of keys are particularly important to
hierarchically structured data, such as XML documents and scientific databases.
The first is absolute key , which identifies a node x in [[Q]] with the values of some
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Fig. 1. An XML tree

nodes in the subtree rooted at x. That is, S consists of paths that lead to nodes
in the subtree of x. The second is relative key , which, to identify a node y in
[[Q]], needs to refer to ancestors of y, as opposed to an absolute key specification.
In other words, S consists of not only paths leading to nodes in the subtree of y,
but also paths that refer to nodes in the subtrees of some ancestors of y. This is
analogous to a key for a weak entity in a relational database, which is composed
of a key of its “parent” entity and some additional identification [18].
Example. To illustrate absolute and relative keys, let us consider an XML
document that contains information about states, counties and cities in the U.S.
The document is represented as a tree in Fig. 1. A state has a number of counties,
and a county in turn has a number of cities. One wants to define keys for state,
county and city elements. A key of state is specified with the name of state:

( ∗ .state, {name}).
Here ∗ is a combination of a (downward) wildcard ‘ ’ and the Kleene star ‘∗’,
which matches any path. The path expression ∗ .state starts from the root r
and identifies the target set, which consists of all state nodes in the tree no
matter where they occur. Of these state nodes, name is defined to be a key. It
asserts that two distinct state nodes cannot have name subelements with the
same value. That is, the value of a name subelement uniquely identifies a state
node. This is an absolute key since it does not need to refer to any ancestor
of state. Observe that two different notions of equality are used: value equality
when comparing the values of nodes reached by following the key path name, and
node identity when comparing state nodes in the target set. The equality issue
is important to XML keys since XML trees do not allow sharing of nodes. In
contrast, only value equality is needed when defining relational database keys.

When it comes to a key for county nodes, the story is more complicated. The
name of a county uniquely identifies the county, but only within a state. For
example, both NJ (New Jersey) and NC (North Carolina) have a unique county
named ‘Camden’, but with only the county name one cannot distinguish between
the two different counties in the two states. In other words, name of county is
a key of county nodes relative to state. To uniquely identify a county in the
document, one needs not only name of county, but also name of the state that
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the county belongs to. To capture this semantics, we specify a relative key :

( ∗ .state.county, {name, ûp.name}).
Here ûp is the upward wildcard symbol that means “moving up to the parent
node” in an XML tree. This is a relative key because it needs name of the state,
i.e., it is relative to an ancestor of county.

Similarly, to uniquely identify city nodes we need to specify a relative key.
Indeed, the ‘Camden’ counties in NJ and NC both have a city also named by
‘Camden’. The relative key consists of name of the city, name of the county in
which the city is, and name of the state where the county is located. That is:

( ∗ .state.county.city, {name, ûp.name, ûp.ûp.name}).
These are keys in our key constraint language for XML, denoted by K.
There are two important questions associated with keys for XML. One con-

cerns satisfiability of keys: given a finite set of keys, is there an XML document
that satisfies these keys? In other words, are these keys meaningful? The sec-
ond question concerns implication of keys: suppose it is known that an XML
document satisfies a finite set of keys, does it follow that the document must
also satisfy some other key? These are the classical decision problems studied
in relational dependency theory [2]. They are equally important to XML data.
For example, in data integration, it is increasingly common to use XML as a
uniform data format for mediators [4]. One may want to know whether a key ϕ
holds in a mediator interface. However, this cannot be verified directly since the
mediator interface does not contain data. One way to verify ϕ is to show that it
is implied by keys that are known to hold [15].
Contributions. The main contributions of the paper are the following:

1. We propose a key constraint language K for XML. The language is defined
in terms of regular path expressions extended with two forms of wildcards:
a wildcard ‘ ’ that can move down XML trees as commonly used in XML
query languages [1], and an upward wildcard ûp that moves up XML trees.
With these wildcards, K is capable of expressing both absolute and relative
keys uniformly, using the same syntax. The key specification is independent
of any DTD and other schema specifications.

2. We show that keys defined in the language K can be reasoned about ef-
ficiently. More specifically, we demonstrate that any keys of K are always
satisfiable, and for implication of keys, we provide a sound and complete set
of inference rules and a cubic time algorithm.

Related work. Keys and the more general functional dependencies have been
well studied for relational and object-oriented databases (see [2] for a survey and
[16,17,19] for recent work). As observed by [8,7], these constraint specifications
are not appropriate for XML data and the complexity results in connection with
reasoning about these constraints no longer hold in the XML setting [9,12].

Key specifications for XML have been proposed in the XML standard (DTD)
[5], XML Schema [20] and in a recent proposal [7]. One can view ID attributes
in a DTD as keys. This key specification is rather weak. First, IDs can only be
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specified in DTDs and thus do not help documents without a DTD. Second, IDs
are unique within the entire document rather than among a “class” of elements.
Because of this, IDs cannot capture keys in relational databases. Third, “keys”
can only be defined with attributes. In practice, one may want to define keys
with complex structures. Fourth, with ID attributes one can only specify unary
and primary keys, i.e., at most one ID attribute can be specified for each element
type. Our key specification overcomes these limitations.

XML Schema specifies keys with XPath [11] expressions. XPath provides
a (downward) wildcard and a “parent” function that is similar to our upward
wildcard. Thus our K constraints can be expressed in XPath syntax. However,
as observed by [7], XPath is too complicated to be reasoned about efficiently. It
is still open whether the decision problems are decidable or not for keys defined
with XPath. Another technical issue is value equality. XML Schema restricts
equality to text, but in many situations keys are not so restricted.

Closer to our work is the key specification of [7]. In [7], a general notion of
value equality and the notions of absolute and relative keys were introduced.
However, [7] did not consider the upward wildcard and thus to identify an ele-
ment in an XML document, it may require a chain of (relative) keys. In contrast,
in our key language K, a single key suffices for this purpose. As upward wildcards
are supported by XPath and XSL [10], one may also want to use them to express
XML keys and to develop a better understanding of XML key analysis in their
presence. This paper investigates the impact of upward wildcards on the decision
problems associated with absolute and relative keys for XML. These problems
for absolute keys were studied in [6] (in the absence of upward wildcards).

Implication problems associated with a class of simple XML keys (and foreign
keys) were investigated in [14,12]. The keys considered in those papers are defined
with XML attributes and are not as expressive as keys studied here.
Organization. The rest of the paper is organized as follows. Section 2 defines
the key constraint language K for XML. Section 3 studies satisfiability and im-
plication of keys in K. Section 4 identifies directions for further research. The
proofs are given in the full version of the paper [13].

2 Regular Path Expressions and Key Constraints

In this section, we first present the notions of XML trees and value equality on
XML trees. We then introduce two classes of extended regular path expressions
and define the key constraint language K in terms of these path expressions.

2.1 XML Trees

A tree model. Along the same lines of XML APIs (DOM [3]), query languages
(XSL [10]) and specifications (XML Schema [20], XPath [11]), we define an
XML document tree as follows. Assume a countable set E of element labels
(tags), a countable set A of attribute names, and a symbol S indicating text
(e.g., PCDATA in XML [5]). Assume that E, A and {S} are pairwise disjoint.
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An XML tree T is defined by (V, lab, ele, att, val, r). Here V is the set of
nodes of T and lab is a function that labels each node with a symbol in E, A
or with S. A node v is called an element (resp. attribute or text node) if lab(v)
is in E (resp. lab(v) ∈ A or lab(v) = S). Elements may have children, whereas
attributes and text nodes are leaves of T . More specifically, if v is an element,
then the mappings ele and att define the children of v: ele(v) is a list of elements
of V called the subelements of v, and att(v) is a set of attributes with distinct
labels, called the attributes of v. There is a parent-child edge from v to each of its
children. Observe that the subelements are ordered (a list), while the attributes
are not (a set). Attributes and text nodes carry string values. The mapping val
assigns a string value to each attribute and text node x, i.e., val(x) is a string.
Finally, r is a distinguished node in V and is called the root of T .

An XML tree has a tree structure, i.e., for each node v ∈ V , there is a unique
path of parent-child edges from the root r to v. An XML tree is called finite if
V is finite. We only consider finite XML trees in this paper.

For example, Fig. 1 depicts an XML tree.
Value equality. This notion is central to a definition of keys. To check keys in
relational databases, one needs only to compare atomic values, e.g., integer, real
and string values. An XML tree has a hierarchical structure and it is no longer
trivial to compare the values of two XML trees (subtrees).

Let T = (V, lab, ele, att, val, r) be an XML tree. Two nodes v, v′ in V are
value equal , denoted by v =v v′, iff the following conditions are satisfied: (1)
lab(v) = lab(v′), i.e., they have the same label; (2) if they are text or attribute
nodes then val(v) = val(v′), i.e., they have the same string value; (3) if they
are element nodes, then their children are pairwise value equal, i.e., for any
v1 ∈ att(v), there is v2 ∈ att(v′) such that v1 =v v2 and vice versa, and moreover,
if ele(v) = [v1, ..., vk], then ele(v′) = [v′

1, ..., v
′
k] and for all i ∈ [1, k], vi =v v

′
i.

For example, in Fig. 1 the leftmost city node (Camden in NC) and the
rightmost city node (Camden in NJ) are value equal: they have the same label
(city) and all their children (name, population) are pairwise value equal.

2.2 Extended Regular Path Expressions

A key ϕ of K is specified by (Q,S), where Q is a path expression called the target
path, and S is a set of path expressions called the key paths of ϕ. The target path
identifies a set of nodes in an XML tree on which the key is defined, denoted by
[[Q]]. The key paths provide identification for the nodes in [[Q]]. As pointed out
by [7], the language for specifying key paths could be simpler than the one for
describing target paths. As mentioned earlier, XPath is too complex for one to
reason about keys. Here we present two regular path languages, denoted by TL
and KL, for specifying target paths and key paths, respectively. These languages
are both powerful enough to specify important keys and simple enough to yield
low complexity for reasoning about keys defined with these languages.
The path language TL. This language will be used to specify target paths in
K constraints. A path expression of TL is syntactically defined as follows:

Q ::= ε | l | Q.Q | ∗
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where ε is the empty path, node label l ∈ E ∪A ∪ {S}, “.” is the concatenation
operator, “ ” is the downward wildcard symbol that matches any label and “ *”
is the combination of the wildcard and Kleene closure that represents any path.
For example, ∗ .state and ∗ .state.county are path expressions in TL.

A (simple) path ρ is a TL expression without ∗. In an XML tree T , ρ
represents a parent-child path: we write T |= ρ(v1, v2) iff there is a parent-child
path from node v1 to v2 whose sequence of node labels is ρ. Recall that attribute
and text (S) nodes are leaves and do not have outgoing edges. Hence we assume
that if ρ contains attribute or S, then the label must be the last symbol in ρ.

A path expression Q of TL defines a regular language of paths. We use ρ ∈ Q
to denote that path ρ is in the language defined by Q. Let T be an XML tree,
and v1, v2 be nodes in T . We say that v2 is reachable by following Q from v1,
denoted by T |= Q(v1, v2), iff there is a path ρ ∈ Q such that T |= ρ(v1, v2).
In particular, T |= ∗ (v1, v2) if there is a (possibly empty) parent-child path ρ
from v1 to v2, no matter what the path is. Intuitively, this means moving down
from a node to an arbitrary depth. We use [[Q]] to denote the set of nodes in T
that is reachable by following Q from the root r: [[Q]] = {v | T |= Q(r, v)}.
The path language KL. This language is used to express key paths. A path
expression P of KL has the form �.ρ, where � is a (possibly empty) sequence of
ûp symbols and ρ is a nonempty (simple) path. Here ûp is the upward wildcard
that matches any node label upwards. We call � the upward prefix of P and
denote it by Pu. For example, ûp.name and ûp.ûp.name are KL expressions.

In an XML tree T , ûp indicates moving from a child node up to its parent.
More specifically, let v1 and v2 be nodes in T . We write T |= ûp(v2, v1) iff v2 is
a child of v1 no matter what label v1 has. In general, given any KL expression
P = �.ρ with � being the upward prefix of P , we say that v1 is reachable by
following P from v2, denoted by T |= P (v2, v1), iff there is a node v in T such
that v is reached by moving up k levels from v2 and T |= ρ(v, v1), where k is the
number of ûp symbols in �. Observe that there exists at most one v reachable
by moving up k levels from v2. Note that nonempty (simple) paths are also KL
expressions, i.e., when their upward prefixes are the empty path.

Let n be a node in T and P be a KL expression. We use n[[P ]] to denote the
set of nodes reachable from n by following P : n[[P ]] = {v | T |= P (n, v)}.
Notations. The length of a path ρ, denoted by |ρ|, is the number of node labels
in ρ. Let � be a sequence of upward wildcard symbols. We use |�| to denote the
number of the ûp symbols in �. Thus for any KL expression P , |Pu| denotes the
number of the ûp symbols in P . For example, let P = ûp.ûp.name then |Pu| = 2.

Let Q1, Q2 be in TL (resp. KL). We say that Q1 is a prefix of Q2, denoted by
Q1 �p Q2, if there exists Q in TL (resp.KL) such that Q2 = Q1.Q. Similarly, Q1
is called a suffix of Q2, denoted by Q1 �s Q2, if there is Q such that Q2 = Q.Q1.
For example, ∗ .state �p ∗ .state.county and county �s ∗ .state.county.

2.3 A Key Constraint Language for XML

In terms of TL and KL, we define key constraints of K as follows.
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Definition 2.1: A key constraint ϕ of K is an expression of the form
(Q, {P1, . . . , Pk}),

where Q is a TL expression, called the target path of ϕ; P1, ..., Pk are KL
expressions, called the key paths of ϕ, with k ≥ 1. In addition, Q has a suffix
Qs such that Qs is a path (i.e., it does not contain ‘ ∗’) and for each i ∈ [1, k],
|Qs| ≥ |Pu

i |, where Pu
i is the upward prefix of Pi.

An XML tree T satisfies ϕ, denoted by T |= ϕ, iff for any n1, n2 in [[Q]], if for
all i ∈ [1, k] there are x ∈ n1[[Pi]] and y ∈ n2[[Pi]] such that x =v y, then n1 = n2;
that is, ∀ n1 n2 ∈ [[Q]] (

∧
1≤i≤k

∃ x ∈ n1[[Pi]] ∃ y ∈ n2[[Pi]](x =v y) → n1 = n2).

A key ϕ is called an absolute key if for each i ∈ [1, k], Pi does not contain an
upward wildcard, i.e., |Pu

i | = 0. Otherwise it is called a relative key .

For example, the three constraints we have seen in Sect. 1 are keys of K.
More specifically, the key for state nodes is an absolute key, and the other two
are relative keys. Other examples of K constraints include:

( ∗ .book, {name}), ( ∗ .book.chapter, {number, ûp.name}).
The first one is an absolute key, which says that name is a key for all the book
nodes in a document. The second one is a relative key, which states that number
is a key for chapter, but only within the book that contains the chapter.
To uniquely identify a chapter in the document, one needs the number of the
chapter as well as the name of the book.

In a key ϕ, the target path Q starts at the root of an XML tree T . We
require |Qs| ≥ |Pu

i | to ensure that the sequence Pu
i of ûp symbols does not seek

the “parent” of the root of T . Intuitively, the (nonempty) set of key paths of ϕ
provides identification for the nodes in [[Q]]. If two nodes n1, n2 of [[Q]] have all
the key paths and agree on them, then they must be the same node. In other
words, the key requires that if two nodes in [[Q]] are distinct, then the two sets
of nodes reached on some Pi must be disjoint up to value equality. Note that
we do not require n1[[Pi]] and n2[[Pi]] to be singleton sets. That is, there may
be multiple nodes reachable from n1 or n2 by following Pi. In particular, if Pi

is missing at either n1 or n2 then n1[[Pi]] and n2[[Pi]] are disjoint up to value
equality and the key is satisfied. This definition of keys takes into account the
semistructured nature of XML data [1]. Observe that Pi starts from nodes in
[[Q]]. Recall that attribute and text nodes do not have outgoing edges. Thus we
only consider paths ρ ∈ Q such that ρ does not contain any attribute or S.

For example, ( ∗ .state.county.city, {name, ûp.name, ûp.ûp.name}) is sat-
isfied by the XML tree in Fig. 1 since no two distinct city nodes agree on all
the key paths up to value equality. However, the tree does not satisfy the key
( ∗ .state.county.city, {name}), because the city of Camden in the county of
Camden of NC and the city of Camden in the county of Camden of NJ agree
on name, but they are different cities.

Observe that two notions of equality is used to define keys: value equality (=v)
when comparing nodes reached by following key paths, and node identify (=)
when comparing two nodes in the target set. Also note that our key specification
is independent of DTDs and other schema specifications.



664 W. Fan, P. Schwenzer, and K. Wu

3 Decision Problems for K Constraints

We next investigate the satisfiability and implication problems associated with
key constraints of K. We should remark that we consider finite XML trees only.

Let Σ be a finite set of K constraints and T an XML tree. We use T |= Σ
to denote that T satisfies Σ. That is, for any ψ ∈ Σ, T |= ψ. Let Σ ∪ {ϕ} be a
finite set of K constraints. We use Σ |= ϕ to denote that Σ implies ϕ, that is,
for any XML tree T , if T |= Σ, then T |= ϕ.

The satisfiability problem for K is to determine, given any finite set of key
constraints Σ of K, whether there exists an XML tree T such that T |= Σ.

The implication problem for K is to determine, given any finite set of key
constraints Σ ∪ {ϕ} in K, whether Σ |= ϕ.

For example, let Σ0 = {( ∗, {ID})} and ϕ0 = ( ∗ .person, {ID, name}).
Then Σ0 |= ϕ0 is an instance of the implication problem for K.

3.1 Satisfiability of Keys

Given a key constraint language for XML, it is important to be able to decide
whether keys expressed in the language can be satisfied by any XML trees at
all. Better still, it is desirable if all keys are meaningful, i.e., given any finite set
of keys, one can always find a finite XML tree that satisfies the keys. Some key
specifications do not have this finite model property. For example, keys proposed
in XML Schema [20] and the strong keys defined in [7] may not have any finite
XML tree that satisfies them (see [6] for examples).

In relational databases, given any keys (and foreign keys) over a schema, there
is always a nonempty finite instance of the schema that satisfies the constraints.
Keys of K are also always satisfiable. Indeed, given any finite set Σ of keys in
K, one can always find an XML tree T such that T |= Σ. In particular, the tree
consisting of a single node (the root) satisfies any keys in K.

3.2 Implication of Keys

For implication of K constraints we establish the following:

Theorem 3.1: Implication of K constraints is finitely axiomatizable and is cubic-
time decidable.

A proof sketch is given as follows. It involves containment of path expressions,
a finite set of inference rules and an algorithm for determining key implication.
Containment of path expressions. As will be seen shortly, for inference of
K constraints we need to determine containment of path expressions.

Let Q1, Q2 be path expressions in TL (resp. KL). We say Q1 is contained in
Q2, denoted by Q1 ⊆ Q2, if for any XML tree T and any nodes x and y in T , if
T |= Q1(x, y) then T |= Q2(x, y). We write Q1 ≡ Q2 if Q1 ⊆ Q2 and Q2 ⊆ Q1.

Given the definition of KL expressions one can show the following: for any
path expressions P1, P2 in KL, P1 ⊆ P2 iff P1 and P2 are (syntactically) equal
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(i.e., P1 = P2). This can be easily verified by induction on the number of up-
ward wildcard symbols in P1, i.e., on |Pu

1 |. This simplifies our inference rules
for K constraint implication. As a result, containment of KL expressions can be
decided in linear time. As an example, observe that ûp.name �⊆ ûp.ûp.foo.name
and ûp.ûp.foo.name �⊆ ûp.name for any label foo.

For TL expressions, we have shown the following in [6].

Lemma 3.2: Containment of TL expressions is decidable in quadratic time.

A sound and complete set of rewriting rules has been developed for determin-
ing containment of TL expressions. In particular, for any TL expressions Q1, Q2
and Q, the following holds: Q1.Q.Q2 ⊆ Q1. ∗ .Q2. See [6] for the proof.

Finite axiomatizability.We next present a set of inference rules for implication
of key constraints of K, denoted by I, as follows:
– superkey: (Q, S), P ∈ KL

(Q, S ∪ {P})
– subnode: (Q.ρ, {�.P1, ..., P

′
l , ..., �.Pk}), P ′

l is either ρ′ or �.Pl

ρ, ρ′ are paths, � is a sequence of ûp’s and |�| = |ρ|, Pl = ρ.ρ′

(Q, {P1, ..., Pl, ..., Pk})
– containment: (Q, S), Q′ ⊆ Q

(Q′, S)

– empty-path: S ⊆ KL, S is nonempty
(ε, S)

We briefly illustrate these rules as follows.
(1) superkey . It should be mentioned that this rule also holds for keys in relational
databases. It states that if S is a key for [[Q]], then so is any superset of S.
(2) subnode. Consider two nodes n1, n2 ∈ [[Q]]. Suppose that for all i ∈ [1, k] there
exist xi ∈ n1[[Pi]] and yi ∈ n2[[Pi]] such that xi =v yi. Then since ρ is a prefix of Pl,
there must be distinct nodes n′

1, n
′
2 ∈ [[Q.ρ]] such that n′

1 ∈ n1[[ρ]] and n′
2 ∈ n2[[ρ]].

Observe that xl ∈ n′
1[[P

′
l ]] and yl ∈ n′

2[[P
′
l ]], and moreover, for any i ∈ [1, k], if

i �= l then xi ∈ n′
1[[�.Pi]] and yi ∈ n′

2[[�.Pi]]. Since (Q.ρ, {�.P1, ..., P ′
l , ..., �.Pk})

is a key, we must have n′
1 = n′

2. Hence n1 = n2 since n1, n2 are ancestors of
n′
1, n

′
2, respectively, and because XML trees do not allow sharing of nodes. Thus

(Q, {P1, ..., Pl, ..., Pk}) is also a key. Note that if ρ = ε, then the key in the
precondition and the one in the consequence of the rule are the same.
(3) containment . This rule holds because [[Q′]] ⊆ [[Q]] givenQ′ ⊆ Q and moreover,
a key for [[Q]] is also a key for any subset of [[Q]].
(4) empty-path. It is sound because [[ε]] consists of a single node, i.e., the root.

Note that containment of path expressions is used in the inference rules.
Given a finite set Σ ∪ {ϕ} of K constraints, we use Σ � ϕ to denote that ϕ

is provable from Σ using I. That is, there is an I-proof of ϕ from Σ.
For example, recall Σ0 and ϕ0 given earlier. We show Σ0 � ϕ0 as follows. By

∗ .person ⊆ ∗ and the containment rule, Σ0 � ( ∗ .person, {ID}). By the
superkey rule, {( ∗.person, {ID})} � ( ∗.person, {ID, name}). Thus Σ0 � ϕ0.
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Lemma 3.3 asserts that I is indeed a finite axiomatization. That is, given
any finite set Σ ∪ {ϕ} of K constraints, Σ |= ϕ iff Σ � ϕ. See [13] for the proof.

Lemma 3.3: The set I of inference rules is sound and complete for implication
of K constraints.

For example, we have shown Σ0 � ϕ0. By Lemma 3.3, we have Σ0 |= ϕ0.
A similar result was shown in [6]. However, keys considered in [6] do not

contain the upward wildcard ûp. The presence of ûp complicates the proof.

Complexity. Finally, we show that keys of K can be reasoned about efficiently.

Lemma 3.4: The implication problem for K is decidable in cubic time.

A cubic-time algorithm for determining implication of K constraints is given
in [13]. The algorithm is developed based on the inference rules of I.

Lemmas 3.3 and 3.4 suffice to prove Theorem 3.1.

4 Conclusion

We have proposed a key constraint language for XML defined in terms of regular
path expressions extended with downward and upward wildcards. Despite the
simple syntax of the language, it is capable of expressing both absolute and
relative keys, which are important to hierarchically structured data including
XML documents. We have shown that any keys expressed in the language can
be satisfied by an XML document. We have also shown that the implication
problem for the key language is finitely axiomatizable and cubic-time decidable.

A number of questions remain open. First, the decision problems are in-
vestigated in the absence of DTDs. Keys may interact with DTDs and the in-
teraction may complicate reasoning about keys [12,9]. This issue needs further
investigation. Second, keys help information preservation in data exchange and
integration. An important project is to study how to achieve this in practice.
Third, keys may lead to efficient storage and access methods for XML data. This
practical issue deserves further research.

Acknowledgments. We thank Peter Buneman for helpful discussions.
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Abstract. The words On-Line Analytical Processing bring together a
set of tools, that use multidimensional modeling in the management of
information to improve the decision making process. Lately, a lot of work
has been devoted to modeling the multidimensional space. The aim of
this paper is twofold. On one hand, it compiles and classifies some of
that work, with regard to the design phase they are used in. On the
other hand, it allows to compare the different terminology used by each
author, by placing all the terms in a common framework.

1 Introduction

In the last years, multidimensional modeling has gained attention of the research
community. It is a powerful conceptualization technique used in On-Line Ana-
lytical Processing (OLAP) applications. As explained in [CD97], OLAP tools, by
means of multidimensional modeling, facilitate complex analysis and visualiza-
tion of data for decision making processes. Its main advantages are its proximity
to the analysts way of thinking, and facility to improve query performance.

Waste

Producer

Receiver

Transport Time

D - Dimension
F - Fact

D

D

D

D

F

Fig. 1. Multidimensional scheme example

This technique is based on the concept of a hypercube (we will misuse the
term “cube” from here on) containing the data cells of interest to the analysis.
Every one of these data cells is identified by a coordinate in each analysis di-
mension. For instance, as depicted in figure 1, in a waste transport business, we
would analyze fact “Transport” involving the transported “Waste”, the “Time”
the transport takes place, the “Producer” it is transported from, and the “Re-
ceiver” it is transported to. Therefore, we would have a 4-dimensional space
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where each point represents transport data, and is identified by a waste, a point
in time, a waste producer, and a waste receiver.

In this paper, we classify the huge amount of efforts devoted to modeling
the cube into four groups based on the design phase for which they are, from
our point of view, more suitable. Moreover, a framework is also defined to be
able to compare their modeling constructs. Section 2 briefly reviews previous
work on classifying multidimensional models. Sections 3.1 and 3.2 define the
framework that will allow us to describe and classify the different models; while
section 4 contains a brief comparison of some models. These models are sorted
out in four different subsections based on the modeling level that we think they
are in. Section 5 presents some conclusions, followed by acknowledgements and
bibliography.

2 Related Work

In [BSHD98], a list of requirements for a multidimensional model in order to
be suitable for OLAP applications, is used to analyze seven models, that are
chosen because they contain some kind of formalism. Among those seven we find
[AGS97], [GL97], [CT98], [Vas00], and [Leh98]. Those requirements were derived
from general design principles, and from characteristics of OLAP applications.

[Ped00] presents eleven requirements (found in clinical data warehousing)
for multidimensional data models, and evaluates twelve preexisting data models
against them. Those presented in [AGS97], [Dyr96], [Kim96], [GL97], [CT98],
[Leh98], and [Vas00] are among those twelve. An statistical model, and a com-
mercial system are also included. Moreover, it presents a new data model which
does address all those requirements.

[Vas00] gives yet another classification of multidimensional models. Among
others, it pays attention to [GL97], [AGS97], [CT98], [Leh98], some industrial
standards, and a couple of statistical models.

3 A Classification and Description Framework

The following sections introduce two sets of classification and description levels
for multidimensional models. These levels are orthogonal. Thus, a model can
be classified as either Conceptual, Logical, Physical, or Formalism; and contain
constructs at any of the three detail levels, i.e. Upper, Intermediate, or Lower.

3.1 Design Levels

A data model is a set of concepts that can be used to describe the structure of
a database. We propose to distinguish different multidimensional data models
attending to the kind of constructs/concepts they provide and the multidimen-
sional design phase they are used in.

As shown in figure 2 (left), from [UW97], in an On-Line Transactional Pro-
cessing (OLTP) environment, during the first design step, at Conceptual level,
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Ideas MDDM
O3LAP

ROLAP

MOLAP

Relations

Classes

MD DBMS

O-O DBMS

RDBMS

Ideas

E/R

Relations RDBMS

ODL O-O DBMS OLAPOLTP

Fig. 2. Modeling and implementation process in OLAP vs OLTP environments

we would use Entity-Relationship (E/R) or Object Definition Language (ODL)
to represent user ideas; in the next step, at Logical level, we would usually use
the Relational model, but we could also use Hierarchical, or Network models (not
depicted in the figure); and in the last step, at Physical level, the implementa-
tion would depend on a specific DBMS (i.e. Oracle, Informix, ObjectStore, etc.).
In a similar way, in our proposal for an OLAP environment, in figure 2 (right),
we would have the Multidimensional Data Model (MDDM) at Conceptual level,
and, depending on the approach (i.e. Relational -ROLAP-, Object-Oriented -
O3LAP-, or pure Multidimensional -MOLAP-), we would use a different model
at Logical level, and a different DBMS for the implementation.

We adopted the terminology in [BCN92], that considers models at Conceptual
level that are close to the user and independent of the implementation; those at
Logical level depending on the kind of Database Management System (DBMS)
used in the implementation, but still understandable by end users; and finally,
those at Physical level depending on the specific DBMS used, and conceived to
describe how data is actually stored. In [EN94], we find a similar categorization of
data models into “High-level” or “conceptual”, if they provide concepts that are
close to the way users perceive data; “Low-level” or “physical”, if they provide
concepts that describe the details of how data is stored in the computer; and
“Implementation”, if they provide concepts that can be understood by end users,
but that are not too far removed from the way data is organized within the
computer.

Besides these three mentioned above, we found another set of models (let us
say they are Formalisms) whose concepts would not be used at any database
design phase, but on giving a theoretical framework. They include an algebra or
calculus. In an OLTP environment, a formalism would be the Relational Algebra.

3.2 Detail Levels

Each one of the papers mentioned in section 2, begins by defining a list of specific
requirements for a multidimensional model in order to evaluate all those models
already existing. We are not giving such a list. Each one of the models compiled in
this paper uses its own terminology and defines a specific set of design elements.
In this sense, we are going to use different detail levels to classify the constructs
of the models, to be able to compare them, and examine the expressive power
of every model.

In a multidimensional model, conceptually, we distinguish three different de-
tail levels:

Upper Level (UL): At this level, we find Dimensions (D) and Facts (F). The
dimensions are used to characterize the facts, and show the viewpoints the
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facts will be analyzed from. By relating a set of dimensions to a fact, we
obtain a star shape scheme. The possibility of navigating from a star to
another one is shown by relating dimensions.

Intermediate Level (IL): Dimensions and Facts are decomposed into Di-
mension Levels (DL), and Fact Cells (FC) respectively. The different Di-
mension Levels in a Dimension form an aggregation hierarchy. Each Fact
Cell contains data at a given Dimension Level for each Dimension its Fact
is related to.

Lower Level (LL): The last level shows the set attributes of the Dimension
Levels and Fact Cells. That is Classification Attributes (CA), and Measures
(M) respectively.

Fig. 3. Further detailed multidimensional scheme example

Going back to our example in figure 1, which represents a multidimensional
scheme at Upper Level, as composed by a Fact (“Transport”), and four Dimen-
sions (“Waste”, “Producer”, “Receiver”, and “Time”); figure 3 represents the
same multidimensional scheme at lower detail levels. Each one of the Dimensions
is further described by a hierarchy of different Dimension Levels. For instance,
“Time” Dimension contains “Day”, “Week”, “Month”, and “Year” Dimension
Levels. Moreover, if we were interested in the benefits of a transport, we would
need to analyze data that would belong to different kinds of cube cells (price of
the shipment that we charge to our client, minus admission fare that a processing
plant charges to us). On one hand, we can see a “Shipment” Fact Cell contain-
ing data about our shipments which depends on the lower level of each one of
the four dimensions. On the other hand, data about “Admission” of “Waste” in
a “Plant” do not depend on our clients, nor on “Day” level of “Time” dimen-
sion (it depends on “Month” level). Therefore, “Admission” and “Shipment” are
different kinds of Fact Cells, but belong to the same Fact we want to analyze.
Finally, drawn with dotted lines, we can see constructs at Lower Level. Some Di-
mension Levels have Classification Attributes associated (for instance, a “Plant”
has a “Manager”). Besides, Fact Cells have associated Measures (for instance,
an “Admission” has a “Fare”) that we want to analyze.
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4 Application of the Framework to Some Relevant
Models

This section contains a set of multidimensional data models classified in four
different subsections. Each one of these four subsections contains proposals at a
given design level (i.e. Conceptual, Logical, Physical, and Formalisms).

Table 1. Summary table of the different models presented

Design Upper Level Intermediate Level Lower Level
Authors (Model) Reference Level F D Rel. FC DL Rel. M CA Rel.

Lehner (NMDM) [Leh98] C − √ − − √ √ − √ √
Cabibbo and Torlone (MD) [CT98] C/F

√ √ √ − √ √ √ √ √
Golfarelli et al. (DFM) [GMR98] C − √ − √ √ √ √ √ √
Sapia et al. (MERM) [SBHD99] C

√ √ √ √ √ √ √ √ √
Tryfona et al. (starER) [TBC99] C − √ − √ √ √ √ √ √

Kimball [Kim96] L − √ √ √ − √ √ √ √
Buzydlowski et al. (O3LAP) [BSH98] L − √ √ √ √ √ √ √ √
Gopalkrishnan et al. (ORV) [GLK99] L/P − √ √ √ − √ √ √ √
Mangisengi et al. (NR) [MTW99] L

√ − − √ − √ √ − √
Mangisengi et al. (ER) [MTW99] L − √ √ √ √ √ √ √ √

Dyreson [Dyr96] P − √ − − √ √ − − −
Agrawal, Gupta, and Sarawagi [AGS97] F − − − √ − − − √ √
Hacid and Sattler [HS97] F − √ − − √ √ √ √ √
Gyssens and Lakshmanan [GL97] F − − − √ √ √ √ √ √
Vassiliadis [Vas00] F − √ √ √ √ √ √ − √
Pedersen (EMDM) [Ped00] F

√ √ √ − √ √ √ − −

Table 1 contains a summary of elements and relationships among them that
we found at each model. Notice we are not showing information about neither
instances nor instantiation relations. As pointed out by [BSHD98], some mul-
tidimensional models do not separate cube structure and contents. Only those
concepts represented at schema level are considered. A tick means something is
captured by the model, while a hyphen means that the authors of the model
either say something not to be modeled or just do not say how to model it.

A hyphen in the column corresponding to:

Measure (M) means that nothing can be represented in the scheme about
measures. Maybe, there are only pure numerical values stored in the cube
(without any meaningful domain).

Classification Attribute (CA) means dimensions do not have attributes de-
scribing their different entities. All the information is kept in the form of
classification hierarchies at the most.

LL Relationships means there is no way in the model to represent relation-
ships among Measures and/or Classification Attributes.

Dimension Level (DL) means there are not explicit levels in the dimensions.
Fact Cell (FC) means that either the Measures are not grouped, or they are

not related to a specific set of Dimension Levels, but to dimensions as a
whole (usually reflected as relating the measures to the lowest level in the
classification hierarchy).

IL Relationships means there is no way in the model to represent relationships
among Fact Cells and/or Dimension Levels. For instance, it implies that
there is not the possibility of explicit dimension hierarchies.
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Fact (F) means that the different Fact Cells can not be grouped with the in-
tention to relate Measures that, even though are defined at different granu-
larities, are used together in a given decision making process.

Dimension (D) means that either there is only the possibility of modeling one
Dimension Level, or if it is possible to model more than one, they cannot be
grouped into another element of the model.

UL Relationships means there is no way in the model to represent relation-
ships among Facts and/or Dimensions.

4.1 At Conceptual Level

In this section we place those models that contain concepts which are closer to
the user than to the actual computer implementation. They try to represent how
users perceive a multidimensional cube.

[Leh98] is rather a presentation-oriented model, conceived to ease navigation
through data. It proposes the existence of two levels in order to improve the
power and flexibility of the analysis process. The first level (called “Primary
Multidimensional Object”) contains the Dimension Levels at which the facts
are, and the second level (called “Secondary Multidimensional Object”) shows
Classification Attributes that select the desired facts. The main characteristic
of this model is that different instances in the same class might have different
attributes. All schema constructs in this model refer to dimensions.

The model in [CT98] is qualified as “logical”. However, they say that it is
independent of any specific implementation, and present a design methodology
to obtain a multidimensional scheme from an E/R one. Moreover, it is also said
that their model is at a higher level of abstraction than a star scheme consisting
of relational tables. Therefore, we classify it as Conceptual, in spite of it also
provides a strong formal foundation (including a calculus). Each Dimension is
organized in a hierarchy of Dimension Levels corresponding to data domains
at different granularity. In turn, a Dimension Level can have Classification At-
tributes associated with it. The Facts are functions from Dimension Levels to
Measures.

[GMR98] presents a graphical model besides a methodology to obtain a mul-
tidimensional scheme from the operational schemes (either E/R or Relational).
Contrary to what is said for some Formalisms, the authors claim that it is im-
portant to clearly distinguish between dimensions and measures. A scheme is
composed by a set of Fact Cells, and Dimensions with hierarchies of Dimension
Levels forming a “quasi-tree”. Fact Cells contain Measures, while Dimension
Levels contain two kinds of Classification Attributes: those defining aggregation
hierarchies, and the others, that are only used to select data. A special relation
between two schemes is also defined (called “compatibility” and “strict compati-
bility”), which indicates and restricts when a query can be formulated including
Measures in both schemes. Roughly, two schemes are “compatible” when they
have, at least, one common Dimension Level.

[SBHD99] argues that the E/R model is not suited for multidimensional con-
ceptual modeling. Thus, a specialization is defined, and its usage exemplified.
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Dimension Level is a specialization of Entity, while Relationship is specialized
into Fact, and roll-up relations between Dimension Levels. Measures and Clas-
sification Attributes are, respectively, “relationship”, and “entity” attributes.

[TBC99] is also based on the well known E/R. This model distinguishes
three kinds of Measures, i.e. “stock”, “flow”, and “value-per-unit”. Moreover, it
also allows to represent different kinds of relationships among Dimension Levels
and Fact Cells (i.e. “Specialization/Generalization”, “Aggregation”, and “Mem-
bership”). For instance, aggregation hierarchies in Dimensions are defined by
means of “Membership” relationships. Moreover, cardinality between a Dimen-
sion Level and a Fact Cell is not restricted to 1:N (as it is in other models), but
N:M is also allowed.

4.2 At Logical Level

This section contains those papers describing a model neither Conceptual, nor
Physical. Their constructs are clearly oriented to a given kind of DBMS. Never-
theless, they are not that far from users conceptions.

Doubtless, the most prominent work at this design level is [Kim96]. It
describes the implementation of the multidimensional model on a Relational
DBMS. In this book, Ralph Kimball presents some multidimensional design
patterns, and describes how they could be tackled. A huge Relational table
represents every Fact Cell, and smaller tables, corresponding to its Dimensions,
surround each one of them. Dimension Levels are implicit in the values of at-
tributes in Dimensions, while foreign keys are defined from each Fact Cell to its
Dimensions. This is known as a “star join schema”.

Some efforts have been done to improve Kimball’s work. We can see [BSH98],
or [GLK99], for two Object-Oriented approaches.

[MTW99] introduces and compares two different approaches to multidimen-
sional modeling (notice that there are two entries in the summary table for
these authors). The ideas of those approaches are based on “nested relations”
(Non-First Normal Form Relations), and the extension to the Relational model
introduced in [Cod79]. By means of “nested relations”, it is possible to have
Measures into Fact Cells, and these nested into Facts. On the other hand, using
Codd’s extension allows to introduce “object identifiers” (OIDs), “associations”,
and “object types”. This facilitates to relate Fact Cells and Dimensions, and de-
fine aggregation hierarchies among Dimension Levels.

4.3 At Physical Level

In this section, we place those proposals that explain how a data cube could be
implemented (i.e. stored, and/or retrieved). The proposals at this level do not
only depend on the kind of DBMS, but also present which specific mechanisms
it should implement.

At this level, we found only one paper about modeling. This fact could be
surprising; however, at Physical level, proposals must be devoted to specific
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storage techniques instead of providing a true data model. Since modeling is a
conceptualization by means of a given set of constructs, it is more suitable the
closer to the user we are. We did not expect to find any work in this section,
however, this one expresses how data should be stored besides some concepts to
understand it.

[Dyr96] explains how a sparse cube could be implemented in a MOLAP
database by means of disjoint, complete “cubettes”. A “cubette” is defined as
containing data about a given subset chosen from the domain of interest. An
algorithm to retrieve an aggregate value from the incomplete data cube is de-
scribed, besides another algorithm to remove redundant “cubettes”.

4.4 Formalisms

In this section, we place those models mainly devoted to the definition of a
multidimensional algebra and/or calculus. They do not pay too much attention
to facilitate the capture of the specific user concepts. Since their focus is not
in conceptualizing users ideas, we can see, in the summary table, that they do
not offer as much constructs as other models. However, if we would take into
account the expressiveness of the algebras, they could be as semantically rich
as conceptual are. We only take into account modeling constructs, studying the
expressiveness of the operations is out of the scope of this paper.

[AGS97] presents one of the first multidimensional models, and probably,
one of the most referenced ones. In spite of its qualification as “logical” by the
authors, since its focus is on presenting an algebra as powerful as Relational al-
gebra, we consider it a formalism. It does not offer too many conceptual elements
to model a multidimensional scheme. Actually, it just provides Classification At-
tributes without any possibility of even grouping them into different Dimensions.
At most, we could consider that it allows to group Measures into tuples giving
rise to Fact Cells. An important feature is that allows symmetric treatment of
Measures and Classification Attributes by providing a conversion operation.

[HS97] uses Description Logics to describe the cube. It is represented as a
relationship among cells, which keeps coordinates and measures. It is not explic-
itly said, but Dimensions could be modeled as the set of concepts participating
in classification hierarchies, which are composed by Dimension Levels related
through Part-Whole relationships.

[GL97] proposes a Relational approach defining an “n-dimensional table
scheme” as a triple containing a dimension names set; an attributes set; and a
function from dimension names to attribute set, showing the attributes of each
dimension. This allows to represent Measures, Classification Attributes, and Di-
mension Levels. If we subtract the Classification Attributes from the set of all
attributes in the cube, we could also consider implicitly defined a Fact Cell.

[Vas00] presents a complete and sound algebra. It defines a Dimension as a
lattice of Dimension Levels, that do not contain Classification Attributes. Fact
Cells are implicitly said to be tuples of Measures, and always defined at the
bottom level of the Dimensions.
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Finally, [Ped00] provides a formalism and an algebra that is closed and, at
least, as strong as Relational algebra with aggregation functions. It defines Facts,
and Dimensions containing different Dimension Levels. However, we do not con-
sider the model allows to show Fact Cells. Data in the Facts can be related to any
Dimension Level, but this information cannot be shown in the scheme. Classifi-
cation Attributes can neither be related to Dimension Levels, while Dimension
Levels are used as Measures (by treating symmetrically dimensions and facts).

5 Conclusions

This paper has presented a framework that allows us to classify and compare
multidimensional models. It has been exemplified by studying some representa-
tive models. Classification and description of other models has been left out just
because of space limitations. There exist previous studies comparing different
multidimensional models (see section 2). However, those studies did it just to
show their lacks against a given list of requirements, and models for absolutely
different purposes were put into the same bag. On the contrary, we have classi-
fied them in different levels (i.e. Conceptual, Logical, Physical, and Formalisms)
based on their usage in the multidimensional design process. Furthermore, we
have given a framework to compare the terminology used by different authors
for the constructs of their models.

It seems that Conceptual models offer the possibility of representing much
more semantics that models at other levels. Indeed, Conceptual models do have
to provide a rich set of semantic constructs in order to capture user ideas. In
turn, Formalisms are those that offer less conceptual constructs. However, notice
they do offer an algebra whose expressiveness was not considered in this paper,
because our focus was on modeling constructs. At Physical level, we find storage
techniques instead of true data models.Thus, just one Physical model was found.
Moreover, there was not found a great variety of models at Logical level.

The more recent the models are, they use to capture more semantics. This
can be interpreted as a trend to semantically enrich multidimensional models.
However, having models that provide constructs at every detail level does not
mean they capture all possible semantics. We have found neither a model encom-
passing the semantic constructs of the rest, nor a consensus or standard stating
what should be represented in a multidimensional scheme.
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Abstract. A range top k query finds the top k maximum values over all selected
cells of an OLAP data cube where the selection is specified by the range of
contiguous values for each dimension. In this paper, we propose a partition-
based storage structure, which is capable of answering both range top and
bottom k queries in OLAP sparse data cubes. This is achieved by partitioning a
multi-dimensional sparse data cube and storing it in partition-major order into
two one-dimensional arrays: one is for the dense partitions and the other one is
for the sparse partitions. This algorithm supports both single cell update and
bulk batch update. Nevertheless, the update cost for a set of cells in a partition
is similar to the update cost of a single cell update, i.e. extra 2 I/Os in the most
cases and the worst is extra 5 I/Os in some very rare cases. Our approach also
reduces the storage cost of sparse data cubes.

1   Introduction

The data cube [4], also known as the multidimensional database (MDDB) in the On-
Line Analytical Processing (OLAP) system, is designed to provide aggregate
information for data analysts of various levels of summary information in the database
and data warehouse. In a data cube, attributes are categorized into dimension
attributes and measure attributes. The measure attributes of those records with the
same functional attributes values are combined (e.g. summed up) into aggregate
value. Thus, a MDDB can be viewed as a d-dimensional array, indexed by the values
of the d dimension attributes, whose cells contain the values of the measure attributes
for the corresponding combination of dimension attributes.

Using the data cube model, we can formulate many range queries. In particular, we
propose a new pre-computation approach for a class of OLAP queries called Range
Top/Bottom k Queries, which is capable of finding both top k maximum and bottom k
minimum values with just one storage structure. A Range Top k Query finds the top k
maximum values over all selected cells of an OLAP data cube where the selection is
specified by a range of contiguous values for each dimension. For example, finding
the top 10 sales of stationary items (each has an item code ranging from 1200 to 1258)
between day 130 and 131 in the western outlets (branch-no ranging from 45 to 89) is a
range top k query. It can be realized using the following SQL-like statement:

SELECT TOP(amount, 10) FROM sales WHERE
     (1200 ≤ item ≤ 1258) AND (130 ≤ day ≤ 131) AND (45 ≤ branch ≤ 89);
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Previous Work on MAX/MIN. To handle range MAX/MIN query efficiently,
considerable research has been done in the database community [5, 6, 7, 8].

In [5], a balanced hierarchical tree-based algorithm was presented. In this method,
a generalized quad-tree is constructed on the data cube and in each tree node the index
of the maximum value in the region covered by that node was stored. Then a branch-
and-bound[10]-like procedure was used to speed up the queries.

[6] proposed the concept of maximal cover, which represents the data distribution
with respect to range MAX processing. Thus, the problem of processing range MAX
is transformed into the problem of finding an appropriate maximal cover. To speed up
the search process, the authors proposed the maximal cover network, which is a
search structure based on the containment relation between two maximal covers.

[8] presented a Block-based Relative Prefix Max Approach, which uses Block Pre-
computed max Cube (���) and Location Pre-computed Cube (���) as auxiliary
information to answer range max queries. ��� partitions the given data cube and stores
the maximum values, which are in the range of the cell with the lowest dimension
index to the current cell in the partition, whereas ��� stores pre-computed max over
partitions and location of the max.

On the other hand, the Hierarchical Compact Cube Approach [7] uses a
hierarchical structure which stores the maximum value and its location of all the
children sub-cubes. The storage requirement is much less than the block-based
approach. Furthermore, the average query time of this approach is bounded by a
constant independent on the number of data in the data cube.

However, the above-mentioned work has the following weaknesses:
1. These approaches cannot be directly applied to range top/bottom k queries.
2. The data accesses in these approaches are based on cell accessing. It does not

reflect the real processing time, because the basic unit of I/O operations
associated with a disk is a block instead of a cell.

3. [6, 7, 8] do not take sparse data cubes into consideration. However, in many
applications with large number of dimensions, typically, only 20% of data in
the data cube is non-empty [2].

Our approach can solve the above-mentioned problems. We partition the data cube
and store it as one-dimensional array in partition-major order, thus making it suitable
to be accessed based on blocks. Our new storage structure can be applied to other pre-
computed partition-based range queries, such as range SUM and MAX/MIN.
Moreover, our new storage structure is capable of handling both range top and bottom
k queries. In the following, we only process range top k queries for simplicity. Our
approach also reduces the storage cost for sparse data cubes.

2   The Data Structure

To reduce the storage cost of sparse data cubes and the disk I/O cost for the range top
k queries, we propose a new storage structure for the data cube and use an auxiliary
pre-computed data cube called���� (Location Pre-computed Cube), which is the index
of the original data cube. The original data cube is denoted as ��.
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2.1   Physical Data Cube (���)

A Data Cube �� of d dimension is a d-dimensional array. For each dimension, the
index can range from 0 to ni-1 (ni denotes the size of the ith dimension). Hence, a cell
in �� can be expressed in the following form: ��[x1,…,xd], where 0≤ xi≤ ni-1.

0 1 2 3 4 5
0 3 3 4 9 5 2 6 5 8 2
1 9 2 3 3 8 1 8 4 7
2 5 8 6 0 5 4 1 1 2 9
3 2 5 4
4 9 2 9 0 9
5 2 9 8 0
6 6 0 5 8 9 4
7 9 8
8 7 1 2 1 3

Given a d-dimensional ��, and d integers b1,…,bd called partition factors, we
divide the �� into a number of partitions by applying partition factor bi on ith

dimension. In order to reduce the storage cost for sparse data cubes, we classify these
partitions into 3 types: empty partitions, sparse partitions and dense partitions and
store sparse partitions and dense partitions in different storage structures. Let p and m
denote the number of cells in the partition and the number of non-empty cells in the
partition, respectively. If m=0, this partition is an empty partition. If m≤⎡p×δ⎤, this
partition is a sparse partition, otherwise it is a dense partition, where δ is the
density threshold to determine if the partition is dense or sparse and 0<δ<1, e.g.
30%.

In Fig. 1, p=3×3=9 and we set δ to 50%, then the partition (6:8, 0:2) is an empty
partition, the partitions (3:5, 0:2) and (3:5, 3:5) are sparse partitions, whereas the
partitions (0:2, 0:2), (0:2, 3:5) and (6:8, 3:5) are dense partitions.

To reduce the storage requirement of a sparse data cube and disk I/O for the range
top k queries, each sparse partition is stored into one or two physically adjacent
blocks. In order to avoid the frequent changing of partitions from dense partitions to
sparse partitions or vice versa caused by insertions or deletions of cells, we do not
choose ⎡p×δ/2⎤ as the block size. Instead, each block has the extra space in the initial
loading of sparse partitions, i.e. the block size of ⎡p×δ(1+µ)/2⎤, where µ denotes the
tolerant factor (0<µ<1). If m≤⎡p×δ/2⎤, the non-empty cells of the partition are stored
into one block, otherwise they are evenly distributed into two physically adjacent
blocks. For the same reason, if m<⎡p×δ(1-µ)⎤ after many deletions in a dense
partition, the partition is moved to two physically adjacent blocks as a sparse
partition. On the other hand, if m>⎡p×δ(1+µ)⎤ after many insertions in a sparse
partition, the partition is moved to a dense partition.

To reduce the disk I/O, we consecutively store the cells of a partition into the disk,
thus partitions appear physically in partition-major order. For example, all of the 9
cells of the partition (0:2, 0:2) are consecutively stored on the disk.
Definition 2.1. Given a d-dimensional ��, and d partition factors b1,…,bd, the dense
and sparse Physical Data Cubes, denoted as dense ��� and sparse ���, respectively,
are two data cubes such that:

Fig. 1. A 2-dimensional data cube ��

Example 2.1. Fig. 1 shows a 2-dimensional
data cube. The range of the top k query is
expressed as (0:6,1:5) and it is depicted by
the shaded area.

d1

d2
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1. They are one-dimensional arrays stored on the disk, whereas the �� is the
logical representation of the dense and sparse ���.

2. The dense partitions and sparse partitions of �� are stored in dense ��� and
sparse ���, respectively.

3. Each partition in dense ��� contains
• the number of empty cells in the partition.
• the measure values of the cells in the partition.

4. Each partition in sparse ��� contains
• the measure values and their locations of the non-empty cells in the

partitions are stored in descending order by their measure values.
• the number of empty cells in each block.

We use the above-mentioned method to implement the dense and sparse ���. And,
the analysis of the suitable values of δ and µ is given in Section 5.
Example 2.2. Fig. 2 shows the dense and sparse ��� of the �� in Fig. 1. δ and µ are set
to 50% and 20%, respectively, i.e. the block size of the sparse ��� is
⎡9×50%(1+20%)/2⎤=3.

                                                            

        T h e  L P C
0 1

0 9 2 , [1 ,0 ] 8 4 , [1 ,4 ]
1 , 0 1 , 1

1 9 2 , [4 ,0 ] 8 0 , [5 ,4 ]
3 , 0 2 , 2

2 0 , [0 ,0 ] 9 8 , [7 ,4 ]
0 , 0 1 , 2

            

The dense PDC

0 0 33 49 52 92 33 81 58 60 54
1 3 65 82 84 7 11 29
2 2 60 58 94 98 71 21 3

                  

      The sparse PDC

0 1 92 : 4,0 90 : 4,1
1 1 29 : 5,2 25 : 3,2
2 0 80 : 5,4 9 : 4,3 4 : 3,5

2.2   Location Pre-computed Cube (���)

Definition 2.2. Given a d-dimensional� ��, d partition factors b1,…,bd and the
corresponding ���, the Location Pre-computed Cube, denoted as ���, is another data
cube such that:

1. It has the same dimension d and
2. If the size of the ith dimension in �� is ni, i.e. it ranges from 0 to ni-1, then the

dimension i in ��� will be ranged from 0 to ⎡ni /bi⎤-1.
3. Each element ���[x1, …, xd] in ��� is corresponding to one partition in �� and

stores four items:
Max: The maximum value of all the cells ��[j1, …, jd] in the partition where bxi

≤ ji< min(b(xi+1),ni) for i=1,…,d and
Index: The location of the maximum value.
Flag: A status flag indicating the type of the partition. 0, 1, 2 and 3 represent

the partition is empty, dense, sparse with one block, and sparse with
two blocks, respectively.

Fig. 2. ��� and ��� of �� in Fig. 1
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No: The partition number, if the partition is dense or the block number, if the
partition is sparse.

For processing range bottom k queries, minimum values and their indexes in each
partition also need to be stored in ���, but no changes are needed for ���. Fig. 2 shows
the ��� of the �� in Fig. 1. Note that the partition (3:5, 0:2) is stored in two blocks of
the sparse �� indicated by ���[1,0].Flag=3.

3   Block-Based Range Top k Query Algorithm

Instead of accessing the data cube directly to find the top k maximum values, we will
first load the elements of ���, which are overlapped by the query range Q, into
memory and store them in a priority queue, called PH, implemented using implicit
heap such that the largest maximum value of the element can be immediately
available in the front of the queue. Note that as we are using heap structure, we do not
need all the elements in the queue completely sorted. And then, using a loop to
dequeue the elements from PH and read the corresponding partition of ��� to find the
top k maximum value candidates, until we confirm the top k maximum values have
been found.
Block-Based Range Top k Query Algorithm
Input: k, ���, Query Range Q
Output: Top[i], whose values are in descending order, where i=0, 1,…, k-1.
Declaration:

PH: a priority queue to store the elements in ���, which are overlapped by
query range Q. PH stores elements of the form <Max, Index, Flag, No>
as described in the definition 2.2.

#Found:  the number of the top maximum values that have been found.
���[]:     array to store the cells in the partition of ���.
Proot:         the pointer all the time pointing to the root of PH.

begin
step 1:  Initialization
Load each element of ���, which is overlapped by Q, into PH;
#Found := 0;
step 2: Main Loop to find the top k maximum values.

end
Note that Proot→Max is the maximum value of uninvestigated cells in the partitions

overlapped by query range Q. Hence, the values in Top[] which are not less than
Proot→Max are the top maximum values that have been found already.

While (#Found < k) do
e := dequeue the element from PH;

     Read the partition to ���[] according to e.Flag and e.No;
     Find the top (k - #Found) maximum values in ���[], whose locations are in Q
     and update the entries from Top[#Found] to Top[k-1] accordingly;
     #Found := The number of values in Top[], which are not less than Proot→Max;
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4   Deletions, Insertions, and Updates

Cells may be deleted, inserted or their measure values may be updated. To reduce the
storage cost of ��� and guarantee good performance, partitions may be switched
between the dense and sparse ��� caused by cell insertions and deletions. Switching
partitions will produce empty partitions in the dense ��� and empty blocks in the
sparse ���. The partition numbers of these empty partitions and block numbers of
these empty blocks are stored in a file, called free_list, for reuse.
Deletions, Insertions, and Updates in dense ���
In deletions, there is a threshold, i.e. δ(1-µ), to determine if the dense partition should
be moved to the sparse ���, which is different from the density threshold, δ. This is to
avoid frequently switching partitions between the dense and sparse ��� caused by
frequent insertions and deletions. If m>⎡p×δ(1-µ)⎤, the cell is simply deleted.
Otherwise, after deleting the cell in memory, get the block number of two physically
adjacent empty blocks from free_list and move the partition to the sparse ���.

The insertions and updates in dense ��� are simple. The corresponding cell in the
dense ��� is accessed to insert the cell or update its measure value.
Deletions, Insertions, and Updates in sparse ���
For the deletion, insertion or update of a cell in sparse ���, we load the corresponding
whole sparse partition into memory and use binary search to delete, insert the cell or
update its measure value, because the cells are in descending order by their measure
values in the sparse partition.

In deletions, if the sparse partition becomes empty, the block numbers of this
sparse partition is stored to free_list and its status flag in ��� will be updated.

For insertions, there are 4 cases before the insertion:
Case 1: The partition is not full. Insert the cell in descending order.
Case 2: The partition is empty. Allocate one empty block and insert the cell.
Case 3: The sparse partition, which has one block, is full. Allocate two physically

adjacent blocks, insert the cell and evenly distribute these non-empty cells
into the two blocks.

Case 4: The sparse partition, which has two blocks, is full. Insert the cell in
memory, allocate an empty partition and move the partition to dense ���.

In updates, the sparse partition is read into memory, the measure value of the cell is
updated, re-arrange it in descending order, then the partition is written to disk.

To reduce the update cost further, we can use bulk batch update. The cells of ���
which we want to delete, insert or update are grouped by partitions and updated
partition by partition. Thus, the update cost for a set of updates is similar to the update
cost of a single cell update. When we delete, insert or update a cell in ���, we may
also need to update ���. Updating the corresponding element in ��� is simple and
constrained to one element access.

Usually, the partition size is less than the size of one physical block of disk for
getting the good performance of range top k queries. This can be proved from our
experiment results in Section 6. In most cases, the update cost of a cell in ��� is 3 disk
I/Os including reading the element from ��� and reading and writing the partition, i.e.
2 extra I/Os compared with storing the original �� along dimensions. Occasionally, 1
more extra I/O is needed to update the ���, when the maximum value has been
changed in a partition. In some very rare cases, partition switching between sparse
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and dense ��� and block moving in sparse ��� are needed after many deletions and
insertions of cells. For example, to move a partition from the dense ��� to the sparse
���, we need to read one partition from the dense ���, write two blocks to the sparse
���, read and write one element in ��� and read and write free_list once. Hence, in the
worst case, 5 extra I/Os are needed.

5   Disk Storage Cost for ��� and ���

In order to reduce the disk storage cost of ��� and the sparse ���, we use a one-

dimensional index, denoted as Relative Location, ranged from 0 to 1
1

−∏
=

d

i

ib , to

represent the position of a cell in the partition of the ��.
Definition 5.1. Given a d-dimensional���, and d partition factors b1,…,bd, the Relative
Location of ��[x1,…,xd], denoted as RL[x1,…,xd], where 0≤xi≤ni-1, is an integer which
represents the index of ��[x1,…,xd] within the partition and has the value of

∑ ∏
= +=

×
d

i

d

ij

ji bbxi

1 1

))mod(( .

                                       

rela tive 
index 0 1 2

0 0 1 2
1 3 4 5
2 6 7 8

As the size of a partition in ��� is bd (without loss of generality, we assume partition
factors b=b1=…=bd), the range of the values of the relative locations is from 0 to bd–1.
Hence, the number of bytes needed to represent a relative location is ⎡(d log2 b)/8⎤. Let
s denote the number of bytes that each cell occupies in ��. In each element of ���, Max
and Index need s and ⎡(d log2 b)/8⎤ bytes, respectively. And, Flag needs 2 bits, so we
store Flag and No together using 4 bytes. Hence, the storage cost for ��� is

⎡ ⎤ ⎡ ⎤ )48/)log(()/( 2

1

++×∏
=
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d

i

i bytes. The number of empty cells in each dense

partition also needs ⎡(d log2 b)/8⎤ bytes. It is negligible compared with the partition
size bd×s. Hence, if we store the �� as a dense ���, the storage cost of the ��� is about

sn
d

i

i ×∏
=

)(
1

bytes.

Example 5.2. Consider a 5-dimensional �� whose size of each dimension is 64. Each
cell occupies 4 bytes, and the partition factor b is set to 4. Thus, the storage cost of the

dense ��� is about 4)64(
5

1

×∏
=i

, i.e. 4GB, whereas the ��� needs only

Example 5.1. Fig. 3
shows the relative
locations in a
partition, e.g. (3:5,
0:2), of the given ��
in Fig. 1. Fig. 3. The relative locations in a partition
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, i.e. 10MB. Given suitable partition factors, it

may be feasible to keep all the elements of ��� in main memory when answering ad
hoc range top k queries at run time.

Each cell in the sparse ��� needs (s+⎡(d log2 b)/8⎤) bytes. In the worst case, each
partition in the sparse ��� needs two blocks with the block size of ⎡p×δ(1+µ)/2⎤,
where δ and µ are density threshold and tolerant factor, respectively. Hence, the
maximum storage cost for a partition in the sparse ��� is about

⎡ ⎤ ⎡ ⎤ 22/)1()8/)log(( 2 ×+××+ µδpbds bytes, whereas the dense partition needs p×s

bytes. Hence, in the worst case, the percentage of the storage cost we can reduce is
about 1-(1+⎡(d log2 b)/8⎤/s)×δ(1+µ). The selection of µ depends on the frequency of
insertions and deletions. If insertions and deletions are frequent, µ should be larger to
avoid frequently partition switching or block moving. However, when µ is large,
much storage space will be wasted in each block. The choice of δ depends on the data
distribution. If δ is too small, few partitions are put in the sparse ���. If δ is too large,
each block wastes much storage space.

                                                            

benefit δ=0.2 δ=0.3 δ=0.4 δ=0.5
µ=0.1 0.67 0.505 0.34 0.175
µ=0.2 0.64 0.46 0.28 0.1
µ=0.3 0.61 0.415 0.22 0.025
µ=0.4 0.58 0.37 0.16 -0.05
µ=0.5 0.55 0.325 0.1 -0.125

6   Experiments and Performance Analysis

The following figures show our experiment results. A set of data cubes with various
data sizes, partition factors and dimensionalities are randomly generated. Without loss
of generality, we assume data cubes �� with equal size for each dimension and equal
partition factor. Data values are ranged from 1 to 65535. Accordingly, we constructed
����� and ���. We then generated 1000 queries of random range and measured the
average response times. The experiments are run in Windows NT 4.0 on Pentium III
with 668MHZ CPU and 128MB RAM. Let d, n, b and k represent the dimensionality,
the dimension size, the partition factor and the top maximum values queried,
respectively. We make several observations from these experiments:
1. Fig. 5 shows the percentage of the storage cost of the ��� and the ��� compared

with the original 3-dimensional ��, which has randomly distributed 20% non-
empty cells. When δ and µ are set to 30% and 20%, respectively, about 50%
storage space of the original �� is reduced by the ���, whereas the storage cost of
��� is negligible in the most cases of various partition factors.

2. From Fig. 6, it can be observed that the partition factors have become more
crucial to the query performance with the dimensionality increasing for our
method. The best partition factors for the 3-dimensional �� and 4-dimensional ��

Fig. 4. The percentage of storage cost
reduced in the sparse partitions.

In example 5.2, the percentage of saving
in storage is 1-1.5×δ(1+µ). From Fig. 4,
it is reasonable to choose δ from 0.2 to
0.3 and µ from 0.1 to 0.3.
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with each dimension size of n=100 for range top 20 queries are 6 and 5
respectively, which is different from the range max/min queries [8]. The
algorithm in [8] shows the best for range max/min queries when b≈ n .
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3. Fig. 7 and Fig. 8 show the average response time per query for range top 20
queries for d=3 and d=4, respectively. When the number of partitions overlapped
by the query range increases, the average response time of our method increases
very slowly and it becomes much more efficient than the naïve method, i.e.
scanning the cells in the original data cube. For example, when d=3 and 20
partitions are overlapped by the query range, the average response time of our
method is 33.1% of the naïve method, i.e. 0.023 second, whereas when d=3 and
200 partitions are overlapped by the query range, the average response time of
our method is only 7.7% of the naïve method, i.e. 0.048 second.
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Fig. 9. The average response time vs. k for d=3 Fig. 10. The average response time vs. k for d=4

Fig. 5. The percentage of storage cost
compared with the original data cube.

Fig. 6. Range Top 20 Queries using various
partition factors

Fig. 7. The average response time vs.
partitions for 3-dimensional data cube

Fig. 8. The average response time vs.
partitions for 4-dimensional data cube
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4. Fig. 9 and Fig. 10 show that the average response time of our method increases
slowly with k increasing. Even for the large value of k, e.g. k=200, our method
still provides good performance. For k=200, b=5, n=100 and d=4, the average
response time of our method is 21.8% of the naïve method, i.e. 7.094 seconds.

7   Conclusion

Several pre-computations techniques have been developed to answer range max/min
queries efficiently, but these methods may not be able to apply to range top/bottom k
queries. In this paper, we propose a new storage structure for sparse data cubes, which
reduces the storage cost of original �� and significantly reduces disk I/O cost when
answering range top/bottom k queries. The extra storage needed for ���, the index of
the original ��, is negligible. As shown in the experiment, about 50% storage space
can be saved for a 3-dimensional �� with randomly distributed 20% non-empty cells.
And our method outperforms the naïve method by a large margin, especially when the
query range is large. For example, for d=3 and 200 partitions overlapped by the query
range, the average response time of our method is only 7.7% of the naïve method.

To speed up the range top k query, we can store some pre-computed maximum
values with the corresponding locations for the dense partitions, thus reducing the
chance to access the dense partitions. Details of this study can be found in [9].
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Abstract. We describe how to formulate coupling query to glean rel-
evant Web data in the context of our web warehousing system called
Whoweda (W arehouse Of Web Data). One of the important feature
of our query mechanism is the ability to express disjunctive query condi-
tions compactly. We describe how to formulate coupling queries in text
form as well as pictorially using coupling text and coupling graph. We
explore the limitations of coupling graph with respect to coupling text.
We found out that AND, OR and AND/OR-coupling graphs are less
expressive than their textual counterparts. To address this shortcoming
we introduced another query formulation technique called hybrid graph
which is a special type of p-connected coupling graph.

1 Introduction

Due to irregularity and semistructured nature of Web data, it is important for
a query language to express disjunctive form of web query. Sometimes query
evaluation is relatively less expensive if a query is formulated and evaluated
using disjunctive constraints rather than repeated evaluation of each query in
the equivalent conjunctive query set. Also, expressing all possible set of con-
junctive query accurately for a disjunctive condition incurs significant cognitive
overhead which may result in erroneous query. Finally, a disjunctive query can
be expressed compactly using regular expression. Expressing all possible set of
conjunctive queries can be quite cumbersome. In spite of these benefits, most
of the web query systems supports very limited form of disjunctive conditions,
if any. W3QS [8] has a limited form of disjunctive condition which involves the
variability of the depth of traversal of a query can be expressed by these lan-
guages. Query systems for semistructured data and XML query languages such
as XML-QL [6], Lorel [7], support limited form of disjunctive conditions. How-
ever, whether these languages can express disjunctive conditions on the hyperlink
structure of Web documents are not evident in [1,6,7].
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A web query may take both textual and pictorial forms. Textual formulation
of web query enables us to express any complex web query accurately. However,
text-based queries has some disadvantages. To express such queries, a user must
be completely familiar with the syntax of the query language, and must be able
to express his/her needs accurately in a syntactically correct form. For instance,
query languages such as XML-QL, Lorel, and WebOQL [2] although are powerful
languages, but is definitely not easy to formulate in textual form. Although, it
is possible to apply syntactic sugar on these languages, but issues involved with
such effort are not discussed in [6,7,2].

In this paper, we introduce the notion of coupling query to express a web
query and show how it addressses the above limitations in the context of our
web warehousing system, called Whoweda (W arehouse O f Web Data) [4].

2 Coupling Query

We now formally introduce the notion of a coupling query . We begin by briefly
describing the underlying data model of our web warehousing system. For de-
tailed treatment, please refer to [4].

The WareHouse Object Model (WHOM) [4] serves as the basic data model for
our web warehousing system. Informally, our web warehouse can be conceived of
as a collection of web tables. A set of web tuples is materialized in a web table. A
web tuple is a directed graph consisting of sets of node and link objects (hereafter,
referred to as nodes and links respectively for brevity). InWhoweda, nodes and
links are instances of node type and link type respectively. Intuitively, a node
represents the metadata associated with a Web document and the content and
structure of the document (excluding hyperlinks in the document). Specifically,
it consists of two components: a set of node metadata trees to represent values of
different metadata associated with the document and a node data tree (directed
labeled tree) to represent the content and structure of the document. Similarly,
a link consists of a set of link meta-attribute/value pairs (such as target URL,
source URL and link type) represented as link metadata trees, a link data tree
and an unique reference identifier. Link data tree is a directed labeled tree to
represent the structure and content of a HTML or XML link 1. The reference
identifier is used to associate the location of links in a particular Web document
or node. Observe that although a hyperlink is embedded in a Web document, we
logically separate hyperlinks from Web documents while modeling HTML and
XML data in WHOM. The reader may refer to [4] for complete discussion on
how Web data is represented in the warehouse.

Informally, a coupling query consists of five components, sets of node
and link type identifiers, set of predicates, set of coupling query predi-
cates and a set of connectivities. We illustrate the components of a cou-
pling query by formulating a web query. Consider the NCI Web site at
rex.nci.nih.gov. Suppose a user wishes to retrieve information related to

1 We only consider simple and extended XML links.
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Fig. 1. Results of the query

treatment of different types of cancer. This site provides information about
specific types of cancer, including information about diagnosis, staging, treat-
ment, follow-up care and coping. Specifically, the links in the web page at
rex.nci.nih.gov/PATIENTS/SITES TYPES.html provide links to information
related to different types of cancer. The link “treatment statement” points to
cancernet.nci.nih.gov/pdq/pdq treatment.shtml containing a list of links
to cancer-related diseases. Each of these links point to a page containing in-
formation on diagnosis, treatments etc. of a particular disease. There are also
hyperlinks labeled “bladder”, “brain” etc. in rex.nci.nih.gov/
PATIENTS/SITES TYPES.html which directly connects to a page containing
details of these diseases. Observe that some of the links such as “AIDS-
related lymphoma”, “Anal Cancer” etc. in pdq treatment.shtml are not avail-
able in SITES TYPES.html. Similarly, the links related to “Non-Hodgkin’s
Lymphoma”, “Hodgkin’s Disease”, in SITES TYPES.html are not listed in
pdq treatment.shtml. Therefore, in order to retrieve a complete list of treat-
ment details of various types of cancer we need to navigate the link “treatment
statement” and the links related to different cancers in the Web page. In order
to express this query, we need: (1) A starting point for the search (Web page at
rex.nci.nih.gov/PATIENTS/
SITES TYPES.html) and (2) to scan the pages accessible from the starting page
by following links having the specific characteristics as described above.

Therefore, we search for a path in the Web hypertext structure, beginning
at the Web page at rex.nci.nih.gov/PATIENTS/SITES TYPES.html and end-
ing at a page containing the keyword “treatment” by following only hypertext
links that satisfies the above conditions. Such hypertext path can be expressed
in the coupling query by the connectivity x〈(ef)|(gh)〉y. Here x, y are node type
identifiers, e, f , g and h are link type identifiers and (ef)|(gh) is called a link
path expression which is essentially a sequence of link type identifiers which may
include regular expressions. Each type identifier represents a set of documents
or hyperlinks. The angled brackets are used for delimitation purposes only. A
connectivity element is categorized into two types—simple and complex . A sim-
ple connectivity contains only simple link path expression. By simple link path
expression we mean that there is no regular expressions defined over it. On the
other hand, in a complex connectivity, the link path expression may contain reg-



On Formulation of Disjunctive Coupling Queries in Whoweda 691

ular expressions. Observe that the above connectivity is of complex type and the
expression (ef)|(gh) enables us to express disjunctive conditions in a coupling
query, i.e., either follow the links of types e and f or follow the links of types g
and h.

Instances of x is the first vertex of the path and corresponds to the page
at rex.nci.nih.gov/PATIENTS/SITES TYPES.html. Coupling query allows the
mapping of specific pages to a node type identifier. This is written in the form
of a predicate:

p11(x) ≡ METADATA::x[url] EQUALS
"http://rex[.]nci[.]nih[.]gov/PATIENTS/SITES TYPES[.]html "

The link type identifiers e, f , g and h must satisfy the above conditions.
These conditions are expressed as following predicates:

p13(f) ≡ STRUCTURE::f[A] EXISTS IN "body.p "
p14(e) ≡ CONTENT::e[A] NON-ATTR ENCL "Treatment Statements "
p15(h) ≡ CONTENT::h[A] ATTR CONT

"{(href, MATCH(:BEGIN WORD: + treat.* + ;END WORD:)}"
p16(g) ≡ STRUCTURE::g SATISFIES "A "
p17(g) ≡ STRUCTURE::g[A] EXISTS IN "table(.%)+.p "

Note that similar to node type identifier, specific hyperlinks are mapped to a link
type identifier. Also, observe that the predicates allow us to impose constraints
on specific portions of Web documents or hyperlinks, on attributes associated
with HTML or XML elements and on the hierarchical structure of Web docu-
ments based on partial knowledge of the structure of the documents.

The last vertex y must contain the keyword “treatment” anywhere in the
document and is expressed by the following predicate:

p12(y) ≡ CONTENT::y[html(.%)+] NON-ATTR CONT
":BEGIN WORD: + treatment + :END WORD:"

We also want to make sure that all the documents retrieved by the search
belongs to the Web site of NCI. This is done by defining the following coupling
query predicates:

q2(G1) ≡ COUPLING QUERY::G1.host EQUALS "rex.nci.nih.gov "

Note that coupling query predicates enables us to control the execution of a
query.

The set of query results is shown in Figure 1. Observe that the results are
directed connected graph and preserves the hyperlinked structure of the relevant
documents that satisfies the query conditions. We now formally define a coupling
query.

Definition 1. A coupling query is a 5-tuple G = 〈Xn, X�, C, P,Q〉 where
Xn is a set of node type identifiers, X� is a set of link type identifiers, C is
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a set (possibly empty) of connectivities defined over Xn and X�, P is a set of
predicates defined over Xn and X� and Q is a set (possibly empty) of coupling
query predicates such that the following conditions are true: (1) Xn �= ∅, P �= ∅,
Xn ∩ X� = ∅; (2) If |Xn| = 1 then X� = ∅, C = ∅ and P �= ∅; (3) Let Xnc

and X�c be the set of node and link type identifiers in C respectively. Then
Xnc = Xn and X�c = X�; (4) There must not exist conjunctive connectivity set
Ca ≡ ka1 ∧ ka2 ∧ · · · ∧ kan and Cb ≡ kb1 ∧ kb2 ∧ · · · ∧ kbn such that Ca ∨ Cb

and kax = kbx ∀ 0 < x � n; (5) Let p(x) ∈ P . Then x ∈ (Xn ∪ X�); (6)
Let G(C) be the graphical representation of C. Then G(C) must be a directed
connected acyclic graph with single source vertex. Further, let x be the identifier
of the source vertex in G(C). Then, there must exist a non-trivial predicate
p(x) ∈ P .

3 Canonical and Non-canonical Coupling Queries

A coupling query is categorized into two types: canonical and non-canonical .
We say that a coupling query is canonical if it contains a set (possibly empty)
of simple connectivities in Disjunctive Normal Form (DNF). For example, if
G = 〈Xn, X�, C, P,Q〉, C ≡ C1 ∨ C2 where C1 ≡ k1 ∧ k2, C2 ≡ k3 k1 ≡ x〈e〉y,
k2 ≡ y〈f〉z and k3 ≡ x〈e〉z then G is a canonical coupling query. C1 and C2 are
called conjunctive connectivity sets. Based on the above definition of canonical
coupling query, we classify canonical queries into the following five types. Let
Gc = 〈Xn, X�, C, P,Q〉 be a canonical coupling query. Then,
– Type 1: Gc does not contain any connectivities. That is, |Xn| = 1, X� = ∅
and C = ∅. Note that this is the simplest form of coupling query.

– Type 2:Gc contains a single simple connectivity. That is, |Xn| = 2, |X�| = 1,
C ≡ k where k is a simple connectivity.

– Type 3: Gc contains more than one simple connectivities and these connec-
tivities are in conjunction. That is, C ≡ k1∧k2∧· · ·∧kr where ki is a simple
connectivity for all 1 < i � r.

– Type 4: Gc contains more than one simple connectivities and these connec-
tivities are in disjunction. That is, C ≡ k1 ∨k2 ∨ · · ·∨kr where ki is a simple
for all 1 < i � r.

– Type 5: Gc contains more than one simple connectivities and these connec-
tivities are in DNF. That is, C ≡ C1∨C2∨· · ·∨Cr where Ci is a conjunctive
connectivity set for all 1 < i � r.

A non-canonical coupling query , on the other hand, may contain simple or
complex connectivities and these connectivities may not be in DNF. For instance,
if C ≡ k1 ∧ k2, k1 ≡ x〈e|f〉y and k2 ≡ y〈g〉z then G is a non-canonical coupling
query. We classify non-canonical queries into the following four types. Let Gnc =
〈Xn, X�, C, P,Q〉 be a non-canonical coupling query. Then,
– Type 1: Gnc contains a single complex connectivity. That is, |Xn| = 2,
X� �= ∅, C ≡ k where k is a complex connectivity.
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– Type 2: Gnc contains more than one connectivity and at least one of them
is complex. Further, these connectivities are in conjunction. That is, C ≡
k1 ∧ k2 ∧ · · · ∧ kr where ki is complex for 1 < i � r.

– Type 3: Gnc contains more than one connectivity and at least one of them
is complex. Further, these connectivities are in disjunction. That is, C ≡
k1 ∨ k2 ∨ · · · ∨ kr where ki is complex for 1 < i � r.

– Type 4: Gnc contains more than one simple or complex connectivities and
these connectivities are in conjunction and in disjunction to one another.

A valid canonical coupling query is necessary for generating web schemas
of a set of web tuples retrieved from the Web [5]. Moreover, this form is also
necessary for global web coupling operation [4]. Informally, a canonical coupling
query is valid if each conjunctive connectivity set in the query represents a
directed connected acyclic graph with single source vertex. Also, every non-
canonical coupling query can be transformed to a valid canonical coupling query
[3].

4 Coupling Query Formulation

By default, a coupling query is formulated in text form. It may also be formu-
lated graphically. The textual representation of the query is called coupling text
and the pictorial representation of a coupling query is called coupling graph. In
coupling text, the user specifies the five components Xn, X�, C, P and Q in
a GUI. In the remaining portion of this paper we shall use coupling text and
coupling query interchangeably. Note that, unless explicitly stated otherwise, a
canonical coupling query indicates a valid canonical query.

4.1 Definition of Coupling Graph

Informally, a coupling graph is a directed connected acyclic graph. This mecha-
nism enables a user to specify a coupling query by drawing a graph. The label of
vertices of the graph are node type identifiers and predicates, if any, defined over
these identifiers. The label of the edges of the graph are link type identifiers and
predicates on these link type identifiers (if any). The edges between the vertices
specifies the connectivity constraints. The set of coupling query predicates is
specified by clicking on the entire coupling graph. A coupling graph is used to
express queries containing simple connectivities only.

4.2 Types of Coupling Graph

We classify coupling graphs into three categories, i.e., AND-coupling graph, OR-
coupling graph and AND/OR-coupling graph.

In an AND-coupling graph all the edges are AND together. It is used to
express pictorially a coupling query containing a set of simple connectivities in
conjunction to one another (canonical queries of Types 2 and 3). Formally, let
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Gcg = (Vq, Eq) be a coupling graph. Then Gcg is an AND-coupling graph if
eqi ∈ Eq and eqj ∈ Eq and eqi ∧ eqj ∀ 0 < (i, j) � |Eq| and i �= j. Note that the
graphical representation of canonical form of coupling text (of Types 2 and 3) is
identical to the corresponding AND-coupling graph. For example, Figures 2(a)
is an example of AND-coupling graph expressing the set of simple connectivities
(x〈e〉#1 ∧ #1〈f〉y ∧ x〈g〉#2 ∧ #2〈h〉y).

An OR-coupling graph is used to formulate pictorially coupling queries in
which the connectivities are simple and are in disjunction to one another. In an
OR-coupling graph all the edges are OR’d together. As we only allow coupling
graphs with single source vertex, OR-coupling graphs must not have more than
one vertex with no incoming edges. Consequently, OR-coupling graph pictori-
ally represents queries containing a set of simple connectivities having identical
source identifier. As we disregard formulation of non-canonical coupling queries
using coupling graphs, an OR-coupling graph is a pictorial representation of a
canonical form of Type 4-coupling text. Formally, let Gcg = (Vq, Eq) be a cou-
pling graph. Then Gcg is an OR-coupling graph if eqi ∈ Eq and eqj ∈ Eq and
eqi ∨ eqj ∀ 0 < (i, j) � |Eq| and i �= j. For example, Figure 2(b) is an example
of OR-coupling graph expressing connectivities (x〈e〉# ∨ x〈f〉# ∨ x〈g〉d).

Informally, an AND/OR-coupling graph represents coupling queries in which
the connectivities are in conjunction as well as in disjunction to one another. We
first define the notion of AND-edges and OR-edges in order to elaborate on
this type of coupling graph. In a coupling graph, an edge (v1, e, v2) is an AND-
edge if the out-degree and in-degree of v1 and v2 respectively is equal to one.
Otherwise, the edge is called an OR-edge. Now we define AND/OR-coupling
graph. Let Gcg = (Vq, Eq) be a coupling graph. Then, Gcg is an AND/OR graph
if any one of the following conditions is true: (1) If all edges are OR-edges then
the depth of the graph must be greater than one. This is because if the depth is
equal to one then the graph is an OR-coupling graph and (2) Gcg must contain
AND and OR-edges. Note that in an AND/OR-coupling graph all the outgoing
or in-coming OR-edges to a vertex is OR’d together. Furthermore, connectivities
in each level in the graph is AND together with the connectivities in the next
level. For example, Figure 2(c) shows an AND/OR-coupling graph and the edges
e and g are OR-edges and f and h are AND-edges. Hence, it expresses a coupling
query with the following connectivities: (x〈e〉y ∧ y〈f〉a) ∨ (x〈g〉z ∧ z〈h〉b).
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An AND/OR-coupling graph can be used to pictorially represent some types
of canonical coupling text of Type 5, but not all. This is due to the inherent lim-
itations of drawing an AND/OR-coupling graph to represent a unique coupling
query. We discuss this issue in detail in the next subsection.

4.3 Limitations of Coupling Graphs

In this section we explore the limitations of coupling graphs in expressing canon-
ical coupling queries compared to its textual counterpart. We begin with AND-
coupling graphs. Edges in an AND-coupling graph represents a set of simple
connectivities AND together. This is equivalent to a set of simple connectivities
in conjunction to one another in a canonical form of Types 2 and 3-coupling
text. Hence, any query that can be expressed by canonical form of Types 2 or
3-coupling text can also be formulated using an AND-coupling graph.

An OR-coupling graph represent a set of simple connectivities in disjunction
to one another. This is equivalent to the canonical form of Type 4-coupling text.
Observe that each connectivity in the coupling query must represent a path
from the source vertex to a leaf vertex in the OR-coupling graph. Hence, an
OR-coupling graph cannot express those simple connectivities which represents
a path other than those between the source vertex and leaf vertices in the graph-
ical representation of the connectivities. We elaborate on this with an example.
Consider the connectivities C ≡ k1 ∨ k2 ∨ k3 where k1 ≡ x〈e〉y, k2 ≡ y〈f〉z
and k3 ≡ x〈g〉z. A query containing these connectivities can be expressed by a
canonical form of Type 4-coupling text. However, this query cannot be composed
using an OR-coupling graph as k2 represents a path between an interior vertex
and a leaf vertex. Typically, an OR-coupling graph is only capable of express-
ing simple connectivities with identical source identifiers. Consequently, we may
conclude that the expressiveness of OR-coupling graph is not equivalent to that
of the canonical form of Type 4-coupling text.

We now identify the limitations of AND/OR-coupling graphs and illustrate
them with examples. We begin with the first limitation.

Case 1. If C ≡ C1 ∨ C2 ∨ · · · ∨ Cn be a set of connectivities in a coupling
query G and if Gcg be the AND/OR-coupling graph of G then C1, C2, . . . , Cn
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represents such paths in Gcg. This indicates that an AND/OR-coupling graph
fails to express a set of connectivities that can be visualized as a non-linear
structure, i.e., tree or a graph. For instance, an AND/OR-coupling graph cannot
express the following connectivities: C3 ≡ C31∨C32 where C31 ≡ x〈e〉y∧x〈f〉z∧
y〈g〉w and C32 ≡ x〈e〉y ∧ x〈f〉z ∧ y〈h〉r.

It may seem that by relaxing the definition of an AND/OR-coupling graph
it may be possible to resolve this limitation. For example, consider the graph
in Figure 3(a). Let edges with identifiers e and f be AND-edges in lieu of OR-
edges. Then C3 in the above example can be expressed by this AND/OR-coupling
graph. Now consider the connectivities C5 ≡ C51∨C52 where C51 ≡ x〈e〉w∧x〈h〉k
and C52 ≡ x〈f〉z ∧ x〈e〉y. The coupling graph of a query involving C5 is shown
in Figure 3(b). However, since all the edges are AND-edges, this graph actu-
ally express (x〈e〉w ∧ x〈h〉k ∧ x〈f〉z ∧ x〈e〉y). This connectivity constraint can-
not be expressed even by relaxing the definition of AND-edges. Hence, allowing
such flexible definition of AND-edges may generate an AND/OR-coupling graph
which may not represent the intended connectivities when transformed to its
textual form. Due to this problem, we disallow AND-edges from vertices whose
in-degree or out-degree is more than one.

Case 2. This shortcoming is similar to the one discussed in the context of OR-
coupling graph. An AND/OR-coupling graph, similar to OR-coupling graph can-
not express connectivity that represents a path in the graph other than those
from the source vertex to leaf vertices. For example, consider the connectivities
C6 ≡ C61 ∨ C62 ∨ C63 where C61 ≡ x〈e〉y ∧ y〈f〉z ∧ z〈g〉w, C62 ≡ x〈h〉z ∧ z〈g〉w
and C63 ≡ y〈e〉w. The graphical representation of these connectivities is shown
in Figure 3(c).

4.4 Hybrid Graph

We now introduce the notion of hybrid graph to resolve the limitations of OR
and AND/OR-coupling graphs discussed in the preceding section. Informally, a
hybrid graph is composed by drawing a p-connected coupling graph for p > 1
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such that (1) Each connected component is an AND, OR or AND/OR-coupling
graph, (2) the connected components are in disjunction to one another and (3) If
Gi = (Vi, Ei) and Gj = (Vj , Ej) be two connected components then Vi ∩Vj �= ∅.

Resolution of Case 1. AND-coupling graph can express connectivities which
can be visualized as trees or graphs. Hence, the limitations discussed in Case
1 of AND/OR-coupling graph can be eliminated by drawing a hybrid graph
containing AND-coupling graph. For instance, consider the connectivities C3 of
Case 1. Queries containing these connectivities can be expressed by the hybrid
graph in Figure 4(a). Observe that this graph is a 2-connected graph where all the
components are AND-coupling graphs. Further, in each hybrid graph the AND-
coupling graphs are in disjunction to one another. Similarly, the query containing
the connectivities C5 can be expressed by the hybrid graph in Figure 4(b).

Resolution of Case 2. We consider the case which is a limitation for both OR-
coupling graph and AND/OR-coupling graph. Consider the query containing the
connectivities C6 as described in Case 2. This can be expressed by a 2-connected
hybrid graph as depicted in Figure 4(c). Notice that it consist of an AND/OR
and an AND-coupling graph.

Observe that in all the above cases the connected components are in disjunc-
tion to one another. Also, a pair of connected components always share some
vertices with identical identifiers.

5 Future Work

Currently, coupling queries are directed connected acyclic graphs having single
source vertex. As part of our future work, we wish to generalize the coupling
query into cyclic graphs with multiple source vertices. Also, we wish to augment
coupling queries by allowing to impose conditions based on negation. Note that
the inclusion of cycles and negation introduces interesting challenges with respect
to the computability of the coupling query. Finally, in this paper we have ignored
how to formulate query for processing of forms in the Web. We wish to extend
our notion of coupling query to be able to autonomously fill out form and retrieve
results by submission of the forms and manipulate these results further.
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Abstract. This paper deals with the problem of modeling web information
resources using expert knowledge and personalized user information, and
querying them in terms of topics and topic relationships. We propose a model
for web information resources, and a query language SQL-TC (Topic-Centric
SQL) to query the model. The model is composed of web-based information
resources (XML or HTML documents on the web), expert advice repositories
(domain-expert-specified metadata for information resources), and personalized
information about users (captured as user profiles, that indicate users’
preferences as to which expert advice they would like to follow, and which to
ignore, etc).
    The query language SQL-TC makes use of the metadata information
provided in expert advice repositories and embedded in information resources,
and employs user preferences to further refine the query output. Query output
objects/tuples are ranked with respect to the (expert-judged and user-
preference-revised) importance values of requested topics/metalinks, and the
query output is limited by either top n-ranked objects/tuples, or objects/tuples
with importance values above a given threshold, or both.

1 Introduction

The web today hosts very large information repositories containing huge volumes of
data. However, due to the lack of a centralized authority governing the web and a
strict schema characterizing the data on the web, finding relevant information on the
web is a major struggle.

 We propose using metadata for an improved searching/querying paradigm. To
illustrate our approach, assume that we want to locate movies listed at www.movie-
bank.com, related to the novel “Carrie”, written by the novelist Stephen King, and are
rated at least “very good” (i.e., with an importance value above 0.7 in a scale of 0 to1)
by the movie critic (expert) Joe Siegel. Presently, such a task can be performed by
browsing the movie pages or by a keyword-based search on a web search engine
followed up by a lookup of (some of) the resulting hits, which may be ineffective as
well as time-inefficient. Assume that we have an expert that provides a data model for
this web site, where “novel”, “Carrie”, and “Stephen-King” are topics, RelatedTo and
WrittenBy are relationships among topics (called associations in the topic map
standard, and, in this paper, referred to as topic metalinks), and for each topic, there
are, perhaps X-Pointer-like pointers pointing to web documents containing
“occurrences” of that topic, called topic sources. Then, we could formulate and

† This research is supported by a joint grant from TÜB�TAK (grant no. 100U024) of Turkey and the
National Science Foundation (grant INT-9912229) of the USA.

http://www.movie-bank.com/
http://www.movie-bank.com/
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evaluate the query "find movies RelatedTo novel Carrie, WrittenBy Stephen King, and
rated above 0.7 by Joe Siegel" against the data model of the information source, and
satisfy the user’s request.

In this paper, we describe a "web information space" data model for web
information resources, and the query language SQL-TC, where TC stands for topic-
centric, to query the data model and web information resources in an integrated
manner. The information space is composed of:  i) Web-based information resources,
which are XML [6] or HTML documents. ii) Independent expert advice repositories
that contain domain expert-specified model of information resources. We assume that
the expert advice, modeled as topic maps, is stored and maintained as XTM
[22,23,24] documents. iii) Personalized information about users, captured as user
profiles, that contain users’ preferences as to which expert advice they would like to
follow, and which to ignore, etc., and users’ knowledge about the topics that they are
querying. We maintain user profiles as XML documents.

In this model, topics and topic metalinks are the fundamental concepts through
which information resources are modeled and queried. It is important to note that the
expert advice repository is a metadata model, designed independently from the
associated information resources (with the exception of topic source specifications) to
model possibly multiple information resources, and capturing the expertise of a
domain expert in a lasting manner. Therefore, the expert advice repository is stable
(i.e., changes little), stays relevant (with the exception of topic sources) even when the
information resource changes over time, and is much smaller than the information
resource that it models. Finally, SQL-TC query output objects/tuples are ranked with
respect to the (domain-expert-judged and user-preference-revised) importance values
of requested topics/metalinks. The SQL-TC query output sizes are kept small by
returning either (a) top n importance value-ranked objects/tuples, or (b) objects/tuples
with importance values above a given threshold, or (c) both.

Thus, the main advantages of our proposal for web search and querying are (a)
incorporating expert advice and personalized information, and (b) controlled delivery
of query outputs in terms of top-ranking objects/tuples above a given importance
value threshold. The disadvantage is the cost of creating and maintaining expert
advice and personalized user information. Note that the expert advice, being stable
over time, is a one-time effort to create, amortized by its use over time and fast
response to user queries.

The query language SQL-TC allows users to query both expert advice repositories,
and the associated information resources.  Thus, querying resources with respect to
multiple expert advices, coupled with the incorporation of personalized information,
is expected to produce highly relevant and semantically related responses to users’
queries within short time spans.

Next section discusses topic maps and the related standard. Section 3 is devoted to
the web information space model with expert advice and user profiles. In Section 4,
SQL-TC query language syntax and its features are covered, along with a number of
examples.

2 Related Work

We summarize the Topic Map data model, as described in [3, 5, 8, 11, 15]. Definition
of a topic is very general: a topic can be anything about which anything can be
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asserted by any means. As an example, in the context of Encyclopedia, the country
Spain, or the city Rome are topics. Topics are typed, (e.g., type of the topic Rome is
city), and have names. Topic names are also typed; e.g., base name (required), display
name (optional), etc. Topic names have scopes, e.g., language, style, domain, etc.
Topics have occurrences within addressable information resources. For example, a
topic can be described in a monograph, depicted in a video or a picture, or mentioned
in the context of something else. Moreover, each occurrence is typed using the notion
of occurrence role.  A topic association specifies a relationship between two or more
topics. For example, topic Rome is-in topic Italy; topic Tom Robbins was-born-in
topic USA, etc. A topic map is a structure, perhaps a file or a database or an XML
document, which contains a topic data model, together with occurrences, types,
contexts, and associations. A number of topic map examples and applications are
provided in [4, 9, 13, 16, 17, 18, 19, 20].

XTM (XML Topic Map) is an effort to represent topic maps as XML documents.
The proposals and DTDs for XTM are publicly available in [22, 23]. An XTM
Processing Model is provided in [24].

3 Web Information Space Model

The three components of the model are information resource model, expert advice
model, and user profile model.

3.1 Information Resource Model
Information resources are web-based documents, containing multimedia data of any
arbitrary type. For the purposes of this research, we assume that information resources
are in the form of XML/HTML documents.

Topic source represents an occurrence of a topic within an information resource.
For example, the topic (with name) “Van Gough” occurs multiple times as HTML
documents within the documents of the information resource “Online Collections of
the Smithsonian Institution” [14], and each such HTML document occurrence
constitutes a topic source. The expert advice model, discussed next, has an entity,
called Topic Source Reference, which contains (partial) information about a topic
source (such as its web address, etc).

3.2 Expert Advice Model

3.2.1 Topic and Topic Source Reference Entity Types
We assume that the experts in the web information space model are registered and
known either through the user profiles or specified in each query explicitly. Each
domain expert Ei, 1 ≤ i ≤ n, models an information resource in terms of topic and topic
source reference entities and, metalink relationships.  We start with the topic entity,
which constitutes metadata, and has the following attributes.
• T(opic-)Name (of type string) contains either a single word (i.e., a keyword) or

multiple words (i.e., a phrase). Topic names characterize the data (real-world
subjects [22]) in information resources. Example topic names are “database” (a
keyword) and “United Nation’s International Policies” (a phrase). Topic names are
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defined by domain experts, and can be arbitrarily specified phrases or words.
Therefore, the issue of similarity between topic names is addressed. To check for
the similarity of two topics on the basis of their names, we employ SimTName( )
function, which returns the name similarity of two topics with arbitrarily long
topic names as a real value within the range [0, 1].

• T(opic-)Type and T(opic-)Domain attributes specify, respectively, the type of the
topic and the domain within which the topic is to be used. For example, the topic
"Hamlet" is of type "character" in the domain of "plays". The topic "Paris" may be
of type "Greek god" in the domain of "mythology", whereas it is of type "city" in
the domain "geography". And, the topic "diabetes" may be of type "chronic
disease" in the domain of "medicine". Again, we allow different experts to use
different words/phrases for topic types and topic domains.

• T(opic-)Author attribute defines the expert (name or id or simply a URL that
uniquely identifies the expert) who authors the topic.

• T(opic-)MaxDetailLevel. Each topic can be represented by a topic source in the
web information resource at a different detail level. Therefore, each topic entity
has a maximum detail level attribute.  As an example, assume that levels 1, 2 and 3
denote levels “beginner”, “intermediate”, and “advanced”. Note that the detail
level value of a topic source must be less than or equal to the maximum detail
level attribute of the topic.

• T(opic-)id.  Each topic entity has a T(opic-)id attribute, whose value is an
artificially generated identifier, internally used for efficient implementation
purposes, and not available to users.

• T(opic-)SourceRef. Each topic entity has a T(opic-)SourceRef attribute which
contains a set of Topic-Source-Reference entities as discussed below.

• Topics also have other attributes such as roles, role-playing, etc.
The attributes (TName, TType, TDomain, TAuthor) constitute a key for the topic

entity. And, the Tid attribute is also a key for topics.
The expert Ei, 1 ≤ i ≤ n, states his/her advice on topics as a Topic-Advice function

TAdvice() that assigns an importance value to topics from one of [0, 1] ∪ {No,
Don’t-Care}. The importance value is a measure for the importance of the topic,
except for the cases below.
a) When the value is “No”, for the expert, the topic is rejected (which is different

than the importance value of zero in which case the topic is accepted, and the
expert attaches a zero value to it), and

b) When the importance value is “Don’t-Care”, the expert does not care about the use
of the topic (but will not object if other experts use it), and chooses not to attach
any value to it. Don’t-Care value is used when merging multiple expert advices.

Example 1. Assume that the expert E assigns the following topic advice:
TAdvice(E, TType=”Diabetes”, TName=“*Diabetes Surgeries*”, TDomain=“New
Patient Training”) = 0.3
where * denotes a wildcard character that matches any string. This topic advice states
that, for training new patients, a topic of type diabetes and with a name containing the
phrase “Diabetes Surgeries” is of low importance value.

For the topic advice function TAdvice(), we use the Closed World Assumption
with the “No” (or the “Don’t’-Care”) option, denoted as CWA-No (or CWA-Don’t’-
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Care) that states that any TAdvice() choice that is not explicitly specified has the
value “No” (or “Don’t-Care”, respectively).

T(opic-)S(ource-)Ref(erence), also an entity in the expert advice model, contains
additional information about topic sources. A topic source reference entity has the
following attributes.
• Topics  (set of Tid values) attribute that represents the set of topics for which the

referenced source is a topic source.
• Web-Address (URL) of the document that contains the topic source.
• Detail level (sequence of integers). Each topic source reference has a detail level

describing how advanced the level of the topic source is for the corresponding
topic. The detail levels are ordered using the same ordering of the corresponding
topics in the attribute Topics.

• Other attributes such as Mediatype, Role, Last-Modified, Last-Visited etc.
The expert Ei states his/her advice on topic sources as a Source-Advice function

SAdvice() that assigns an importance value to topic sources from one of [0, 1] ∪ {No,
Don’t-Care}.

In addition to comparing topic entities by their names (as strings), we compare
topics by their topic sources using the function SimTopicSource( ), which returns the
similarity of two topics by their topic sources as a real value within the range [0, 1].

3.2.2 Metalink Types and Topic Closures
Topic Metalinks represent relationships among topics. Metalink attributes include
types, roles, domains, etc.  As an example, consider learning-related metalink type
Prerequisite, and the metalink instance “Diabetes Complications2� Prerequisite
Diabetes1” stating that “The prerequisite to understanding/learning the topic Diabetes
Complications at level 2 is an understanding of the topic Diabetes at level 1 (or
higher). The notation �Prerequisite represents an instance of the metalink type
Prerequisite. Within the context of electronic books, we gave [12] a sound and
complete set of axioms for the Prerequisite relationship. Any relationship involving
topics deemed suitable by an expert in the field can be a topic metalink. For instance,
SubTopicOf and SuperTopicOf metalink types together would represent a topic
composition hierarchy.

Metalinks represent relationships among topics, not topic sources. Therefore, they
are ”meta” relationships, hence our choice of the term “metalink”. And, metalink
types are usually recursive relationships.

The expert Ei states his/her advice (i) on metalink type signatures as the set
Metalinks, and (ii) on metalink instances as a Metalink-Advice function MAdvice()
that assigns an importance value to a metalink from one of [0, 1] ∪ {No, Don’t-
Care}. Ei.Metalinks denote the set of metalink instances (of possibly different types)
defined by the expert Ei. Similarly, Ei.Topics denote the set of topics defined by the
expert Ei.
Example 2. Assume that the expert E states the following metalink signatures:
E.Metalinks = {RelatedTo: topic � topic, Prerequisite: SetOf topic� SetOf topic }
where the first signature states that the RelatedTo metalink type takes two topics of
any type as arguments, and the second signature states that the Prerequisite metalink
type takes two sets of topics of any type as arguments. For instance, the expert E
states the following metalink instance as an advice:  MAdvice (E, Diabetes Care1

�RelatedTo  Diabetes Complications1) = 0.8
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     This metalink states that the importance value of the metalink “the topic Diabetes
Care at the beginner level (1) is related to Diabetes Complications at the beginner
level” is reasonably high (0.8) (There may be other causes for diabetes
complications).

We assume that different experts specify (a) possibly different topic entities with
similar names, (b) overlapping topic sources, and (c) possibly different metalink types
and instances. Thus, the system may need to merge the advices from multiple experts
and resolve conflicts among advices. An example illustrating this situation along with
a user preference-based solution attempt is provided in Example 6 of Section 4.

In this work, we assume that the expert advice described here may either be
embedded in information resources or stored independently; in which case, we
assume that the expert advice is in the form of an XTM document. A prototype
system is developed (but not reported here, due to space considerations) using XTM
documents as expert advice repositories.

As stated before, metalink types are usually recursive. For example, RelatedTo is
both transitive and reflexive. IsIn is transitive, but not reflexive; SubTopicOf is
transitive. Therefore, when a user lists a set X of topics, and asks for topic sources of
topics in X as well as others that are RelatedTo topics in X, we need to take the “topic
closure” of the topic set X with respect to the recursive metalink type RelatedTo. We
emphasize the notion of Topic Closures with respect to recursive metalink types, in
order for queries to return results that satisfy all the axioms of the associated metalink
types. Given a set X of topics, the query response will include the topic closure X+,
which is formed of all topics that are logically implied by the initial set X.

Clearly, computing topic closures requires a sound and complete set of axioms for
the metalink types deployed by the expert E, and a polynomial-time algorithm that
computes the topic closure using the axioms. As an example, in our earlier work [12],
we gave a sound and complete axiomatization for the Prerequisite metalink type. For
each new metalink type added into the expert advice model, sound and complete
axioms for all metalink types, including those that apply to multiple metalink types
are found. To illustrate this, consider the RelatedTo metalink type and the cyclic and
nondecomposable Prerequisite metalink type. Note that, from its signature, all
RelatedTo metalink instances have a single topic in the LHS and the RHS. Then we
have the following axioms:
RelatedTo Axioms:
• Reflexivity.  If A �RelatedTo B then B �RelatedTo A
• Transitivity. If A �RelatedTo B and B �RelatedTo C then A�RelatedTo C
Prerequisite Axioms: Armstrong’s axioms.
RelatedTo and Prerequisite mixed axioms:
• If X �Prerequisite A and A �RelatedTo B then C �RelatedTo B, ∀ C where C

∈ X.
• If X � RelatedTo A and A �Prerequisite B then C �RelatedTo B, ∀ C where

C ∈ X.
With these axioms, one can find the topic closure X+ of a set X of topics by using

the O (n.t) closure algorithm, where n is the number of Prerequisite and RelatedTo
metalinks, and t is the max length of the encoding for a Prerequisite or a RelatedTo
metalink.
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3.3 Personalized Information Model: User Profiles

3.3.1 User Preferences
Along the lines of [1], the user U specifies his/her preferences as an ordered set of
Accept-Expert, Accept-Expert-Metalink-Importance-Threshold, etc. statements. For
the sake of saving space, we illustrate preference functions with an example.
Example 3. Assume that we have three experts W-Clinton, A-Gore, and GW-Bush.
The user John-Doe specifies the following preferences:
Expert (John-Doe) = <GW-Bush, W-Clinton>

(Accept the advices of GW-Bush and W-Clinton; reject any advice from A-Gore)
TImportance (John-Doe) = {(GW-Bush, 0.5), (W-Clinton, 0.9)}

(Accept the topics from GW-Bush if GW-Bush-assigned importance is above 0.5;
accept the topics from W-Clinton if W-Clinton-assigned importance is above 0.9)

MImportance (John-Doe) = {(W-Clinton, 0.9)} (Always accept the metalinks from
GW-Bush; accept the metalinks from W-Clinton if W-Clinton-assigned importance
is above 0.9)

SImportance (John-Doe) = {(GW-Bush, 0.5)} (Always accept the sources from W-
Clinton; accept the sources from GW-Bush if GW-Bush-assigned importance is
above 0.5)

Reject-Topic(John-Doe)={name=”*Lewinski*”,<W-Clinton, Name=”Gift-Taking”>}
(Always reject topics with names containing the word “Lewinski” (regardless of the
expert); reject advice from W-Clinton on a topic with name “Gift-Taking”)

Reject-Source (John-Doe) = {Web-Address=www.dirtypolitics.com}
Conflict-Resolution = Ordered-Accept (Follow the order as specified by “expert”:

always accept the advice of GW-Bush; accept the advice of W-Clinton only when it
does not conflict with the advice of GW-Bush. The other alternative choices include
“Accept-and-Merge-All-Advice”)

3.3.2 User Knowledge
For a given user and a topic, the knowledge level of the user on the topic (zero,
originally) is a certain detail level of that topic.  The set U-Knowledge (U) = {(topic,
detail-level-value)}
contains users’ knowledge on topics in terms of detail levels. As in other
specifications, topics may be fully defined using the three key attributes TName,
TType and TDomain, or they may be partially specified in which case the user’s
knowledge spans a set of topics satisfying the given attributes.

Besides detail levels, we also keep historical information for each topic source that
the user has visited, which include web addresses (URLs) of topic sources, first/last
visit dates and the number of times the source is visited. We use the information on
user’s knowledge while evaluating query conditions and computing topic closures, in
order to reduce the size of the information returned to the user. In the absence of a
user profile, the user is assumed to know nothing about any topic. See Appendix B for
an example.

4 Topic-Centric Query Language: SQL-TC

We specify the syntactic constructs of SQL-TC. The formal syntax in an extended
Backus-Naur format is given in [2].
select  [topic {.attribute} | metalink {.attribute}] as T     from resources XML: url1,

http://www.dirtypolitics.com/
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using experts Topic Map1: url1, …  as E1, … with user profile XML: URL
as U

where  (i) conditions on topics and metalinks of experts; (ii) content-based
conditions on sources,  (iii) conditions on user profile information

order by [topic] importance
stop after n most important| when importance below m
         | after n most important and when importance below m
      Variables are prefixed by the $ symbol, constants are in quotes, and metalinks are
in italics. Stop after clause is adapted from [7].

4.1 Querying Web-Based Information Resources

We assume that we have two experts whose advices are at www.sql-tc.com/king.xtm
(expert E1) and horror-books.com/books.xtm (expert E2), respectively. The
information resources are at www.stephenkinglibrary.com and www.stephen-king.net.
As the expert advice and the user profile information, we use the instances provided
in Appendices A and B, respectively.
Example 4. (Topic and source variables, and detail levels) Using only the advice at
www.sql-tc.com/king.xtm, find two highest-ranked novels that are written by the
novelist Stephen King, and the novels’ detail level 4 reviews from the two
information resources.
select [$topic.name, $sourceRef.web-address] as T
from resources www.stephenkinglibrary.com, www.stephen-king.net
using experts www.sql-tc.com/king.xtm as E
where WrittenBy in E.Metalinks and

$topic = any (WrittenBy  ("Stephen King", “novelist”, “literature”, E)) and
$sourceRef = any SourceOf($topic, 4, E)  and “review” in $sourceRef.roles

order by $topic importance
stop after 2 most important

Novel names are topic names, and the novel reviews constitute topic sources. The
result of the query is a 2-column table with 2 tuples. The first atomic formula in the
where clause states that WrittenBy is a metalink type declared by expert E. Assume
that the metalink type WrittenBy has the signature: WrittenBy(E): SetOf author �
novel

In the second where clause statement, the variable $topic is instantiated by one of
the novel entities returned by the WrittenBy() metalink where each selected novel is
authored by the topic that has TName of “Stephen King”, TType of “novelist” and
TDomain of “literature”, and specified by the expert E. This query illustrates two
types of variables, namely, $topic which is a topic variable, and $sourceRef which is a
topic source reference variable. SourceOf() is a function that takes in the triple <topic
entity,  detail level, expert>, and returns a set of topic source reference (TSRef)
entities at the given detail level as specified by the given expert. Thus, in the above
query, the value of  $sourceRef.web-address expression is, according to expert E, the
web addresses of topic sources at detail level 4 obtained from the topic reference
entities for the topic $topic.

Using the expert advice in Appendix A, this query produces 4 tuples; however,
only the two highest ranked tuples (one for Carrie with importance value of 1, and

http://www.sql-tc.com/king.xtm
http://www.horror-books.com/books.xtm
http://www.stephenkinglibrary.com/
http://www.stephen-king.net/
http://www.sql-tc.com/king.xtm
http://www.stephenkinglibrary.com/
http://www.stephen-king.net/
http://www.sql-tc.com/king.xtm
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another for the Stand with the importance value of 0.8) are returned as shown in
Table1.

Table 1. Output of the SQL-TC query in Example 4

Tname SourceRef.Web-address
“Carrie” www.critics.com/carrie.html
“The Stand” www.critics.com/stand.html

Example 5. (Topic closure computation and user profiles) Using only the advice of
expert E and excluding the novels read by the user, find the highest ranked novel and
its detail level 4 reviews where the novel is written by Stephen King and related to the
novel “Wizard and The Glass”.
select [$topic.name, $sourceRef.web-address] as T
from resources www.stephenkinglibrary.com, www.stephen-king.net
using experts www.sql-tc.com/king.xtm as E
with user profile www.myprofile.com
where WrittenBy, RelatedTo in E.Metalinks and
             $topic = any (WrittenBy ("Stephen King", ”novelist”, ”literature”, E)
                                  and RelatedTo* (“Wizard and The Glass”, ,”literature”, E)) and
             $sourceRef = any SourceOf($topic, 4, E)  and “review” in $sourceRef.roles
                                                                                                                               and
             $topic not in GetTopics(U.UserKnowledge)
order by importance
stop after 1 most important

     We assume for this query that the metalink type RelatedTo of expert E has the
signature RelatedTo(E): novel � novel. Note that in this query the user asks for the
highest-valued tuple, not the highest-valued novel. Derived importance value
computation of output tuples [2] takes place, and the tuple in Table 2 is chosen. Let us
discuss the interpretation of this query using the expert advice repository and user
profile instances in the Appendices. The novels that are related to the novel “Wizard
and The Glass” are recursively located. From Appendix B, the output returns only
those novels that are not known by the user. For instance, according to the expert
advice in Appendix A, the topics that are related to “Wizard and The Glass“ are “The
Wasteful Lands”, “Drawings of Three” and “Dark Tower”. However, since the novel
“Dark Tower” is already known according to the user profile (given in Appendix B),
it is not included in the final result, and the tuple (NOT the novel) with the highest
importance value is selected.

Table 2. Output of the SQL-TC query in Example 5

Tname SourceRef.Web-address
"The Wasteful Lands" www.critics.com/dark3.html

Example 6. (User preferences, user knowledge and multiple experts) Using first the
expert www.sql-tc.com/king.xtm, and then, if there are no conflicts, the expert
www.horror-books.com/books.xtm, find all novels and their summaries such that the
main characters of the selected novels are influenced from "Jack Park", the main

http://www.critics.com/carrie.html
http://www.critics.com/stand.html
http://www.stephenkinglibrary.com/
http://www.stephen-king.net/
http://www.sql-tc.com/king.xtm
http://www.myprofile.com/
http://www.critics.com/dark3.html
http://www.sql-tc.com/king.xtm
http://www.horror-books.com/books.xtm
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character of the novel “The Stand”, and retrieve only those sources that have not been
visited by the user in the last 30 days.
select [$topic.name, $sourceRef.web-address] as T
from resources www.stephenkinglibrary.com, www.stephen-king.net
using experts www.sql-tc.com/king.xtm as E1, www.horror-books.com/books.xtm as
E2
with user profile www.myprofile.com as U
where NovelsOfNovelCharacters, InfluencedBy in (E1, E2). Metalinks and
           $topic=any NovelsOfNovelCharacters (

InfluencedBy* ("Jack Park", hero, novel characters, ),  ) and
$sourceRef = any SourceOf($topic, , ) and “summary” in $sourceRef.roles
                                                                                                             and
$sourceRef.web-address in GetSourceAddresses (U.UserKnowledge) and
GetLastVisitedDays (U.UserKnowledge, $sourceRef.web-address) > "30"

The second where clause assigns a novel to the topic variable $topic where the
novel has a main character influenced by “Jack Park”, in the domain of “literature”.
For both experts, we assume that the signatures of the metalink types InfluencedBy
and NovelsOfNovelCharacters are the same, and each is defined as

InfluencedBy (E): novel-character � novel-character   and
NovelsOfNovelCharacters (E): novel-character � SetOf novel

where E denotes either of the two experts. Note that, in the query, the selection of the
expert for the above metalinks (and the expert of the function SourceOf()) is not
specified in the query, and deferred to the user’s preferences. Also, in the SourceOf()
function, a topic source at any detail level is accepted.

   For this example, we assume that the InfluencedBy metalink is binary, transitive,
and cyclic, and we apply the corresponding topic closure computation algorithm for
this case. According to the advice of expert www.sql-tc.com/king.xtm (E1 in
Appendix A), “Jack Park”, influences the character “John Smith”. As “John Smith” is
claimed to be the main character of the novels “Scream” and “Maniac” by expert
www.horror-books.com/books.xtm (E2 in Appendix A), the topic closure
computation will bind each of “Scream” and “Maniac” to the $topic variable. Thus,
$sourceRef.web-addresses will be assigned to the corresponding sources
www.books.com/scream.html and www.books.com/maniac.html. The function
GetSourceAddresses() returns addresses of visited sources and the function
GetLastVisitedDays() retrieves the days since the last-visit of a given source from the
user profile database U (in Appendix B). Subsequently, the entire query will return
www.books.com/maniac.html as it is the only source that is visited by the user and
not in the last thirty days.

Note that this query employs more than one expert advice, and the issue of
conflicts among different expert advice comes up. In the user preferences (given in
Appendix B), first the advice of E1 and then, if there are no conflicts, the advice of E2
are to be accepted. Assume that the following metalink advice instances are
encountered during the topic closure computation with respect to the InfluencedBy
metalink type:

MAdvice(E1, “John Smith” �InfluencedBy “Jack Park”) = 0.8
MAdvice (E2, “John Smith” �InfluencedBy “Jack Park”) = “No”
The query evaluation relies first on E1 and includes the character “John Smith” in

http://www.stephenkinglibrary.com/
http://www.stephen-king.net/
http://www.sql-tc.com/king.xtm
http://www.horror-books.com/books.xtm
http://www.myprofile.com/
http://www.sql-tc.com/king.xtm
http://www.horror-books.com/books.xtm
http://www.books.com/scream.html
http://www.books.com/maniac.html
http://www.books.com/maniac.html
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the closure set, or relies on E2 and discards the character “John Smith” (and thus all
other topics that may possibly be added to the closure because of the inclusion of
“John Smith”) from the closure. To resolve the conflict, the query engine consults the
metalink-importance-threshold statements declared in the user preferences, and
discards the advice with a lower importance value than the given threshold. The user
preferences (of Appendix B) declare threshold values 0.5 and “Don’t-Care” for
experts E1 and E2 respectively. And, the conflict-resolution statement of the user’s
preferences declares an ordered acceptance of advices. Thus, we add “John Smith”
into the topic closure set.

4.2 Querying Expert Advice Repositories

Example 7. (Metalink attributes) Find top 30-ranked metalinks in the domain of
literature and having an importance value of at least 0.7 for the expert www.sql-
tc.com/king.xtm such that, in each such metalink, Stephen King is a participator.
select [$metalink.type] as T
using experts www.sql-tc.com/king.xtm as E
where $metalink in E.Metalinks and
            $metalink= any (MetalinksWithTopic ("Stephen King", , , E)) and
            $metalink.domain = "literature"
order by importance
stop after 30 most important and when importance below 0.7

The function MetalinksWithTopic() takes a topic  (either fully identified by TName,
Ttype, TDomain, and TAuthor in the given order, or partially identified), and returns
metalink instances. According to Appendix A, the query output includes the
“WrittenBy” metalink type.
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Appendix A:   Expert Advice Repositories

In the following, we provide expert advices as list for the ease of illustration. Clearly,
the expert advice repositories may be in the form of text files, XML files and/or
tables/objects of any conventional databases.

To save space, we only provide topics, sources and metalinks that are illustrated in
the examples throughout the paper.

A.1   Expert Advice Provided in www.sql-tc.com/king.xtm (Expert E1)

Each topic of the expert advice is specified in the form of tuple: <Tid, TDetail level,
Ttype, Tname, Tdomain, T-Advice, Source>.
     Topics (E1) = {<T1, -, novelist, "Stephen King", literature, 1, S1>, <T2, -, novel,
"Carrie", literature, 1, {S2, S3}>, <T3, -, novel, "The Stand", literature, 0.8, S4>, <T4,
4, novel, "Wizard and The Glass", literature, 0.3, ->, <T5, 3, novel, "The Wasteful
Lands", literature, 0.4, S5>, <T6, 2, novel, "Drawings of Three", literature, 0.6, S6>,
<T7, 1, novel, "Dark Tower", literature, 0.8, ->, <T8, -, hero, "Jack Park", novel
characters, -, ->, <T9, -, character, "John Smith", novel characters, -, ->}

Similarly, each metalink of the expert advice is specified in the form of tuple:
<Mid, Mtype, Mdomain, Antecedent players, Consequent players, M-advice>.
     Metalinks (E1) = { <M1, WrittenBy, {literature, horror}, T2, T1, 1>, <M2,
WrittenBy, {literature, horror}, T3, T1, 0.6>, <M3, WrittenBy, {literature, horror},
T4, T1, 0.6>, <M4, WrittenBy, {literature, horror}, T5, T1, 0.6>, <M5, WrittenBy,
{literature, horror}, T6, T1, 0.6>, <M6, WrittenBy, {literature, horror}, T7, T1, 0.6>,
<M7, RelatedTo, -, T7, T6, 0.6>, <M8, RelatedTo, -, T6, T5, 0.5>, <M9, RelatedTo, -
, T5, T4, 0.3>, <M10, InfluencedBy, -, T9, T8, 0.8>}
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http://www.ontopia.net/
http://www.si.edu/
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Note that, in the above list, the attributes of tuples may be set-valued. Although we
refer the player topics by their internal ids (as in the prototype implementation) for the
sake of saving space, the player topics could also be specified by the quadruples of
the form TName, TType, TDomain, TDetail-level.

A source element of the expert advice is specified in the form of tuple: <Sid, Web-
address, Role, MediaType, LastUpdated, Detail level, S-Advice>.
     Sources(E1) = { <S1, www.king.com/, Website, multimedia, 16.01.2001, -, 1>,
<S2, www.books.com/carrie.html, Summary, Text, -, -, 0.5>, <S3,
www.critics.com/carrie.html, Review, Text, -, 4, 0.8>, <S4,
www.critics.com/stand.html, Review, Text, -, 4, 0.7>, <S5,
www.critics.com/dark3.html, Review, Text, -, 4, 0.8>, <S6,
www.critics.com/dark2.html, Review, Text, -, 4, 0.3>}

A.2   Expert Advice Provided in www.horror-books.com/books.xtm (Expert E2)

Similarly, the metadata that is specified by expert E2 is given in the below.
     Topics(E2) ={<T10, -,novel, “Scream”, literature, 0.3, S7>, <T11, -, novel,
“Maniac”, literature, 0.4, S8>, <T12, -, hero, "Jack Park", novel characters, -, ->,
<T13, -, character, "John Smith", novel characters, -, ->}
     Metalinks(E2) = { <M11, InfluencedBy, -, T13, T12, No>, <M12,
NovelsOfNovelCharacters, -, T13, T10, 0.6>, <M13, NovelsOfNovelCharacters, -,
T13 , T11, 0.2>}
     Sources(E2) = {<S7, www.books.com/scream.html, Summary, text, 12.02.2001, -,
0.6>, <S8, www.books.com/maniac.html, Summary, text, 13.02.2001, -, 0.7>}

Appendix B:   Personalized Information for User U

In the following, we provide personalized information in terms of user preferences
and user knowledge for a typical user U. Assume that user profile is kept in the virtual
web location www.myprofile.com.
User-Preferences (U) contains a set of statements as follows:
Expert (U) = <www.sql-tc.com/king.xtm, www.horror-books.com/books.xtm>
TImportance(U) = { (www.sql-tc.com/king.xtm, 0.5),
(www.horror-books.com/books.xtm, 0.3)}
Mimportance(U) = {(www.sql-tc.com/king.xtm, 0.5),
(www.horror-books.com/books.xtm, “Don’t-Care”)}
Simportance(U) = {(www.sql-tc.com/king.xtm, 0.5),
(www.horror-books.com/books.xtm, 0.3)}
Reject-S (U) = {www.sking-fanatics.com}
Conflict-R (U) = Ordered-Accept
User-Knowledge (U)
User knowledge is specified in the form of tuple: <TName, DetailLevel, Source-
address, Sourcerole, Sourcemediatype, FirstVisit, Last visit,Visit No>
User-Knowledge (U) = {<"Scream", -, www.books.com/scream.html, summary, text,
-, 12.02.2001, 2>,
<"Maniac", -, www.books.com/maniac.html, summary, text, -, 13.02.1999, 3>,
<"Dark Tower", 1, www.books.com/dark1.html, review, text1, -, -, 3>}
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Abstract. Most of the contemporary web query systems has limited
capabilities in imposing disjunctive constraints on the hyperlinked struc-
ture of Web documents. Such query facility is important because it gives
us an opportunity to overcome the irregular and semistructured nature
of the inter-document structure in the Web. In this paper, we describe a
query mechanism called coupling query to address this issue in the con-
text of our web warehousing system called Whoweda (W arehouse Of
Web Data). We describe the syntax and semantics of the connectivities
in a coupling query which enables us to impose disjunctive constraints
on the inter-document structure. We describe two flavours of coupling
query, i.e., canonical and non-canonical , and show how a non-canonical
query can be transformed to a valid canonical query. Such transformation
is useful for query evaluation.

1 Introduction

Due to the irregular and semistructured nature of Web data, it is important
for a web query language to express disjunctive constraints on the hyperlinked
structure compactly. First, disjunctive queries allow us to overcome the limita-
tions of irregular structure of inter-linked Web documents and pose meaningful
queries over it. Second, sometimes query evaluation is relatively less expensive
if a query is formulated and evaluated using disjunctive constraints rather than
repeated evaluation of each query in the equivalent conjunctive query set. Third,
expressing all possible set of conjunctive query accurately for a disjunctive con-
dition incurs significant cognitive overhead which may result in erroneous query.
Finally, a disjunctive query can be expressed compactly using regular expression.
Expressing all possible set of conjunctive queries can be quite cumbersome and
frustrating.

Although the importance of imposing disjunctive constraints on inter-
document structure is undeniable, most of the web query systems support very
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limited [5,6,7,2] form of disjunctive constraints, if any, on the inter-document
structure of the Web. For instance, W3QS do not address the issue of such
constraints on interlinked documents extensively. A limited form of disjunctive
condition which involves the variability of the depth of traversal of a query can
be expressed by these languages. Query systems for semistructured data and
XML query languages such as XML-QL, Lorel, also support limited form of
disjunctive constraints on the inter-linked structure of Web documents. Query
languages for semistructured data such as Lorel [1] were not specifically devel-
oped for the Web, and do not distinguish between graph edges that represent the
connection between a document and one of its parts and edges that represent
a hyperlink from one Web document to another. On the other hand, XML-QL,
YATL and Lorel are designed specifically for XML and does not scale up well
with HTML documents.

In this paper, we address the above issue by introducing the notion of coupling
query to express a web query in the context of our web warehousing system,
called Whoweda (W arehouse O f Web Data) [3].

2 Coupling Query

We now introduce the notion of coupling query . We begin by briefly describing
the underlying data model of our web warehousing system. The WareHouse Object
Model (WHOM) [3] serves as the basic data model for our web warehousing
system. Informally, our web warehouse can be conceived of as a collection of
web tables. A set of web tuples is materialized in a web table. A web tuple is a
directed graph consisting of sets of node and link objects (hereafter, referred to
as nodes and links respectively for brevity). InWhoweda, nodes and links are
instances of node type and link type respectively. Intuitively, a node represents the
metadata associated with a Web document and the content and structure of the
document (excluding hyperlinks in the document). Similarly, a link represents
the metadata, structure and content of a HTML or XML link 1. The reader
may refer to [3] for complete discussion on how Web data is represented in the
warehouse.

2.1 Connectivities

Coupling query can be used for querying both HTML and XML documents and
may be visualized as a directed connected acyclic graph [3,4]. Some of the im-
portant features of our query mechanism are ability to query metadata, content,
internal and external (hyperlink) structure of Web documents based on partial
knowledge, ability to express constraints on tag attributes and tagless segment
of data, ability to express conjunctive as well as disjunctive query conditions
compactly, ability to control execution of a web query and preservation of the
topological structure of hyperlinked documents in the query results.
1 We only consider simple and extended XML links.
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Informally, a coupling query consists of five components, sets of node and
link type identifiers, set of predicates, set of coupling query predicates and a set
of connectivities. Each node and link type identifiers represent a set (possibly
empty) of documents and hyperlinks respectively. The predicates are associated
with some of the node and link type identifiers and are used to impose conditions
that must be satisfied by the relevant documents and hyperlinks of the corre-
sponding identifiers. Coupling query predicates are used to control the execution
of the query for retrieving relevant data.

A connectivity is a predicate on the inter-document relationship of a one or
two classes of Web documents and helps us to impose disjunctive constraints on
the hyperlinked structure. To define a connectivity element, one first categorizes
the set of documents and hyperlinks into different types by using a set of pred-
icates. Then it is defined by using the type identifiers of these documents and
hyperlinks. A connectivity k is an expression of the form: k ≡ s〈ρ〉t where s is
the source node type identifier (source identifier in short), t is the target node
type identifier (target identifier in short) and ρ is called a link path expression
which is essentially a sequence of link type identifiers which may include regular
expressions, e.g., e, efg, ef{1, 3}. The node type identifiers are used to nomi-
nally identify the set of node and link objects respectively sharing some common
properties (defined by predicates). They may also represent nodes which are not
bound by any predicate, i.e., free identifier . Such identifier is denoted by the
symbol #. The angle brackets around ρ are used for delimitation purposes only.
Note that the connectivity s〈ρ〉t specifies how the instances of s are connected
to the instances of t.

We now elaborate on the link path expressions which plays pivotal role in
expressing disjunctive constraints. A link path expression specifies how a set of
documents are connected to another set of documents. We begin by defining
simple and complex link components which are used for defining link path ex-
pression. A simple link component is a link type identifier that represents a set of
hyperlink instances. Like source and target node type identifier, it can be bound
or free. We use the symbol ‘-’ to denote a free link component. A complex link
component contains regular expressions defined over simple link components. Let
�1 and �2 be two simple link components. Then, (1) �1?, �1|�2, �1�2 and �1{m,n}
are complex link components where m � 0, n > 1 and m < n. The existence
of m is optional. (2) If c1 and c2 are simple or complex link components then
c1c2, c1?, c1|c2 and c1{m,n} are complex link components. (3) Nothing else is a
complex link component. Examples of complex link components are efg, e?, e|f ,
e{1, 4}. Based on these two types of link components, A link path expression is
simple if the path expression contains only a simple link component. Otherwise,
it is a regular link path expression.

A connectivity can be classified into two types i.e., simple and complex . A
connectivity k ≡ x〈ρ〉y is simple if ρ is a simple link path expression. Examples
of simple connectivity are as follows: k1 ≡ x〈e〉y, k2 ≡ #1〈f〉#2, k3 ≡ #1〈-〉#2.
A connectivity k ≡ x〈ρ〉y is complex if ρ is a regular link path expression.
The following are examples of complex connectivities: k1 ≡ x〈efgh〉y and k2 ≡
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x〈e-{1, 5}〉z. The first expression specifies that starting from a node of type x,
one may reach a node of type y by following the link instances of type e, f , g
and h. The next connectivity specifies that from an instance of x, there must
exist a link of type e followed by at most five arbitrary links that connects to a
document of type y. In this case, the properties of the links following e are not
defined by any predicate.

We now identify the four basic cases of complex connectivities which we will
be using in our subsequent discussions.

– Case 1: Connectivity containing link path expression of the form �1�2 · · · �n.
This type of connectivity can be reduced to a set of simple connectivities
adjacent to one another, i.e., x〈ρ〉y ≡ x〈�1〉#1 ∧ #1〈�2〉#2 ∧ · · · ∧ #n−1〈�n〉y.
Observe that the identifiers # represents any arbitrary collection of node
objects. For instance, the connectivity k ≡ x〈e-g〉y can be transformed to the
following set of simple connectivities in conjunction to one another: x〈e〉#1 ∧
#1〈-〉#2 ∧ #2〈g〉y.

– Case 2: Connectivity containing ‘|’ and ‘?’ regular expression operators in
the link path expression.

– Case 3: Connectivity containing ‘{m , n}’ operator in the link path expres-
sion.

– Case 4: Connectivity containing ‘|’, ‘?’ and ‘{m , n}’ operators in the link
path expression. Observe that it is the combination of the above cases.

A coupling query may contain a set of simple or complex connectivities. They are
used to specify that the hyperlinked structure of a set of relevant documents must
conform to this connectivity constraint in order to match the query. Consider the
following connectivities: C2 ≡ x〈ef?〉y∨x〈e〉b and C3 ≡ x〈e{1, 2}〉y∧x〈f{2, 3}〉z.
C2 specifies that the hyperlink structure of documents satisfying the coupling
query must conform to any one of the following structure: (1) node objects of
type x are connected to node objects of type y via the links of type e, followed
by optional links of type f ; or (2) node objects of type x are connected to those
of type b via links of type e. Finally, the last set of connectivities C3 specifies
that the node objects of type x are connected to node objects of type y and z via
at most two hyperlinks of type e and at least two and at most three links of type
f respectively. Note that these connectivity elements may be in conjunction or
in disjunction to one another.

We now formally define a coupling query. A simple example on how to specify
the above components of a coupling query step-by-step is given in [4].

Definition 1. A coupling query is a 5-tuple G = 〈Xn, X�, C, P,Q〉 where
Xn is a set of node type identifiers, X� is a set of link type identifiers, C is
a set (possibly empty) of connectivities defined over Xn and X�, P is a set of
predicates defined over Xn and X� and Q is a set (possibly empty) of coupling
query predicates such that the following conditions are true: (1) Xn 
= ∅, P 
= ∅,
Xn ∩ X� = ∅; (2) If |Xn| = 1 then X� = ∅, C = ∅ and P 
= ∅; (3) Let Xnc

and X�c be the set of node and link type identifiers in C respectively. Then
Xnc = Xn and X�c = X�; (4) There must not exist conjunctive connectivity set
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Ca ≡ ka1 ∧ ka2 ∧ · · · ∧ kan and Cb ≡ kb1 ∧ kb2 ∧ · · · ∧ kbn such that Ca ∨ Cb and
kax = kbx ∀ 0 < x � n; (5)Let p(x) ∈ P . Then x ∈ (Xn∪X�); (6) Let G(C) be the
graphical representation of C. Then G(C) must be a directed connected acyclic
graph with single source vertex. Further, let x be the identifier of the source vertex
in G(C). Then, there must exist a non-trivial predicate p(x) ∈ P .

Informally, the results of a coupling query is a set of directed connected
acyclic graph containing node and link objects. These graphs are called web
tuples. The set of documents and hyperlinks in a web tuple satisfies the connec-
tivities and predicates defined in a coupling query.

3 Canonical and Non-canonical Coupling Queries

In this section, we categorize a coupling query into two types: canonical and
non-canonical . The justification for this classification is that as we shall see in
Section 4, it is necessary to reduce a non-canonical query into a valid canonical
form in order to evaluate it.

We say that a coupling query is canonical if it contains a set (possibly empty)
of simple connectivities in Disjunctive Normal Form (DNF). For example, if
G = 〈Xn, X�, C, P,Q〉, C ≡ C1 ∨ C2 where C1 ≡ k1 ∧ k2, C2 ≡ k3 k1 ≡ x〈e〉y,
k2 ≡ y〈f〉z and k3 ≡ x〈e〉z then G is a canonical coupling query. C1 and C2 are
called conjunctive connectivity sets. Based on the above definition of canonical
coupling query, we classify canonical queries into the following five types. Let
Gc = 〈Xn, X�, C, P,Q〉 be a canonical coupling query. Then,
– Type 1: Gc does not contain any connectivities. That is, |Xn| = 1, X� = ∅
and C = ∅. Note that this is the simplest form of coupling query.

– Type 2:Gc contains a single simple connectivity. That is, |Xn| = 2, |X�| = 1,
C ≡ k where k is a simple connectivity.

– Type 3: Gc contains more than one simple connectivities and these connec-
tivities are in conjunction. That is, C ≡ k1 ∧k2 ∧· · ·∧kr where ki is a simple
connectivity for all 1 < i � r.

– Type 4: Gc contains more than one simple connectivities and these connec-
tivities are in disjunction. That is, C ≡ k1 ∨k2 ∨ · · ·∨kr where ki is a simple
for all 1 < i � r.

– Type 5: Gc contains more than one simple connectivities and these connec-
tivities are in DNF. That is, C ≡ C1 ∨C2 ∨· · ·∨Cr where Ci is a conjunctive
connectivity set for all 1 < i � r.

A non-canonical coupling query , on the other hand, may contain simple or
complex connectivities and these connectivities may not be in DNF. Observe
that a non-canonical coupling query enables us to express disjunctive constraints
compactly. For instance, if C ≡ k1 ∧ k2, k1 ≡ x〈e|f〉y and k2 ≡ y〈g〉z then G
is a non-canonical coupling query. We classify non-canonical queries into the
following four types. Let Gnc = 〈Xn, X�, C, P,Q〉 be a non-canonical coupling
query. Then,
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– Type 1: Gnc contains a single complex connectivity. That is, |Xn| = 2,
X� 
= ∅, C ≡ k where k is a complex connectivity.

– Type 2: Gnc contains more than one connectivity and at least one of them
is complex. Further, these connectivities are in conjunction. That is, C ≡
k1 ∧ k2 ∧ · · · ∧ kr where ki is complex for 1 < i � r.

– Type 3: Gnc contains more than one connectivity and at least one of them
is complex. Further, these connectivities are in disjunction. That is, C ≡
k1 ∨ k2 ∨ · · · ∨ kr where ki is complex for 1 < i � r.

– Type 4: Gnc contains more than one simple or complex connectivities and
these connectivities are in conjunction and in disjunction to one another.

For brevity, different types of canonical and non-canonical coupling queries are
denoted as Gt

c or Gt
nc respectively where 0 < t � 5 and indicates Gc or Gnc is

of Type t.

4 Valid Canonical Query Generation

In this section, we discuss how to transform a coupling query specified by a user
to a valid canonical coupling query. Informally, a canonical coupling query is
valid if each conjunctive connectivity set in the query represents a directed con-
nected acyclic graph with single source vertex. Observe that a user may express
a canonical or non-canonical coupling query. However, in order to evaluate such
a query it is necessary to transform non-canonical query into its canonical form.
The valid canonical coupling query generation process can be best explained by
dividing it into the following two phases: coupling query reduction phase and va-
lidity checking phase. In the following subsections we elaborate on these phases
in turn. Due to space constraints, the proofs of all the propositions discussed
here are given in [3].

4.1 Phase 1: Coupling Query Reduction

In this phase we transform a non-canonical form of coupling query into
a canonical form. To transform any non-canonical coupling query Gnc =
〈Xn, X�, C, P,Q〉 to a canonical formGc = 〈X ′

n, X
′
�, C

′, P ′, Q〉 the following steps
need to be performed: (1) Reduce the set of connectivities C into a set of sim-
ple connectivities in DNF (denoted as C ′) [3]. Note that this reduction involves
transformation of complex connectivities into simple form. Formally, let k be a
complex connectivity. Then, k ≡ C1∨C2∨· · ·∨Cn where Ci ≡ ki1 ∧ki2 ∧· · ·∧kir ,
∀ 0 < i � n and kij

is a simple connectivity ∀ 0 < j � r. (2) Identify the set of
node and link type identifiers in C ′ and generate the set of node and link type
identifiers X ′

n and X ′
� respectively of Gc. Note that the complex connectivities

in C are compact expression for specifying connectivity involving a set of node
and link type identifiers. Hence, reduction of these complex connectivities into
simple form generates additional node or link type identifiers that need to be in-
corporated in X ′

n or X ′
� respectively. (3) Finally, the components P and Q of Gnc

are assigned as the corresponding components of Gc without any modification.
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Observe that the major step in reducing non-canonical coupling query to its
canonical form is to convert the set of connectivities in Gnc to a set of simple
connectivities in DNF. Subsequent generation of X ′

n, X
′
� and the other com-

ponents is straight forward. Hence, in the following discussion we describe the
reduction of C to C ′ for non-canonical coupling query of Types 1 to 4.

Reduction of Type 1 and 2 Non-canonical Coupling Query. We be-
gin with non-canonical coupling query of Types 1 and 2. Let the function
Transform(Gnc) takes as input a non-canonical coupling query and returns as
output the canonical form of the query (if possible). In a non-canonical Type 1
or 2-coupling query one or more connectivities are in complex form. Each com-
plex connectivity in C of Gnc can be replaced by a set of simple connectivities in
DNF. Observe that such set of simple connectivities may be in conjunction with
another set of simple connectivities in the coupling query. Consequently, these
simple connectivities can be further reduced to a set of simple connectivities
which are in DNF. In fact, any non-canonical Type 1 or 2 coupling query can
be reduced to a canonical form of Type 3 or 5.

Proposition 1. Let Gt
nc be a non-canonical coupling text where t ∈ [1, 2]. Then,

Gy
c = Transform(Gt

nc) where y ∈ [3, 5].

Reduction of Non-canonical Type 3-Coupling Query. A non-canonical
Type 3-coupling query contains one or more complex connectivities which are
in disjunction to one another or to a simple connectivity. Since, a complex con-
nectivity can be transformed to a set of simple connectivities in DNF, the non-
canonical form of Type 3-coupling query can be reduced to a canonical form of
Type 5.

Proposition 2. Let G3
nc be a non-canonical coupling text of Type 3 category.

Then, G5
c = Transform(G3

nc).

Reduction of Non-canonical Type 4-Coupling Query. Recall that a Type
4-coupling query may be non-canonical for two reasons: First, the connectivities
in the query are all simple but they are not in DNF. For example, a query
containing the connectivity C ≡ ((x〈e〉y∨x〈z〉k)∧y〈s〉t)∧ t〈-〉q is an example of
such non-canonical Type 4-coupling query. Second, there may exist one or more
complex connectivities in the coupling query. Hence, we discuss how to reduce
these two categories of non-canonical Type 4-coupling query into their canonical
form. We begin our discussion be introducing some terms which we will be using
subsequently.

Let K = {k1, k2, k3, . . . , kn} be a set of simple connectivities. Then con(K) ≡
k1 ∧ k2 ∧ · · · ∧ kn and dis(K) ≡ k1 ∨ k2 ∨ · · · ∨ kn where n > 0 and n > 1 for
con(K) and dis(K) respectively.
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Category 1: Non-canonical Type 4-Coupling Query with Simple Connectivities.
The set of simple connectivities in this type of Gnc can be nested. At the lowest
level of nesting the connectivities can take any of the following four forms:

– Case 1: con(K1)∨ con(K2). For example, ((x〈e〉y∧y〈f〉z)∨ (x〈f〉g))∧y〈f〉t.
– Case 2: dis(K1)∧dis(K2). For example, ((x〈e〉y∨x〈f〉z)∧ (x〈f〉g∨x〈r〉g))∧

z〈f〉t.
– Case 3: con(K1)∨dis(K2). For example, ((x〈e〉y∧y〈f〉z)∨(x〈f〉g∨x〈r〉g))∧

y〈f〉t.
– Case 4: dis(K1)∧ con(K2). For example, ((x〈e〉y∨x〈f〉z)∧ (x〈f〉g))∧ y〈f〉t.

Consequently, to reduce the set of connectivities in Gnc it is imperative to trans-
form any of the above four cases to a set of simple connectivities in DNF at
every level of nesting. Hence, the steps for reduction of the connectivities in
a non-canonical Type 4-coupling query of Category 1 type are as follows: (1)
Reduce the set of connectivities which can take any of the above four form
in the lowest level of nesting into a set of simple connectivities in DNF, i.e,
con(K1) ∨ con(K2) ∨ · · · ∨ con(Kn). (2) These reduced set of connectivities will
again be in disjunction or in conjunction with another set of simple connectivities
in the next level. These connectivities can again be expressed as any of the four
forms and consequently reduced to DNF. (3) The above steps are repeated till the
highest level of the nested expression is reduced to DNF. We illustrate these steps
with an example. Consider the connectivity C ≡ ((x〈e〉y∨x〈z〉k)∧y〈s〉t)∧ t〈-〉q.
Observe that at the lowest level of nesting the connectivities are of type Case
4, i.e., dis(K1) ∧ con(K2). This can be reduced to the following set of simple
connectivities in DNF: ((x〈e〉y ∧ y〈s〉t) ∨ (x〈z〉h ∧ y〈s〉t)). This expression is
in conjunction with the connectivity t〈-〉q in the next level of nesting. Hence,
this can again be reduced to a set of simple connectivities in DNF as follows:
((x〈e〉y ∧ y〈s〉t ∧ t〈-〉q) ∨ (x〈z〉h ∧ y〈s〉t ∧ t〈-〉q)).
Proposition 3. Let con(K) and dis(K) represents a set of simple connectivities
in conjunction and disjunction respectively. Then the following expressions can
be reduced to a set of simple connectivities in DNF: (1) con(K1) ∨ con(K2) (2)
dis(K1) ∧ dis(K2) (3) dis(K1) ∨ con(K2) and (4) dis(K1) ∧ con(K2).

Category 2: Type 4 Non-canonical Coupling Query Containing Complex Con-
nectivities. To facilitate our discussion we classify this non-canonical query into
three types based on the nature of the complex connectivities in the query. Let
Gnc be a non-canonical Type 4-coupling query. Then,

– Class 1: C contains complex connectivities of Case 1 type only.
– Class 2: C contains complex connectivities of any type except Case 1.
– Class 3: C contains Case 1 and any remaining types of complex connectiv-
ities.

The steps for reducing Category 2 non-canonical coupling query are as follows:
(1) Reduce the complex connectivities into set of simple connectivities in DNF.
(2) The reduced connectivities are in any of the four forms described in Category
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1. Therefore, the problem is now reduced to the reduction of a non-canonical
query containing simple connectivities. Hence, execute the steps described in
Category 1 to generate a set of simple connectivities in DNF. We now discuss
the reduction of complex connectivities in detail. The connectivities in Gnc of
Classes 1 and 2 may contain complex connectivities that may exist in any of the
following six forms. Let kc be a complex connectivity of Class 1 or 2 then kc may
occur in any of the following ways:

– Case 1: kc ∨ con(K). For example, x〈efg〉y ∨ (x〈r〉z ∧ z〈f〉t).
– Case 2: kc ∨ dis(K). For example, x〈ef |g〉y ∨ (x〈r〉z ∨ x〈f〉t).
– Case 3: kc ∧ con(K). For example, x〈ef{1, 3}〉y ∧ (x〈r〉z).
– Case 4: kc ∧ dis(K). For example, x〈efg〉y ∧ (x〈r〉z ∨ x〈f〉t).
– Case 5: kc1 ∧ kc2. For example, x〈ef〉y ∧ y〈rs〉z.
– Case 6: kc1 ∨ kc2. For example, x〈e|f〉y ∨ x〈e{1, 3}〉t.

For coupling query of Class 3, there are additional two possible cases:

– Case 7: kc1 ∧ kc2 where kc1 is a complex connectivity of Case 1 type and kc2
is of a type other than Case 1. For example, x〈ef〉y ∧ y〈r|s〉z.

– Case 8: kc1 ∨ kc2 where kc1 and kc2 are of the above types. For example,
x〈e|f〉y ∨ x〈eg〉t.

Note that all the above cases can be reduced to any one or more of the four cases
as described in Category 1 [3]. Hence,

Proposition 4. Let C be a set of connectivities containing one or more complex
connectivities in a non-canonical Type 4-coupling query. Then C can be reduced
to a set of simple connectivities in DNF.

Therefore, based on Propositions 3 and 4 we can say that any non-canonical
Type 4-coupling query can be reduced to a Type 5 canonical coupling query.

Proposition 5. Let G4
nc be a non-canonical coupling text of Type 4 category.

Then, G5
c = Transform(G4

nc).

Consequently, the following theorem holds:

Theorem 1. Any non-canonical coupling query can be reduced to its canonical
form.

The proof for above theorem is straight forward and can be deduced from
Propositions 1, 2 and 5.

4.2 Phase 2: Validity Checking

In this phase the canonical coupling query generated from the previous phase is
inspected to determine if it represents a valid query. Hence, we check whether
each conjunctive connectivity set represents a directed connected acyclic graph
with single source vertex. If Gc is not valid query then the invalid conjunctive
connectivity set is either eliminated from the coupling query autonomously or the
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query is modified by the user. Specifically, if a invalid canonical coupling query
Gc = 〈Xn, X�, C, P,Q〉 is modified autonomously then the following steps are
executed: (1) Remove each invalid conjunctive connectivity set Ci from C in Gc;
(2) For each Ci, the corresponding node and link type identifiers which do not
occur in Cj where j 
= i and 0 < j � n are removed from Xn and X� respectively.
(3) The predicates defined over these identifiers, if any, are also removed from P .
For instance, consider a non-canonical coupling query containing the following
connectivities C ≡ (x〈e〉y∨x〈h〉w)∧(y〈f〉z∨y〈g〉w). Graphically, it is a directed
connected acyclic graph with single source vertex. This query can be transformed
into a canonical form as shown below:

C ≡ ((x〈e〉y ∨ x〈h〉w) ∧ y〈f〉z) ∨ ((x〈e〉y ∨ x〈h〉w) ∧ y〈g〉w)
≡ (x〈e〉y ∧ y〈f〉z) ∨ (y〈f〉z ∧ x〈h〉w) ∨ (x〈e〉y ∧ y〈g〉w) ∨ (x〈h〉w ∧ y〈g〉w)

Observe that the second conjunctive connectivity set represents a disconnected
graph. Further, the fourth conjunctive connectivity set represents a graph with
multiple source vertices. Hence, this query is not valid.

Once a valid query is generated, we can proceed to execute the query on the
Web and a set of web tuples satisfying the query is retrieved and materialized
in a web table in the web warehouse.

5 Future Work

Currently, we have implemented a preliminary version of the coupling query. As
part of our future work, we wish to generalize the coupling query into cyclic
graphs with multiple source vertices. Also, we wish to augment coupling queries
by allowing to impose conditions based on negation. Note that the inclusion of
cycles and negation introduces interesting challenges with respect to the com-
putability of the coupling query. Furthermore, we wish to develop a mechanism
to estimate the evaluation cost of a coupling query over the Web. Finally, we are
exploring techniques for generating query execution plan and rewriting rules for
coupling query.
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Abstract. In this paper we propose a semi-automatic technique for con-
structing a global representation of information sources having different
formats and structures. The proposed technique exploits a conceptual
model, called SDR-Network, for both uniformly representing and de-
riving the semantics of involved information sources. The global repre-
sentation is enriched with two support structures which improve access
transparency to stored information, namely a global semantic catalogue
(or Metascheme) and a Set of Mappings, encoding the transformations
carried out during the construction of the global representation.

1 Introduction

The enormous development of the Internet, in general, and of the Web, in par-
ticular, led to great challenges in the fields of information management and
exploitation. Some system architectures have been proposed in the past to let
different heterogeneous information sources to cooperate [5,6,9,14]. The hetero-
geneity of the involved information sources concerned their data models, their
query and manipulation languages and their management systems. However,
such architectures handled only structured information sources, i.e., for a given
information source, all instances relative to the same concept had the same
structure. Nowadays existing information sources are not only heterogeneous in
their data models, query and manipulation languages and management systems,
but they also show quite different structures, some of them being well struc-
tured (e.g., relational databases), other ones being semi-structured (e.g., XML
documents) and other ones being unstructured (e.g., texts).

In addition, the development of computer networks increased the need of
some kinds of interaction between different information sources. In order to
make this task easier, the necessity arises of guaranteeing access transparency
to stored data; in its turn, this requires the definition of a global representation
of all involved information sources. Since the number and the sizes of the in-
volved information sources are large, any proposed technique for obtaining the
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global representation and the support structures should be (semi-)automatic. In
addition, for obtaining high quality results, it must take into account both the
structure and the semantics of the involved information sources [4].

In this paper we propose a semi-automatic technique for constructing a global
representation of information sources having different formats and structures.

In order to handle the heterogeneity of the involved information sources,
we exploit a particular conceptual data model, called SDR-Network. Given an
information source IS, the corresponding SDR-Network is a rooted labeled graph
Net(IS) = 〈NS(IS), AS(IS)〉 [13]. Here, NS(IS) is a set of nodes, each one
representing a concept of IS. AS(IS) denotes a set of arcs; an arc represents
a relationship between two concepts. More specifically, an arc from S to T ,
labeled LST and denoted by 〈S, T, LST 〉, indicates that the concept represented
by S is semantically related to the concept denoted by T . S is called the “source
node”, whereas T is the “target node” of the arc. LST is a pair [dST , rST ], where
both dST and rST belong to the real interval [0, 1]. dST is the semantic distance
coefficient; it indicates how much the concept expressed by T is semantically close
to the concept expressed by S; this depends from the capability of the concept
associated to T to characterize the concept associated to S. As an example, in an
XML document, a sub-element E1 of an element E, is closer to E than another
element E2 which E refers by an IDREF attribute. rST is the semantic relevance
coefficient, representing the fraction of instances of the concept denoted by S
whose complete definition requires at least one instance of the concept denoted
by T .

Note that, basically, any information source can be represented as a set of
concepts and a set of relationships among concepts. Since the SDR-Network
nodes and arcs are well suited to represent both concepts and their relationships,
the SDR-Network can be used to uniformly model most existing information
sources. In this respect, semantic preserving translations have been provided
from some interesting source formats, such as XML, OEM and E/R, to SDR-
Network [13].

In order to construct the global representation of heterogeneous information
sources, it is necessary to define their semantics [4]; an important support for
carrying out this task consists in the knowledge of inter-source properties, i.e.,
terminological and structural properties (such as synonymies, homonymies and
sub-source similarities) relating object classes belonging to different information
sources [2,3,4,7,8,10,12]. Our technique for constructing the global representation
can exploit inter-source properties derived by any of the approaches proposed in
the literature, such as [2,3,4,7,8,12]. However, we have defined our own approach,
based on the exploitation of the SDR-Network, in particular of the semantic
distance and relevance coefficients, for deriving such a kind of properties [13].

The technique we propose here stores all necessary information in an Inten-
sional Information Base (IIB), consisting of both a Metascheme IIB.M and
a set of Meta-Operators. The Metascheme stores all information about involved
sources, their object classes, properties existing among object classes, etc. In-
sertions, deletions and modifications of both object classes and their properties,
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carried out by the integration algorithm, are realized by modifying the content
of the Metascheme. The Meta-Operators are predefined procedures which allow
to either modify or query the Metascheme. They are the only means to access
the Metascheme. The Metascheme contains also a Set of Mappings (hereafter
denoted by IIB.M.SoM), describing the way an object class belonging to the
global SDR-Network has been obtained from one or more object classes belong-
ing to input SDR-Networks, and a Set of Views (hereafter called IIB.M.SoV ),
allowing to obtain instances of object classes of the global SDR-Network from
instances of the object classes of the input SDR-Networks.

Observe that the Set of Mappings and the Set of Views allow our technique
to describe modifications performed on involved information sources during the
integration process by using both input and output information sources and
the set of operations which led to the output information source; in our case,
maintaining both such representations is cheap, automatic and does not require
a large amount of storing resources, as shown in the following. We argue that this
characteristic is particularly interesting; indeed, in the literature, generally, each
transformation carried out on information sources for the purpose of integration
is described by providing either its input and its output or its input and the set
of operations performed during the transformation [1]. However, it is difficult
to obtain the description of performed operations if the former representation is
adopted. Similarly, it is expensive to derive the output if the latter representation
is assumed.

The plan of the paper is as follows: the Intensional Information Base is de-
scribed in details in Section 2, whereas technical details concerning the algorithm
for obtaining the global representation are presented in Section 3. Finally, in Sec-
tion 4 we draw our conclusions.

2 Support Intensional Information Base

Our approach exploits an Intensional Information Base (IIB) as a support for
storing information about input SDR-Networks, the global SDR-Network and
the set of transformations carried out on input SDR-Networks for obtaining the
global one. In particular, IIB includes a Metascheme M (storing the informa-
tion relative to involved sources, their object classes and inter-source properties
among classes) and a set of Meta-Operators for modifying and querying the
Metascheme.

2.1 The Metascheme

The Metascheme we exploit is shown in Figure 1. The most important entities
in the Metascheme are the entity Node and the entity Arc. The relationship
Participates represents the participation of a node into an arc; its attribute
Type indicates if the node is either the source or the target node of the arc. A
node can be synonym with other nodes; in the Metascheme, synonymies (resp.,
homonymies) are represented by the relationship Synonym (resp., Homonym);
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Fig. 1. The Metascheme of the Intensional Information Base

this relationship is used for representing the Synonymy Dictionary SD (resp.,
the Homonymy Dictionary HD); each tuple of SD (resp., HD) has the form
〈N1, N2〉, where N1 and N2 are the synonym nodes (resp., the homonymy nodes).

An SDR-Network can be derived from more SDR-Networks (this happens
when it is the global SDR-Network obtained by integrating the SDR-Networks
provided in input). A sub-net is a portion of an SDR-Network and consists of a
set of nodes and a set of arcs. A sub-net can be similar to one or more sub-nets.
This situation is represented by the relationship Similar; this relationship is used
for representing the Sub-net Similarity Dictionary SSD, whose tuples have the
form 〈S1, S2〉, where S1 and S2 are the involved sub-nets; Sub-net Similarities
correspond, in the SDR-Network conceptual model, to Sub-scheme similarities.

The entity SoM stores the Set of Mappings; it can be looked at as to store
the way either a node or an arc of a global SDR-Network has been obtained from
nodes or arcs of other SDR-Networks by the integration algorithm. SoM includes
an entry for each creation or modification of either a node or an arc carried out
by the algorithm for constructing the global representation. The Set of Mappings
includes two subsets, namely the Set of Mappings relative to nodes (NodeSoM)
and the Set of Mappings relative to arcs (ArcSoM). This distinction is expressed
by the generalization hierarchy shown in Figure 1. Tuples of NodeSoM are of the
form:

– 〈Np, Nq, Npq, NodeMerge〉, indicating that the nodes Np and Nq are merged into
the node Npq;

– 〈Np,−, Nq, NodeRename〉, indicating that the node Np is renamed and trans-
formed into the node Nq;
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– 〈R1, R2, R, RootCreate〉, indicating that a node R is added in the same SDR-
Network which R1 and R2 belong to. Here, R1 and R2 are the roots of two sub-nets
and R becomes the “global” root of those two sub-nets (see below).

Analogously, tuples of ArcSoM are of the form:

– 〈Ap, Aq, Apq, ArcMerge〉, indicating that arcs Ap and Aq are merged into the arc
Apq;

– 〈Ap,−, Aq, ArcChangeCoeff〉, indicating that the arc Aq substitutes Ap in the
corresponding SDR-Network. Aq has the same source and target nodes as Ap but
can differ from it for the semantic distance and the semantic relevance coefficients.

The attribute Type of the entity NodeSoM (resp., ArcSoM) specifies the kind
of the mapping. A node (resp., an arc) can participate to one or more tuples
of NodeSoM (resp., ArcSoM); in each tuple it participates, it can be the first,
the second or the third node (resp., arc) of the tuple. The relationship Partici-
patesNodeSoM (resp., ParticipatesArcSoM) and its attribute Position store this
information.

The entity SoV encodes the Set of Views. It stores a tuple for each node cre-
ation or modification carried out during the integration process (and, therefore,
a tuple for each tuple of NodeSoM). Each view allows to obtain instances of a
node from instances of nodes it derives from. Since instances are associated only
to nodes, there is no necessity to have a Set of Views relative to arcs.

Views are defined using a “template” language, independent from concep-
tual and logic scheme model, whose basic operators are parametric procedures
that, once instantiated and translated into procedures valid for the manage-
ment system of the information source storing data which they operates upon,
compute derived data instances from input data instances. In other words, each
view is an instance of one among a set of parametric views expressed using a
meta-language, and is obtained (i) by substituting formal parameters with ac-
tual ones, according to SoM entries; (ii) by translating the obtained view from
the original meta-language, which it was expressed in, to the language of the
management system storing the information which the view operates upon. The
set of parametric views are the following:

– D NodeMerge(Np, Nq, Npq): it is associated to merging nodes Np and Nq into the
node Npq and derives instances of Npq from instances of both Np and Nq;

– D NodeRename(Np, Nq): it is associated to renaming the node Np into the node
Nq and derives instances of Nq from instances of Np;

– D RootCreate(R1, R2, R): it is associated to creating a root R for R1 and R2 (see
the corresponding NodeSoM entry); it derives the instances of R from those of R1

and R2.

2.2 The Meta-operators

The Intensional Information Base is provided with a set of Meta-Operators; they
can be classified into Meta-Procedures, that allow to manipulate the information
stored in the Metascheme, and Meta-Functions, that can be used for querying
the Metascheme. As an example, some Meta-Procedures are:
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– Add Node(S, N), which receives an SDR-Network S and a node N and adds N to
S.

– Delete Node(N), which takes a node N as input and deletes it from the SDR-
Network it belongs to.

– T ransfer Incoming Arcs(Nx, Ny), which receives two nodes Nx and Ny and
transfers the incoming arcs of Nx to Ny.

– T ransfer Outgoing Arcs(Nx, Ny), which receives two nodes Nx and Ny and
transfers the outgoing arcs of Nx to Ny.

– Set Node Inst Number(N, ni), which receives a node N and an integer ni and
lets ni to be the number of instances associated to N .

Some Meta-Functions are:
– Get Node Inst Number(N)→ n, which receives a nodeN and returns the number
of instances associated with N .

– Get Arcs(NS , NT )→ AS, which takes two nodes NS and NT as input and returns
the set AS of arcs having NS as the source node and NT as the target node.

– Get Nodes(S)→ NS, which receives an SDR-Network S and returns the set NS
of its nodes.

– Get SDR Root(S) → R, which receives an SDR-Network S and returns its root
R.

– Get Sub-net Root(SN) → R, which takes a sub-net SN as input and yields its
root R as output.

3 Construction of the Global Representation

The construction of the global representation of a group of SDR-Networks is
carried out by an integration algorithm. This receives a support Intensional
Information Base IIB and two SDR-Networks and integrates them for obtaining
a global SDR-Network SDRG. During the integration process the Metascheme
of IIB (IIB.M) is modified accordingly to the performed transformations.

The algorithm first constructs the Synonymy Dictionary SD, the Homonymy
DictionaryHD and the Sub-net Similarity Dictionary SSD, relative to the SDR-
Networks given in input, by examining the relationships Synonym, Homonym
and Similar of IIB.M . SD (resp., HD, SSD) is composed by a set of pairs
of the form 〈Nx, Ny〉 (resp., 〈Nx, Ny〉, 〈SSx, SSy〉), where Nx (resp., Nx, SSx)
and Ny (resp., Ny, SSy) are synonym nodes (resp., homonym nodes, similar
sub-nets).

Then, involved SDR-Networks are juxtaposed for obtaining a (temporarily
redundant and, possibly, ambiguous) global SDR-Network SDRG. In order to
normalize SDRG, by removing its inconsistencies and ambiguities, several trans-
formations must be carried out on it.

The first step of SDRG normalization consists of deriving its root1. In par-
ticular, if the roots of the two SDR-Networks in input are synonym, they must
be merged; otherwise, a new root node is created and connected to the roots of
the two SDR-Networks.
1 Remember that SDR-Networks are rooted labeled graphs.
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The second step of the normalization of SDRG consists of exploiting node
synonymies, node homonymies and sub-net similarities for determining which
nodes of SDRG must be assumed to coincide, to be completely distinct or to be
renamed. The second step is, in its turn, composed by the following sub-steps:
– SDR-Network node examination. First the Synonymy Dictionary SD is taken
into account; for each pair 〈Nx, Ny〉 of nodes belonging to SD, Nx and Ny

must be assumed to coincide in SDRG and, therefore, must be merged into
a new node Nxy. Then the Homonymy Dictionary HD is examined; for each
pair 〈Nx, Ny〉 of nodes belonging to HD, Nx and Ny must be considered
distinct in SDRG and, consequently, at least one of them must be renamed.

– SDR-Network arc examination. For each pair of nodes [NS , NT ] such that
NS derives from a merge process, it must be checked if NS is connected to
NT by two arcs2 and, in the affirmative case, they must be merged into a
unique one. If only one arc exists between NS and NT , the corresponding
coefficients must be updated.

– Sub-net examination. First the Sub-net Similarity Dictionary SSD is consid-
ered; for each pair 〈Sx, Sy〉 of sub-nets belonging to SSD, Sx and Sy must
be “merged” (the way this is done is described in the following). The merge
of sub-nets could lead to the presence of two arcs connecting the same pair
of nodes; if this happens, the two arcs must be merged.

The set of transformations the algorithm carries out is stored in IIB.M.SoM
and the corresponding views are stored in IIB.M.SoV . The complete algorithm
for obtaining the global representation of two SDR-Networks is as follows:

Algorithm for constructing the global representation of two SDR-
Networks
Input: a pair SP = {SDR1, SDR2} of SDR-Networks; a support Intensional
Information Base IIB;
Output: a global SDR-Network SDRG; a modified Intensional Information
Base IIB;
var

Merged, NSet: a set of nodes; AS: a set of arcs;
Nxy, Ns, Nt, R1, R2: a node; S1, S2: a sub-net;

begin
[IIB.M.SD, IIB.M.HD, IIB.M.SSD] :=

Extract Interesting P roperties(SP );
SDRG := Juxtaposition(IIB, SP );
R1 := IIB.Get SDR Root(SDR1); R2 := IIB.Get SDR Root(SDR2);
if 〈R1, R2〉 �∈ IIB.M.SD then Create Root(IIB, R1, R2, SDRG);
Merged := ∅;
for each 〈Nx, Ny〉 ∈ IIB.M.SD do begin

Nxy := Merge Nodes(IIB, Nx, Ny, SDRG);
Merged := Merged ∪ {Nxy};

end;
for each 〈Nx, Ny〉 ∈ IIB.M.HD do Rename Nodes(IIB, Nx, Ny);
NSet := IIB.Get Nodes(SDRG);

2 Note that this situation could happen only if also NT derives from a merge process.



A Semi-automatic Technique for Constructing a Global Representation 741

for each Ns ∈Merged do
for each Nt ∈ NSet such that Nt �= Ns do begin

AS := IIB.Get Arcs(Ns, Nt);
if (AS = {A1, A2}) then Merge Arcs(IIB, A1, A2, SDRG);
else if (AS = {A1}) then Update Coefficients(IIB, A1, SDRG);

end;
for each 〈S1, S2〉 ∈ IIB.M.SSD such that
〈IIB.Get Sub-net Root(S1), IIB.Get Sub-net Root(S2)〉 �∈ IIB.M.SD do

Merge Sub-nets(IIB, S1, S2, SDRG);
for each Ns ∈ NSet do

for each Nt ∈ NSet such that Nt �= Ns do begin
AS := IIB.Get Arcs(Ns, Nt);
if (AS = {A1, A2}) then Merge Arcs(IIB, A1, A2, SDRG);

end
end

The function Extract Interesting Properties takes a pair SP of SDR Networks
as input and derives the Synonymy Dictionary, the Homonymy Dictionary
and the Sub-net Similarity Dictionary of the Metascheme. The function
Juxtaposition receives an Intensional Information Base IIB and a pair SP of
SDR-Networks and juxtaposes them for obtaining a (temporarily redundant and,
possibly, ambiguous) global SDR-Network SDRG. The procedure Create Root
creates a root for SDRG and links it to the roots of the two SDR-Networks
which have been juxtaposed. The function Merge Nodes receives a support
Intensional Information Base IIB, two nodes Nx and Ny and the global SDR-
Network SDRG and merges Nx and Ny for obtaining a unique node Nxy. The
procedure Rename Nodes receives a support Intensional Information Base IIB
and two nodes Nx and Ny and renames at least one of them; it may require the
support of the human domain expert for deciding which nodes must be renamed
as well as the new names. The procedure Merge Arcs receives a support Inten-
sional Information Base IIB, two arcs A1 and A2 and a global SDR-Network
SDRG and merges A1 and A2 for obtaining a unique arc. The procedure Up-
date Coefficients receives a support Intensional Information Base IIB, an arc
A1 and the corresponding SDR-Network SDRG and updates the semantic rel-
evance coefficient associated to A1. The procedure Merge Sub-nets receives a
support Intensional Information Base IIB, two sub-nets S1 and S2, a global
SDR-Network SDRG and merges S1 and S2 for obtaining a unique sub-net.

Due to space constraints, in the following subsection, we provide only the
detailed description of the procedure Merge Nodes.

3.1 Function Merge Nodes

The function Merge Nodes takes in input a support Intensional Information
Base IIB, two nodes Nx and Ny and a global SDR-Network SDRG and merges
Nx and Ny into a node Nxy. It first adds a new node Nxy to SDRG and then
derives the name, the number of instances and the arcs of Nxy from the cor-
responding ones of both Nx and Ny. Finally, it deletes Nx and Ny and adds
suitable entries to both the Set of Mappings and the Set of Views. The function
is defined as follows:
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FunctionMerge Nodes(var IIB: a support Intensional Information Base; Nx,
Ny: a node; SDRG: an SDR-Network): a node;
var

Nxy: a node; n1, n2: Integer;
begin

IIB.Add Node(SDRG, Nxy);
IIB.Set Node Name(Nx, Ny, Nxy);
n1 := IIB.Get Node Inst Number(Nx);
n2 := IIB.Get Node Inst Number(Ny);
IIB.Set Node Inst Number(Nxy, n1 + n2);
IIB.T ransfer Incoming Arcs(Nx, Nxy);
IIB.T ransfer Outgoing Arcs(Nx, Nxy);
IIB.T ransfer Incoming Arcs(Ny, Nxy);
IIB.T ransfer Outgoing Arcs(Ny, Nxy);
IIB.Delete Node(Nx); IIB.Delete Node(Ny);
IIB.M.NodeSoM := IIB.M.NodeSoM ∪ {〈Nx, Ny, Nxy, NodeMerge〉};
IIB.M.NodeSoV := IIB.M.NodeSoV ∪ {D NodeMerge(Nx, Ny, Nxy)};
return Nxy;

end

It is worth pointing out that the deletion of either a node or an arc from an SDR-
Network does not imply the removal of that object from the Metascheme. Indeed,
the deleted object remains in the Metascheme and the information relative to
its deletion from the SDR-Network is added. This is done in order to guarantee
the capability of reconstructing the sequence of operations performed to obtain
the global SDR-Network.

4 Conclusions

In this paper we have proposed a semi-automatic technique for the construc-
tion of a global representation of information sources having different formats
and structures. The proposed technique is based on the SDR-Network conceptual
model which (i) uniformly represents information sources of different nature and
(ii) allows the reconstruction of the semantics of involved information sources.
The global representation is enriched with two support structures which im-
prove access transparency to stored information, namely, (i) a global semantic
catalogue, storing information about involved information sources, their global
representation, object classes belonging to both input information sources and
their global representation, and inter-source properties; (ii) a Set of Mappings,
which stores transformations carried out during the construction of the global-
level representation.

As for some future developments of our activity, we plan to apply the same
guidelines (i.e., the exploitation of both SDR-Networks and the Intensional In-
formation Base) for implementing other kinds of transformations on information
sources (e.g., the abstraction of a global information source [11]). In addition,
we plan to insert the proposed technique as a part of a more general framework
which takes in input a group of heterogeneous information sources and real-
izes new forms of “mediators” allowing for the cooperation and the querying of
information sources having different formats and structures.
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Abstract. In the field of artificial intelligence there is a well established
knowledge representation technique called a semantic network. A semantic
network is created using a structure consisting of nodes and links.
Beside semantic networks, especially for knowledge representation and
knowledge interchange over the Word Wide Web the international Topic Map
ISO standard was developed. It defines a syntax that allows the creation of a
strongly typed, linked model of an area of knowledge. Although Topic Maps
are being embraced by a wide number of organizations and companies there is
still a lack of software that supports the Topic Map standard.
In this paper a meta data structure is introduced, which allows to make a Topic
Map persistent within a relational database. To make integrity checks within
Topic Maps possible, several constraint mechanisms are introduced.
Additionally, for building world wide Internet directory services a multi-
language component is included.
The presented concept is realized in the form of a three layer architecture
including also an Admin-/Editorshell. This development is the result of a
cooperation with one of the largest Internet sites in Austria, covering content
and commerce.

Keywords. Topic maps, knowledge representation, directory services,
relational databases.

1   Introduction

In the AI (artificial intelligence) area there is a knowledge representation technique
called a semantic network [1]. A semantic network is created using a structure
consisting of nodes and links. Nodes represent objects, concepts, or situations within a
specific domain. Links represent and define relationships between the nodes.
Semantic networks are often used to represent the knowledge of human experts in AI
applications called inference engines or expert systems [2].

In 1999 the international Topic Map ISO standard [3] has been developed. It
essentially defines a syntax, that allows the creation of a strongly typed, linked model
of an area of knowledge. This model is a representational device, separate to any
number of individual information objects of a knowledge domain. It can be used to



Integration of Topic Maps and Databases         745

provide navigational access to that knowledge domain and to help to describe the
routes or links, that connect together related parts of it. Also, because the syntax of
the model is defined by SGML (Standard Generalized Markup Language), HyTime
(Hypermedia Time-based Structuring Language [4]) and XML DTDs (eXtensible
Markup Language Document Type Definitions), it is an open model that can be
shared with others [5].

Basically, the WWW (Word Wide Web) can be described as hypergraph or
hypertext system. Objects called nodes (documents, images, etc ) are connected
through oriented links. The resulting global geometry is locally defined by the link
structure. One important aspect that has to be considered is that links do not reflect
any content and that they are independent from the information which they are
connecting. As a consequence, Web links are far from generally conform to those in
semantic fields, which imply typed meaning (like generalization, previous- and next
relationships, opposite, extension, ...). Exceptions are structured Web-sites, like
directories or educational databases or sometimes well designed commercial portals.

Topic Maps provide a very promising possibility to semantically enrich existing
Web-sites. This is a main reason why Topic Maps are being embraced by a wide
number of organizations throughout the world. Companies and individuals have
realized that the power of Topic Maps can help them to solve their information access
problems. However, in order to make the vision reality there must be software that
supports the Topic Map standard [6].

In this paper a meta data structure is introduced, which allows to make a Topic
Map persistent within a relational database. To make integrity checks within Topic
Maps possible, several constraint mechanisms are introduced. Additionally, for
building world wide Internet directory services a multi-language component is
included.

The paper proceeds as follows: Section 2 starts with a general discussion of Topic
Maps as a new Web paradigm comparing them with hierarchy classification. Beside
this, Section 2 gives an overview of the basic elements of Topic Maps. In Section 3
concept and architecture of the Topic Map based Internet directory service are
introduced. Section 4 concludes and gives an outlook on further research.

2   Topic Maps – A New Web Paradigm

Semantic networks are frequently used to model the knowledge stored within expert
systems. Expert systems use facts and rules to analyze a complex set of data and make
inferences based on the data and other input. The elements of knowledge that are
stored within a semantic network are combined in a way that allows to infer new
information about a node by following the links within the network.

Different to semantic networks, Topic Maps, as defined in ISO/IEC 13250, focus
more the organization of information in such a way that can be optimized for
navigation. Because of information is not useful if it can not be retrieved or combined
(linked) Topic Maps have been designed to solve the management problem of large
quantities of unorganized information

Topic Maps are built up with units called topics which can have links that refer to
all their occurrences. A topic link aggregates every part of information that is about a
given subject within a given information set.
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The above (brief) description allows to derive the following structural similarities
between Topic Maps and semantic networks [2]:

� Both Topic Maps and semantic networks are organized as a network of information
nodes or modules.

� Both Topic Maps and semantic networks allow the user to model links between
nodes.

� Both Topic Maps and semantic networks allow the user to attach semantic
information to nodes and links.

There is also a basic difference: Topic Maps focus more on the navigation between
topics than on their associations. Semantic networks focus on the links between nodes
and the knowledge that is represented by linked nodes.

2.1   Hierarchy Classification versus Topic Maps

The Topic Maps model allows to classify information objects as occurrences of
particular topics. In this way a topic represents a meta category for a group of
documents, but in the other way it is completely defined by the set of its occurrences.

Topics may be associated with other topics. Such associations are expressed by a
link. Topics and associations may have assigned topic types and association types
respectively.

MunichMunich GermanyGermany

Topic TopicAssociation

located in
city

Type

Fig. 1. Association between the topics Munich and Germany.

For example, in Figure 1 the topic "Munich" of the type "city" may be defined
categorizing an encyclopedia article and some photographs. The topic "Munich" is in
relation with another topic "Germany" defined by a "located in" association [7].

Hierarchy classification means that properties are assigned to objects in a tree-like
structure. One root category is divided into more specific subcategories (branches).
Today most of the information classification and presentation methods are based on
the tree paradigm. The basic methods of science are analysis and synthesis which
reflect tree-like decomposition of a problem to sub-problems finding the partial
solutions recursively. A major advantage of a tree-like decomposition is inheritance
of properties over different hierarchy levels. This establishes abstraction instead of an
unordered variety.

For structuring well defined fields of knowledge a hierarchical structure is a proper
organization. But for more unstructured and general knowledge it is not efficient
enough. Therefore one of the main driving forces behind development of Topic Maps
was the requirement to have more flexible categorization schemes than only
hierarchical ones. If it is necessary to preserve this in Topic Maps, rules for tree-like
parameterization of the map are required.
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In Topic Maps everything may be identified as a topic. This mechanism makes
Topic Maps very powerful, since everything may be modeled from scratch using just
topic and link constructs, not necessarily being predefined in the standard. A further
aspect is simplicity in software design because every construct in Topic Maps may be
processed in the same way – as a topic. Such a homogeneity promises to be very
effective in user interface design.

It is important to note that if the exploration of a Topic Map like in Figure 2 is
started from a single topic, the rest of the map becomes a tree. The only exception are
loops in the navigation path. Such loops may cause infinite traces, but still make sense
in case of pursuing information and knowledge.

2.2   Basic Elements of Topic Maps

The international standard for Topic Maps provides a notation representing
information about the structure of information resources by defining topics and the
relationships between topics. A set of one or more interrelated documents that
correspond to the notation defined by this standard is called Topic Map. The basic
elements defined by the Topic Map standard are:

� Topic and topic type,
� Topic occurrence and occurrence role type,
� Topic association, association type and association role type.

A topic is the basic element of the Topic Map model. Every other element of the
Topic Map model described below may also be expressed as a topic. This model-
inherent "topic recursion" enables Topic Map designers to create self-describing and
self-documenting Topic Maps.

Topics can be grouped into classes called topic types whereas a topic may have
zero, one or several types. A topic type is defined recursively as a topic. It represents
a subject that is suitable for establishing a class-instance relationship between the
typing subject (class) and the subjects represented by topics being typed (instances).

Any particular topic may be described in detail by a set of characteristics. The
Topic Map standard comprises three kinds of topic characteristics:

� Topic names are name characteristics primarily consisting of a base name element.
This acts as default designator and provides the default value for both display and
sorting purposes. In addition each topic may have a display name and a sort name.
The display name is presented within the user interface of a Topic Map processing
application. The sort name is useful as a sort key.

� A topic occurrence represents a set of typed links (or references) to addressable
information objects/resources that are relevant to the subject of a particular topic.
Such occurrences are generally outside the Topic Map document itself (although
some of them could be inside it). Occurrences are pointed at using whatever
mechanisms the system supports, typically HyTime addressing or XPointers. The
sense/meaning in which the set of all information objects that are addressed by any
given occurrence element are relevant to the containing topic is expressed by its
occurrence role type. In addition, information objects may have properties as well
as values for those properties assigned to them externally. Facets provide a means
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for annotating information objects pointed at by topic occurrences with simply
structured meta-data (property/value pairs). Both properties and property values are
expressed by means of topics (facet types and facet value types).

� An essential aspect of the Topic Map model is to provide a mechanism to express
relationships between the concepts which are modeled. A topic association groups
one or more participating topics by one ore more association roles (association role
types). The global meaning of the association is specified by its association type
whereas each association role specifies the role of the topics assigned to it.

Madama
Butterfly

Madama
Butterfly

Topic

Premier

Association
type

Opera

Association
role type

Theatre

Association
role type

Association
role

Association
role

Association
Madama
Butterfly

Madama
Butterfly

Topic

La ScalaLa Scala

Topic

Homepage

Occurrence
role type

LanguageFacet type Facet

EnglishFacet value
type

Facet
value

Occurrence

External
Information
Resources

type

aggregation

reference

Topic

Fig. 2. Example of a Topic Map.

Figure 2 shows an example of a Topic Map. The topic "Premier" is the type of the
association which is the aggregation of two association roles. The topics "Opera" and
"Theatre" are the types of these association roles. The association role of the type
"Opera" references two operas: "Madama Butterfly" and "La Traviata". Both operas
are of the type "Opera". Analogous to "Opera" the association role of the type
"Theatre" references the topic "La Scala" which itself references an occurrence of the



Integration of Topic Maps and Databases         749

type "Homepage". Furthermore, the facet element is of the type "Language" with the
assigned facet value type "English". The occurrence as well as the faces value
reference the external information resource.

The base notation of Topic Maps is SGML. An interchangeable Topic Map always
consists of at least one SGML document and it may include and/or refer to other kinds
of information resources. A set of information resources that comprise a complete
interchangeable Topic Map can be specified using the bounded object set (BOS)
facility which is defined by the HyTime architecture in ISO/IEC 10744 [4]. XML as
subset of SGML may also be used as a base notation for Topic Maps.

Topic Maps enable multiple, concurrent views of sets of information objects. The
structural nature of these views is unconstrained – they may reflect an object oriented
approach, or they may be relational, hierarchical, ordered, unordered or any
combination of the foregoing. Moreover, an unlimited number of Topic Maps may be
overlaid on a given set of information resources.

3   A Topic Map Based Internet Directory Service

As discussed in Section 1 and 2, Topic Maps are being embraced by a wide number of
organizations and companies. But there is still a lack of software that supports the
Topic Map standard. In this paper an Internet directory service is introduced, which is
based on a Topic Map using the advantages of semantic networks in this field
consequently. A key point for a useful and efficient application is the possibility to
make the Topic Map persistent within a relational database and to establish integrity
check mechanisms. Additionally, to provide world wide access a multi-language
component is important. Concept and architecture of the Topic Map based Internet
directory service are described in this section.

3.1   Components of the Topic Map Based Internet Directory

In order to increase both maintainability and extensibility, the application for
managing the content of the Internet directory service is divided into six components
(Figure 3):

� Admin-/Editorshell and Web-Presentation. These two modules cover all necessary
Tango-scripts for the Admin-/Editorshell and the Web-Presentation. Tango is a
Web-application software which enables a dynamic generation of Web-pages
whose content results from a database query. In this application Tango-scripts are
not used for the implementation of the business logic of the Topic Map
management and administration in general, but for the realization of the user and
context dependent user interface. Database write operations are separated from
these scripts and implemented as stored procedures within the Directory.Maps
module. Data exchange is done using well defined interfaces with the advantage
that a module can be changed without effecting any other module.
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� Directory.Maps. The essential business logic for the Internet directory service is
part of the Directory.Maps module. It is implemented in Oracle mainly using
stored procedures.

� Topic Map Engine. This module contains Oracle stored procedures with basic
database access operations. Database operations are independent from the business
logic in the Directory.Maps module.

� DirectoryData and OtherSiteData. DirectoryData includes the database schema for
storing a Topic Map in a relational database as well as the actual content of the
Internet directory service. The content is visualized via the Web-Presentation
module. In most cases an Internet directory service is embedded in a large and
comprehensive Web site, which is characterized by heterogeneous data structures
and a large database. Due to the fact data concerning Topic Maps (DirectoryData)
is separated from other data on this site. This kind of data is stored in
OtherSiteData.

Admin/Editor
Shell

Topic Map
Engine

Web-
Presentation

Directory.Maps

DirectoryData OtherSiteData

Fig. 3. Components of the Topic Map based Internet directory.

3.2   Three Layer Architecture

To establish a well structured architecture, Topic Maps are logically organized in
three layers:

� Within the meta layer all Topic Map meta types are specified. They are directly
derived from the Topic Maps standard. Meta types are used to control the internal
business logic of the Directory.Maps module. Furthermore, the advanced concepts
for Topic Maps [8] are also mapped to meta types in this layer (see Section 3.3).

� The schema layer represents the schema of the Internet directory service. The
schema is primarily used to guarantee consistency and integrity of the content of
the directory which is stored within the instance layer. Consistency and integrity
checks are implemented using constraints which are specified within the
Directory.Maps module.

� The instance layer contains the actual content of the directory service based on the
defined schema topics which are stored within the schema layer.

3.3   Meta Types and Constraints

To make integrity checks within Topic Maps possible, in this approach several
constraint mechanisms are introduced. The implementation of the meta types within
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the meta layer is based on both the basic concepts of the Topic Maps standard as well
as the advanced concepts for building Topic Map applications. In detail, the
implemented and used meta types are:

� Topic type (tt), Association type (at), Association role type (art), Occurrence role
type (ort).

� Facets. In this approach it is distinguished between discrete and non-discrete facet
types (ftd and ftnd) as well as discrete and non-discrete facet value types (fvtd and
fvtnd). Discrete facet types and facet value types are supposed to be frequently
used facets with a limited range of values. In contrast to discrete facets, the range
of values of non-discrete facets is not limited. Non-discrete facet value types are
arbitrary strings and mostly used only once. Both types are treated and processed
as topics.

Furthermore, the introduced concepts in [8] and [9] resulted in the following meta
constraints. Each constraint is internally implemented as association and belongs to
the schema layer:

� Association constraint (ac). Within the schema layer a concrete association
constraint defines for an association type which association role types and which
topic types (a regular topic of the associated topic type respectively) may be
associated at the instance layer. For example, an association constraint for the
association type "contains" defines that it is only allowed to associate regular
topics of the topic type "country" within the association role type "container". In
addition, it defines that it is only allowed to associate regular topics of the topic
type "state" within the association role type "containee".

� Occurrence constraint (oc). Analogous to an association constraint, an occurrence
constraint determines which occurrence role type(s) are permitted to be assigned to
regular topics of a specific topic type.

� Facet constraint (fc) and facet value constraint (fvc). According to the distinction
of discrete and non-discrete facet types and facet value types there is an analogous
distinction between discrete and non-discrete facet constraints and facet value
constraints. A facet constraint defines which facet types (no matter discrete or non-
discrete) are permitted to be associated to a certain occurrence role type.
Furthermore, a facet value constraint defines which facet value types are permitted
to be associated with a facet type.

3.4   The Multi-language Component

Especially in the context of building a world-wide Internet directory service the use of
multi-languages for the content of the directory service is a key aspect.

The Topic Map standard includes a general concept for using scopes. Scopes are
used to limit the validity of topics or the name characteristics of certain topics (e.g.,
the topic "Paris" is only valid within the scope "Countries" or a concrete base name of
a topic is only valid within the scope "Language: English").

Basically, all Topic Map elements with name characteristics are allowed to be used
for multi-languages. In particular, this includes the following topics at the schema
layer: topic type, association type, association role type, occurrence role type, discrete
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and non-discrete facet type and facet value type. It also includes the following topics
at the instance layer: regular topic and locator-alias.

Editors who are responsible for the content of the Internet directory service are
supported in managing and maintaining different language versions of topics by the
Admin-/Editorshell. Using scopes offers the advantage that each topic exists only
once, but their name characteristics (which express their textual and also semantic
representation) exists for each language scope. To achieve this, for each topic editors
have to specify different terms according to the required languages at schema and
instance layer. The Web-Presentation module visualizes the language dependent name
characteristics of a concrete topic according to the language scope that is set by the
user who is browsing within the Internet directory service.

A locator is assigned to an occurrence and represents a hyperlink to an information
resource. The locator-alias is the textual representation of a locator which is
visualized by the Web-Presentation module. Analogous to topics, different locator-
alias terms have to be specified according to the required languages.

3.5   User Authorization

Corresponding to the three layer architecture of the main system the authorization
system considers three different user groups:

� A system user is permitted to change (read and write access) each topic from each
layer (meta-, schema- and instance-layer).

� An administrator has full access to topics at the instance- and schema-layer and
only read access to topics at the meta-layer. An administrator is responsible for the
schema of a Topic Map.

� Editors have full access to topics at the instance-layer and only read access to
topics at the schema- and meta-layer. Editors are responsible for the content
maintenance of the directory service.

The assignment of a user to a user group is the result of the login process which
requires username and password.

4   Conclusions

Developed first as a tool for knowledge representation and resources indexing, the
Topic Map technology seems bound to become a more pervasive tool, pertinent
wherever one needs to tackle complexity. Given the technology is still young, it has to
be confronted to a variety of use cases in order to be refined and validated.

Topic Maps provide a promising possibility to semantically enrich existing Web-
sites. This is a main reason why Topic Maps are being embraced by a wide number of
organizations throughout the world. Companies and individuals have realized how the
power of Topic Maps can help them to solve their information access problems.
However, in order to make the vision reality there must be software that supports the
Topic Map standard.



Integration of Topic Maps and Databases         753

In this paper a meta data structure is introduced, which allows to make a Topic
Map persistent within a relational database. To make integrity checks within Topic
Maps possible, several constraint mechanisms are introduced. Additionally, a multi-
language component is included. The mentioned components are very important for
the efficient implementation of an Internet directory services. Furthermore, the
presented approach also focuses the graphical design of the Web presentation. The
user interface has to correspond to the concepts of Topic Maps to allow an
appropriate navigation within the knowledge structure.

The introduced Topic Map based Internet directory service is the result of a
cooperation with one of the largest Internet sites in Austria. Currently, the project
partner fills up and completes the content of the Internet directory service with the
intention to go online as soon as possible.

Further work will start with the improvement of the system performance.
Especially if HTML-pages are generated dynamically based on database query result
sets, runtime is a very crucial aspect for a Web-site. It is intended to use the
materialized views technology (Oracle 8i) to improve the performance of queries
containing "expensive" join operations.

Another focus of interest will be the implementation of an improved graphical
presentation of the Topic Map. That topic which is currently visited by a user is
positioned in the center of the graphical representation. Semantically relevant topics
are connected via lines and arranged around the center topic. The length of such a line
represents the semantic relevance of each topic in relation to the current topic. Users
control the number of shown topics by changing the relevance distance value.
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Abstract. Hypermedia development poses very specific problems such
as the need for mechanisms to model sophisticated navigational struc-
tures, interactive behaviours and usable multimedia compositions. More-
over, since the majority of hypermedia applications are accessed by dif-
ferent users, security becomes a key feature. In this context, we present
a development method called Ariadne which offers a number of tools to
create hypermedia applications in an progressive and integrated way.

1 Introduction

Hypermedia development poses very specific problems that do not appear in
other software applications [13,10,5], such as the need for mechanisms to model
sophisticated navigational structures, some of which can be ephemeral, inter-
active behaviours and multimedia compositions which have to be usable and
harmonic at the same time. Although experience and modelling skills can be
borrowed from existing design methods such as object oriented modelling, hy-
permedia developers need intellectual mechanisms to analyse and design using
abstractions and design entities related to the hypermedia domain (e.g. nodes,
links, anchors and synchronisms). In fact, there are some hypermedia methods
which provide designers with hypermedia specification tools including HDM [10],
RMM [11] and OOHDM [16]. Moreover, since the majority of hypermedia appli-
cations, and particularly those implemented as web environments, are accessed
by different users with different purposes, security becomes a key feature to be
taken into account. Hypermedia methods should provide mechanisms to deal
with all the features of any hyperdocument, including security, in an progressive
and integrated way.

In this context, we present a development method for hypermedia applica-
tions, called Ariadne, that is aimed at providing an integrated framework to
specify all the static and dynamic features of any hyperdocument. The method
applies an iterative process based on the evaluation of design solutions with
potential users to determine their utility and usability. Compared to similar
methods, Ariadne improves three significant aspects: it provides a mechanism
to define time- and space-based constraints among contents; it offers a product
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to model the users structure based on roles and teams; and it includes a secu-
rity model to define the policy that will be applied during the hyperdocument
operation.

2 Principles of Hypermedia Modelling

Modelling hypermedia applications involves several complementary views which
have to be properly addressed by a development method [5], including navi-
gation, presentation, control, security, processes and data, that are discussed
below.

Navigation design. One of the most important tasks in hypermedia modelling
is the design of the browsing structure made up of nodes and links, that should
not be confounded with structural relationships such as a part-whole relation.
Most hypermedia design methods propose mechanisms to specify browsing ca-
pabilities [10,11,16,12,15].Moreover, hypermedia authors tend to include some
navigation tools such as visual maps, active indexes, guided tours, marks, foot-
prints and backtracking mechanisms [14]. Thus, hypermedia methods should also
provide elements to model such navigation aids. Finally, navigation modelling
has to deal not only with declarative but also with event-based specifications. For
instance, RMM includes conditional guided tours and indexes whose components
are calculated applying a rule specified by the designer.

Presentation design. Another basic feature of hypermedia concerns presen-
tation issues, since nodes include multimedia contents that need to be organised
and harmonised in different dimensions such as time and space. In fact, the way
and rhythm used to deliver the contents to the user determines to a great extent
the hyperdocument usefulness.

Control design. Control design provides a behavioural specification describ-
ing how particular events affect to the system. Hypermedia systems are highly
interactive and, therefore, modelling the system reaction to particular events is
a relevant design concern [5].

Security design. The increasing popularity of hypermedia systems, mainly
due to the proliferation of web applications, has put stress on the need for
preserving the security of the information they hold [6]. Security rules have
to be analysed and formally specified in terms of entities of the domain, for
which high-level models are required [8,4]. A security model for hypermedia has
to provide elements to formalise security policies using components and services
of the hypermedia technology (e.g. nodes, links, link traversal and so on).

Processes modelling. Processes modelling is oriented towards defining how the
system works. The main function of a hypermedia system is the hypertext nav-
igation, that cannot be represented by means of process models such as DFDs.
However, complex hypermedia systems include more and more no-navigation
functions that can profit from the use of process oriented methods. For instance,
Java applets or search engines can be specified using an appropriate processing
modelling technique.
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Data design. Data design methods describe the system in terms of data en-
tities and structural relationships. Although nodes needn’t be structured, some
hyperdocuments such as books, dictionaries, digital libraries and so on, have
an intrinsic hierarchical structure which can be defined using abstractions bor-
rowed from data models. In fact, paradigms like entity-relationship, semantic and
object-oriented modelling have been applied in the hypermedia field or used as
the application structural schema in different works, such as [11] in E-R models,
[15] in semantic modelling and [10,16,12] in object-oriented modelling.

3 Ariadne: A Method for Developing Hypermedia
Systems

Ariadne proposes a systematic approach to produce hypermedia applications.
Compared to other hypermedia design methods such as HDM, OOHDM or
RMM, Ariadne shares a number of similarities concerning the specification of
the logical structure, navigation and interface layouts but it also improves or
introduces mechanisms to deal with the six design views in an integrated way.
In particular, the main contributions of Ariadne are: the introduction of a spe-
cific mechanism to establish space and time-based relationships among contents,
called alignments and synchronisations respectively; the inclusion of elements to
define a users structure that can be used not only for security purposes (e.g. to
define adaptive accesses); and, finally, the inclusion of a high-level security model
which makes possible to specify a role-based security policy, simpler and easier
to maintain than group-based policies [9], using the same design entities than
those used to specify other hypermedia features such as the hypertext structure.

This method proposes a development process consisting of three phases: Con-
ceptual Design, Detailed Design and Evaluation. Each of them generates a num-
ber of products covering the six design views presented in the previous section.
Although some of these products were first introduced in [5], in this paper we
describe the method itself, which is summarised in figure 1. The outer boxes are
the three design phases and inside each box, the different activities that have
to be carried out as well as the products generated can be found. Arrows repre-
sent a sequence which is not unique but has been shown very helpful in different
developments. Ariadne assumes an iterative process where the evaluation of pro-
totypes is used to gather information to improve the design, whether conceptual
or detailed. The method is explained below using the design of a research group
web site as an example.

3.1 Conceptual Design Phase

At this point, the application is approached from a high level of abstraction
so that solutions are expressed in terms of expected types of elements. With
this purpose, the Labyrinth hypermedia model [3,7] is assumed to describe the
elements and functions of any hyperdocument. The steps to be completed are
represented in the five inner boxes included in the Conceptual Design in figure 1.
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Fig. 1. The Ariadne method

There are a number of validation rules among diagrams to guarantee consistency
and completeness [5].

Definition of the Logical Structure. The objective of this step is to define
structural relationships. The hyperdocument structure is represented by means
of composite nodes connected to their components (simple or composite nodes)
by means of two possible relationships: aggregation which is a mechanism to
refer to a set of nodes as a whole; and generalisation that represents an inclu-
sion relation involving inheritance mechanisms. Moreover, references to external
elements (e.g. related web pages), can be included as external nodes. Figure 2
shows the logical structure of the example using UML notation [2].

Fig. 2. Example of Structural Diagram



768 P. Dı́az, I. Aedo, and S. Montero

Study of the System Services. This step is oriented towards describing the
services of the application. Two products are generated: the Navigation Diagram,
that represents the navigation options; and the Functional Specifications, that
gather information concerning other services (e.g. validating input data in an
on-line form).

Navigation paths and tools are specified in the Navigation Diagram. Naviga-
tion paths are settled among nodes using labelled links which can be n-ary and
bi-directional. For instance, the link that makes possible to browse the publica-
tions of each member is represented with the bi-directional link writes in figure
3. Since People is a generalization composite, all its components (i.e. Teachers,
Students and Researchers) inherit this link.

Navigation tools are represented in this Diagram as nodes tagged with an
”NT” (see the Group web site node in figure 3). At this conceptual stage,
no distinction is made among different navigation tools. Their behaviours and
appearances are defined in the Internal Diagrams (see description below).

Fig. 3. Example of Navigation Diagram

Virtual links, whose source or target is procedurally defined, are not different
from other links at this stage since anchors are not established yet. In the Internal
Diagrams of nodes and contents (see below) virtual links are associated with an
event to calcute their source or target (e.g. the links writes or works).

The other product of this activity is the set of Functional Specifications,
which consists of a series of documents generated using a top-down approach.
Each process is decomposed into a number of subprocesses till the lowest level of
definition, made up of Labyrinth events [3,7], is achieved. A Functional Specifica-
tion document is generated for each process and subprocess, including: a unique
process identifier; a descriptive name; a type of function (personalisation, edition,
communication and unclassified); a description of the actions performed by the
process, which can be expressed using any process or control-oriented modelling
technique (e.g. Data Flow Diagrams, State Transition Diagrams, Petri Nets,
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etc.); references to related functions and events, which provide both a forward
and backward traceability mechanism.

Specification of Entities. In this step, more information about types of nodes
and contents is provided in the Internal Diagrams.

Fig. 4. Internal Diagram of node People

An Internal Diagram is created for each node in the Structural and Naviga-
tion Diagrams to specify: the type of contents it includes; its attributes (e.g. a
background colour); the events that model its behaviour, and the anchors that
make up the links coming/leaving to/from the node. The Internal Diagram con-
sists of two subdiagrams where contents, anchors and events can be placed: the
Spatial Diagram, which is a two dimensional space representing the node visu-
alisation area (see figure 4.a); and the Timeline, which represents how the node
evolves throughout a time interval (see figure 4.b). At this conceptual stage,
specific positions are not defined, but it is possible to logically specify the ap-
pearance of a node by placing some holes that will contain kinds of contents. For
instance, in the People node we can decide that the photo will always be placed
to the left and personal data to the right (see figure 4.a). Since this layout is
inherited by all the nodes generalised by the node People, this diagram forces to
maintain a certain degree of consistency in the interface of the members pages.

Positions in the Spatial Diagram and the Timeline can be defined using log-
ical units of space/time (e.g. T0 in figure 4.b represents the moment when the
node is conveyed to the user). However to create more harmonic and dynamic
presentations, space and time-based relationships can be set among contents,
called alignments and synchronisations respectively [3,7]. Both relationships are
depicted through directed arcs labelled to describe which constraint has to be
fulfilled. In the case of aligments, that label is a triple of values (topology, direc-
tion, distance) being the latter a pair representing displacements in the X and
Y axes. For instance, we can establish that the photo and curriculum vitae have
to be aligned by the top and, with this purpose, an alignment arc is set between
these two contents within the People node (see figure 4.a). Synchronisations are
labelled with a tuple (start, end) representing delays in the beginning/end of the
target content. Both delays can assume a predefined value (duration and start-
Time) or a logical unit of time. For example to model the following situation
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”the photo is initally shown, two units after it is replaced by a video and when
the video ends the photo turns to its initial position” several relationships are
defined: an alignment in figure 4.a and three synchronisation arcs in figure 4.b.
More details on the alignment and synchronisation mechanisms can be found in
[3,7]. Finally, events can be associated to a particular moment in the Timeline
so that they are evaluated when such moment is reached.

Fig. 5. Internal Diagram of the Content Icons Bar

Contents placed in the nodes have their own Internal Diagrams where an-
chors, events and attributes are defined (see figure 5). Composite contents can
also be defined. For instance, an icons toolbar can be modelled as an aggregated
content referred to by means of a unique element: the composite Icons Bar.
Placing this aggregation at the top and at the bottom of each node (see figure
4.a) all the icons will be presented in the same way they are organised in the
Icons Bar. Contents that act as anchors are marked using an striped pattern
and the corresponding link is associated to them. For instance, Projects Icon
and Publications Icon in figure 5 are the sources of the links works and writes
respectively, both of which were introduced in the Navigation Diagram (figure
3). Virtual links have an event whose entry in the Events Catalogue includes the
process to derive them. For instance, the targets of the two links represented in
figure 5 are calculated at runtime by means of the E13 and E14 events.

Attributes and events associated to the elements in their Internal Diagrams
are fully specified in the Attibutes and Events Catalogues, which are repositories
where these elements are held. For each attribute there is an entry including the
property’s name, its default value and the list of associated elements. For each
event there is an entry including: the event unique identifier; the Condition that
enables the event (the link works has been selected); the Actions performed by
the event; the list of elements the event is tied to and the list of Functional
Specifications that describe the event from a higher level of abstraction.

Identification of users roles. The users structure is represented by means of
the Users Diagram. Such structure sets the basis of the security policy defined
in the Access Table (see below) and makes possible to define user-dependent
presentations as well as hyperdocument personalisations. The main purpose of
this activity is to analyse which are the expected types of users of our application
and, consequently, no individual users are identified but roles. A role represents
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Fig. 6. Example of Users Diagram

a job function or responsibility (e.g. undergraduate and postgraduate students,
teachers and so on). Roles can be specified as hierarchical structures, where
specific roles are grouped into more general roles by means of generalization
relationships (see the figure 6). Roles can also be grouped into teams that work
together. In this case, composition reflects an aggregation relationship. While a
role identifies a job function or responsibility, a team is a group of roles or users
which will have some common goal without functional implications. For instance,
the Research Group in figure 6 is a team grouping a number of people that
cooperates, including Research Staff, Students and External Researchers.
Teams are used to provide cooperating users with private work spaces.

Definition of the security policy. This step is intended for defining which ac-
tions are permitted to each user role. Two products are generated: the Categori-
sation Catalogue, where each content and node is assigned a security category
defining the most permissive kind of operation the object can undergo; and the
Access Table that implements the security model presented in [4,6]. This model
uses security categories (Browsing, Personalising and Editing) to control the
kind of actions users can perform on a hyperdocument and it assumes a RBAC
(Role Based Access) policy [9]. Each role is allocated a manipulation category
for each node and content in the hyperdocument although a default value can be
used to simplify the design task. Access permissions are inherited from general
roles and their values can be overriden. Private views of the hyperdocument can
also be defined for each user role using a mechanism of explicit denial of access.

3.2 Detailed Design

During this phase, the abstract entities and functions specified in the previous
phase are instantiated into concrete elements. Thus, while the Conceptual Design
can be considered as an authoring-in-the-large process where the hyperdocument



772 P. Dı́az, I. Aedo, and S. Montero

features are faced from a high level of abstraction, the Detailed Design is an
authoring-in-the-small activity where the hyperdocument that will be delivered
to the users is fully specified. The activities of this phase (see figure 1) are
presented below.

Identification of instances. Structures defined in the Structural Diagram are
instantiated to create similar hyperdocuments. For instance, the structure shown
in figure 2 can be replicated to define the web sites of different research groups.
Moreover, nodes identified in the previous phase are also instantiated. Thus, the
node Teacher is replicated as many times as needed to represent all the teachers
in the group.

Specification of functions. Both the Navigation Diagram and the Functional
Specifications created in the Conceptual Design are now fully specified. In the
first case, a Specification of Access Structures is created for each navigation tool
to determine which kind of navigation aid it implements. The functions are also
specified in the Detailed Specification of Functions where a low-level description
of each function is provided.

Specification of instances. All the nodes and contents are described in their
Detailed Internal Diagrams. The objective is to gather detailed information to
create a prototype and even to fully or partly automate this process. For exam-
ple, in each instance of the Teacher node, the holes put in its Internal Diagram
representing types of contents are associated now a concrete content, whether
as a text or as a reference to a file. Both contents and nodes have Presentation
Specifications where details on how to convey information to the user are es-
tablished. For instance, nodes can be assigned a size or they can be associated
to a kind of window (full-screen, pop-up, etc.). Contents will have presentation
properties that depend on their nature.

Definition of the users structure. Concerning the users structure, teams are
instantiated in the Instanced Users Diagram to create as many groups as required
(e.g., several research groups with the same composition). The next step is to
assign specific users to the existing roles producing the Users Allocation. Thus,
users will be able to exercise the abilitites specified for the roles they belong to
according to the principles of RBAC. A user can be associated to more than
one role and then the most permissive clearance is always applied during the
hyperdocument operation.

3.3 Evaluation

Since hypermedia systems are highly interactive, the development method has
to be a user-centred process where the different interface solutions have to be
evaluated. Thus, prototyping and evaluation become two key activities.

Development of a prototype. Prototypes can be easily generated from the de-
tailed design products created in the previous phase, whether using authoring
tools (e.g. Authorware), mark-up languages (e.g. XML) or programming lan-
guages (e.g., Java).

Evaluation of the prototype. Evaluation is primarily aimed at providing in-
formation about the potential usability of a system in order either to improve
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features and functionalities within an interface or to assess a completed inter-
face. Evaluation can be carried out using different methods including analytic,
expert, empirical and experimental techniques [1]. In any case, evaluation has
to be carefully prepared and planned since its results are used to modify the
conceptual or detailed design to better gather the users needs.

3.4 Validation and Verification Rules

Ariadne provides a number of integrated products to specify the features of
any hypermedia application. Such integration is achieved due to the inclusion
of cross-references among related products and a number of inter- and intra-
validation rules which ensure that each entity is fully and correctly described. For
example, during the Conceptual Design, Functional Specifications refer to the
corresponding entries in the Events Catalogue and vice versa, increasing both the
forward and backward traceability of the processes and reactions specifications.
In the same phase, an example of inter-validation rule is the one that ensures
that there is an Internal Diagram for each node identified in the Structural or
in the Navigation Diagram and an intra-validation rule detects if there is any
overlapping among the anchors or contents specified in an Internal Diagram.

Moreover, once a product has been generated a verification procedure has
to be executed to analyse if it complies the requirements of the application.
The last phase of Ariadne, the evaluation, provides empirical evidence on how
well requirements have been addressed since the prototype is used to collect
subjective and objective data about the product utility and usability.

4 Conclusions

Hypermedia development requires very specific methods dealing with a number
of design views, including navigation, presentation, data or structure, processes
or function, control or interaction and security. Knowledge and experience can
be borrowed from data, processes and event models but specific tools to specify
navigation paths and tools and multimedia presentations are needed. In this
paper we introduced Ariadne, a method aimed at gathering the peculiarities of
hypermedia applications and dealing with the six design views aforementioned.
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Abstract. Tree-structured indexes typically restrict the search domain
level by level, which means that the search information can be encoded
more and more compactly on the way down. This simple observation
is here formulated as a general principle of index compression. Saving
storage space is one advantage, but more important is reduction of disk
accesses, because more entries can be packed into a page. The index
fan-out can be increased, reducing the average height of the tree. The
applicability of compression is studied for several popular one- and multi-
dimensional indexes. Experiments with the well-known spatial index,
R*-tree, show that with modest assumptions and simple coding, 30-40%
reduction of disk accesses is obtainable for intersection queries. Compres-
sion of index entries can be used together with other index compaction
techniques, such as quantization and pointer list compression.

1 Introduction

Traditionally, data compression has been regarded mainly as a way of reducing
the external storage costs of data. However, today transfer time is a more im-
portant reason for compression. It is true that disk technology has progressed,
and access times improved, but not as much as processor speeds. Therefore,
it has become more and more practical to trade disk accesses for compres-
sion/decompression procedures.
New application areas of databases, such as CAD, multimedia, GIS, data

warehouses, digital libraries, office documents, etc. store vast amounts of data.
Compression is commonly used in these areas, and standard techniques e.g. for
text and images can be applied. However, the stored datasets are most often
equipped with various kinds of indexes, in order to support fast retrieval. A
large part of the access cost can be attributed to accessing the indexes, and thus
index compression can bring similar advantages as compression of data itself.
For complex data types, also indexes are complex; multidimensional indexes are
a challenging target for compression.
Index compression can be divided into two main categories:

1. Compression of search information (e.g. keys)
2. Compression of pointers to data
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For simple indexes, the gains of these techniques depend on the uniqueness of
keys: For primary indexes, the former is most applicable, whereas for secondary
indexes the latter can bring large benefits [18]. Here we suggest general guidelines
for compressing search information in hierarchically structured indexes. There
are two orthogonal ways of reducing the size of search-directing items:

1. Approximation, also called quantization, usually omits the least significant
bits of the search-directing entries, see e.g. [5]. This is often lossy, increasing
the number of ’false drops’.

2. Compression applies a lossless coding scheme, based on a model of data
distribution. The precision of the model dictates the gain obtained.

By applying both approximation and compression, we can squeeze the index
entries to a fraction of the original size. In this paper we study only (lossless)
compression, adapted to various kinds of indexes. Especially, we restrict ourselves
to one-pass, adaptive schemes, where the model is built on the fly, on the basis
of the processed part of the index. Then, there is no need to store the model.
The key idea in developing a compression method is to take advantage of

clustering of data, which is a natural property of all indexes: they try to reduce
the search space by partitioning the data set into local subsets. A cluster with
tight bounds enables compact representation of the cluster elements. Based on
this observation, we first present the general compression scheme in Section 2.
Thereafter we adapt the scheme to specific types of indexes.

2 General Index Compression Scheme

Assume that we have a paged, hierarchical index, with a number of entries per
page (node), restricting the values of entries in the child pages. We have at least
two possible bases for compressing an entry x:

1. entries in the parent (more generally ancestors) of x,
2. entries processed before x on the current page.

Either or both of these can be missing (for root entries, and the first entry of
a page), but default values can then be applied. Using the parent entries, we
get some kind of boundaries for x, enabling more compact coding since there
are fewer alternative values. If not more is known, a uniform distribution with-
ing the bounds can be assumed for x, resulting in a simple fixed-length code
for each alternative value. Notice, however, that the code length is only locally
fixed: A certain range implies a related length, but different ranges produce dif-
ferent lengths. Fixed-length coding can be somewhat improved by the phasing
technique [3] if the range is not a power of two.
By taking advantage of the processed entries in the current index node, fur-

ther compression can be achieved. Assuming that the entries are somehow or-
dered, at least two possible approaches can be taken:
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1. Neighbor coding: The predecessor px of entry x is assumed to be the closest
to x among processed entries. Then we can represent x as px +∆x, where
’+’ should be understood generally. Now it is sufficient to store ∆x, which
probably has a very skew distribution, and can be coded efficiently, possi-
bly by a variable-length code. The bounds obtained from ancestors are also
utilized in choosing the coding scheme.

2. Interpolative coding: Assume that the entries on the page constitute a well-
ordered sequence of values. The middle element mid is encoded first within
the inherited/default range lower..upper. Then, the middle element mid1 of
the first half is encoded within lower..mid, and the middle element mid2 of
the second half is encoded within mid..upper, etc. This simple and effective
coding scheme was suggested in [13] for compressing inverted lists. As in
binary search, the page entries constitute an implicit binary tree, where
each node further restricts the range of its descendants.

All the information needed in coding is obtained along the access path, which is
followed anyway during search and update.
The neighbor-based compression scheme often involves coding of small num-

bers from a skew distribution. If we know the distribution, adaptive entropy
coding, such as arithmetic coding [15] can be applied, which gets close to the
information-theoretic lower bound (entropy). However, often we do not know
the precise distribution, or we cannot afford to use much time for en-/decoding.
A universal coding scheme is then one alternative, see [9]. If an exponential
distribution is assumed, γ-coding is a good choice.
Interpolative coding [13] is mainly applicable to increasing sequences of values

on a page. We can also view it as a coding technique of deltas in the special case
that all delta-values are positive.
Compression of index pages results in a higher number of entries per page,

and thereby in a larger fan-out of nodes. Thus, not only is the page count reduced,
but possibly also the tree height. These are the main goals of compression, and
enable more effective index processing.
We summarize the general guidelines for index compression:

1. Determine the global bounds of the indexed domain.
2. Use ancestor (or global) information to set local bounds for the entries on
the current page.

3. Encode the page entries one by one, so that the processed entries are used to
further restrict the bounds or distribution of the next entry to be encoded.

As for related work, we want to mention the index compression techniques of
Goldstein et al. [10]. Their emphasis was in maximizing the decompression speed,
by storing in-page code tables. Our main goal, instead, is a high compression
ratio. Another interesting reference is GiST [12], a generalized index structure
defined as an extensible data type, having abstract methods also for compression
and decompression. These must be tailored for each ’instantiation’ of GiST; our
approach could be useful in this job.
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3 Compression of B-Trees

The delta-technique described above is well-known in B-tree indexes, especially
with alphabetic keys. It goes by the name of front compression, where we encode
the number of prefix characters that are common with the predecessor. For
example, for successive keys “COMMON” and “COMPUTER”, the latter can
be represented as 3-PUTER, where number 3 is encoded for example as a byte
(i.e. fixed-length code), restricting the prefix size to 255.
In B+-trees, another compaction scheme is useful, namely tail compression,

where only a sufficient number of characters is stored to delimit the key from
predecessors and successors. Combined front and tail compression is used e.g.
in IBM’s VSAM method. If tail compression is used on the leaf level of a dense
index, false drops may occur in queries. Thus, tail compression belongs to ap-
proximation methods, and we do not discuss it further.
Let us take an example of the parent-neighbor scheme for integer keys. As-

sume that we know from the parent node that the range of keys on a page is
12..34. Assume further that there are three keys, namely {21, 28, 31} to be
encoded. Using fixed-length coding within lower..upper, the number of bits is
�log2(upper− lower+ 1)� per entry. The example codes are derived as follows.

Key Delta Range size #Bits Code
21 21− 12 = 9 34− 12 + 1 = 23 5 01001
28 28− 21 = 7 34− 21 + 1 = 14 4 0111
31 31− 28 = 3 34− 28 + 1 = 7 3 011

Using only the parent-based information (range 12..34), we would need 3 ·5 = 15
bits, instead of 12.
With compressed keys, the B+-tree can be condensed, and the fan-out in-

creased, resulting possibly in reduced tree height. In fact, the definition of the
B+-tree must be changed, somewhat: We cannot set a fixed order for the tree,
to set limits to the node fan-out. Overflow can be handled normally: the page
is split into two halves with an equal (±1) number of entries in both. However,
detection of underflow must be based on the space utilization of the page. A
constant (probably between 40 and 50 %) threshold must be set.

4 Compression of Multidimensional Point Indexes

Multidimensional data structures are usually divided into point access methods
(PAMs) and spatial access methods (SAMs). PAMs are often used for indexing
multiattribute data, feature vectors of complex objects, data cubes in data ware-
houses, etc. SAMs store objects having spatial extent, application areas being
computer-aided design, geographic information systems, image and multimedia
databases, etc. Spatial access methods are applicable to points, as well. There
exist a large number of PAMs, so we take only a few representatives and consider,
how the general compression scheme can be applied to them.
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4.1 Space-Filling Curves

The simplest approach to organize a set of multidimensional points is to make a
transformation to 1-dimensional space. Z-curve [14] and Peano-Hilbert curve are
linearizations of point sets into locality-preserving sequences. A one-dimensional
index is sufficient to support their accessing, as exemplified by the UB-tree [1].
Thus, the B+-tree compression described above is directly applicable.

4.2 K-d-Tree Family

K-d-tree [4] is a binary search tree for k dimensions. For each node, we know a
box (hyper-rectangle), within which all descendants reside. The node key splits
the box into two, according to one dimension. The halves are then related to
subtrees. The choice of split dimension is done in alternating order. The split
point is typically the median of the point coordinates, for balancing.
There have occurred many generalizations of the k-d-tree for external mem-

ory, such as K-D-B-tree [16]. In principle, the binary tree must be partitioned
into pages. However, we can use the virtual binary tree as the basis of compres-
sion. Assume that a node to be compressed contains a certain split value x in
dimension d. Having descended to that node, zero or more splits according to d
have been made, either in ancestors, or on the current page. These splits deter-
mine an interval, where x must be located. The representation of x takes at most
�log2(interval length)� bits. This is thus a generalization of B+-tree compression.

4.3 Metric Trees

Metric index structures apply to a more general class of domains, where distances
between stored objects are available, but they are not necessarily coordinate-
based Euclidean distances, see [17]. An example is the M-tree described in [7],
where entries in an index node are enclosed in a hypersphere, with a certain
center and radius. Child spheres are located inside the parent sphere. The goal
is to make the spheres as disjoint as possible, and to minimize their radii.
The success of M-tree compression depends on the possibility of compactly

representing the delta information, i.e. difference of the object from either the
page center or the nearest neighbor within the page. Since the neighbor must
be encoded first, the neighbor relationships constitute a virtual tree structure,
and the minimum spanning tree is an obvious choice to minimize the deltas (cf.
[6]). To avoid representing the spanning tree, we can use just a linear order for
the entries within page. To minimize the deltas, we should find the minimum
Hamiltonian path through the entries. This is closely related to the traveling
salesman problem, which is NP-hard, but numerous good heuristics exist.
We conjecture that in most applications, clustering of objects in metric trees

ensures that the delta-technique is effective. However, tailoring is needed for
each specific space and metric. As an example, we consider the S-tree [8], which
is an index structure for signatures, i.e. bit vectors generated by randomization
from attributes of complex objects. Signatures act as filters in multiattribute
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retrieval. The natural distance measure is the Hamming distance, i.e. number
of differing bit positions. S-tree is a kind of metric tree, but it does not store
explicit centers and radii. The actual object signatures reside on leaf pages. The
parent contains the bitwise OR of the signatures on each child page. An upper
bound to the Hamming distance between parent and child is known: If the parent
signature contains a 0-bit, then the child contains it also, and the child 0-bit can
be omitted. This represents the parent-based compression of our general scheme.
If we additionally want to apply the delta technique, we can proceed as follows.

1. Arrange the signatures of the page into linear order, trying to minimize the
sum of Hamming distances of adjacent signatures, e.g. by applying traveling
salesman heuristics.

2. Store the first signature as such. For the rest, compute the exclusive OR with
the left neighbor and compress the created sparse bit vector using some of
the well-known techniques [18].

The original signature can be recovered by XORing because the neighbor will
be decoded first (cf. [6]). Similarly, the suppressed zeroes can be copied from the
parent to the child signature, because the parent is decoded first.

5 Compression of Spatial Indexes

Of the various spatial index structures, we restrict our study to the well-known
R-tree [11], and its variant, R*-tree [2], but the ideas can be generalized. R-
tree utilizes the typical spatial construct: minimum bounding (hyper-)rectangle,
MBR, called also bounding box. The MBRs of spatial objects are represented
on the leaf level of the R-tree. For each page (except the root), the MBR of all
rectangles on that page is stored in the parent, to serve searching. The structure
is thus organized hierarchically into nested MBRs, where each level of nesting
corresponds to a level in the R-tree. A small 2-dimensional example is given in
Fig. 1.
The goal in building the R-tree is to minimize the overlap between MBRs of

different branches, and hereby minimize the number of paths to be followed in
queries. In this job, R*-tree usually works better than the basic R-tree.
It is rather easy to apply our general compression approach to R-trees. The

parent MBR gives bounds to the MBR of the child rectangles. Thus, for each
dimension d, we know the lower and upper bounds (denote lMBR

d and uMBR
d ),

within which we can compactly represent the bounds (denote lcur
d and ucur

d ) of
the current rectangle in dimension d, in the same way as for the 1-dimensional
B+-tree above. A simple improvement to this is based on the observation that
when encoding ucur

d , we know that it is in the interval [lcur
d , uMBR

d ], which is
tighter than the parent interval [lMBR

d , uMBR
d ], and gives better compression.

For neighbor-based enhancement of compression, an obvous solution is as
follows. Choose one dimension (d) and sort the rectangles of the page according
to ld. When encoding lcur

d , encode it relative to lprev
d of the previous rectan-

gle, instead of lMBR
d of the parent. However, only one dimension can be taken

advantage of in this approach.
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Bitsum 19 16 18 16

Fig. 1. Coding of nested rectangles in a sample R-tree

6 Experiment: Compression of R*-Trees

In order to get concrete results to support our claims, we performed some prac-
tical experiments. For that, we chose the R*-tree structure [2], because of its
usefulness and popularity in low-dimensional spaces, both as a point and spatial
index. We used the simple version of our compression scheme, as in Fig. 1: A
lower value lcur

d of the current rectangle in dimension d is restricted by lMBR
d and

uMBR
d of the parent, and the upper value ucur

d is restricted by lcur
d and uMBR

d .
We used a synthetic set of 2-dimensional rectangles, uniformly distributed

in an M × M square. Side lengths were uniformly distributed integers. This
represents the worst case for compression; higher gains can be expected for non-
uniform distributions, cf. [10]. The parameters and their default values were:

– P = page size (4 Kbytes)
– N = number of data rectangles (105)
– M = side length of the total space (106)
– S = average side length of rectangles (104)
– Minimum page load for results of split (40%)
– Proportion of re-inserts at overflow (30%)
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The last two are general recommendations for the R*-tree. The pages were
compressed when written to disk and uncompressed when read from disk. A
’sufficient’ buffer size was reserved for pages, because when uncompressed, they
take more that P bytes. Overflow at insert was determined by the bit count after
encoding (before writing). Because the compression ratio varies, the number of
entries per page is also variable. Special buffering techniques were not considered
in our experiments. We counted logical reads and writes (= buffer or disk I/O).
Fig. 2(a) shows the number of pages required by the normal and compressed

R*-trees for N up to 105. Here we used 32 bits for the uncompressed coordinates.
The pointers (also 32 bits) were not compressed in either version, setting a limit
to the compression ratio. With the chosen parameters, almost 40% saving in
space is obtained. For M = 105 and S = 103, already 49% saving is obtained.

The number of logical (buffer or physical) disk accesses for building the R*-
tree by repeated inserts is depicted in Fig. 2(b), showing a reasonable reduction
of accesses. The somewhat irregular behavior of the curves results from the
integral number of tree levels. The growth of tree heights is illustrated in Fig.
2(c) where the page size P was exceptionally chosen to be only 256 bytes, to get
a better conception of the general behavior.
Perhaps the most interesting results are given in Fig. 2(d), reporting the

number of page accesses in intersection queries. The results are averages of 1000
queries. We used our largest test case of N = 105 rectangles, and varied the
average side length of the query rectangle up to half of the domain interval. For
large query rectangles, the saving of accesses varies between 35–37%; for smaller,
the relative gain is also smaller.
There is a trade-off between compression time and disk access time. We

executed the experiments on a two-processor 400 MHz Pentium II, with 512
MB main memory. The average CPU time for rectangle insert was 0.00027 sec
for the uncompressed, and 0.00334 sec for the compressed R*-tree. This 1:12
ratio is more than compensated by the smaller number of disk accesses in the
compressed version. For intersection queries, the ratios of CPU times varied
between 1:5 (for large query rectangles) and 1:12 (for small query rectangles).
Again, the compression overhead is only a fraction of the total time. Assuming
a ’cold’ situation with an empty buffer at the start, and a typical value of 10
msec per disk access, the net time saving with our compressed R*-tree is still
more than 30% for large query rectangles.
Though restricted, the experiments give a strong indication of the potential

benefits that can be obtained by index compression, in general. Enhancement of
the coder and tailoring to other index types are left for future work.

7 Conclusion

With new data-intensive and multidimensional applications of databases, differ-
ent kinds of indexes play a central role in making the processing more effective.
We suggested that sophisticated compression is one way to improve the indexing
performance. We studied only tree-structured indexes, where the path from root
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Fig. 2. Compression results for R*-tree

to leaf represents a stepwise restriction of the domain, enabling more compact
representation of lower levels.
The purpose of this paper was mainly to reveal the potential of compression.

Therefore, we gave only rather general descriptions of possible approaches for
a few types of hierarchical indexes. The final tailoring must be done for each
index type separately. Our experiments with R*-trees revealed that a very simple
compression scheme can easily bring a saving of 30–40% both in space and time.
Due to more and more powerful processors, the processing time required for
compression and decompression is negligible compared to disk access time. Thus
it becomes affordable to apply also more sophisticated coding techniques.
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Index compression can in many cases be combined with index approximation.
Together, they can reduce heights of index trees and increase their fan-out.
This is especially beneficial in high-dimensional cases, where large parts of the
index must often be scanned in solving queries. Compression is thus one way of
fighting against the so called ’curse of dimensionality’, which tends to reduce the
usefulness of hierarchical indexes.
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Abstract. EXtensible Markup Language (XML) is fast emerging as the
dominant standard for describing data and interchanging data between various
systems and databases on the Internet. It offers the Document Type Definition
(DTD) as a formalism for defining the syntax and structure of XML documents.
The XML Schema definition language as a replacement of DTD provides more
rich facilities for defining and constraining the content of XML documents.
However, to enable efficient business application development in large-scale e-
Commerce environments, XML lacks sufficient power in modeling real-world
data and their complex inter-relationships in semantics. Hence, it will inevitably
be necessary to use other methods to describe data paradigms and develop a
true conceptual data model, and then transform this model into an XML
encoded format, which can be treated as a logical model.  In this paper, we
present the way to model XML and to transform the Object Oriented (OO)
conceptual model into XML Schema. We choose the OO conceptual model
because of its expressive power for developing a combined data model. The
paper first discusses the modeling of XML and why we need the
transformation. Then, several generic transforming rules from the OO
conceptual model to XML schema, with the emphasis on the transformations of
generalization and aggregation relationships, are presented. Different
perspectives regarding these conceptual relationships (e.g., ordered and
homogeneous composition in aggregation relationships, inheritance and
overriding in generalization relationships) and their transformations are
particularly discussed.

1 Introduction

XML is fast emerging as the dominant standard for describing data and interchanging
data between various systems and databases on the Internet. As a new markup
language that supports user-defined tags, and encourages the separation of document
content from its presentation, XML is able to automate web information processing in
particular for data exchange and interoperability which are major issues in B to B e-
Commerce. An XML document contains special instructions called tags, which
usually enclose identifiable parts of the document. In data exchange applications,
whenever composite data must be exchanged between two programs, XML serves as
a suitable format for making the data self-describing. Besides, XML separates data

mailto:Csrxiao@comp.polyu.edu.hk


796         R. Xiao et al.

from presentation, making it reusable. Currently, XML offers the Document Type
Definition (DTD) as a formalism for defining the syntax and structure of XML
documents. The XML Schema definition language as a replacement of DTD provides
more rich facilities for defining and constraining the content of XML documents.
However, to enable efficient business application development in large-scale e-
Commerce environments, XML lacks the power in modeling real-world data and their
complex inter-relationships in semantics. Hence, it will inevitably be necessary to use
other methods to describe data paradigms and develop a true conceptual data model,
and then transform this model into an XML encoded format, which can then be
treated as a logical model.

 In this paper, we will introduce a solution for modeling XML and the
transformation from OO conceptual models to XML Schema, as depicted in Figure 1.
The aim of this work is to present a coherent way to integrate OO conceptual models
and XML, making it easier to create, manage and retrieve XML documents.

Fig. 1. Transformation from OO conceptual models to XML Schema

The remainder of the paper is organized as follows. Section 2 reviews some closely
related work. Section 3 presents several generic transforming rules from the OO
conceptual model to XML schema, with the emphasis on the transformations of
generalization and aggregation relationships. Different perspectives regarding these
conceptual relationships and their transformations are particularly discussed. Section
4 concludes the paper.

2 Related Work

XML bears a close correspondence to semi-structured data models [1,2,3]. The
current trend in the literature on the modeling of semi-structured and unstructured
data is to propose graph or tree models. The Object Exchange Model (OEM) is a
simple, self-describing object model which represents semi-structured data by a
labeled graph [1,4]. The nodes in the graph represent objects and the labels on the
edges convey semantic information about the relationships between objects. The leaf
nodes (nodes without outgoing edges) represent atomic objects and have values
associated with them. The other nodes represent composite objects.

Another model for XML is the Document Object Model (DOM), which well
documented in the W3C specification. It’s also a tree model for XML documents.
When an XML parser loads a document, it scans the document, looks for elements,
attributes, and texts, and constructs a hierarchical tree based on these items. When the
parser encounters an element in the source document, it creates a new node in the tree
containing a representation of that element. As DOM aims to provide a set of
implementation neutral and language independent programming interfaces for
accessing nodes in a document tree, and for reading, writing, and modifying

OO Conceptual Models
(e.g., UML)

Translator XML
Schema
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individual nodes or entire fragments of the tree, it can be viewed more as an
Application Program Interface (API) rather than a conceptual model.

Recently, Conrad et. al. proposed to conceptually model XML DTDs using UML
[6]. The idea is to use essential parts of static UML to model XML data schemata.
The mapping between the static part of UML (i.e., class diagrams) and XML DTDs
was developed. To take advantage of all facets that DTD concepts offer, the authors
further extended the UML language in an UML-compliant way. The work reported in
this paper distinguishes from this work in the following three aspects. First, we focus
on conceptual modeling at XML Schema level instead of XML DTD level.  Second,
our transformations target at the general OO features, and is not limited to UML. In
particular, we take different perspectives of OO structural relationships into
consideration (e.g., ordered and homogeneous composition in aggregation
relationships, inheritance and overriding in generalization relationships) and examine
how they can be explicated  by XML Schema.

3 Transformation from OO Conceptual Models into XML
Schema

In the following, we use XML Schema as the logical structure to interpret the
aggregation and generalization relationships in OO conceptual models.

3.1 Transformation of the Aggregation Relationship

The aggregation relationship represents a “part-of” relationship, indicating that a
“whole” object consists of “part” objects [7]. This kind of relationships exists
commonly in XML documents. XML assumes that data is hierarchically structured.
One element may contain sub-elements, which may in turn contain other sub-
elements. Therefore, we can easily map aggregation relationships in an OO
conceptual model onto XML Schema. To specify a generic transformation rule for
aggregation relationships, let us look at a two-layered aggregation relationship
example shown in Figure 2. Class C is a composite class, consisting of n component
classes C1 , …, Cn. The component class Ci is also a composite class because it itself
consists of m component classes from Ci1, …, Cim. We call a component class
containing no other component classes a leaf class. C1 is a leaf class in this example.
Basically, a component class can be 1) a leaf class if it contains no other component
classes; or 2) a composite class consisting of other component classes.

The following steps generate an XML Schema segment for aggregation
relationships in OO conceptual models.
[Step 1]  For an aggregation relationship rooted at a composite class C, create an

element named C with a ComplexType CType (<xsd:element name=“C”
type= “CType”>).

[Step 2]   For each component class Ci of C, create a sub-element named Ci within the
ComplexType CType  (<xsd:element name=“Ci”  type= “…”> ).
If the component class Ci is a leaf class, then Ci has an internal type of the
XML Schema. If the component class Ci is a composite class, repeat Step 1
and 2 to transform another aggregation relationship rooted at Ci.



798         R. Xiao et al.

Fig. 2. A two-leveled aggregation relationships rooted at C

Figure 3 gives a running example where the Invoice class consists of classes
Heading, Contact_Person, Items_Ordered and Total_Price, and class
Contact_Person further consists of classes Name, Address and Phone_No. Following
the above transformation steps, we can derive the corresponding XML Schema
segment.

Fig. 3. An aggregation relationship example

<xsd:element  name= “Invoice”  type=”InvoiceType”/>

<xsd:complexType  name=“InvoiceType”>

<xsd:sequence>

<xsd:element name=“Heading” type="xsd:string"/>

<xsd:element name=“Contact_Person”
type=“ContactPersonType”/>

<xsd:element name=“Items_Ordered”
                  type=“xsd:string”/>

<xsd:element name=“Total_Price”
                  type="xsd:decimal"/>

Invoice

Contact_Person

Aggregation Level 1

Aggregation Level 2

  C1 Ci   Cn

Cim

… …

Heading Total_PriceItems_Ordered

C

   Phone_No  Name    Address

…Ci1
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</xsd:sequence>

</xsd:complexType>

<xsd:complexType name=“ContactPersonType”>

<xsd:sequence>

<xsd:element name=“Name” type="xsd:string"/>

<xsd:element name=“Address” type=”xsd:string"/>

<xsd:element name=“PhoneNo” type=”xsd:decimal"/>

</xsd:sequence>

</xsd:complexType>

Note that the sub-elements of Invoice and Contact-Person are embraced within
<xsd:sequence> and </xsd:sequence>, respectively. It captures the ordered
composition semantic. On the contrary, we can translate aggregation relationships into
the XML Schema using the “all” group, stating that all the sub-elements in the group
may appear once or not at all, and they may appear in any order. For example,
<xsd:all> <xsd:element name=“a” …> <xsd:element name=“b” …> </xsd:all>
implies that “a” can appear before “b” or after “b”.

After generating the XML Schema, we can use it to assess the validity of the
instance documents. One instance document that conforms to the above XML Schema
is shown below:

<Invoice>

<Heading> This is Invoice 1</Heading>

<Contact_Person>

<Name> This is John </Name>

<Address> This is address of John </Address>

<PhoneNo> 27667313 </PhoneNo>

</Contact_Person>

<Items_Ordered>Ordered items are … </Items_Ordered>

<Total_Price> 32000 </Total_Price>

</Invoice>
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When a “whole” object consists of some “part” objects, and all the “part” objects
are of the same type, we call it homogenous composition. For example, a
Daily_Program in Figure 4 consists of several Programs. We can generate an XML
Schema for the homogenous aggregation relationship as follows.
[Step 1]  For a homogenous aggregation relationship rooted at a composite class C,

create an element named C with a ComplexType CType (<xsd:element
name=“C” type= “CType”>).

[Step 2]   For the component class C’ of C, create a sub-element named C’ within the
ComplexType CType  (<xsd:element name=“ C’ ”  type= “…” minOccurs=
“…”  maxOccurs= “…”> ), where minOccurs and MaxOccurs  indicates the
number of component objects of the same type that occur as sub-elements
of C. If the component class is a leaf class, then C’ has an internal type of
the XML Schema; otherwise, repeat Step 1 and 2 to transform another
aggregation relationship rooted at C’.

In general, an element is required to appear when the value of minOccurs is 1 or
more. The maximum number of times an element may appear is determined by the
value of maxOccurs attribute in its declaration. This may be a positive integer value
or the term unbounded to indicate there is no maximum number of occurrences. The
default value for both the minOccurs and the maxOccurs attributes is 1. Be sure that if
we specify a value for only the minOccurs attribute, it is less than or equal to the
default value of maxOccurs, i.e. it is 0 or 1. Similarly, if we specify a value for only
the maxOccurs attribute, it must be greater than or equal to the default value of
minOccurs, i.e. 1 or more. If both attributes are omitted, the element must appear
exactly once [5].

According to the above transformation procedure, we can translate the
homogeneous aggregation relationship shown in Figure 4 into the following XML
Schema segment.

<xsd:element name=“Daily_Program”
             type=“DailyProgramType”/>

<xsd:complexType name=“DailyProgramType”>

<xsd:element name=“Program” type=“xsd:string”
                minOccurs=“1” maxOccurs=“unbounded”/>

</xsd:complexType>

It  declares that the Daily_Program element consists of at least one or more
Program sub-elements which are of the same type. Obviously, the following instance
document conforms to this definition because all the sub-elements are homogeneous.

Daily_Program

Program

Fig. 4. A homogeneous composition example
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<Daily_Program>

<Program> This is Program1… </Program>

<Program> This is Program2… </Program>

<Program> This is Program3… </Program>

</Daily_Program>

3.2 Transformation of the Generalization Relationship

Generalization is another important mechanism in OO conceptual models for
modeling the real world. It organizes classes in taxonomies by their similarities and
differences, structuring the description of objects. The superclass hold common
properties, while the subclasses add specific properties. For example, class
SavingAccount and class CurrentAccount in Figure 5 are more specific compared to
their generic class Account.

Fig. 5. A generalization example

Generalization is the structural relationship that permits the inheritance mechanism
to occur. A specialized subclass inherits properties of its superclass. Inherited
properties can be reused from a superclass or overridden in the subclasses. New
properties can be added to the subclasses. All these nice OO modeling features can be
carried to XML documents due to the flexible and powerful type creation facilities
offered by the XML schema. There are basically three ways to construct a type from
existing types at XML Schema level [5].

Deriving types by extension. A newly derived complex type contains all the elements
of the original type plus additional elements that are specific in the new type. For
example, from an existing type AccountType, two new types, SavingAccountType and
CurrentAccountType, can be defined according to the following XML Schema
segment.

<xsd:complexType  name=“AccountType”/>

<xsd:sequence>

   Account

   SavingAccount   CurrentAccount
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<xsd:element name=“AccountNo” type=“xsd:integer”/>

<xsd:element name=“Name” type=“xsd:string”/>

<xsd:element name=“Balance” type=“xsd:decimal”/>

</xsd:sequence>

</xsd:complexType>

<xsd:element name=“SavingAccount”
             type=“SavingAccountType”/>

<! --- new type derived from the basic AccountType --->

<xsd:complexType  name=“SavingAccountType”/>

<xsd:complexContent>

<xsd:extension base=“AccountType”>

<xsd:element name=“InterestRate”
                   type=“xsd:decimal”/>

</xsd:extension>

</xsd:complexContent>

</xsd:complexType>

<xsd:element name=“CurrentAccount”
             type=“CurrentAccountType”/>

<xsd:complexType name=“CurrentAccountType”/>

<xsd:complexContent>

<xsd:extension base=“AccountType”>

<xsd:element name=“OverDraftLimite”
                   type=“xsd:decimal”/>

</xsd:extension>
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</xsd:complexContent>

</xsd:complexType>

Based on the XML Schema segment, we can have the following valid instance
document segment. As shown, both SavingAccount and CurrentAccount inherit the
sub-elements AccountNo, Name, and Balance from AccountType. Besides, each of
them has its own specific sub-element, i.e., InterestRate for SavingAccount and
OverDraftLimit for CurrentAccount.

<SavingAccount>

<AccountNo> 123999011 </AccountNo>

<Name> John Smith </Name>

<Balance> 10000 </Balance>

<InterestRate> 0.05 </InterestRate>

</SavingAccount>

<CurrentAccount>

<AccountNo> 123999011 </AccountNo>

<Name> John Smith </Name>

<Balance> 10000 </Balance>

<OverDraftLimit> 5000 </OverDraftLimit>

</CurrentAccount>

Deriving types by restriction. A complex type derived by restriction is similar to its
base type, except that its declarations are more limited than the corresponding
declarations in the base type, and the values represented by the new type are a subset
of the values represented by the base type. Therefore, the types derived by restriction
must have the same structure and repeat all the components of the base type
definition.

Redefining types. This mechanism allows one to redefine an existing simple/complex
type that is obtained from an external schema file. The resulting definition has the
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same type name as the original one to be modified, and becomes the only definition of
this type in the corresponding namespace.

To transform a generalization relationship in OO models into XML Schema, we
can simply take the following steps:
[Step 1]  For the superclass C in the generalization relationship, create an element

named C, whose sub-elements describe the common properties of its
specific subclasses.

[Step 2]  For each subclass Ci of C, use the “deriving types by extension” mechanism
to create a new element Ci, with some newly defined specific sub-elements.
If Ci also overrides certain properties inherited from the superclass C,  then
use the “deriving types by restriction” and “redefining types” mechanisms
to modify Ci’s type definition to generate another new element Ci’.

4 Conclusion

XML becomes an increasingly important data format for storing structured and semi-
structured text intended for dissemination and ultimate publication on a variety of
media. It is a markup language that supports user-defined tags and encourages the
separation of document content from presentation. On the other hand, with the wide
acceptance of the OO conceptual models, more and more systems are initially
modeled and being expressed with OO notations. This situation suggests the necessity
to integrate the OO conceptual models and XML. The goal of this work is to present a
coherent way to integrate the OO conceptual models and XML documents. We
discuss the transformation from the OO conceptual models into XML Schema, with
the emphasis on the transformation of aggregation and generalization relationships, in
order to help people conveniently and automatically generate XML documents. In the
future, we plan to incorporate dynamic behavior of objects into XML documents. The
transaformation from XML Schema into the OO conceptual model is also an
interesting topic deserving of further investigation.
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Abstract. In this paper, we propose an object-oriented version model which
presents temporal concepts to store not only the object lifetime but also the
history of dynamic attributes and relationships defined in the versioned objects
and versions. One of the main features of our model is the possibility of having
two different time orders, branched time for the object and linear time for each
version. The model supports integration with existing databases, by allowing
the modeling of normal classes among the temporal versioned classes. Finally,
an approach to its implementation on top of a commercial database is presented.

1 Introduction

The information stored in a database evolves with time and, very often, it is necessary
to keep track of such evolution. This fact led to researches concerning temporal
database systems [4,14,20], which keep the evolution of data by associating
timestamps to them. In the last 20 years several temporal data models were proposed
by extending traditional data models in a way to capture also temporal features
[5,8,11,12,15,19]. However, very few implemented temporal systems are available. A
feasible way of implementing a temporal database is to map the temporal data model
to a conventional commercial database [3,16,17,18,20].

On the other hand, non-conventional applications, as CAD and CASE tools, often
demand the support of many database states as design alternatives. To fulfill such
requirement, many works have focused the question of versions support [6,10,13,19].
The versioning of objects helps not only to keep track of the evolution of the objects
but also to store the data corresponding to a specific context. Although some design
alternatives are stored as versions, not all the history of the changes on data is
recorded. Some important modification may have occurred whose values were not
registered. The full history is only accessible if a temporal model is used.

The objective of this paper is to present a temporal object-oriented versions model,
which brings together the features of a version model and a temporal model, called
Temporal Versions Model (TVM). It allows the storage of all the versions of an object
and, for each version, the history of the changes made in the values of its dynamic
attributes and relationships. An approach to implement the TVM model on top of a
commercial database is also presented.
                                                          
1 This work is partially sponsored by IBM, Solectron, CNPq, CAPES
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The paper is structured as follows. Section 2 briefly reviews the basic version and
temporal concepts. Section 3 presents the Temporal Versions Model. Section 4
illustrates the use of TVM using a simple modeling example. An approach to
implement TVM on a commercial database is presented in section 5. Finally, section
6 summarizes the main ideas of the paper and presents future works.

2 Versions and the Temporal Dimension

The concept of version enables the user to keep different design alternatives. Versions
can be defined as distinct snapshots of an object under design, in different states,
which share some identifiable common characteristics [1]. Talens defines two types
of version [13], according to the level were the versioning is applied: class versioning
(evolution of classes) and instances versioning (modifications of the properties inside
the instances). Only the second type of versioning is considered in this paper. The
addition of the temporal dimension to class versioning is currently under analysis, and
will be presented in a future work.

Instances versioning implies that different versions of the same object differ only
in the values of some of their properties. Not all the history of the instances associated
values is kept, only those values that are identified explicitly by the user as a new
instance version. The addition of the temporal dimension enables to store the whole
evolution of attributes and relationship values of these instances. Hence, the proposed
model (TVM) is based on the concepts of instance version and time, allowing the
storage of object versions and, for each version, its lifetime and the history of all the
changes made on its elements.

 This paper supposes that the reader is familiar to the basic temporal and version
definitions. The most important concepts concerning the temporal dimension used
here are: time order (linear and branched), time nature (continuous and discrete),
timestamp types (instant, temporal interval, temporal element), time dimension (valid
and transaction times) [7,14]. Concerning versioning, the concepts are: versioned
object [6,10], version history and version graph [1,6,9], current version, state or
status of the data stability contained in the versions and the operations which can be
done over them [1,2,6,13], static and dynamic references [6,10].

3 The Temporal Versions Model

With the purpose of defining a data model that links versions and time concepts,
Golendziner’s Versions Model [6] was extended by adding the temporal dimension.
The main features of the resultant data model are presented here.

3.1 Temporal Representation in TVM

Time is associated to objects, versions, attributes and relationships, allowing a better
and more flexible modeling of reality. An object has a timeline for each of its
versions. Several versions of an object may be available at the same time, which leads
to the possibility of two different time orders: (i) branched time for an object, due to
its different versions timelines, and (ii) linear time within each version. Time varies in
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a discrete way, and temporality is represented in the model through temporal intervals
and bitemporal timestamps (transaction and valid times).

The attributes start and end (related to the initial and final times of lifetime
respectively) are pre-defined. The object attributes and relationships can be defined as
static (when they do not have the values variation stored) or temporal (all the values
changes are stored creating their histories). The act of classifying attributes and
relationships as temporal is under the user’s responsibility during the database
modeling. A class may present attributes and relationships of both types.

The temporal attributes and relationships values are associated with the pre-defined
properties vTimei, vTimef, tTimei, tTimef which represent, respectively, the initial and
final valid times, and the initial and final transaction times. The lifetime of a version
must be contained within the versioned object’s lifetime. And the values stored for
temporal attributes and relationships must present timestamps contained within the
correspondent version’s lifetime.

3.2 Versioning Features

Versioning is associated to objects and not to classes. When a version is created from
an object yet without versions, this object becomes the first version and the new
version is derived from it (implicit versioning). Explicit versioning corresponds to the
creation of a versioned object by the specific method (Create_versioned_object).

Version States. A version changes its status during its lifetime (Fig. 1). A version is
created in the status working. In this status the version is essentially temporary and
can be derived, modified, queried, and removed. When a version is derived from
another one, its predecessor is automatically promoted to stable, avoiding
modifications on versions that are important from the historical point of view. In this
status the version cannot be modified, but can be derived, promoted to consolidated,
queried, and removed. In the consolidated status the version can be queried and
derived, but cannot be modified nor removed. TVM assumes only logical removals,
when the version is moved to the deactivated status and has its lifetime finished. In
this status can only be queried, or restored.

 

Working Stable Consolidated 

Deactivated 

Create   
a  version 

Promote 
 the version 

Derive  
a  version 

Remove  (logically) 
[  if there is  no 

successive version  ] 

Promote  
the version 

Derive  
a  version 

Remove  (logically) 

Derive  
a  version 

 Restore 

 Restore 

Fig. 1. The status and the events that cause transitions represented in a state diagram
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Classes Hierarchy. Golendziner’s class hierarchy was adapted to add the temporal
dimension, as illustrated in Fig. 2.

Temporal
Object

Versioned
Object

Temporal
Version

User’s
Application

Class

User’s 
Application 

Class

Object

0..1

1 *

non temporal 
non versionable

temporal and 
versionable

Object

Versioned
Object

Version

Fig. 2. Golendziner’s class hierarchy at left and the TVM’s class hierarchy with the user’s
application classes at right. The dashed lines inform the parts that are transparent to the user,
managed by the system control.

The class TemporalObject represents the temporal aspects of the model. This class
has the attributes start and end defined. The attributes start and end are defined in this
class, storing the transaction time value at the object creation and exclusion.

Two types of application classes may be defined:
� Non temporal nor versionable application class, defined as Object subclass. Its
modeling is used to consider classes which represent either objects of an existing
model or auxiliary classes in which concepts of time and version are not necessary;
� Temporal and versionable application class defined as subclass of
TemporalVersion. It has an association relationship with the VersionedObject class.
Its attributes and relationships can be defined as static or temporal, its instances are
versions with the timestamps associated to the temporal attributes and relationships,
and it inherits the attributes start and end from TemporalObject as well.

The class Object has methods to manage objects. The class TemporalVersion has
the version attributes configuration and status (which informs if the version belongs
to a configuration and its status, respectively) and the navigation attributes ascendant,
descendant, predecessor, and successor. This class has methods to get all its
attributes, as well as to derive and promote versions.

Finally, the class VersionedObject has the attributes to inform the current version,
the number of configurations and versions, the first and last versions, the next version
number, and whether the user has specified a current version or not. This class has
methods to get all its attributes, and to change the current version. The user defines
the application class as subclass of Object or TemporalVersion, while the classes
TemporalObject and VersionedObject are managed by the system.

OID structure. A version is a first class object, having an object identifier (OID),
which allows the object to be directly manipulated or queried. The OID structure is
composed as follows:

< Entity identifier, Class identifier, Version number >
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The version number is represented by integer values created sequentially. These
numbers cannot be reused in case of exclusion. The following features distinguish
among the different types of objects with these OID structure:
� Versioned object with no versions: there is no reference to a versioned object;
� Versioned object with versions: there is a reference to a versioned object;
� Version: there is a reference to the versioned object to which it belongs.

A non-versioned object and the first version have the same version number.
Therefore, the evolution of a non-versioned object to a versioned one creates an
instance of VersionedObject, without changing its version number.

4 Modeling Example

To illustrate the different concepts of TVM, this model is used to model a simple
application – a websites design company. Beyond its client’s sites, the company keeps
the professional pages of its employees. In order to simplify and make clear the
concepts, only the nucleus of the model is presented.

Each website is composed by one or more pages, one of them being the initial or
main page. Each page is associated to a page pattern, which defines the background
color and image, a banner, and the default font specification. The pattern is used as a
standard for the employees’ page layout. According to the company instruction, this
pattern varies according to the seasons of the year and commemorative dates. For
instance, during the company’s anniversary month, the background image presents a
cake with lighted candles, and the banner offers special discounts.

The features of version and time are used in:
� The WebSite, WebPage, and PagePattern classes - all the alternatives of the site,

its pages and pattern, as well as the temporal attributes values are stored;
� The relationship associatedWith - the main relationship of the model through

which the company changes the website pattern of its employees;
� The attribute banner - each pattern can be associated with the website for a long

time, hence several banners can be used during the same period;
� Relationship initialPage - the evolution of the initial or main page is also stored;

Special symbols were defined to represent graphically, in a class diagram, the
TVM temporal relationships and attributes, as well as the versionable classes (Table
1). Using this representation, the class diagram corresponding to this example is
presented in Fig. 3.

Table 1. Special symbols for graphical representation in a class diagram

Symbol Meaning

The associated class is temporal and versionable

<<Temporal>> The associated relationship is temporal

<<T>> The associated attribute is temporal
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1..10..n default

1..n

1..10..1 initial Page

<<Temporal>>

1..1

0..nassociatedWith

<<Temporal>>

Font

fontType
fontSize
fontColor
fontEffect

WebPage
<<T>> pageTitle
<<T>> pageText

PagePattern

backgrdColor
backgrdImage
<<T>> banner

patternName

WebSite

<<T>> URL
<<T>> online

Fig. 3. Class diagram for the example

Fig. 4 illustrates the PagePattern class with its versioned objects Autumn, Winter,
Spring, and Summer. The versioned object Winter is detailed with its five versions:
the first one (2,15,1) is the default page for the Winter, the second (2,15,2) and the
third (2,15,3) ones were derived as alternatives for the Christmas, the fourth (2,15,4)
was derived as version for the new year, and the last one (2,15,5) was derived from
the new year as the new millennium version. Fig. 5 presents graphically the evolution
of the associatedWith relationship for one employee’s website. The WebSite version
is always the same one (2,8,1), while the association with the pattern changes in
accordance with the commemorative date inside the Winter period.

PagePattern

Autumn
1,15,0

Spring
3,15,0

Summer
4,15,0

Winter
2,15,0

2,15,2

white
santaClaus5.gif
christmasAd

Christmas

2,15,2

white
santaClaus5. gif

Dec23thAd

Christmas

deriveVersion

Winter

deriveVersion

2,15,5

brightSilver
new2001.gif
odysseyAd

NewMillenium

deriveVersion

2,15,4

silver
champagne2.gif
newyearAd6.gif

NewYear

2,15,1

brightGreen
sun2.gif
winterAd

Winter

2,15,2

white
santaClaus5.gif
christmasAd

Christmas

2,15,2

white
santaClaus5.gif
christmasAd

Christmas

2,15,2

white
santaClaus5. gif

Dec23thAd

Christmas

2,15,2

white
santaClaus5. gif

Dec23thAd

Christmas

deriveVersion

Winter

deriveVersion

2,15,5

brightSilver
new2001.gif
odysseyAd

NewMillenium

2,15,5

brightSilver
new2001.gif
odysseyAd

NewMillenium

deriveVersion

2,15,4

silver
champagne2.gif
newyearAd6.gif

NewYear

2,15,4

silver
champagne2.gif
newyearAd6.gif

NewYear

2,15,1

brightGreen
sun2.gif
winterAd

Winter

2,15,1

brightGreen
sun2.gif
winterAd

Winter

Fig. 4. Graphical representation of one versioned object. The change in the attribute value of
banner (christmasAd to Dec23thAd) does not create a new version, only gives birth to one more
value in its history

5 Implementing TVM

The use of a powerful temporal data model does not require a specific database
management system that supports it to implement an application. Existing commercial
DBMSs can be used for this purpose as long as a proper mapping from the temporal
data model to the data model underlying the adopted DBMS is provided. In order to
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WebSite 2,8,1

PagePattern 2,15,1

tDec 21th

PagePattern 2,15,2

Dec 22th

PagePattern 2,15,5

Dec 26th

PagePattern 2,15,1

Jan 2nd

WebSite 2,8,1 WebSite 2,8,1WebSite 2,8,1

Fig. 5. Temporal relationship associatedWith timeline, in the Winter period, for one website

test the feasibility of this approach, TVM was mapped to a commercial database. The
database DB2 was chosen because it presents support of temporal data types similar
as the standard SQL-92 [20]. The mapping is divided in two parts: the representation
of the model’s hierarchy, and the mapping of the application classes.

5.1 The Model Hierarchy Mapping

The class hierarchy is mapped to an equivalent type hierarchy of DB2, in which some
methods can be executed through SQL commands and queries. Fig. 6 shows the
attributes and methods defined for the model hierarchy. Basically, only the methods
related to the time and version features need to be translated.

VersionedObject

Configuration_count
Current_version
Version_count
First_version
Last_version
Next_version_number
User_current_flag

Change_current
Create_specialized_versioned_object
Create_versioned_object
Get_configuration_count
Get_current_version
Get_first_version
Get_last_version
Get_version_count

TemporalVersion

Ascendant
Configuration
Descendant
Predecessor
Status
Successor

Derive_Version
Get_ascendant
Get_configuration
Get_descendant
Get_versioned_object
Get_predecessor
Get_successor
Get_status
Promote

TemporalObject

end
start

Delete_version

Object

Create_object
Create_specialized_object
Delete_object
Get_complete_object
Get_object
Modify

Fig. 6. The classes of the hierarchy with their attributes and methods

The class Object is mapped to a not instantiable structured type without attributes.
The methods of creating and modifying objects are equivalent to the SQL INSERT
and UPDATE, respectively. The methods of getting objects and complete objects can
be executed through SQL SELECT commands.

The class TemporalObject is mapped to a not instantiable structured type with the
attributes start and end, both of the type TIMESTAMP. This class presents a method
Delete_version which is mapped to a stored procedure that receives the OID and
executes the logical exclusion by changing the status to deactivated, registering the
attribute end value as the present instant.

The class TemporalVersion is mapped to a not instantiable structured type. The
attributes descendant awhich and successor are not mapped because the DBMS does
not have a type to implement collections. However, these information can be obtained
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by the methods Get_descendant and Get_successor, respectively. The attribute
predecessor is mapped to a VARCHAR attribute. The attributes status and
configuration are mapped to CHAR attributes with pre-defined values.

Concerning the methods of TemporalVersion, Get_descendant is mapped to a
stored procedure that receives the object OID and returns the set of OIDs from the
descendants; Derive_version and Get_configuration are mapped to stored procedures
that generate a new version and a configuration, respectively, according to the
parameters informed; Get_versioned_object is mapped to a user defined function that
receives an OID and returns the OID from the versioned object to which the version
belongs; Get_successor is mapped to a stored procedure that receives the version OID
and returns the set of OIDs from its successor versions; Get_predecessor and
Get_status do not need to be mapped because DB2 creates, for each attribute, one
method Observer with equivalent functions; and Promote is mapped to a stored
procedure that promotes the version to its next status, according to Fig. 1.

The class VersionedObject is mapped to a structured type. The attributes
Version_count, Configuration_count, and Next_version_number receive the type
INTEGER. The attributes First_version, Last_version, and Current_version receive
the type VARCHAR. And the User_current_flag receives the type CHAR.

The VersiondObject methods are mapped as follows: Create_versioned_object and
Create_specialized_versioned_object are executed by SQL INSERT commands;
Get_version_count, Get_configuration_count, Get_first_version, Get_last_version,
and Get_current_version do not need to be mapped because DB2 creates, for each
attribute, one method Observer with equivalent functions; and Change_current is
mapped to a stored procedure that changes the current version of the object informed
in the parameter. The information related to the versioned objects is stored in only one
table called VersionedObjetcs, which is created based on the structured type
VersionedObject described above.

Complementary mappings. Concerning the OID mapping, the three parts of the OID
(entity id, class id, version number) are stored in one VARCHAR attribute separated
by commas. For instance, the OID ’101,20,5’ identifies the fifth version of the entity
101 in the class 20. The entity and class identifiers are generated by the system. The
version number is managed by the attribute Next_version_number of the class
VersionedObject.

Metadata needs also to be mapped. One extra table, called CONTROL_CLASS, is
created in order to store some information related to the application classes for each
schema. It has the following attributes: ID_CLASS stores the identifier from each
class, CLASS stores the class names, VERSIONED informs whether a class is
versionable or not, IS_ROOT identifies the schema classes which are hierarchy roots,
ASCENDANT stores the superclass identifier for each subclass.

The temporal label is mapped to a not instantiable structured type called
TEMPORALSTAMP, which has the attributes vTimei, vTimef, tTimei, tTimef with type
TIMESTAMP.

5.2 The Application Classes Mapping

As DB2 does not implement collections, this part of the mapping requires that the
class model is in the first normal form. For each normal class (non-versionable and
non-temporal) the following objects must be created in the database: (1) a structured
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type with the same class structure, which is added to the attribute ascendant in case
the class is a subclass; and (2) a table to store the class instances, called main table. If
this last table stores the instances of a subclass, two triggers shall be associated to the
insert operation. The first one verifies if the ascendant value corresponds to a valid
OID, and the second one forbids the user to inform values to the inherited attributes.

For each temporal and versionable class, the same structured type and table
mentioned above and the following objects must be created:
� A table for each temporal attribute and relationship to store the historic;
� A trigger, associated to the temporal attribute and relationship updates, which

stores the old values in its respective auxiliary table. For each new value inserted in
the auxiliary table, (1) if the initial valid time (of the new value) is not informed by
the user, as usual, it assumes the present moment; and (2) the final valid time (of
the old value) receives the initial valid time (of the new value) minus one instant;

� A trigger, associated to the operation update, which allows the user modifies only
versions in the status working;

� A trigger, associated to the operation update of the VersionedObject attributes,
which do not allow the user modifies the attributes manually.

Static and Dynamic References. Static and dynamic references are allowed in
complex objects. However, in this implementation of TVM these references are not
available in association relationships because the mapping is done to a database in
which the concept of aggregation does not exist. Therefore, when there is relationship
between two classes, it may have both types of references between their objects.

In order to distinguish between the types of references, the following features must
be considered: (i) static reference: the object references another one whose OID has
the version number different from zero, which means the referenced object is either a
version or a non-versioned object; (ii) dynamic reference: the object references
another one whose OID has the version number zero, a versioned object.

6 Summary and Concluding Remarks

This paper proposes the Temporal Versions Model (TVM) to be used as a database
modeling technique. The model is an extension of an object-oriented versions model,
by adding the temporal dimension to the instance versioning level. Indeed, the
designer may model the database considering the design alternatives as well as the
data evolution. It is important to notice that the presented model does not require all
classes to be temporal and versionable, allowing the integration with existing
applications.

TVM allows the storage of different designed versions together with all the updates
in the values of those attributes and relationships defined as temporal. Therefore,
different versions coexist, representing branched time order, which it is not usual in
the models found on the literature in which the time order is almost always linear.
Within a version, the updates of temporal attributes and relationships vary in linear
order.

This work is part of a project that aims to implement an integrated environment
software for class specification, object versioning, versions management, query, and
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visualization. TVM is being used as the base for the definition of a schema evolution
model, thus adding the temporal dimension also to the class versioning level.
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Abstract. Despite over 10 years of research into OODBMS design, per-
formance remains as one of the major problems. I/O reduction has proven
to be one of the most effective ways of enhancing performance. Two
techniques of improving I/O performance of OODBMS are clustering
and buffer replacement. Clustering places objects that are likely to be
accessed together onto the same disk page and thus reduces I/O. Buffer
replacement involves the selection of a page to be evicted, when the buffer
is full. The page evicted ideally should be the page needed furthest in
the future. Selection of the correct page for eviction results in a reduc-
tion in the total I/O generated by the system. These two techniques
effect the likelihood of a requested object being memory resident in an
interdependent way. This fact has been acknowledged in the existing
literature. However despite this acknowledgement no existing work in-
vestigates this interdependency. This paper makes the first investigation
into this interdependency by exploring the effects of ten different buffer
replacement algorithms on the performance of two different clustering
algorithms. We developed a new family of clustering algorithms that in-
corporate cache behavior when performing clustering. We term this new
family of clustering algorithms, cache conscious clustering (C3). A par-
ticular C3 algorithm (GPC3) was tested against a well known and highly
competitive clustering algorithm GGP, and the results show GPC3 out-
performs GGP by upto 40% for popular buffer replacement algorithms
such as LRU and CLOCK. These results show for the first time clustering
should be approached from a cache conscious point of view.

1 Introduction

The current rate of performance improvement for CPUs is much higher than
that for memory or disk I/O. CPU performance doubles every 18 months while
disk I/O improves at only 5-8 % per year. In addition, cheap disks mean object
databases will become bigger as database designers realise that more data can
be stored [9]. A consequence of these facts is that disk I/O is likely to be a
bottleneck in an increasing number of database applications. It should also be
noted, memory is also becoming a more prevalent source of bottleneck on modern
DBMS [1]. However their study was conducted on relational DBMS. We believe
for object-oriented DBMS where navigation is common, I/O may be a more
common source of bottleneck.

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 815–825, 2001.
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The question now is what is the best way of reducing the effect of I/O in an
OODBMS? We believe the answer lies in taking advantage of the synergy that
exists between the optimisation techniques, clustering, and buffer replacement.
Clustering is the arrangement of objects into pages so that objects accessed close
to each other temporally are placed into the same page. This in turn reduces
the total I/O generated. Buffer replacement involves the selection of a page to
be evicted, when the buffer is full. The page evicted ideally should be the page
needed furthest in the future. Selection of the correct page for eviction results in
a reduction in the total I/O generated by the system. This paper will show that
synergy does indeed exists between the two techniques. In addition, exploitation
of that synergy results in improvements in performance. In one of the most
fundamental papers on clustering [14], Tsangaris and Naughton stated that, “A
clustering strategy will depend much on the cache management policy.”. However
despite this statement they chose not to explore this dependency, stating as the
reason, “having to deal with the cache policy makes clustering an even more
difficult problem.” [14]. The paper then goes on to state the aim of clustering
should therefore be to “enhance locality of the client reference stream, using a
metric independent of the cache management policy.” Finally the paper proposes
the graph partitioning family of algorithms as the best way to cluster objects for
enhanced locality.

This paper proposes a new family of clustering algorithms termed cache con-
scious clustering (C3). Cache conscious clustering algorithms exploit the synergy
between clustering and buffer replacement. In order to evaluate the performance
of C3, we conducted experiments involving GPC3 and Greedy Graph Partition-
ing (GGP) [7]. GPC3 is a concrete example of a C3 algorithm. GGP is a member
of the graph partitioning family of clustering algorithms. Up to now graph par-
titioning has been shown to give the best quality 1 of clustering [13,7]. GPC3
was found to outperform GGP in a variety of situations.

There are three main contributions made by this paper. The first contribu-
tion is restating the clustering problem to incorporate caching. The second, is
proposal of a new family of clustering algorithms that incorporate caching. We
then give a concrete example of a new clustering algorithm that falls within this
new family of clustering algorithms. This new clustering algorithm is evaluated
in a simulation study. It should be noted this algorithm is the first static clus-
tering 2 algorithm that exploits the dependency between clustering and cache
management. The third contribution is a simulation study of the dependency
between clustering and cache management.

1 By quality of clustering we mean the ability to minimise I/O in perfect conditions.
Perfect conditions occur when the pattern of object access used for training and
evaluation are exactly the same.

2 By static clustering, we mean a clustering algorithm that rearranges the object base
when the database is off-line.
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2 Related Work

There has been a number of existing studies on static clustering algorithms [13,
7]. The simplest static clustering algorithm is the Probability Ranking Principle
(PRP) algorithm[13]. PRP just involves placing the objects in the object graph
in decreasing heat (where ‘heat’ is simply a measure of access frequency). This
simple approach groups objects of similar heat into the same page. When the
buffer is large and the working set of the database completely fits into memory
this algorithm provides the optimal solution.

Graph partitioning clustering algorithms consider the object placement prob-
lem as a graph partitioning problem in which the min-cut criteria is to be satisfied
for page boundaries. The edges of the graph are weighted using tension 3. The
latest studies on static clustering [13,7], reveal graph partitioning algorithms as
the family of clustering algorithms, providing the best quality of clustering. It is
for this reason that we have chosen to use greedy graph partitioning (GGP) [7]
as the algorithm of comparison.

A large range of buffer replacement algorithms were used in the this study
and they include: Least Recently Used (LRU); First In First Out (FIFO); Least
Frequently Used (LFU); LRU-K (extends basic LRU by using historical infor-
mation) [11]; GCLOCK (extension of CLOCK by using training data to help
make eviction choices) [10]; belady’s optimal buffer replacement algorithm [2].

3 Problem Statement

Given an object base, a set of workloads that operate on the object base and a
buffer replacement algorithm, we are interested in improving the throughput 4

of the system by reducing the total I/O generated. Periodic rearrangement of
objects is permitted as a means of reducing I/O. Database activity may be
suspended when rearrangement is taking place. The following assumption can
be made: the pattern of object access between successive periods of database
operation 5 bares some degree of similarity.

4 The Case for Cache Conscious Clustering

Traditionally clustering has been formulated as a locality enhancement prob-
lem [14]. The metric used for locality is the working set size [6]. The working set
size for M consecutive page requests is computed as follows: take M consecutive
page requests, eliminate duplicates and then compute the cardinality of the re-
sulting set. Smaller resulting cardinality means higher locality. The best existing
clustering algorithm resulted from finding a heuristic 6 solution to minimising
3 Tension uses simple markov chains to compute the probability that two objects can
be accessed one after the other.

4 Long term average performance.
5 Before and after every rearrangement.
6 Since the problem was found to be NP complete.
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working set size of M = 2. This means given two consecutive page requests the
aim of clustering is to confine both requests to the same page. This formulation
allows clustering to be optimised for cache sizes of one page. However, typically
caches can hold more than one page.

The fundamental difference between our approach and that of Tsangaris and
Naughton’s [13] is that we cluster for a cache of N pages, where N is greater
than or equal to one. There are two consequences of clustering for a larger
cache. The first is a request for an object on a different page in memory is
now considered to cost the same as a request to an object of the same page 7.
Clustering changes from a problem of, how do I prevent the object graph traversal
from leaving this page? To one of, how do I prevent the object graph traversal
from leaving memory? The second consequence of clustering for a larger cache
is that clustering must be buffer replacement aware.

Clustering for cache sizes of greater than one page should meet the following
two objectives:

– confine traversals to in memory pages.
– cluster objects that are going to be used furthest away in the future together

into the same page.

The first objective is a natural consequence of the fact a request to an object
on a different page in memory is considered equally as good as a request to
an object on the same page. The second objective is due to the aim of buffer
replacement algorithms: to evict the page that is going to be referenced furthest
away in the future. Ideally at every eviction the furthest away in memory objects
should be clustered together.

5 Cache Conscious Clustering (C3)

This section details the new cache conscious family of clustering algorithms (C3).
C3 was arrived at due to the following observation: the first objective outlined in
section 4, namely that of confining traversals to in memory pages can be further
divided into two sub-objectives. The two sub-objectives are:

– maximise the number of hot 8 objects in memory.
– minimise the number of pages that a traversal touches.

The first sub-objective increases the number of buffer hits and thus increases
the chances of confining a traversal to in memory pages. The second sub-objective
increases the probability that the pages involved in a traversal are memory resi-
dent 9. It is important to note that the two sub-objectives can potentially conflict.
7 For simplicity, we neglect the effects of CPU caches.
8 Where ’heat’ is simply a measure of access frequency.
9 Provided that the working set of the application does not fit in memory. Thus only
one portion of pages used by the application can fit in memory at any one time.
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For example a hot object may reference many cold objects and thus clustering
the hot objects with its cold objects better satisfies the second sub-objective.
However the first sub-objective is best met when hot pages are purer in terms
of hot objects contained 10.

C3’s way of meeting the two sub-objectives is to break clustering into two
phases. The first phase attempts to satisfy the first sub-objective by dividing
objects into regions of similar probability of reference (heat). The second phase
attempts to meet the second sub-objective by further dividing objects of each
region into pages based on relationships between objects.

Figure 1 gives a diagrammatic representation of one example of the appli-
cation of our two phased approach. The example shows the first phase dividing
the object base into two regions of contrasting heat. The second phase is shown
to cluster related objects further into pages.

Hot Object Cold Object

Phase One

Phase Two

Fig. 1. Diagrammatic description of the two phases of C3. The first phase of this
example only divides the objects into two regions of contrasting heat. However in
general the first phase of C3 allows the object base to be divided into N regions.

The first phase is accomplished by sorting the objects into decreasing heat.
The sorted sequence is then cut at N - 1 places to form N regions of more
homogeneous heat. The places at which the N - 1 cuts occur is a property of
the particular C3 algorithm. See section 6 for an example. The way the sorted
sequence of objects is cut into regions has a large effect on the performance of
the clustering algorithm. Cutting the sorted sequence into smaller regions has

10 Since most buffer replacement algorithms try to keep hot pages in memory.
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the following consequences: regions with objects of more homogeneous heat are
created; the probability that two related objects are placed into the same region
is decreased. The first consequence is beneficial to the first sub-objective, since
it creates purer hot pages. However the second consequence runs counter to the
second sub-objective, since related objects of one traversal are more likely to be
assigned to different pages. Therefore, the sorted sequence must be cut carefully.

The second phase further clusters each heat region into pages using any
clustering algorithm that clusters based on some notion of relatedness between
objects. Clustering algorithms that can be used in the second phase include
algorithms that use the following statistics to model user behavior: structural
relationships between objects [12,3]; weighted structural relationships [12]; ten-
sion [13,7].

Both phases of C3 contribute to C3 satisfying the second objective of sec-
tion 4, namely clustering objects that are going to be used furthest away in the
future together into the same page. The first phase of C3 removes potential hot
objects from cold pages 11. This is beneficial since hot objects are potentially
more likely to be used in the near future. Thus there removal from cold pages
increases the probability that cold pages are referenced further away in the fu-
ture. The second phase further groups cold objects that are likely to be used in
the same time interval, together. Thus the combination of the two phases results
in cold pages with many cold objects that are likely to be used in the same
time interval, being placed together. This allows buffer replacement algorithms
to select pages that contain a larger fraction of the furthest referenced objects,
when performing eviction.

6 GPC3 a Concrete Example of C3

This section outlines the GPC3 clustering algorithm. GPC3 is a concrete example
of a C3 clustering algorithm. In the first phase GPC3 divides the object base
into two regions of contrasting heat. The cut occurs at the point that results in
all objects in the hot region just fitting in memory. The second phase of C3 uses
the graph partitioning algorithm GGP [7] to further divide the objects in each
region into pages.

The second phase of GPC3 is particularly effective for reducing I/O of the
cold region. Graph partitioning the cold region increases the locality of reference
of cold pages. Since cold pages are not expected to stay in memory long it is
appropriate to formulate the clustering of cold objects as a WSS with M =
2, minimisation problem. This effectively means objects belonging to the cold
region are clustered for a cache of size one. Graph partitioning algorithms are
the best algorithms for solving the WSS with M = 2, minimisation problem [13,
7].

11 Cold pages are more likely to be targeted for eviction, since “the purpose of buffer
replacement algorithms is to keep popular pages memory resident” [11].
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7 Experimental Results

In this section we present results of experiments conducted with the Object
Clustering Benchmark (OCB) [4] using the Virtual Object Oriented Database
simulator, (VOODB) [5]. VOODB is based on a generic discrete-event simula-
tion framework. Its purpose is to allow performance evaluations of OODBMs in
general, and optimisation methods like clustering in particular.

OCB is designed to benchmark OODBM systems and clustering polices in
particular. The OCB database has a variety of parameters which make it very
user-tunable. A database is generated by setting parameters such as total number
of objects, maximum number of references per class, base instance size, number
of classes, etc... Once these parameters are set, a database conforming to these
parameters is randomly generated. The database consists of objects of varying
sizes. In the experiments conducted in this paper the objects varied in size from
50 to 1200 bytes and the average object size was 268 bytes. A total of 20, 000
objects were used, resulting in a database size of 5.3 MB. The default OCB
parameters were used, with the only exception being the number of classes was
set to 50. The changes to the default parameters of VOODB, include: system
class set to centralised; multiprogramming level set to 1; object initial placement
set to sequential.

The results were generated via three steps. The first training step runs the
database and collects statistical data of object access. The second clustering step
uses the training data with the clustering algorithm to rearrange objects. The
third evaluation step measures I/O generated from running the workload on the
newly clustered database.

Our experiments compare the performance of two clustering algorithms,
Greedy Graph Partitioning (GGP) and GPC3. In the experiments the point
at which our implementation of GPC3 cuts the object graph 12 was set at three
different places. These places were 60%, 90% and 120% of buffer size. This was
done to test the sensitivity of GPC3 to variation of hot region size. 90% was
chosen instead of 100% since it was found to give better results. This gives a
indication of the sensitivity of GPC3 to its hot region size setting. As further
work we plan to develop and test ways of generating the optimal hot region size
setting, using information gathered in the training step.

The OCB workload used in this study included simple traversals, hierarchical
traversals and stochastic traversals [4]. The depth of the traversals were 2, 4, and
6 respectively. 10000 transactions 13 were run for every result reported in this
paper.

We introduced skew into the way in which roots of traversals were selected.
Roots were broken up into hot and cold regions. In all experiments the hot region
was set to 2 % size of database and had a 98 % probability of access 14. However

12 During phase one of GPC3 algorithm.
13 Each transaction involved execution of one of the three traversals.
14 That is there was a 98 % probability that the root of a traversal is from the hot

region.
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the number of hot objects generated by this pattern of access is greater than 2
% of database size since each traversal accesses more objects than just the root.

7.1 Dependency between Clustering and Buffer Replacement

In this section we explore the performance of GGP and GPC3 on ten differ-
ent buffer replacement algorithms. The ten different buffer replacement algo-
rithms investigated include: random (RAND); First In First Out (FIFO-N);
CLOCK (CL-N); traditional Least Recently Used (LRU1-N); GCLOCK (GCL-
N); Least Frequently Used (LFU-N); Least Recently Used K algorithm with K
set to 2 (LRU2-H); GCLOCK algorithm using training data (GCL-T); Least
Frequently Used algorithm using training data (LFU-T); Belady’s optimum al-
gorithm (OPT-T). Algorithms with a T suffix uses information gathered in the
training step of the experiment to help make more accurate replacement deci-
sions during the evaluation step. The N suffix is used for algorithms that do not
use training data and also resets statistics for a page when it is first loaded into
memory. Algorithms with a H suffix retains history information for a page when
it is evicted from memory. However H suffix algorithms do not use training data.

The results from running the above described experiment on two different
buffer sizes are depicted on figure 2. The first general observation is that GPC3
outperforms GGP for all buffer replacement algorithms when the buffer size is
2400KB. However for buffer size of 400KB, GPC3 and GGP performed approx-
imately the same, for nine of the ten buffer replacement algorithms tested. We
now explain the degradation in relative performance of GPC3 when buffer size
is decreased. At smaller buffer sizes the various buffer replacement algorithms
find it more difficult to retain in memory pages, belonging to the hot region of
GPC3. This failing means clustering hot objects together is less profitable since
even when many hot objects are clustered into the same page, the page still has
a high probability of being evicted due to the small buffer size.

The only result in which GPC3 performs substantially worse than GGP is
when buffer size is 400 KB and the buffer replacement algorithm used is LFU-
N (depicted on figure 2 (b)). The reason for GPC3’s bad performance in this
situation lies in the way LFU-N works. LFU-N does not favor retaining recently
loaded pages in memory. All other algorithms with the exception of RAND favor
retaining recently loaded pages in memory.

7.2 Variation of Buffer Size Experiment

This experiment examined in more detail the effect of buffer size on the per-
formance of GGP and GPC3. The buffer replacement algorithm used for this
experiment is the popular LRU1-N algorithm.

The results of this experiment are shown on figure 3, the abbreviation GPC3-
x is used to denote the GPC3 algorithm with a hot region size of x fraction of
buffer size. These results show GPC3 outperforming GGP for a large region
of buffer sizes (500 KB to 4200 KB). The reason for GPC3 to perform worse
than or equal to GGP when the buffer size is smaller than 500 KB is again the
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fact at smaller buffer sizes the buffer replacement algorithm can not keep many
hot pages in memory. The inability to keep hot pages in memory degrades the
performance of GPC3, as explained in section 7.1.

When comparing GPC3 with various settings, on figure 3 (b), a hot region
size of 0.9 fraction of buffer size performed best, once the buffer size was larger
than 1800 KB. This result can be explained by the fact, once the buffer is large
enough (thus giving the buffer replacement algorithm a good chance to keep hot
pages memory resident), then it is advantageous to be able to fill almost all of
the cache with hot pages (as is the case when hot region size is set to 0.9). When
hot region is set to 1.2, the hot region is too large to fit entirely into memory
and thus performance degrades.

When the buffer size is greater than 4200 KB all clustering algorithms per-
form the same, since at these buffer sizes the entire working set can fit in memory.
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Fig. 2. A performance comparison between GGP and GPC3 for various buffer replace-
ment algorithms. The results depict the I/O ratio of GPC3 over GGP. A result of
less than one indicate GPC3 produces less I/O than GGP. A result of 0.5 indicates
GPC3 only producing half as many I/Os as GGP. Three results are reported for each
buffer replacement algorithm. These results differ in the hot region size of GPC3, 60%,
90%, and 120% size of buffer respectively. The geometric mean across all the buffer re-
placement algorithms for buffer size of 400KB, are 1.028, 1.024 and 1.034 respectively.
Geometric mean for buffer size of 2400KB, are 0.778, 0.731 and 0.806 respectively.
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Fig. 3. The effects of variation of buffer size on the performance of clustering algo-
rithms.

8 Conclusion

This paper has highlighted the importance of cache consciousness for clustering
algorithms. The clustering problem has been restated for the first time to incor-
porate caching. As a result a new family of clustering algorithms (C3) have been
developed. In order to test the performance of C3, GPC3 a concrete example of
C3 was proposed.

A performance evaluation of GPC3 was conduct against GGP. GGP is a
member of the graph partitioning family of clustering algorithms, which has
been shown to provide the best quality of clustering. Results indicate GPC3
outperforms GGP when the buffer size is large compared to the database size
and about the same performance for smaller buffer sizes. This implies systems
with a large memory size compared to the working set size will benefit more
from GPC3.

9 Further Work

An obvious area for further work is to introduce more algorithms that use the
C3 approach of clustering. Intelligent ways of finding points at which to cut the
sorted sequence of objects in phase one of C3 is an interesting area of further
research.

The cache conscious approach to clustering should be introduced into dy-
namic clustering 15. A possible way of doing this is to apply OPCF [8] on C3.
OPCF is a generic framework by which static clustering algorithms can be trans-
formed into dynamic algorithms.
15 In dynamic clustering, clustering occurs concurrently with database operation.
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Abstract. Schema closure is a property to guarantee that classes in a schema
have not references to classes that are not included into it (external references).
The existing methodologies solve this point including referenced classes into
the schema. In this paper, a new kind of schema closure (reduction closure) is
put forward. Reduction closure is based on the transformation of classes with
external references, removing these references to fulfil the schema closure
property. The main benefit of reduction closure is that it can be used as a
method to simplify the external schema definition process, because explicit
definition of derived classes for hiding external references is avoided. In
addition, the explicit definition of derived classes to update the references to
modified classes is also avoided. This closure algorithm is part of an external
schema generation system for ODMG databases that we are developing, which
is also briefly described in this paper.

1   Introduction

Definition of external schemas in object-oriented databases can be divided into the
following tasks: definition of derived classes, selection of classes that make up
external schemas and, generation of external schemas.

Definition of derived classes allows us to customize existing classes from which
they are defined (base classes). Once all the necessary derived classes are defined, the
external schema definition process goes on with the selection of a set of classes (base
and/or derived) to be included into the external schema. This selection can be carried
out by means of a declarative language [Rund92b, Torr00] and takes place in the
database repository.

Finally, the generation of external schemas builds closed, valid, and complete
external schemas from the set of classes selected. In a closed schema, every class
referenced by a class included into it, must be also included into it (a class A is a class
referenced by a class B, if A is used in the specification of B, either as aggregation or
as relationship). A valid schema contains only consistent (valid) relationships between
its classes. A complete schema contains all the non-redundant relationships existing
between any two classes of it.

In this paper, a new kind of closure, named reduction closure, is proposed. Unlike
the one used in most existing works [Abit91, Scho91, Rund92a, Bert96, Guer97],
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reduction closure generates closed external schemas without adding classes to the set
of classes selected to compose the external schema. Instead, classes with external
references are replaced with classes that hide those references. Reduction closure can
be used as a method to define external schemas, which avoids the explicit definition
of derived classes that hide the external references. If a user wants to include a class
without including its external references, he or she has to define explicitly a derived
class in order to hide them, and replace the original class with the new derived class.
However, classes with external references that have been replaced could be referenced
by other classes of the schema, and then, additional derived classes have to be defined
in order to update the references to the new classes, and so on. With reduction
closure, these definitions are carried out automatically; therefore, the external schema
definition process becomes easier. Reduction closure has to be considered as an
additional method with respect to the existing ones; the schema definer can select
which kind of closure to use, or even, to use different closure policies in the same
schema definition process. The proposed reduction closure is part of an external
schema definition mechanism that we are developing in the ODMG framework
[Samo95, Torr00, Torr01a], since the ODMG 3.0 specifications [Cate00] do not
address the definition of external schemas.

The remainder of this paper is organized as follows. Section 2 describes our
external schema definition mechanism. In Section 3, the schema closure concept is
explained and existing proposals are described. Section 4 puts forward the reduction
closure. In Section 5, a hybrid approach is proposed. Finally, Section 6 summarizes
the conclusions of this paper and discusses the future work.

2   An External Schema Definition Mechanism for ODMG

In the current specifications of the ODMG 3.0 standard, external schema definition
for ODMG databases is not addressed. Only, a very basic view mechanism is
proposed, named queries, which defines a function by means of a query expressed in
OQL; the OQL query is evaluated when the function is called. Named queries cannot
be considered as a mechanism for defining derived classes, because they cannot be
used as input of other named queries and, only selection and projection operations can
be used.

Therefore, given that there is a lack in the ODMG standard to define external
schemas, we are developing an external schema definition mechanism based on its
object model. This means the extension of the ODMG architecture according to the
three levels ANSI/SPARC architecture. This mechanism [Torr01a], based on
[Samo95], is characterized by the use of the derivation relationship [Bert92] into the
repository to integrate the derived classes. The use of the derivation relationship in the
repository is not an extension of the object-oriented paradigm, because it is not used
in end-user schemas (conceptual and external schemas), and the repository schema
(metaschema) is still an object-oriented schema [Torr01b].

In our mechanism, unlike in [Sant95, Guer97], classes of the external schemas are
related only using inheritance, aggregation and associations (i.e. ODMG
relationships). In addition, unlike in [Scho91, Rund92a], external schemas are defined
without generating intermediate and possibly meaningless classes. Nevertheless, some
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intermediate interfaces may be generated when two classes that are not related by
means of inheritance have common behaviour.

Figure 1 illustrates the class hierarchy corresponding to an example of a database.
The database stores data of people. People may be clients or employees. People have
vehicles, which are manufactured by a firm, and a vehicle has only an owner. In
addition, the addresses of the people are stored as objects. For sake of simplicity,
attributes are not shown in the figure but we assume the existence of some attributes
in the following example (i.e., salary and category for employees).

has belongs_to
is_manufactured_by

manufactures

MANUFACTURERSMANUFACTURERS

EMPLOYEESEMPLOYEESCLIENTSCLIENTS

VEHICLESVEHICLESPEOPLEPEOPLEADDRESSESADDRESSES

OBJECTSOBJECTSInheritance
Aggregation
One-to-many

Fig. 1. Class hierarchy representation.

In order to explain how our mechanism works, Figure 2 illustrates the class
hierarchies of the repository and of an external schema (the surrounded area). The
external schema is defined from the conceptual schema of the previous example,
replacing the class EMPLOYEES with a derived class EMPLOYEES’, which hides the
salary and selects only employees that are not managers.

has belongs_to
is_manufactured_by

manufactures

MANUFACTURERSMANUFACTURERS

EMPLOYEESEMPLOYEESCLIENTSCLIENTS

VEHICLESVEHICLESPEOPLEPEOPLEADDRESSESADDRESSES

OBJECTSOBJECTS

Inheritance
Generated inherintace
Derivation

EMPLOYEES’

Aggregation
One-to-many

Fig. 2. Repository and external schema (the surrounded area) class hierarchies.

If the approach proposed in [Scho91, Rund92a] had been used, an intermediate
class EMPLOYEES’’ would have been defined in order to integrate the
EMPLOYEES’ by means of inheritance. On the other hand, if the approach proposed
in [Sant95, Guer97] had been used, EMPLOYEES’ would be related in the external
schema with its base class with a relationship that is not allowed in the ODMG object
model. Therefore, our mechanism integrates easily the derived class in the repository,
but the object-oriented paradigm is preserved because end-user schemas only use
relationships allowed in the ODMG object model. The existence of a mechanism to
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define derived classes for ODMG is supposed, and therefore its definition is beyond
of the scope of this paper.

In Section 4, where reduction closure is explained, derived classes will be
integrated by means of derivation. However, the reduction closure concept proposed
in this paper is independent of the approach used to integrate derived classes.

3   The Closure Problem: Enlargement Closure

In our proposal, like in [Rund92a], external schema definition specifies the classes to
be included into the external schema returning a set of isolated classes. Schema
closure is a property to guarantee that no class of a schema includes references to
other classes that are not included into it.

A closed schema can be defined in this way [Rund92a]: Let C be the set of classes
of a schema and R the set of inheritance relationships defined in it. Uses(Ci) can be
defined as the set of classes that use the properties and operations of Ci.

Definition [Closed schema] A schema S = (C, R) is closed if, and only if, C =
Uses(Ci) � C,� Ci� C

Rundensteiner’s methodology studies the schema closure problem deeply using an
enlargement approach. This kind of closure is based on the idea that the user wants an
external schema with the specified classes and, if it is necessary, other classes can be
also included into it in order to achieve the schema closure.

Figure 3 illustrates the class hierarchy in the repository and an external schema (the
surrounded area). The external schema is initially defined selecting only the class
PEOPLE. Given that PEOPLE has two references to classes that are not included into
the external schema, ADDRESSES and VEHICLES, the enlargement closure adds
these classes to the schema. In addition, since the added class VEHICLES has also a
reference to MANUFACTURERS, and the latter is not included into the schema either,
it has also to be included. Therefore, referenced classes are included recursively. The
repository is updated with the definition of the external schema.

has belongs_to
is_manufactured_by

manufactures

MANUFACTURERSMANUFACTURERS

EMPLOYEESEMPLOYEESCLIENTSCLIENTS

VEHICLESVEHICLESPEOPLEPEOPLEADDRESSESADDRESSES

OBJECTSOBJECTS

Inheritance
Aggregation
One-to-many

Fig. 3. Resulting schema using enlargement closure.

In [Abit91, Scho91], the closure problem is quoted, but without explaining how to
solve it. In [Bert96, Guer97], the inclusion of the necessary classes is mentioned
without proposing a solution. In addition, since their external schemas can include
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only derived classes, a “virtualization” process is used to generate a derived class with
the same type and extent of its base class to include it in the external schema.

4   Reduction Closure

Enlargement closure may add some classes to external schemas so that, all the
referenced classes are also included into the schema, as well as all the classes
referenced by them, and so on. However, in some situations the schema definer may
not want to include into the external schema all the referenced classes, or some of
them. For example, this would mean that the schema definer selects only the classes
PEOPLE and ADDRESSES, as shown in Figure 4.a, and does not want to include the
class VEHICLES, which is referenced by the class PEOPLE. However, since schema
closure must be fulfilled, but no additional classes are wanted, classes with external
references must be replaced with another classes, which do no not include external
references. This is the premise which reduction closure is based on, that is, to replace
classes that have external references in order to remove such references. Thus, schema
closure is fulfilled and no classes are added to the schema.

Figure 4.b illustrates the repository as well as the external schema resulting of
applying reduction closure (the surrounded area). Given that the defined external
schema is not closed because PEOPLE has a reference to VEHICLES, and
VEHICLES is not included into the original definition of the external schema (Figure
4.a), reduction closure proposes the replacement of PEOPLE with a derived class
PEOPLE’, which hides the external references of its base class.

has
belongs_to

PEOPLEPEOPLE

ADDRESSESADDRESSES

Inheritance
Generated inherintace
Derivation
Aggregation
One-to-many

a)

has belongs_to
is_manufactured_by

manufactures

MANUFACTURERSMANUFACTURERS

EMPLOYEESEMPLOYEESCLIENTSCLIENTS

VEHICLESVEHICLESPEOPLEPEOPLEADDRESSESADDRESSES

OBJECTSOBJECTS

PEOPLE’

b)

Fig. 4. a) Initial class selection. b) Resulting schema using reduction closure.

Reduction closure assumes that the user only wants to include the classes that have
been selected by means of the external schema definition language, and no one else.
In order to remove the references to non-included classes, new classes have to be
defined to replace them. Classes with external references cannot be directly modified
because, if we modify them instead of defining new ones, we would produce
collateral effects in other schemas where those classes were also included (the
conceptual schema or another external schemas).
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 4.1   Reduction Closure as a Mechanism to Define External Schemas

Reduction closure can be used as a mechanism to define external schemas because it
simplifies the external schema definition process. Derived classes that hide external
references are defined automatically, and existing relationships are updated
automatically. In the previous example (Figure 4), given that the schema definer
wanted to define an external schema only with people and their addresses, but without
including their vehicles, a new class derived from class PEOPLE has to be defined in
order to replace the class with external references.

However, if other classes of the schema were referencing to the class with external
references, new derived classes would have to be defined to update the references,
and so on. With reduction closure, explicit definition of this chain of derived classes
definitions and reference updates is avoided. We can see it with an example. Let us
suppose that the user wants to define an external schema from the conceptual schema
of the example we are following along this paper, including all the classes except
MANUFACTURERS. The schema is not closed, because VEHICLES references to
MANUFACTURERS, and the latter has not been included into it. Therefore, a derived
class VEHICLES’ projecting out the references to MANUFACTURERS has to be
defined. Now, given that VEHICLES has been replaced with VEHICLES’ and,
PEOPLE was referencing to the former, the definition of PEOPLE in the external
schema is not correct yet. Then, a new derived class PEOPLE’ has to be defined in
order to reference to the derived class instead of to the original class.

Nevertheless, the process does not stop here, since CLIENTS and EMPLOYEES are
subclasses of PEOPLE and consequently, they had also a reference (inherited) to
VEHICLES. Therefore, a new derived class for CLIENTS and another for
EMPLOYEES have to be defined. The result of this process is illustrated in Figure 5,
where all the derived classes have been defined and the references have been updated.
Note, that all of these changes have to be carried out due to the user did not want to
include a referenced class, and this situation is very usual.

has belongs_to
is_manufactured_by

manufactures

MANUFACTURERSMANUFACTURERS

EMPLOYEESEMPLOYEESCLIENTSCLIENTS

VEHICLESVEHICLESPEOPLEPEOPLEADDRESSESADDRESSES

OBJECTSOBJECTS

PEOPLE’ VEHICLES’

has belongs_to

CLIENTS’ EMPLOYEES’

Inheritance
Generated inherintace
Derivation
Aggregation
One-to-many
Many-to-many

Fig. 5. Reduction closure. Derived classes and new relationships are defined automatically.

As can be seen in Figure 5, changes must be propagated to classes that use or are
subclasses of modified classes. Therefore, if a user wants to define an external schema
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without a class, which is referenced by one of the classes selected to compose it, the
external schema definition process becomes hard, since modifications must be
propagated. However, if reduction closure is used, the external schema definition
process becomes easier because all of these definitions and modifications are carried
out automatically.

4.2   Propagating the Modifications

In reduction closure, derived classes have to be defined to project out the external
references and to update the references. However, this definition has to be scheduled
carefully in order to avoid multiple modifications of derived classes.

Let us suppose a schema like the one in Figure 6, where classes E and G have
external references. If the closure algorithm generates a derived class E’ in order to
hide the external references of E, and a derived class D’ that references to E’ instead
of E, then, a derived class A’ should be generated in order to update the references to
D’, instead of D. Furthermore, since B and C also have references to D, because they
inherited it from A, a new derived class has to be defined for each one. Therefore, B
and C are replaced with B’ and C’. However, since G has also external references, a
new derived class G’ must be defined, which replaces to G. F’ has to be defined to
replace to F in order to reference to G’. Therefore, the derived class A’ has to
reference to F’ instead of F, that is, a new derived class A’’ has to be defined and, as
explained above, new classes B’’ and C’’ have also to be defined. The multiple
modifications of derived classes would not have happened if the referenced classes
had been updated before the classes that were referencing to them.

Therefore, we can use a graph based on the one illustrated in Figure 6, which
represents the constraints to be satisfied if we want to define derived classes in only
one step. Derived classes that replace B and C have to be defined after the definition
of the derived class A’ which replaces to A. Besides, A’ should not be defined until
D’ and F’ are defined, and so on. This is a planning problem, which can be solved
with Petri nets or Constraint Satisfaction techniques, between others.

A DF EG

CB
Inheritance
Aggregation

Propagate changes

Fig. 6. Propagation of changes.

Then, the problem of generating a closed schema with respect to the reduction
closure can be divided into several tasks: a) determine which classes must be
transformed, either because they have external references, or because they have
references to classes that have to be also transformed; b) determine a sequence of
transformations, so that necessary derived classes are defined in one step; and c)
define the necessary derived classes using the order obtained in the step above.

Next, a tagging method to indicate whether a class has to be replaced with a
derived class is proposed. This method analyses the five cases that may occur, which
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are illustrated in Figure 7. Aggregated classes of a modified class do not need to be
adapted (figure 7.a). If an aggregated class has to be adapted, the classes that
reference to it have to be modified after it (figure 7.b). If two classes are related with
an association (relationships in ODMG), and at least, one of them has to be modified,
both classes have to be adapted (figure 7.c). Subclasses of a modified class must be
modified after it (figure 7.d). Superclasses of an adapted class do not need to be
modified if they have not to be modified for another reason (figure 7.e).

A* B

a)

A B*

Modify

A*

B Modify

A

B*

Do not
modify

A B*

Modify

b) c) d) e)

Do not modify

* Modified class

Fig. 7. Cases of propagation of modifications in a schema.

Following these indications, a graph can be built, where nodes represent classes
and arcs establish an order to define the derived classes, so that they can be defined in
only one step. Figure 8 proposes a draft of the reduction closure algorithm taking as
input the set of classes S specified in the external schema definition process.

Procedure ReductionClosure(S) 
  1.  Find out classes with external references 
  2.  Determine affected classes 
  3.  Define constraints 
  4.  Establish a derived class definition order 
  5.  Define derived classes according to the order 
End Procedure 

Fig. 8.  Reduction closure algorithm

Therefore, users may define external schemas that are not closed and, the reduction
closure is achieved by the system. Generated derived classes are integrated into the
repository. In our mechanism, derived classes and their base classes are related by
means of derivation relationships; naturally, this fact is also applied to the generated
derived classes. However, given that the derived classes that are needed to hide
external references can be already defined in other schemas, their existence must be
checked in the repository in order to reuse previous definitions.

5   A Hybrid Approach

Given that both enlargement and reduction closure have their own advantages, the
schema definer may be interested in using both approaches together in the same
schema definition. That is, to apply enlargement closure to some classes, and to apply
reduction closure to others. Classes which enlargement closure is applied are those
that the schema definer wants to include together with all their details. However,
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classes which reduction closure is applied, correspond to classes where the concepts
they represent are interesting to the users, but not all their details.

This hybrid approach may be solved tagging the classes selected to compose the
external schema as transformable or non-transformable [Samo96]. Transformable
classes may be modified applying reduction closure in order to fulfil the schema
closure. On the other hand, non-transformable classes must appear in the external
schemas without modifying their definition. By default, the classes referenced by a
non-transformable class may be also non-transformable and they would be included
recursively. However, added classes can be tagged when they are included into the set
in an interactive definition process.

Nevertheless, like in the reduction closure, a processing order for the set of classes
must be defined. First, the non-transformable classes must be analysed (before the
transformable ones) in order to include the classes referenced by them. If
transformable classes were processed before non-transformable ones, some
transformable classes would have to be modified in order to hide external references;
however, classes corresponding to the removed references may be included later,
while processing non-transformable classes.

The concept of non-transformable class can be understood as a class whose
properties and operations must be preserved, that is, they cannot be projected.
However, a non-transformable class may have relationships (inheritance, aggregation
or exactly relationships) with another classes of the schema, and some of these classes
may have been modified because they were transformable classes. Then, the non-
transformable class must be replaced with a derived class, which only has its
references updated. This is not a violation of the “non-transformability principle”;
new non-transformable classes still have their references, but their links are updated.
These changes must be also propagated.

Therefore, the main tasks to be carried out by the external schema definition
process under the hybrid approach are the following: When classes are selected, they
are tagged as transformable or non-transformable. Then, non-transformable classes
are processed in order to include their referenced classes. Finally, a reduction closure
is applied to the rest of the classes of the schema (transformable classes).

6   Conclusions and Future Work

In this paper, the concept of schema closure has been studied. Schema closure states
that all the referenced classes of a schema must be included into it. The existing
approach adds all the referenced classes to the schema in order to fulfil this property,
and we name it enlargement closure. In this work, an additional schema closure
method, named reduction closure, has been proposed. Unlike the enlargement
closure, it replaces the classes that have external references with derived classes that
hide those references. In addition, this replacement must be propagated and may
entail the definition of other derived classes. Reduction closure carries out this
propagation automatically, simplifying the definition of external schemas

Enlargement and reduction closure have their advantages and drawbacks. A hybrid
approach is defined tagging the classes of external schemas as transformable or non-
transformable. A reduction approach is used for transformable classes and an
enlargement approach is used for non-transformable classes.
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Both enlargement and reduction closure approaches can be used in the external
schema definition mechanism we are developing in the ODMG framework. This
mechanism is characterized by the integration of derived classes into the repository
using the derivation relationship. External schemas are generated without extending
the object-oriented paradigm (schemas only use relationships allowed in ODMG) and
without generating intermediate classes, possibly meaningless to end-users.

Given that both the external schema definition mechanism system and the
reduction closure proposed need a derived class definition mechanism, we are
currently working on such mechanism, one more elaborated than the ODMG named
queries, that takes advantage of the richness of the object-oriented model.
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Abstract. Advances in computer and telecommunication technologies have
made mobile computing a reality. In mobile computing environment, users can
perform on-line transaction processing independent of their physical location.
In the last decade, this new kind of computing paradigm has gained great
development and posed new challenges to the database community. In mobile
database systems, new features such as mobility, disconnection and long-lived
transactions make traditional transaction processing schemes no longer suited.
To solve this problem, a novel mobile transaction model, O2PC-MT, is
proposed in this paper. By combining Optimistic Concurrency Control and
Two-Phase Commit, O2PC-MT provides a flexible and effective support for
mobile transactions. In order to compare the performance of our model with
that of other mobile transaction schemes, we developed a detailed simulation
model. The experiment results show that O2PC-MT model outperforms the
previously proposed mobile transaction models that utilize the locking
mechanism for mobile transaction processing.

1   Introduction

Advances in computer and telecommunication technologies have made mobile
computing a reality. In mobile computing environment, users can perform on-line
transaction processing independent of their physical location [1]. In the last decade,
this new kind of computing paradigm has gained great development and posed new
challenges to database researchers. In mobile database systems, new features such as
mobility, disconnection, resource restriction and long-lived transactions make
traditional transaction processing schemes no longer suited. Therefore, it is necessary
to develop new models and algorithms to deal with this new situation.

Research in the area of concurrency control for database systems has led to the
development of many concurrency control algorithms. Most of these algorithms are
based on one of three basic mechanisms: locking, timestamps, and optimistic
concurrency control (OCC) [2]. Although these schemes are well suited for traditional
database applications, they can not work very well in mobile database systems. In a
mobile database system, both fixed hosts and mobile hosts can submit transactions.
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Transactions originating from mobile hosts are called mobile transactions. Due to
limited bandwidth and frequent disconnection, mobile transactions usually become
long-lived transactions; Moreover, mobility of computers makes mobile transaction
processing a complicated problem; Finally, mobile transactions can visit more
heterogeneous data resources and are thus more susceptible to failures [3]. All these
factors make mobile transaction processing a challenging research field.

Based on the above analysis, we propose a novel transaction model, Optimistic
Two-Phase Commit for Mobile Transactions (O2PC-MT), in this paper. The
remaining part of this paper is organized as follows. Section 2 presents a survey of
related work; Section 3 describes the mechanism of O2PC-MT model; Section 4
introduces the O2PC-MT Two-Phase Commit algorithm; and Section 5 provides an
evaluation to the proposed model and finally concludes the paper.

2   Related Work

Recently, a lot of research has been focused on mobile transaction processing, and
many models and algorithms have been proposed. Some models, however, such as the
Clustering Transaction model [4], the Kangaroo Transaction model [5], the Adaptable
Mobile Transaction Model [6], and the Moflex transaction model [7], relax or
redefine the strict ACID properties. Thus they can not completely ensure
serializability, which limits their adaptability.

L. H. Yeo and A. Zaslavsky in [8] put forward an efficient mobile transaction
model, MDSTPM, based on their work on Multi-Database systems. In MDSTPM
model, an entire mobile transaction is submitted to the coordinator in a single request
message. Meanwhile, the mobile host also delivers execution control to the
coordinator and waits for return of the results of transaction execution. MDSTPM
model is typical of a class of mobile transaction models that require a mobile
transaction to be submitted in a single request message. Therefore, they do not
support interactive mobile transactions.

J. Jing et. al. in [9] put forward an effective O2PL-MT mobile transaction
model, in which mobile computers can submit a mobile transaction in multiple
request messages. A submission unit thus consists of one operation or a group of
operations. A subsequent operation can be submitted after the previous operations
have been executed and the results have returned from the coordinator. O2PL-MT
model is adaptive and provides a flexible support for mobility. However, mobile
computers can not leave the current cell until they receive the results of previously
submitted operations. Moreover, data items may be locked for a long period of time
since it uses the Optimistic Two-Phase Locking mechanism for mobile transaction
processing, which may affects the transaction throughput of the whole system.

In order to solve the above problems, a new mobile transaction model, O2PC-
MT, is proposed in this paper. Through the combination of OCC and Two-Phase
Commit, O2PC-MT model provides an effective support for the long-transaction
property. In addition, mobile computers are allowed to submit mobile transactions in
multiple request messages and to move arbitrarily during transaction execution.
Therefore, O2PC-MT presents a more flexible support for interactivity and mobility.
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3   O2PC-MT Mobile Transaction Model

3.1   Mobile Database System Model

Fig. 1 presents a general architecture of the mobile database system similar to that
described in [1, 9]. In this architecture, the trusted part is composed of the fixed
network and the fixed hosts residing on it. Some of the fixed hosts, called MSS, are
augmented with wireless interface to communicate with mobile computers. The
current location and state of each mobile computer are managed by the LS.

Fig. 1. Architecture of Mobile Database System

In the above architecture, database servers residing on FHs and MSSs compose a
distributed database system. Every database server possesses autonomy and supports
local transactions through Two-Phase Locking mechanism. Meanwhile it supports
global mobile transactions through O2PC-MT scheme.

As a part of the distributed database system, each MSS can also function as a
mobile transaction coordinator which receives transaction operations from MCs and
coordinates their execution and global commitment.

An MC can move arbitrarily at any moment within a wireless cell or among
different cells. When it is connected with the fixed network, it always communicates
with the MSS supporting the cell where it is currently located. In addition, it can
disconnect from the fixed network at any time. When it reconnects with the fixed
network, it fetches back the results of previous operations and sends subsequent
operations.

3.2   O2PC-MT Mobile Transaction Model

O2PC-MT model is shown in Fig. 2. In this model, a mobile transaction contains a
group of read/write operations which are numbered continuously from 0 through n. It
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begins with Begin-MT(MTID, MODE) and ends with Commit/Abort, where MTID is
the unique identifier of the mobile transaction assigned by the MC, and MODE is the
transaction submission mode. A mobile transaction can be submitted in one of the
following two modes [9] (for simplicity, we suppose that there can be at most one
transaction running at an MC at any moment):

1) The entire transaction is submitted in a single request message, and the whole
transaction thus becomes one submission unit. This method is only suitable for none-
interactive transactions.

2) In contrast, the entire transaction may be submitted in multiple request
messages. A submission unit thus consists of one operation or a group of operations,
which is called an Operation Series (OPS). This method is suitable for interactive
transactions.

No matter which submission mode is used, the receiving of one mobile
transaction may concern multiple MSSs. This is because the MC can move to another
cell during the submission of the mobile transaction. When handoff happens, one
original OPS will be divided into two or more OPSs received by different MSSs.

Fig. 2. O2PC-MT Mobile Transaction Model

1) The Receiving and Forwarding of OPSs
After an MSS receives an OPS, the MSS will deal with the OPS according to its type.
If the OPS begins with BEGIN-MT(MTID,MODE), then it must be the first OPS of a
new mobile transaction. In this case, the MSS becomes the MTMC of the new
transaction. The MSS will first generate a global transaction identifier (GTID) for the
new transaction by combining MCID and MTID, where MCID is the identifier of the
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MC submitting the transaction. Next, it will save the GTID to the transaction queue
and save the operations of the OPS to the operation queue. Finally, it will broadcast a
message to all MSSs to declare its relationship with the GTID. This message is then
saved into the routing table by other MSSs. If the OPS does not begin with BEGIN-
MT(MTID,MODE), then the MSS only need to forward the OPS to the right MTMC
according to its routing table.

2) The Handling and Coordinating of Mobile Transactions
The MTMC will handle the mobile transaction differently according to different
MODE. If the mobile transaction is submitted in the first mode, then the MTMC will
initiate the execution of the mobile transaction only after all transaction operations
have been received. Mobile transactions of this kind can be dealt with in a way
similar to that described in [8]. In the following discussion, we will focus on the
mobile transactions submitted in the second mode.

For mobile transactions submitted in the second mode, the MTMC will initiate
the transaction execution immediately after the first OPS is received. If any
subsequent OPS received by the MTMC contains the Abort statement, then the
MTMC will immediately inform all MTMPs to terminate the transaction execution
and release all related resources. Otherwise, the new OPS will be saved into the
transaction operation queue. Since mobile transaction operations are continuously
numbered, the MTMC can restore their original order. According to the global
dictionary, transaction operations are sent to relevant MTMPs for single-step
execution. If the next operation or the data required by the next operation are not
available, the MTMC will suspend the mobile transaction until the condition is
satisfied again.

If the MTMC reaches the Commit statement and all previous operations have
finished single-step execution, then the mobile transaction will enter into the Two-
Phase Commit phase (see Section 4).

3) The Single-Step Execution of Mobile Transaction Operations
Each MTMP serially executes transaction operations sent by the MTMC in a single-
step manner. That is, the related locks applied by an operation will be released
immediately after the operation has been executed. For read operations, the MTMP
will read data items from the write image and the database, and transmit the returning
values back to the MTMC. These values will be saved into the transaction result
queue and will be transmitted to the MC properly according to the information in LS.
Meanwhile, the MTMP will save a copy of the returning values to the read image.

For write operations, the MTMP will save the new values to the write image
instead of modifying the database directly. Transaction image table contains 1) the
GTID of the mobile transaction, 2) the read images of each operation, and 3) the write
image of the mobile transaction.

(Definition 1: Transaction) A transaction (or subtransaction) is defined as T=

((T, ai , ei )) n
i 1= , where T is the transaction identifier, ai is the ith action, and ei is the

data set accessed by ai.
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(Definition 2: Read and Write Sets of Transaction Operation) For any

transaction (or subtransaction) T= (( T, ai , ei )) n
i 1= , the Read Set and Write Set of the

ith action ai are defined as:
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⎨
⎧
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(Definition 3: Read and Write Sets of Transaction) For any transaction (or

subtransaction) T= (( T, ai , ei ))
n
i 1= , the Read Set and Write Set of T are defined as:

�
n

i

iaReadSetRSet
1

)()(
=

=T �
n

i

iaWriteSetWSet
1

)()(
=

=T

(Definition 4) For any transaction (or subtransaction) T= (( T, ai, ei )) n
i 1= , and

∈ReadSet(ai), define ( , ai) to be the value of  that ai reads.
(Definition 5: Read Image of Transaction Operation) For any transaction (or

subtransaction) T= ((T, ai , ei ))
n
i 1= , the Read Image of the ith action ai is defined as:

RImage(ai) = {( , ) | ∈ReadSet(ai) ∧ = ( , ai) }
(Definition 6: Write Image of Transaction) For any transaction (or sub-

transaction) T= (( T, ai , ei )) n
i 1= , assume that  is any data object in WSet(T) and ( ,

T) is the new value of  assigned by T. The write image of T is defined as:
WImage(T)={( , ) | ∈WSet(T) ∧ = ( , T)}
Consider two tables, Wages and Sum, in MTMPi’s database (see Fig. 3). Assume

that Ti is the subtransaction of mobile transaction T executed at MTMPi, which
consists of the following actions: r[a=50], w[a=60], r[P: ‘Name=X’], w[X=100]. Then
the transaction image table is shown in Table 1 (assume that the GTID of T is
“MC01•T01”).

Wages
No. Name Payment Sum
a X 50 Name Sum
b X 30 X 90
c
d

X
Y

10
60

Y 160

e Y 100

  Fig. 3. Sample Database
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Table 1. Transaction Image Table

4    O2PC-MT Two-Phase Commit Algorithm

O2PC-MT Two-Phase Commit algorithm is composed of two phases: the Validation
phase and the Global-Commitment phase. In the Validation phase, the MTMC sends
PREPAER messages in parallel to all MTMPs. After receiving this message, the
MTMPs begin to validate the transaction and send the validation results back to the
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MTMC. If an MTMP passes the validation, then it will send a READY message to the
MTMC; otherwise, it will send an Abort message.

Assume that mobile transaction T is jointly accomplished by m participants,
MTMP1, MTMP2,•••, and MTMPm, and Ti is the subtransaction of T executed at
MTMPi. During the Validation phase, MTMPi will initiate a corresponding base
transaction BTi which contains exactly the same operations as Ti. When executing
BTi, MTMPi utilizes the Two-Phase Locking mechanism and needs to detect two
kinds of conflicts, Read-Set conflict and During-Execution conflict.

(Definition 7: Read-Set Conflict) For any subtransaction Ti= ((Ti , aj , ej )) n
j 1= ,

assume that the corresponding base transaction is BTi= (( BTi , baj , bej )) n
j 1= . If one

of the following conditions is met, then a Read-Set conflict is detected:
1)( ∃ j∈ [1, n]) ∧ (ReadSet(aj) ≠ ReadSet(baj))

2)( ∃ j∈ [1, n]) ∧ ( ∃ ∈ (ReadSet(aj)� ReadSet(baj))) ∧ ( ( ,aj) ≠ ( ,baj))
(Definition 8: During-Execution Conflict) MTMPi detects a During-Execution

conflict when any operation of BTi fails to return a SUCCESS code, which indicates
that the operation has not been properly executed.

Many factors may contribute to the During-Execution conflict such as violation
of uniqueness constraints or trying to update a data item which has already been
deleted.

Theorem 1: For subtransaction Ti (1 ≤ i ≤ m), if neither Read-Set conflict nor
During-Execution conflict is detected during the execution of BTi, then BTi can be
committed at the MTMPi without violating serializability; Otherwise BTi can not be
committed.

Proof: If neither Read-Set conflict nor During-Execution conflict is detected,
then we can infer the following facts: 1) Since BTi and Ti have the same operations
and no Read-Set conflict is detected, according to Definition 7, they see the same data
and have the same transaction semantics. Therefore, BTi transfers the database from
one consistent state to another. 2) Since no During-Execution conflict has been found,
every operation of BTi has been successfully executed by transaction-commit time. 3)
For any other transaction T at MTMPi, the serializability of BTi and T is ensured by
the Two-Phase Locking mechanism. Combining 1), 2), and 3), we can conclude that
the commitment of BTi will not violate serializability.

If any form of conflict exists, then BTi can not keep the original transaction
semantics and should be aborted. �

In the Global-Commitment phase, if the MTMC receives a READY message
from all MTMPs within the time limit, then it will send GLOBAL-COMMIT
messages in parallel to all MTMPs; otherwise, it will send GLOBAL-ABORT
messages. If receiving a GLOBAL-COMMIT message, MTMPi (1 ≤ i ≤ m) will
commit BTi and send an ACK to the MTMC; if receiving a GLOBAL-ABORT
message, MTMPi will abort BTi. After the above operations have been finished,
MTMPi will delete relevant information of Ti from the transaction image table.

When Two-Phase Commit procedure is over, the MTMC will transmit the final
results to the MC and broadcast a message to all MSSs, informing them to release
related information in their routing table.
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5   Performance Analysis and Conclusion

The comparison of O2PC-MT and two representative mobile transaction models,
MDSTPM and O2PL-MT, is shown in Table 2. We can see from table 2 that O2PC-
MT combines the advantages of MDSTPM and O2PL-MT. First, O2PC-MT
maintains transaction ACID properties and serializability through strict validation
process. Moreover, O2PC-MT provides a flexible support for interactivity, mobility
and disconnection operations. Finally, by utilizing an optimistic method, O2PC-MT
reduces the length of lock, and thus improves the performance of the mobile database
system (see Section 5.2).

Table 2. Comparison of O2PC-MT with MDSTPM and O2PL-MT

O2PC-MT MDSTPM O2PL-MT
Support interactive Trans. � × �
Support arbitrary Mobility � � ×

Support Disconnection � � ×
Maintain ACID Properties � � �
Trans. Submission Mode 1),  2) 1) 1),  2)

Length of Lock Short Long Long

5.1 Simulation Model and Main Parameters

In order to evaluate the performance of O2PC-MT, we developed a detailed
simulation model based on KingBase Lite 2.0, a mobile database system developed
by Renmin University of China. The simulator is implemented in Visual C++ 6.0,
which consists of a Fixed Transaction Generator (FTG), a Mobile Transaction
Generator (MTG), a Fixed Transaction Processor (FTP), an O2PC-MT Transaction
Processor (OMTP), and a G2PL-MT Transaction Processor (GMTP).

FTG and MTG generate transactions that randomly access the data items of the
sample database. At each simulation run, at least 5,000 transactions are generated. In
order to simulate the features of mobile computing such as low bandwidth, high
latency, frequent disconnection, and long-lived transactions, different time delays are
introduced by FTG and MTG in generating transaction operations. Fixed transactions
generated at FTG are processed by FTP using ordinary Two-Phase Locking
mechanism, while mobile transactions generated at MTG are processed by OMTP
using O2PC-MT scheme. In order to compare O2PC-MT with the mobile transaction
models that utilize the Two-Phase Locking scheme or its variation in mobile
transaction processing, we use G2PL-MT, an abstract transaction model which uses
the Two-Phase Locking mechanism, as a control in our experiments. A summary of
the parameters used in the simulation model is presented in Table 3.
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Table 3. Main Simulation Parameters and Their Default Settings

Parameter Value Meaning
DBSize 5000 tuples ��������	�
��������
�����
����

TupleSize 256 bytes ������	�
���
��������
�����
����
NumSites 3 ��������	��
�����
�����
������
��
TransSize 6 ����������������	������
��������
�����
���

Pr 0.25 – 0.75 ������
�����	�����������
�����
���
Pu 0.25 – 0.75 ������
�����	�����
�������
��������������
��
�����
���
µ 1 ��
����	�����������
���	�	�����
�����
��������������
�����
���

MPL 1 – 100 ���
������������������
Delayf  1 ms  ������������
����������
!���������
�����	�	�����
�����
���
Delaym 5 – 300 ms  ������������
����������
!���������
�����	��������
�����
���

5.2 Simulation Results and Concluding Remarks

The performance metric used for the evaluation of O2PC-MT model includes Abort
Rate and Transaction Throughput. The performance results obtained from the
simulation in terms of Abort Rate are shown in Fig. 4. Generally, as illustrated in Fig.
4, Abort Rate increases with multiprogramming level (MPL) increasing. However,
before MPL reaches a certain critical point, Abort Rate is very small. In addition,
Abort Rate increases with Pu increasing or Pr decreasing. This is because in O2PC-
MT model, the probability of conflicts (including Read-Set conflicts and During-
Execution conflicts) increases with the number of concurrently executed update
operations increasing. However, before it reaches a certain point, the system is not
data-contentious enough for these conflicts to happen frequently.

Ti Tj Conflict Type

w r 1

w w 2

r w 3

 Fig. 4. Transaction Abort Rate of Table 4. Possible Conflict Types
 O2PC-MT Model (Delaym=100ms) between Two Transactions

The performance results obtained from the simulation in terms of Transaction
Throughput are shown in Fig. 5.

From the above simulation results we can get the following conclusions. 1) With
MPL increasing, the transaction throughput of both O2PC-MT and G2PL-MT first
increases and then decreases. 2) On the whole, O2PC-MT, compared with G2PL-MT,
provides better performance by increasing transaction throughput. 3) With Delaym

increasing, the performance of G2PL-MT decreases rapidly while the performance of
O2PC-MT remains relatively stable. The reason for the above results is as follows.

0

2 0

4 0

6 0

8 0

1 0 0

0 1 0 2 0 3 0 4 0 5 0 6 0 7 0 8 0

M u lt ip ro gram m ing Level

A
bo

rt
 R

at
e(

%
)

P r=0 .2 5 ,P u =0 .7 5

P r=0 .5 0 ,P u =0 .5 0

P r=0 .7 5 ,P u =0 .2 5



O2PC-MT: A Novel Optimistic Two-Phase Commit Protocol         855

Delaym =5ms Delaym =50ms Delaym =200ms

Fig. 5. Transaction Throughput of O2PC-MT and G2PL-MT (Pr =0.5, Pu =0.5)

Suppose that Ti is a mobile transaction, Tj is any other transaction in the
database server, and Ti has accessed the conflicting data items of Ti and Tj before Tj

starts. The possible transaction conflicts between Ti and Tj are shown in Table 4.
For the first and second kinds of conflicts, if Ti is processed with G2PL-MT,

then Tj will have to wait until Ti is committed/aborted. On the other hand, if Ti is
processed with O2PC-MT, then Tj will continue to execute and will finally be
committed, which will not affect the execution and commitment of Ti. In this case, the
transaction schedule is serializable in Tj → Ti order. Since Ti is a long-lived
transaction, O2PC-MT provides better performance than G2PL-MT which will keep
Tj blocked for long period of time.

For the third kind of conflicts, if Ti is processed with G2PL-MT, then Tj will
have to wait until the S lock applied by Ti is released. If Ti is processed with O2PC-
MT, then Tj will continue to execute and finally commit, but Ti will be aborted
because it has read out-of-date data items. The abortion of Ti is worthwhile in this
case because Ti is a long-lived transaction, and the transaction flow at the database
server is much heavier than that at the MC.

To conclude, by combining the Optimistic Concurrency Control and Two-Phase
Commit, O2PC-MT improves the performance of mobile database systems, especially
in the environments where update rate (update per second) is not very high.
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Abstract. Objects are replicated in order to increase reliability and
availability of an object-based system. We discuss how to invoke methods
on replicas of objects in a nested manner. If a method t is invoked on
multiple replicas and each instance of t on the replicas invokes a method u
on another object y, u may be performed multiple times on some replica
of y and then the replica gets inconsistent, i.e. redundant invocations. In
addition, if each instance of t issues a request to a quorum, more number
of the replicas are manipulated than the quorum number of the method
u, i.e. quorum explosion. We discuss an invocation protocol to resolve the
redundant invocation and quorum explosion. We evaluate the protocol
on how many replicas are manipulated and requests are issued.

1 Introduction

Objects are replicated in order to increase the reliability and availability in
object-based applications [13]. The two-phase locking protocol [5] and quorum-
based protocol [7] are proposed. Quorum numbers Nr and Nw of the replicas are
locked for read and write, respectively, in the quorum-based protocol [7] where
Nr + Nw > a for the number a of the replicas. The subset of the replicas is a
quorum. An object is an encapsulation of data and abstract methods. A pair of
methods conflict on an object if the result obtained by performing the methods
depends on the computation order. In the papers [14, 15], the quorum concept
for read and write is extended to abstract methods. Suppose methods t and u
are issued to replicas x1 and x2 of an object x. The method t is performed on one
replica x1 and u on x2 if t and u are compatible. Here, x1 and x2 are different
but can be the newest ones if u is performed on x1 and t on x2. As long as t
and u are issued, the methods are performed on replicas in their quorums. If
some method v conflicting with t is issued to a replica x1, every instance of t
performed so far is required to be performed on x1. Even if a replica is updated
by t or u, Nt + Nu ≤ a only if t and u are compatible.

In the object-based system, methods are invoked in a nested manner. Suppose
a method t on an object x invokes a method u on another object y. Let x1 and
x2 be replicas of the object x. Let y1 and y2 be replicas of y. A method t is
issued to the replicas x1 and x2. We assume that every method is deterministic,
i.e. the same computation for t is done on x1 and x2. Then, t invokes the other
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method u on y1 and y2. Here, u is performed twice on each replica although u
should be performed only once on each of the replicas y1 and y2. Otherwise, y
gets inconsistent. This is a redundant invocation. In addition, an instance of the
method t on x1 issues a method u to replicas in its own quorum Q1, and another
instance of t on x2 issues u to replicas in Q2 where |Q1| = |Q2| = Nu but Q1 �=
Q2. More number of replicas are manipulated than Nu, i.e. |Q1 ∪ Q2| ≥ Nu. If
the method u furthermore invokes another method, the number of replicas to be
manipulated is more increased and eventually all the replicas are manipulated.
This is a quorum explosion. In order to increase the reliability and availability,
a method issued has to be performed on multiple replicas. On the other hand,
the replicas may get inconsistent by the redundant invocations and the overhead
is increased by the quorum explosion. We discuss how to resolve the redundant
invocation and quorum explosion to occur in nested invocations of methods on
multiple replicas.

In section 2, we overview the quorum-based protocol. In sections 3 and 4, we
discuss how to resolve the redundant invocation of methods on replicas and the
quorum explosion. In section 5, we evaluate the quorum-based protocol.

2 Quorum-Based Replication of Object

An object is an encapsulation of data and abstract methods. Let us consider a
counter object c which supports three types of methods increment (inc), decre-
ment (dec), and display (dsp). Suppose there are four replicas c1, c2, c3, and c4
of the object c. inc and dec are considered to be write because the state of the
object c is changed by the methods. Hence, Ninc + Ndec > 4, Ndsp + Ninc > 4,
and Ndsp + Ndec > 4 according to the traditional quorum-based protocols [7].
For example, Ninc = Ndec = 3 and Ndsp = 2. The quorum concept for read and
write is extended to methods of objects [14,15].
[Object-based quorum (OBQ) constraint] If a pair of methods t and u
conflict, Nt + Nu > a where a is the total number of the replicas. ✷

It is noted that Nt + Nu ≤ a only if t and u are compatible even if t or u is
update. Every pair of conflicting methods t and u of an object x are performed
on at least k (= Nt + Nu – a) replicas in the same order. Ninc + Ndec ≤ 4,
e.g. Ninc = Ndec = 2 because inc and dec are compatible. Suppose Qinc = {c1,
c2} and Qdec = {c3, c4}. Since either inc or dec is performed on each replica in
the quorums, the states of the replicas in Qinc are different from Qdec. However,
if dec is performed on c1 and c2 and inc on c3 and c4, all the replicas can be
the same. This is an exchanging procedure where every method t performed on
one replica is sent to other replicas where t is not performed and only methods
compatible with t are performed. Suppose dsp is issued to three replicas c1, c2,
and c3 where Qdsp = {c1, c2, c3}. dsp conflicts with inc and dec. dsp cannot be
performed on replicas c1, c2, and c3 because only inc is performed on c1 and c2
and only dec on c3 as shown at step 1 of Figure 1. Before performing dsp, dec
is performed on c1 and c2 and inc on c3. inc and dec can be performed in any
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order because they are compatible. Here, c1, c2, and c3 get the same at step 2.
dsp is performed on c1, c2, and c3 at step 3.

Fig. 1. Exchanging procedure.

3 Redundant Invocation

3.1 Invocation on Replicas

In the object-based system, methods are invoked in a nested manner. Suppose a
transaction T invokes a method t on an object x and then t invokes a method u on
an object y. Suppose there are multiple replicas x1, . . ., xa of the object x and y1,
. . ., yb of the object y. One way to invoke a method t on the replicas is a primary-
secondary one. First, T issues a request t to a primary replica x1. Then, a request
u is issued to a primary replica y1 [Figure 2]. After the method commits, the state
of the primary replica is eventually transmitted to the secondary ones. Since only
one instance of t invokes u, neither redundant invocation nor quorum explosion
occur. However, this way implies less availability for the fault of primary replica.

Fig. 2. Primary-secondary replication.

We take another approach where a method is issued to multiple replicas
[Figure 3]. Here, a transaction T invokes a method t on multiple replicas of x.
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Each instance ti of t on a replica xi invokes a method u on multiple replicas of y.
Even if some replica is faulty, t is performed on other replicas and u is invoked
on replicas of y. Suppose that t invokes a method u on an object y. Let Qui be a
set of replicas of y to which an instance ti issues u. If |Qu1 ∪ · · · ∪ Qum| > Nu,
T manipulates more number of replicas of the object y than Nu, i.e. the quorum
of u is exploded .

A transaction T issues a method t to replicas in the quorumQt = {x1, x2} and
Nt = 2. Furthermore, t issues a request u to replicas of the object y in the quorum
of the method u, say Nu = 2. Let ti be an instance of the method t performed on
a replica xi (i = 1, 2). Each instance ti issues a request u to replicas in a quorum
Qui. Suppose Qu1 = Qu2 = {y1, y2}. Here, let ui1 and ui2 show instances of
the method u performed on replicas y1 and y2, respectively, which are issued by
ti (i = 1, 2) [Figure 4]. Suppose the value of y is multiplied by two through u.
However, the replica y1 is multiplied by four since two instances u11 and u21 are
performed on y1. Thus, y1 gets inconsistent. This is a redundant invocation, i.e. a
method on a replica is invoked multiple times by multiple instances of a method.
Since every method is deterministic, the same computation of t is performed on
the replicas x1 and x2. Here, t1 and t2 are referred to as same crone instances
of a method t. u11, u12, u21, and u22 are also same crone instances.
[Definition] A pair of instances t1 and t2 of a method t are same crones if t1
and t2 are invoked on replicas by a same instance or by same crones. ✷

Each replica has to satisfy the following constraint.
[Invocation constraint] At most one crone instance of a method invoked in a
transaction is performed on each replica. ✷

[Theorem] If every method is invoked on a replica so that the invocation con-
straint is satisfied, the replica is consistent. ✷

3.2 Resolution

We discuss how to resolve the redundant invocation in a transaction T so as to
satisfy the invocation constraint. In order to resolve the redundant invocation, we
have to make clear whether or not every pair of instances issued to a replica are
same crones in the transaction. An identifier id(ti) for each instance ti invoked
on a replica of an object x is composed of a method type t and identifier of
the object x, i.e. id(ti) = t:x. Each transaction T has a unique identifier tid(T ),
e.g. thread identifier of T . If T invokes a method t, t is assigned a transaction
identifier tid(t) as a concatenation of tid(T ) and invocation sequence number
iseq(T , t) of t in T . iseq(T , t) is incremented by one each time T invokes a
method. Suppose an instance ti on a replica xi invokes an instance uk on a
replica yk. id(ti) = t:x. The transaction identifier tid(uk) is tid(ti):id(ti):iseq(ti,
uk), i.e. tid(uk) = tid(ti):t:x:iseq(ti, uk). id(uk) = u:k. Thus, tid(uk) shows an
invocation sequence of methods from T to uk.
[Theorem] Let t1 and t2 be instances of a method t. tid(t1) = tid(t2) iff t1 and
t2 are same crone instances of the method t invoked in a transaction. ✷
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Fig. 3. Invocation on multiple replicas. Fig. 4. Redundant invocation.

Suppose tid(T ) is assumed to be 6 in Figure 4. Suppose T invokes a method
t after invoking three methods, i.e. iseq(T , t1) = iseq(T , t2) = 4. Since tid(t1)
= tid(t2) = tid(T ):iseq(T , t1) = tid(T ):iseq(T , t2) = 6:4 and id(t1) = id(t2)
= t:x, t1 and t2 are same crone instances. t invokes another method u after
invoking one method. tid(u11) = tid(u12) = tid(t1):id(t1):2 = 6:4:t:x:2. tid(u21)
= tid(u22) = tid(t2):id(t2):2 = 6:4:t:x:2. Since tid(u11) = tid(u21), u11 and u21
are same crone instances on a replica y1.

A method t invoked on a replica xh is performed as follows:

1. If no method is issued to a replica xh, an instance th is performed and a
response res of t is sent back. 〈t, res, tid(th)〉 is stored in the log Lh.

2. If 〈t, res, tid(t′h)〉 such that tid(th) = tid(t′h) is found in Lh, the response res
of t′h is sent back as the response of th without performing th. Otherwise, t
is performed on the replica xh as presented at step 1.

In Figure 4, u11 is performed on the replica y1. 〈u, response of u11, tid(u11)〉
is stored in the log L1. Then, u21 is issued. Since tid(u11) = tid(u21), u11 and u21
are same crones. u21 is not performed but the response of u11 as the response of
u21 is sent to t2. By the resolution of the redundant invocation presented here,
at most one crone instance is surely performed on each replica. In addition, each
method can be performed on some replica even if a replica is faulty.

4 Quorum Explosion

4.1 Basic Protocol

In Figure 4, suppose Qu1 = {y1, y2} and Qu2 = {y2, y3}. The method u is
performed on each replica in a subset Q = Qu1 ∪ Qu2 = {y1, y2, y3}. Suppose
another transaction manipulates replicas y3 and y4 of the object y in the quorum
Qu through the method u. |Qu1 ∪ Qu2| (= 3) ≥ Nu (= 2). This means that
more number of replicas are manipulated than the quorum number Nu. Then,
the instances of u on the replicas in Qu1 ∪ Qu2 issue further requests to other
replicas and more number of replicas are manipulated. This is quorum explosion.
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[Definition] A quorum of an object x for a method t is exploded in a transaction
T if same crone instances of t invoked in T are performed on more number of
replicas of x than the quorum number Nt of t. ✷

Suppose a method t on an object x invokes a method u on an object y.
Let Quh be a quorum of u invoked by an instance th of t on a replica xh. In
order to resolve the quorum explosion, Quh and Quk have to be the same for
every pair of replicas xh and xk. If Quh = Quk = Qu, only the same replicas
are manipulated for every instance of u. If some method is frequently invoked,
the replicas in the quorum are overloaded. In distributed systems, the quorum
information is distributed in networks. If some replica is faulty, the quorum
information including the faulty replica has to be updated in the networks. Qui

= Quj only if ti and tj are same crones. Qui �= Quj if ti and tj are different
crones. We introduce a following function select to decide a quorum:

1. A function select(i, n, a) gives a set of n numbers out of 1, . . ., a for a same
initial value i where n ≤ a. For example, select(i, n, a) = {h | h = (i +
� a

n�(j − 1)) modulo a for j = 1, . . ., n} ⊆ {1, . . ., a}.
2. Suppose an instance th on a replica xh invokes a method u. I =
select(numb(tid(th)), Nu, b) is obtained, where Nu is quorum number of u
and b is a total number of replicas, i.e. {y1, . . ., yb}. Let tid(th) be s1:s2:· · ·:sg.
Here, numb(tid(th)) is (s1 + · · · + sg) modulo a. I ⊆ {1, . . ., b} and |I| =
Nh. Then, Qh = {yi | i ∈ I}.
Every pair of same crone instances have the same transaction identifier tid

as presented in the preceding subsection. Hence, select(numb(tid(th)), Nu, b)
= select(numb(tid(tk)), Nu, b) for every pair of crone instances th and tk. An
instance th on every replica xh issues a method u to the same quorum Quh (=
Qu). Hence, no quorum explosion occurs [Figure 6].

Some replica may be faulty. Suppose a method t invokes a method u on
replicas of an object y. Let Y be a set {y1, . . ., yb} of replicas of y. Here, suppose
some replica yh is faulty. Here, the quorum number Nu can be decremented by
one as far as at most k replicas of y are faulty, i.e. Nu + Nv − b = k for every
method v conflicting with u. In one case, an invoker, say ti, does not know that
yh is faulty. Here, by using select , a quorum Qui including Nu replicas in Y are
selected. In another case, ti knows yh is faulty. If yh ∈ Qui, yh is removed from
Qui. Here, |Qui| = Nu − 1. Unless yh ∈ Qui, |Qui| = Nu. There is no need u
is issued to Nu replicas. u is required to be issued to at least Nu − 1 replicas.
Therefore, one replica yl is removed from Qui. For example, a replica yl where l
is the minimum in Qui is selected and removed from Qui. If a faulty replica is
recovered, views on locations and status of the replicas are resynchronized.

4.2 Modified Protocol

Each instance th on a replica xh issues a request u to Nu replicas of the object
y. Hence, totally Nt · Nu requests are transmitted. We try to reduce the number
of requests transmitted in the network. Let Qu be a quorum {y1, . . ., yb} (b =
Nu) of the method u obtained by the function select for each instance th. If each
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instance th issues a request u to only a subset Quh ⊆ Qu, the number of requests
issued to the replicas of the object y can be reduced. Here, Qu1 ∪ . . . ∪ Qua =
Qu.

In order to tolerate the fault of a replica, each replica yk in Qu is required to
receive a request u from more than one instance of the method t. Let r (≥ 1) be
a redundancy factor , i.e. the number of requests of u to be issued to each replica
yk in Qu. For each instance th on a replica xh in Qt = {x1, . . . xa} where a =
Nt, Quh is constructed for the method u as follows (h = 1, . . ., a):

If a ≥ b·r, Quh = {yk | k = � hb

a � if h ≤ r · b}, φ otherwise.
If a < b·r,
Quh = { yk | (1 + � (h−1)b

a �) ≤ k < [ 1 + ( � (h+r−1)b
a � − 1) modulo b

]}.

Fig. 5. Invocations.

For example, suppose instances t1, t2, and t3 on replicas x1, x2, and x3 issue
a request u to replicas y1, y2, y3, and y4, i.e. Qt = {x1, x2, x3} and Qu = {y1,
y2, y3, y4}. Suppose the redundancy factor r is 2. Hence, Quh = {yk | (1 + (�
(h−1)4

3 �) ≤ k ≤ (1 + (� (h−1)4
3 � + � 8

3 � − 1) modulo 4)}. Hence, Qu1 = {y1,
y2}, Qu2 = {y2, y3, y4}, and Qu3 = {y3, y4, y1} for r = 2 [Figure 5(1)]. Two
requests from the instances of the method t are issued to each replica of y. For
example, suppose an instance t1 on x1 is faulty. t2 sends u to the replicas y2, y3,
and y4 in Qu2 and t3 sends u to the replicas in Qu3. Since Qu2 ∪ Qu3 = {y1, y2,
y3, y4}, u is sent to every replica in Qu even if t1 is faulty. Qu1 = {y1}, Qu2 =
{y2}, and Qu3 = {y3, y4} for r = 1 [Figure 5(2)]. Thus, totally r · Nu requests
of the method u are issued to the replicas in Qu. Even if (r − 1) instances of t
are faulty, u is performed on Nu replicas of y.

5 Evaluation

We evaluate the QB protocol to resolve the redundant invocation and quorum
explosion in nested invocations of methods on replicas in terms of number of
replicas manipulated and number of requests issued. We consider three protocols



864 K. Tanaka and M. Takizawa

Fig. 6. Resolution of quorum explosion.

R, Q, and N. In the protocol Q, the redundant invocation is prevented but the
quorum explosion is not resolved. The protocol R shows the QB protocol where
neither redundant invocation nor quorum explosion occurs. In the protocol N,
redundant invocation and quorum explosion may occur.

In the evaluation, we take a simple invocation model where a transaction
T first invokes a method t1 on an object x1, then t1 invokes t2 on x2, · · · as
shown in Figure 7. Here, let ai be the number of replicas of an object xi (i
= 1, 2, . . .). Let Ni be the quorum number of a method ti (Ni ≤ ai), where
i shows a level of invocation. A transaction T first issues N1 requests of t1 to
the replicas of x1. Then, each instance of t1 on a replica issues N2 requests
of t2 to the replicas of x2. In the protocol N, a method t2 invoked by each
instance of t1 is performed. Here, totally N1·N2 requests are performed on the
replicas of x2. In the protocol Q, at most one instance of t2 is performed on each
replica of x2 by the resolution procedure of the redundant invocation. Since the
quorum explosion is not resolved, the expected number QE2 of replicas where
t2 is performed is a2[1 − (1 − N2

a2
)N1 ]. Then, each instance of t2 issues requests

of t3 to N3 replicas of x3. Here, a3[1 − (1 − N3
a3

)N1N2 ] replicas are manipulated
in the protocol N and QE3 = a3[1 − (1 − N3

a3
)QE2 ] replicas in the protocol Q.

In the protocol R, t2 is performed on only N2 replicas of the object x2.

Fig. 7. Invocation model.

We assume that a1 = a2 = . . . = a = 10 and N1 = N2 = . . . = N (≤ a).
Figure 8 shows the ratios of replicas where a method is performed to the quorum
number a (= 10) at each invocation level i for N = 3. The dotted line with white
circles shows the ratio for the protocol R. The straight line indicates the protocol
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N and the other dotted line with black circles shows the protocol Q. If methods
are invoked at a deeper level than two for N = 3, all the replicas are manipulated
if neither the redundant invocation nor quorum explosion are prevented. In the
protocol R, only the quorum number of replicas, i.e. three replicas, in ten replicas
are manipulated at any invocation level.

Figure 9 shows the number of request messages transmitted by crone in-
stances of a method ti for N = 3. The vertical axis shows log(m) for the number
m of requests issued. In the protocol N, N i request messages are issued to repli-
cas of the object xi because N i−1 crone instances are performed on replicas
of the object xi−1. In the protocol Q, there are a[1 − (1 − N

a )QEi−2 ] replicas
of xi−1 where crone instances of a method ti−1 are performed. Hence, a[1 −
(1 − N

a )QEi−2 ]N request messages are transmitted. In the protocol R, we as-
sume the redundancy factor r = N in this evaluation. N2 request messages are
transmitted.
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6 Concluding Remarks

In this paper, we discussed how transactions invoke methods on multiple replicas
of objects. The object supports abstract methods. In addition, methods are in-
voked in a nested manner. If methods are invoked on multiple replicas, multiple
redundant instances of a same method may be performed on a replica and more
number of replicas than the quorum number may be manipulated. We discussed
the QB (quorum-based) protocol where redundant invocations and quorum ex-
plosions to occur are resolved in systems. By using the QB protocol with the
resolution of redundant invocations and quorum explosions, an object-based sys-
tem including replicas of objects can be efficiently realized.
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Abstract. In the paper we focus on those query optimization techniques that
concern low-level mechanisms and data structures used in query processing. In
this setting we discuss how such techniques can be applied at a textual level, in
other words, how they can be used as rewriting rules. A number of such
methods are considered, among others, so-called direct navigation and a widely
known technique – indices.
Our rewriting rules are defined in an algorithmic manner, that is, they are
associated with code. An important part of such algorithms is a special phase –
static analysis – which gathers all the information needed to decide whether a
given method can be applied and how.

1 Introduction

The problem of query optimization has been under research for many years. The
research has resulted in a great number of optimization methods. A widely used
category of such methods is techniques concerning low-level mechanisms and special
data structures of query execution. Practice has proved that physical level
mechanisms determine to a large degree the effectiveness of a query optimizer,
because they can not only significantly support query optimization, but sometimes are
indispensable so that the query optimizer could generate an acceptable (for users)
evaluation plan. Examples of the most important methods of the physical level in
relational database management systems (DBMSs) are: pipelining, implementation of
joins, buffering, function caching, and clustering.

Low-level optimization mechanisms applied in relational DBMSs are often also
used in object DBMSs; some of them are more or less modified. Examples are method
caching, clustering and double data buffering. There are also new ones that have been
invented especially for the object approach, for instance: pointer swizzling and path
indices [1]. Another example is access support relations (ASRs; [4, 5]). They
improve performance of path expression traversal by maintaining redundantly
frequently traversed reference chains. More detailed information about these and
other concepts can be also found e.g. in [6, 11].

In the paper we deal with those low-level optimization methods that in our
approach to query optimization can be applied at a textual level, that is, by rewriting;
they include indices, access support relations, and a technique called direct
navigation. (In our work we have also devised other query optimization techniques,
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for instance, factoring out independent subqueries and removing dead parts of queries.
They are discussed e.g. in [8, 10, 13].)

An advantage of our solution is that we define our rules in an algorithmic way, that
is, we associate them with code. This enables us to construct complex optimization
methods, which could not be defined otherwise, or it would be more difficult.

In order to decide whether a given optimization method can be applied, a special
phase of processing is performed: it gathers all the information that is needed to make
such a decision. One of its most important tasks is to determine the meaning of each
name occurring in a query, which is essential for the precise (and correct) evaluation
of it. This operation is called static analysis, because it is performed for static (i.e.,
compile-time) optimization. Due to space limit, we are unable to present in this paper
the details of our approach to query optimization (including static analysis); the reader
is referred to [8, 9, 14].

In our research we use a special object-oriented data model: the Stack-Based
Approach (SBA) along with its query language (SBQL). SBA is a general object
model, which includes, for instance, complex objects, collection-valued attributes,
classes, methods, and inheritance. Its description can be found e.g. in [8, 12, 13].

All queries in this paper are defined in SBQL against an example database whose
schema (in a little modified UML) is shown in Fig. 1.

attended_by[1..*]

given_byattends[1..10]

gives[0..*]
Student  [0..*]

   year: integer;
   grades [0..*]: string;

   avgGrade: real;

Person  [0..*]

   name: string;
   age: integer;

Lecture  [0..*]

   subject: string;
   credits: integer;

works_in

employs[1..*]

Faculty  [0..*]

 fname: string;
 loc [1..*]: string;

Professor  [0..*]

   salary: real;

prev_job [0..*]

place: string;
years: string;

Fig. 1. The class diagram of the example database

The schema defines five classes (i.e., five collections of objects): Lecture, Student,
Professor, Person, and Faculty. The classes Lecture, Student, Professor and Faculty
model lectures attended by students and given by professors working in faculties,
respectively. Person is the superclass of the classes Student and Professor. Professor
objects can contain multiple complex prev_job subobjects (modeling previous jobs).
The name of a class (attribute, etc) is followed by its cardinality, unless the cardinality
is 1. All of the object attributes and class properties are public.

The rest of the paper is structured as follows. Section 2 presents a general
architecture of query processing in our solution. In Section 3 we discuss a general
framework of our approach to rewriting, in particular, what we mean by a rewriting
rule and how we determine whether it is correct or not. Sections 4 through 6 cover our
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optimization methods, namely: Section 4 covers indices, Section 5 covers direct
navigation, and Section 6 covers access support relations. Section 7 concludes.

2 Architecture of Query Processing

The general query processing architecture is presented in Fig. 2. First, the text of a
query is parsed and its syntax tree is constructed. Then, the query is optimized by
rewriting. Static analysis, performed by a query optimizer, involves a metabase (a
data structure obtained from a database schema), a structure simulating the
Environment Stack (static ES denoted by S_ES), and a structure simulating the Query
RESult stack (static QRES denoted by S_QRES). After optimization the query is
evaluated; evaluation involves a run-time object store, ES and QRES.
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Fig. 2. Architecture of query processing

A metabase stores the definitions of objects from a database schema. It is
constructed, because during static optimization we have no access to run-time objects.
Instead, we have access to those definitions. Nodes in a metabase may also store
additional data that concern given entities, for instance, statistics and the definitions
of indices. If an optimization method makes use of such data, we discuss it in the
section covering that method.

3 Rewriting Rules

Rewriting rules are a widely used concept in the literature on query optimization ([3,
5, 7] and many others). They are used to describe a query transformation and the
queries subject to it. Many rewriting rules are declarative, that is, they specify
transformations and the queries to which they apply without committing to any code.

Typically, declarative rules have a left-hand side, which is used to match a pattern
in the query, and a right hand side, which defines a replacement for the matching
pattern [5]:

l → r

This rule specifies that expression l is replaced by expression r. A disadvantage of
such rewriting rules is that they are not universal enough and do not have the
expressive power to model some cases or it is very complex [2].
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An alternative approach is applied for instance in Starburst [7], where a special
procedural language is used to express transformations. An example of a rule is

if (in a SELECT box a quantifier has type = E or A)
   {quantifier.distinct = PERMIT;}

It says that existential and universal quantifiers are blind to duplicates.
Our approach to rewriting rules is similar to that in Starburst, but we go farther.

We do not use declarative rules, either, but define optimization transformations in a
pure algorithmic way. Our algorithms statically analyze queries (i.e., perform static
analysis) and gather all the necessary information to rewrite them appropriately (if it
is possible). This approach enables us to design sophisticated rewriting rules.

3.1   Semantic Equivalence and Cost Model

A very important aspect of query rewriting is semantic equivalence. We apply the
following approach: because the text of an SBQL query determines its operational
semantics, while discussing its correctness we need to consider only the SBA and
SBQL mechanisms referred to by that semantics. Moreover, in the discussion on a
given rewriting rule we consider two queries: q1 and q2, where q2 is textually different
from q1, but, as the result of applying some of our rewriting rules to q1, is usually
(very) similar to it; we can say that it is some form of q1. In consequence, it is enough
to consider only the textual differences between such two forms of the query, because
only they can potentially invalidate the equivalence.

Another aspect is a cost model. The techniques discussed in this paper always
improve performance (at least, do not deteriorate it). Therefore, we usually do not
have to use a cost model to check whether it is worth applying a given technique (as
long as we do not construct a full optimization algorithm). There is, however, one
important case when we make use of a cost model: indices. Nevertheless, in order to
construct a full cost-based optimization algorithm, one has to devise a general cost
model that can be applied to any transformation.

Due to space limit the paper does not cover these issues; see [9] for the discussion.

4 Indices

While using indices we abstract from data structures, access methods and other
solutions concerning the implementation level. For us, an index on attribute Attr of
Object objects is implemented as a special procedure of the signature

index_Object_Attr(par)                                                                                                (i)

which can be invoked as a regular (sub)query. The formal parameter par is a query
returning a single atomic value being of the type compatible with the type of Attr.
(We assume that every time the administrator creates an index for attribute Attr of
Object objects, he/she also registers an appropriate procedure of the form (i).)

Procedure (i) works in the following manner: it reads from the appropriate index
the identifiers of all Object objects, for which the value of attribute Attr is equal to the
result of par, and then pushes those identifiers as a one-column table onto QRES. Due
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to using indices, the evaluation of such a procedure is much faster (sometimes by
orders of magnitude) than the evaluation of the corresponding (sub)query

Object where Attr = par                                                                                              (ii)

Note that the procedure can be used only if we want to select objects from the
entire extension of Object objects.

4.1   How to Apply the Rewriting Rule

Our method of applying indices is as follows. During a static analysis of a (sub)query
of the form (we assume that it is semantically correct)

Object where (Attr1 op1 Val1 and … and Attrk-1 opk-1 Valk-1 and Attrk opk Valk and

                        Attrk+1 opk+1 Valk+1 and … and Attrn opn Valn and p)                   (iii)

where, for i ∈ {1, 2, …, n}, Attri is an attribute of Object objects, opi is an operator of
a binary relation (e.g., =, <, >, in; the form of a predicate depends on the operator),
Vali is a query returning a single atomic value, p is a predicate, we rewrite it to

index_Object_Attrk(Valk) where (Attr1 op1 Val1 and … and Attrk-1 opk-1 Valk-1 and

                                            Attrk+1 opk+1 Valk+1 and … and Attrn opn Valn and p)   (iv)

provided that:
• the name Object is bound in the base sections of ES, so that the whole extension of

Object objects will be taken into consideration; to determine where such a name is
bound we have to perform a static analysis;

• there is an index on attribute Attrk of Object objects; the information on indices for
a given attribute is stored in the metabase node modeling that attribute;

• opk is the operator of equation.
Note that if Object objects have indices on a few (at least two) different attributes

Attri, then we should not choose just any of them. It is the most advantageous to use
that index, which is (according to the statistics) the most selective [11]; a cost model
is used.

The static analysis applying indices is a little modified version of the standard
static_eval procedure discussed in [14]. Its modified part is presented below. (Due to
space limit the paper presents an algorithm only for the method of indices.)

case query is q1 θ q2:(*θ is a non-algebraic operator*)
begin

n: integer;(*the number of indices that can be
applied*)

  analyze statically query in the modified way to
  determine binding levels;
  if (query is of the form (iii)) then
    if (the name Object is bound in the base

sections)then
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    (*the entire extension is searched*)
begin

      determine the number of indices that can be
      applied - say, it is n;

if (n >= 1) then
begin

if (n > 1) then
          choose the most selective index;
        rewrite query to the form (iv) using the index;

end;
end;

end;(*case*)

Procedure (i) works for the operator of equation. However, other operators of
binary relations can be considered as well. For instance, for the > operator we could
define a procedure

index_Object_Attr_greater_than(par)

that selects the identifiers of those Object objects for which the value of attribute Attr
is greater than the value returned by par.

4.2   Examples

Below we discuss a few examples of applying indices to query rewriting (we assume
that the names being the left operands of the where operators are bound in the base
sections of ES):
(1) The query returning lectures on biology:

Lecture where subject = „biology“

can be rewritten to the form

index_Lecture_subject(„biology“)

provided that Lecture objects have an index on attribute subject.
(2) The query getting the Faculty of Engineering along with the names of its
professors:

(Faculty where fname = „engineering“) | employs.Professor.name

can be transformed as follows:

index_Faculty_fname(„engineering“) | employs.Professor.name

provided that Faculty objects have an index on attribute fname.
(3) The query retrieving the names of professors who earn more than Professor White:

(Professor where salary > ((Professor where name = „White“).salary)).name

can be rewritten to the form

index_Professor_salary_greater_than((Professor where name = „White“).salary).
    name
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provided that Professor objects have an index on attribute salary. Note that this
transformation is even more advantageous than factoring the independent subquery
(Professor where name = „White“).salary out of the where operator (the method of
factoring out so-called independent subqueries is discussed in detail in [8]):

(((Professor where name = „White“).salary as s).(Professor where salary > s)).name

The first form is evaluated much faster than the latter one, since the index procedure
retrieves the appropriate object identifiers directly from the index, while in the other
case all Professor objects have to be checked.
(4) The query returning professors named Smith who are older than 50 and earn more
than 3000:

Professor where (name = „Smith“ and age > 50 and salary > 3000)

can be rewritten to the form

index_Professor_name(„Smith“) where (age > 50 and salary > 3000)

provided that Professor objects have an index on attribute name. If they have an index
on attribute age, then we can rewrite the query as follows:

index_Professor_age_greater_than(50) where (name = „Smith“ and salary > 3000)

If both of those indices exist, then the decision which one of them should be chosen
depends on which of them is more selective (see [9] for an example).

5 Direct Navigation

The technique of direct navigation concerns a situation when navigation is performed
onto attribute n of Object objects, whose identifiers are returned by some subquery q:

q.n                                                                                                                         (i)

Though it is optimization of low level (because it deals with internal data structures
like in the case of indices), it can be applied by means of rewriting.

According to the semantics of SBA, query (i) is evaluated as follows: subquery q is
calculated to retrieve the identifiers of Object objects, scopes with sections containing
(among others) attributes of those objects are pushed onto ES, and finally those
sections are accessed to get the identifier(s) of attribute n. However, the cost of such a
naive evaluation, that includes manipulating ES and possibly fetching objects from
storage, can be significant, because it may involve a large set of objects.

Therefore, we propose a method in which for queries of the form (i) we do not
have to either modify ES or fetch any object to get the identifier(s) of n. The
technique assumes that the identifier of an object attribute can be determined by
combining the identifier of the object and the offset of the attribute in that object.
(The values of such offsets can be stored in the metabase of a given DBMS; to be
precise, in the nodes modeling the corresponding attributes.) To be able to express
such a direct navigation at a textual level, we propose to introduce a procedure

dnav(offset)
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(short for direct navigation), which does the following: for each object identifier from
the top one-column table on QRES, it gets the identifier of its attribute whose offset in
this object is equal to the value offset, then pops that top table, and finally pushes onto
QRES a one-column table containing the identifier(s) of the attribute. (This method
works well for attributes of cardinality one; for multiple attributes it has to be
modified a little.)

We propose to use dnav as a unary suffix operator. By means of that operator we
can rewrite (sub)query (i) to the form

q dnav(offset_of_n)

where offset_of_n is the offset of attribute n in Object objects. For example, the query

Student.name

can be rewritten to the form

Student dnav(offset_of_name)

and the query

(Lecture where credits >= 5).given_by.Professor.works_in.Faculty.fname

to the form

((((Lecture where credits >= 5) dnav(offset_of_given_by)).Professor
   dnav(offset_of_works_in)).Faculty dnav(offset_of_fname))

where the offsets offset_of_name, offset_of_given_by, offset_of_works_in and
offset_of_fname are the offsets of the appropriate attributes in objects Student,
Lecture, Professor and Faculty, respectively.

6 Access Support Relations

One of the basic features of the object model is the existence of path expressions, that
is, (sub)queries of the form

n1.n2.n3. … .nk-1.nk                                                                                                         (i)

where ni (i ∈ {1, 2, …, k}) is the external name of an object or its attribute. For
instance, the path expression below:

Faculty.employs.Professor.gives.Lecture                                                                    (ii)

navigates from faculties to lectures given by professors employed in those faculties.
In Section 1 we referred to a special data structure used to support efficient

evaluation of path expressions: access support relations. We propose to use ASRs in
order to optimize path expressions in a way similar to the way we optimize queries by
means of procedures encapsulating indices: if a given query contains path expression
(i) and there exists an ASR modeling navigation from entity n1 (object, subobject, etc)
to entity nk (object, subobject, etc), then in our approach expression (i) can be replaced
with the invocation of a procedure

ASR_n1_nk                                                                                                                 (iii)
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Just like in the case of indices discussed in Section 4, we assume that the
administrator registers procedures for ASRs. In our solution, the definition of each
ASR is stored in the metabase node modeling the entity whose name begins a given
path expression; for instance, for (i) it is n1. By the definition of an ASR we mean a
list of the names of the consecutive entities comprising the corresponding path.

Procedure (iii) does the following: by making use of the appropriate ASR, it gets
the identifiers of entities nk navigated onto from all entities n1 existing in a database
and pushes them onto QRES as a one-column table (in accordance with the semantics
of SBA). For instance, the query getting the subjects of those lectures from query (ii)
whose credits are greater than five:

(Faculty.employs.Professor.gives.Lecture where credits > 5).subject                      (iv)

can be rewritten to the form

(ASR_Faculty_Lecture where credits > 5).subject

provided that there is an ASR navigating from Faculty objects onto Lecture objects.
We could also consider another version of such procedures:

ASR_QRES_n1_nk                                                                                                       (v)

The difference in comparison with procedure (iii) is that (v) does not get the
identifiers of entities nk navigated onto from all entities n1 existing in a database, but
navigated onto only from those of n1 whose identifiers are on the top of QRES (as a
one-column table). Additionally, before pushing the identifiers of nk onto QRES, (v)
pops the top table off the stack.

We propose to use (v) as if it were a unary suffix operator:

q ASR_QRES_n1_nk

where q is a subquery pushing onto QRES a one-column table of the identifiers of
entities n1. For example, if query (iv) were of the form

(((Faculty where fname = „physics“).employs.Professor.gives.Lecture)
   where credits > 5).subject

then we could not use an ASR_Faculty_Lecture procedure, because the first selection
excludes faculties other than the Faculty of Physics. However, we can apply a
procedure of the form (v) and rewrite the query as follows:

(((Faculty where fname = „physics“) ASR_QRES_Faculty_Lecture)
where credits > 5).subject

7 Conclusions and Future Work

The main goal of this paper was to analyze traditional and new low-level methods for
improving performance of query processing in object-oriented DBMSs. As we have
discussed, to a big degree this goal can be achieved by applying special rewriting
rules. In our approach we make use of a universal object data model (i.e., SBA) and
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our rules are expressed in an algorithmic fashion. We have discussed three such
optimization methods: indices, direct navigation, and access support relations.

Before applying a given method, we analyze a query to decide whether the method
can be used or not. Such an analysis (called static analysis) enables us to gather all the
necessary information. One of the structures used by static analysis is a metabase – a
compile-time model of a run-time database. One of the tasks of a metabase is to store
data concerning low-level mechanisms that are used by our optimization techniques.

In our solution a cost model plays a minor role since we focus on transformations
that always (with a few minor exceptions) improve query performance. However,
such a model is necessary when designing a full cost-based optimization algorithm.
We see constructing a cost model as an extension of our research.
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Abstract.  Caching issues in meta-search engines are considered.  We propose
a popularity-driven cache algorithm that utilizes both popularities and reference
counters of queries to determine cache data to be purged.  We show how to
calculate query popularity. Empirical evaluations and performance comparisons
of popularity-driven caching with the least recently used (LRU) and least
frequently used (LFU) schemes have been carried out on collections of real
data.  In almost all cases, the proposed replacement policy outperforms LRU
and LFU.

1   Introduction

Web search engines enable Internet users to search the web. Yet, no single search
engine indexes all the information available on the Internet, and the coverage of a
single search engine is surprisingly low [5].  A number of meta-search engines have
been developed to augment the low coverage of a single search engine [9].  A meta-
search engine accesses external search engines to get search results when the user
issues a query.

Accessing external search engines in response to user queries is likely to lead to
long response times for end-users, as network traffic and slow remote servers can lead
to long delays in results delivery.  One approach to overcome the slow response time
is to cache previously retrieved results, called results cache [1], for possible future
reference.  In this case, meta-search engines maintain results of search engines (i.e., a
collection of HTML pages) for possible use to answer future queries.

Caching is a quite well known technique in various fields of Computer Science and
has been studied extensively. Among others, page caching, tuple caching and
semantic caching schemes [2, 3, 6] are used in practice. An essential part of caching

+ This work was supported by grant No. (2000-2-51200-002-3) from the Basic Research
Program of the Korea Science and Engineering Foundation, and by the E-Center for E-
Business, the Virginia Center for Innovative Technology.
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techniques are the cache replacement policies [4, 7, 8], which decide which part of
data in the cache will be deleted to accommodate new data.  The most popular policy
is the least recently used (LRU), which replaces a block that has been in the cache
longest with no references to it.  The least frequently used (LFU) policy replaces a
block that has experienced the fewest references in the cache.

All the above block (page) replacement policies have been studied in the context of
operating systems or database systems.  They cannot continue to work well in meta-
search engines, since circumstances of meta-search engines are quite different.  First,
query results of search engines do not need to be written back to a search engine’s
memory.  Data consistency issues, which are very important in operating systems and
database systems, do not apply in the meta-search context. Second, results of search
engines are apt to be stale after a certain period of time has passed since the data was
collected. Search engines are not informative or even friendly enough to let users
know the staleness of search results. Lastly, results caching is important for meta-
search engines, because the underlying search engines may not be accessible to
process a query.

A caching scheme in a meta-search engine is considered in this paper. We describe
the cache scheme of our meta-search engine, which is being developed as a research
vehicle, in terms of its architecture, algorithms, and operational flow.  In particular,
we propose a popularity-driven cache algorithm that utilizes both popularities and
reference counters of queries to determine cached data to be replaced.  We show how
to calculate query popularity. Empirical evaluations and performance comparisons of
popularity-driven caching with commonly used LRU and LFU have been carried out
on collections of real data.  In almost all cases, the proposed replacement policy
outperforms LRU and LFU.

The rest of this paper is organized as follows.  Section 2 describes the cache
organization of our experimental meta-search engine.  The design philosophy is also
described.  In section 3, we present the notions of popularity, popularity collection
and calculation, and a replacement policy based on the popularity of queries.
Empirical evaluations are found in section 4, along with our analysis.  Section 5
contains closing remarks and future work.

2   Preliminaries

This section briefly describes a meta-search engine, named EzFinder, which is being
developed as a research vehicle (Figure 1).  EzFinder implements a wrapper-level
cache scheme in which each wrapper has its own cache to hold data.  The cache in
each wrapper stores query results (here, HTML pages) along with queries.  Caching in
the wrapper could be done in two places: in main memory and in disk.  This paper
considers caching data in main memory only.

The EzFinder query manager accepts user queries and transforms them into queries
in the internal format of each search engine.  The transformed queries are transferred
to the wrapper manager, which in turn dispatches sub-queries to each wrapper. Each
wrapper connects to external search engines, and receives search results from them.
All collected query results are transferred to the output manager for post-processing.
The output manager processes (such as collating, ranking, etc.) all returned results and
presents them to users.
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Fig. 1.  Cache in EzFinder

We analyzed user queries, which were over 781,550 queries, collected at a popular
search engine in Korea in which virtually all queries were issued in Korean.  More
than 86% of all queries consist of a single word.  We have decided that EzFinder shall
store query results of only single word queries in the cache.  Query results of user
queries with more than one word are not stored in the cache, so in these cases
wrappers always connect to search engines to get answers.

At this point, we alert readers to language differences between Korean and English.
From a syntactic view, words in both languages are delimited by blanks, but the
semantic expressiveness of one word is quite different.  A single word in Korean
often denotes multiple-word expressions in English.  For example, “information
retrieval” and “computer science” use two words in English, but the corresponding
Korean expressions could have only one word.  Therefore, the one-keyword query
assumption is not exceedingly restrictive.

3   Popularity-Driven Caching Scheme in Meta-search Engines

Popular queries are ones that are presented repeatedly to web search engines by users,
and they represent a significant portion of all submitted queries.  Popular queries tend
to reflect the public interests or trends in Internet searching at a given time.  For
example, searching expressions about North Korea were heavily posed to search
engines in Korea when the historical summit meeting between two Korea’s was
taking place in June 2000.  Generally speaking, popular queries depend on significant
events, such as political, social, cultural events; these are sensitive to time and
changes over time.

For a query consisting of a single word, we define the notion of popularity, which
represents popularity of a query among all queries.  The popularity should be
normalized on the basis of posting cycles, the number of lists of popular queries, and
the predefined maximum number of popular queries in the lists.  The values that the
popularity can take range from zero to one; the higher value means more popular.
Words with zero popularity are ones that never occur in the popular query lists under
consideration.  Three different popularities are defined, namely unit popularity (UP),
accumulated popularity (AP), and fused popularity (FP).
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Before we present how to calculate popularities, we need to define one variable W.
W is to be set in advance, and it will be used to normalize popularities.  The only
restriction on W is that it be greater than the expected maximum number of popular
queries at all times.  W is independent of particular search engines.  Once W is set in
the beginning, W remains unchanged permanently.

UP is calculated on a single list of popular words.  UP is calculated on every
posting of popular queries for each search engine.  Let Ri

j(X) be the rank of popular
query X in the ith search engine’s jth posting, UPi

j(X) denote UP of popular query X in
the ith search engine’s jth posting. Here is the formula of UP:
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j(X) is always equal to or greater than one.  UP is essentially a normalized value
of rank of a query in a single list of popular queries.  Note that 0 < UPi

j(X) ≤ 1.  If a
query is listed at the same rank in the two different lists of popular queries, then the
UPs of the query are the same regardless of the number of popular queries in the lists.

AP is obtained by accumulating UP’s of the same search engine over a
predetermined period of time.  The number of accumulations within a time period is
called the order.  We use AP’s to deal with different search engines that post popular
query lists in different posting cycles (for example, daily and weekly).  AP gives
popularities of queries that shall be collected over the same period of time. Let ni

denote the order of AP of the ith search engine, APi(X) denote the AP of popular query
X in the ith search engine.  Then, APi(X) is calculated as below:
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Since AP is a summation of UP divided by the number of the order, we have 0 <
APi(X) ≤ 1.  A query gets a high value of APi(X) if the query X appears often in
popular query lists of the ith search engine.  If a query appears only once in popular
lists, then AP of the query becomes low (precisely speaking, UP is the same as the
division of AP by the order).

FP presents integrated popularity collected by different search engines that post
popular query lists periodically.  The number of search engines in consideration
normalizes FP, which is used in our cache scheme.  Let N be the number of search
engines in consideration.  FP is defined as below:
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All queries, whether they are popular or not, have FP’s.  A query has a zero value
of FP if it does not appear in any of popular query lists.

In our computation, a query gets higher popularity if: (1) it has higher ranking in a
popular query list, (2) it appears often in many query lists collected by different
search engines over the same period of time or, (3) it appears often in many query
lists collected over different time periods by the same search engine. It should be
noted that our computation is flexible enough to accommodate any number of query
lists that are posted over any period of time by any number of different search
engines.
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Example 1.  Consider two web search engines. Let W be 200. The first engine posts
100 popular queries weekly, and the second posts 50 popular queries daily.  The order
of AP (n1) of the first is assigned to be 1, and the order (n2) of the second is 7.

Now assume that a query “Napster” is listed as follows. In the first search engine,
“Napster” has the 2nd rank.  In the second search engine, the word is listed in the
15th, 10th, 5th, 1st, 8th, 9th, and 12th rank, respectively in the daily popular query
lists. In the first search engine, the accumulated popularity of “Napster” equals the
unit popularity, since the order of accumulation is one.
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In the second search engine, the accumulated popularity of “Napster” is computed as:
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Then, FP(Napster), the fused popularity of “Napster”, is computed as:

( ) 9785.0)()(
2

1
)(

2

1
)(

2

1
21 =+== ∑

=i

NapsterAPNapsterAPNapsterAPNapsterFP

The fused popularity of “Napster” is then 0.9785.                                                      �

Now we present a popularity-driven replacement (PDR) algorithm.  PDR utilizes
both FP and reference counters of a query in the cache replacement process. The
reference counter of a query holds the number of references (accesses) of the query
stored in the cache.

The cache in consideration consists of a number of slots.  Each slot has five
components (X, FP, C, T, R), where X denotes a query presented by the user, FP
denotes the fused popularity of the query X, C denotes the current reference counter
of the query X, T denotes the time in which a search result is constructed, and R
denotes a search result (here, a collection of HTML pages).

Search engines are known to update their data from time-to-time, perhaps monthly,
quarterly, etc. Since we do not want to return stale data to users, we keep track of the
time at which search results are collected.  For each search engine, we maintain a
variable for this purpose.  This variable indicates how often a search engine updates
its data, and it is used to determine staleness of cached data.  If data is stale, we
discard cached data and connect to the search engines to receive fresh data.  The
newly received data will be stored in the slot, and the reference counter of the slot is
incremented by one.

Popularity, which is the primary criterion for cache replacement, changes over
time.  Fused popularities should be updated if necessary. We introduce the notion of
popularity update cycle. During popularity update cycle, we re-calculate FP’s of all
queries using new lists of popular queries, and FP’s of all queries stored in the cache
are updated accordingly. A non-popular query (i.e., a query with zero popularity) in
the cache could become a popular query and vice versa on popularity update cycle.
However, the reference counter in the slots remains unchanged on popularity update
cycle.

Figure 2 shows the pseudo code of PDR.  The input of the algorithm is a query X,
and the output is a search result (R). When requested data is already cached, we then
increment the reference counter by one and return the search result.
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Function Popularity-base replacement()
Let EVICT be the slot number such that FP is minimum and not zero;
If (FP of slot EVICT ≥ FP(X)) then

Return R and exit;
End if
Flush slot EVICT into disk;
Store (X, FP, 1, T, R) into slot EVICT and return R and exit;

End Function
Function Reference-base replacement()
Let EVICT be the slot number such that C is minimum and FP is

zero;
Flush slot EVICT into disk;
Store (X, FP, 1, T, R) into slot EVICT and return R and exit;

End function

If X is already in the cache (say slot i) then
Fetch slot i in the cache;
If slot i is not stale then

Increment C by one;
Return R of slot i and exit;

End if
Construct the search result (R) of X by accessing search engines;
Increment C by one;
Store (X, FP, C, T, R) into slot i and return R and exit;

End if
Construct the search result (R) of X by accessing search engines;
If cache is not full then
If FP(X) is not zero then

If ((1 - NP/NS) > ONP)
/* The ratio of non-popular queries is greater than threshold */
Get the next available slot (let the slot number be FREE);
Store (X, FP, 1, T, R) into slot FREE and return R and exit;

End if
/* The ratio of non-popular queries is no greater than threshold */
Popularity-base replacement();

End if
/* When X is a non-popular query */
Get the next available slot (let slot number be FREE);
Store (X, FP, 1, T, R) into slot FREE and return R and exit;

End if
/* When the cache is full */
If FP(X) is not zero then
If ((1 - NP/NS) > ONP) then

/* The ratio of non-popular queries is greater than threshold */
Reference-base replacement();

End if
/* The ratio of non-popular queries is no greater than threshold */
Popularity-base replacement();

End if
/* When X is a non-popular query */
Reference-base replacement()

Fig. 2.  The PDR Algorithm

PDR reserves a portion of slots for non-popular queries at all times.  Let NS denote
the number of cache slots, NP denote the current number of popular queries in the
cache. Then NP/NS denotes the ratio of popular queries over all the queries stored in
cache and 1 - NP/NS denotes the ratio of non-popular queries over all the stored
queries.  PDR guarantees (1 - NP/NS) to be greater than a threshold at all times, i.e., (1
- NP/NS)  > ONP, where ONP is the minimum ratio of non-popular queries over all the
loaded queries.  ONP is to be set in advance.

Even though there are free slots in the cache, PDR applies the popularity-based
replacement if a newcomer is a popular query and the ratio of non-popular queries is
less than the threshold.  Such replacement is necessary in order to reserve slots for
non-popular queries coming later.

In order to achieve this, PDR makes use of two different criteria (i.e., popularities
and reference counters) for cache replacement.  There are two cases in which the first
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criterion (popularities) is applied; first, when cache is full, a newcomer has non-zero
popularity (a popular query) and the ratio of non-popular queries is no greater than the
threshold (ONP), second, when there are free slots in the cache, a newcomer has non-
zero popularity (a popular query) and the ratio of non-popular queries is no greater
than the threshold.  In those cases, a newcomer replaces the slot having the minimum
value of popularities, as long as the popularity of the newcomer is bigger than the
minimum value of popularities.

The second criterion (reference counters) is applied only when the cache is full.
The first case is when a newcomer has zero popularity (a non-popular query), the
second case is when a newcomer has non-zero popularity and the ratio of non-popular
queries is greater than the threshold.  In both cases, a newcomer replaces the slot that
has zero popularity and the minimum value of reference counters.

4   Experimental Evaluation

Experimental evaluation of our caching scheme has been carried out. We
implemented and evaluated LRU, LFU, and PDR algorithms with Java development
kit version 1.3 (JDK1.3). The experiments were performed on a Pentium III-650
machine with 256 Mbytes main memory.

For the experiments, we used real data. We selected three search engines that are
posting a reasonable number of popular queries periodically. Two of them are posting
popular queries weekly, and one search engine is posting daily. As for users’ input
queries, we used a log file that was generated by a commercial search engine in
Korea.  It contained 781,550 queries totally.

In order to see the effect of accumulation of popular queries, we made three
different lists of popular queries, each of which was collected over one week (144
popular queries), two weeks (178 popular queries), and four weeks (194 popular
queries), respectively. We denote them as PDR-1, PDR-2, and PDR-4, where the
suffixes 1, 2, 4 denote the number of weeks. Duplicate terms are always purged in the
lists. There is much commonality in the lists posted by search engines, as expected.

The metric we use is a cache hit ratio, which is a ratio of the number of hitting
queries over the number of total single queries submitted. The second metric is the
performance gain ratio of LFU and PDR over LRU.  LRU is the most widely used one
in practice, so it can serve as a reference point of performance.  The gain ratio of LFU
or PDR is calculated by dividing the hit ratios of LFU or PDR over the hit ratio of
LRU, and it is presented by percentage.

Our evaluation has been focused on three aspects of the PDR algorithm:
performance effect of cache size, the changing of the minimum ratio of non-popular
queries in cache, and accumulation of popular queries.  For the first evaluation, we
have varied the number of slots in the cache.  We tested seven cases, with the number
of slots 50, 75, 100, 125, 150, 180, and 200, respectively.  Figure 3 shows the hit
ratios of LRU, LFU and PDR-1. As the number of slots increases, the hit ratio also
increases. PDR performed the best in all cases except in the 50-slot case, where LFU
was the best.  PDR exhibits 6-8% of improvement to LRU in terms of the hit ratio in
all cases. W was assigned to be 300 and ONP was 0%.
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Fig. 3.  The Hit Ratios of LRU, LFU, and PDR-1

Figure 4 shows the gain ratios of LFU and PDR-1 over LRU.  It is interesting to
note that the gain ratios of LFU and PDR decrease as the number of slots increases.
But LFU decreases more rapidly than PDR does. In case of the large cache, the
performance gain of LFU over LRU becomes marginal, which implies that LRU
becomes to work well.  One lesson we learned is that the cache size is a critical
performance factor in cache replacement schemes.

Fig. 4.  The Gain Ratios of LFU and PDR-1

Second, we have varied the minimum ratio of non-popular queries in cache.  We
tested six cases, with 0%, 5%, 10%, 15%, 20%, and 25%, respectively.  Figure 5
shows the gain ratios of PDR-1.

Except in the 50-slot case, PDR performs the best in all cases when ONP uses 5%.
In almost every case, the gain ratio decreases as ONP increases over 5%.  This result
implies that loading the cache with too many non-popular queries does not help to
increase performance.  Note that the gain ratios of 200 slots are the same regardless of
ONP.  This is because the number of slots is greater than the number of popular
queries.  Specifically, all 144 popular queries are eventually loaded in the cache, and
non-popular queries compete to be loaded in the 56 remaining slots.  This
phenomenon happened partially when the numbers of slots were 150 and 180.
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Fig. 5.  The Gain Ratio of PDR-1 over LRU

Third, we evaluated the effect of the accumulation of popular queries by running
the three fused popularities.  Figure 6 shows the hit ratios of PDR-1, PDR-2 and PDR-
4. Each accumulation shows similar behavior.  When there are some cases (say 50-
slot and 200-slot), PDR-2 and PDR-4 beat PDR-1 consistently.  This result implies
that accumulation of popular queries over a long period of time (say over one month)
does not help increase the hit ratio.  The accumulation of popular queries over two
weeks or one week would be a reasonable choice in terms of caching performance.

Fig. 6.  The Hit Ratios of PDR-1, PDR-2, and PDR-4

With three aspects of performance evaluation, we come to a conclusion as follows:
(1) the page replacement policy utilizing both popularities and reference counters of
queries works out well, (2) the cache size is a critical performance factor in cache
replacement schemes, (3) reserving a portion of slots for non-popular queries help
increase performance (in our experiments, it was 5%), (4) accumulation of popular
queries does not help.
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5   Closing Remarks

We have presented a popularity-driven caching scheme for meta-search engines.
Computation of query popularity is given, and the PDR algorithm for cache
replacement is described.  Empirical evaluations and performance comparisons with
LRU and LFU have been carried out on real data.  PDR exhibits satisfactory behavior
in almost all cases.

On posting popular queries, some search engines have an internal policy that
censors indecent queries from their lists of popular queries. A commonly exercised
policy in the lists is to exclude pornographic words, which otherwise would appear in
the lists as very popular words. The experimental results shown in this paper are
therefore conservative, considering that search engines self-censor their lists of
popular queries.  If we had used unfiltered lists of popular queries for experiments,
then PDR would show even better performance than is described here.

Our future work includes expansion of the popularity calculation to consider
popular queries that could be collected internally.  When EzFinder is operational, we
can collect user queries.  Such internal popularities can be merged with external ones.
If we had accumulated the “indecent” queries on our own list, then we could actually
measure the true improvement.  This is a topic of future research.
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Jesús Vilares, Manuel Vilares, and Miguel A. Alonso

Departamento de Computación
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Abstract. In this paper we study the performance of linguistically-
motivated conflation techniques for Information Retrieval in Spanish.
In particular, we have studied the application of productive derivational
morphology for single word term conflation and the extraction of syntac-
tic dependency pairs for multi-word term conflation. These techniques
have been tested on several search engines implementing different index-
ing models. The aim of this study is to find the strong and weak points
of each technique in order to develop heuristics for automatic query ex-
pansion.

1 Introduction

In Information Retrieval (IR) systems, documents are represented through a set
of index terms or keywords. For such a purpose, documents are conflated by
means of text operations [1,6], which reduce their linguistic variety by grouping
together textual occurrences referring to similar or identical concepts. However,
most classical IR techniques for such tasks (such as the elimination of stopwords,
too frequent words or words without seeming significance, or the use of stem-
ming, which reduces distinct words to their supposed grammatical root) lack
solid linguistic grounding. Even text operations with an apparent linguistic ba-
sis (e.g. stemming) which obtain very good results for English, perform badly
when applied to languages with a very rich lexis and morphology, as in the case
of Spanish. For these languages, we must face such tasks by employing Natural
Language Processing (NLP) techniques, which redounds in a greater complexity
and a higher computational cost.

2 NLP Techniques for Term Indexing

One of the main problems of natural language processing in Spanish is the lack
of available resources: large tagged corpora, treebanks and advanced lexicons are
not freely available. In this context, we propose to extend classical IR techniques
in two ways: firstly, at word level, using morphological families; and secondly,
at phrase level, using groups of related words with regard to their syntactic
structure.

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 887–896, 2001.
c© Springer-Verlag Berlin Heidelberg 2001
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2.1 Morphological Families

Single word term conflation is usually accomplished in English through a stem-
mer [8], a simple tool from a linguistic point of view, with a low computational
cost. The results obtained are satisfactory enough since the inflectional morphol-
ogy of English is very simple. The situation for Spanish is completely different,
because inflectional modifications exist at multiple levels with many irregulari-
ties [10]. The case of generative morphology is similarly very rich and complex
in Spanish [7].

Using a lemmatizer we can solve the problems derived from inflection in Span-
ish. As a second step, we have developed a new approach based on morphological
families [9]. We define a morphological family as a set of words obtained from
the same morphological root through derivation mechanisms. It is expected that
a basic semantic relationship will remain between the words of a given family.

For single word term conflation via morphological families, we first obtain
the part of speech and the lemmas of the text to be indexed. Next, we replace
each of the lemmas obtained by the representative of its morphological family. In
this way, we are covering relations between terms of the type process-result, e.g.
producción (production) / producto (product), process-agent, e.g. manipulación
(manipulation) / manipulador (manipulator), and similar ones. These relations
remain in the index because related terms are conflated to the same index term.

2.2 Syntactic and Morpho-Syntactic Variants

A multi-word term is a term containing two or more content words (nouns, ad-
jectives and verbs). There exist several techniques to obtain them. The first one
is text simplification: in a first step, we make a single word stemming, after
which stopwords are deleted; in the final step, terms are extracted and con-
flated employing pattern matching [2] or statistical criteria [3]. As we can see,
most operations lack solid linguistic grounding, which often results in incorrect
conflations. Nevertheless, this is the easiest and least costly method.

At the other extreme, we find the morpho-syntactic analysis of the text by
using a parser that produces syntactic trees which denote dependency relations
between involved words. This way, structures with similar dependency relations
are conflated in the same way.

At the mid point, we have syntactic pattern matching, which is based on the
hypothesis that the most informative parts of the texts correspond to specific
syntactic patterns [5].

We take an approach which conjugates these two last solutions, based on
indexing noun syntagmas and their syntactic and morpho-syntactic variants [4].
A syntactic or morpho-syntactic variant of a multi-word term is a textual ut-
terance that can be substituted for the original term in a task of information
access:

Syntactic variants result from the inflection of individual words and from
modifying the syntactic structure of the original term, e.g. chico gordo (fat
boy) → chicos gordos y altos (fat and tall boys).
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Morpho-syntactic variants differ from syntactic variants in that at least one
of the content words of the original term is transformed into another word
derived from the same morphological stem, e.g.medición del contenido (mea-
surement of the content) → medir el contenido (to measure the content).

From a morphological point of view, syntactic variants refer to inflectional
morphology, whereas morpho-syntactic variants also refer to derivational mor-
phology. In the case of syntax, syntactic variants have a very restricted scope, a
noun syntagma, whereas morpho-syntactic variants can span a whole sentence,
including a verb and its complements, e.g. comida de perros (dog food) → los
perros comen carne (dogs feed on meat). However, both variants can be obtained
through transformations from noun syntagmas.

To extract such index terms we will use syntactic matching patterns obtained
from the syntactic structure of the noun syntagmas and their variants. For such
a task we take as our basis an approximate grammar for Spanish.

2.3 Syntactic and Morpho-Syntactic Variants as a Text Operation

The first task to be performed when indexing a text is to identify the index
terms. Taking as our basis the syntactic trees corresponding to noun syntagmas
and according to an approximate grammar for Spanish, we apply the mecha-
nisms associated with syntactic and morpho-syntactic variants, obtaining their
syntactic trees. Then, these trees are flattened into regular expressions formed
by the part of speech labels of the words involved. Such matching patterns will
be applied over the tagged text to be indexed, to identify the index terms. In
this way, we are dealing with the problem from a surface processing approach
at lexical level, leading to a considerable reduction of the running cost.

Once index terms have been identified, they must be conflated. This process
consists of two phases. Firstly, we identify relations between pairs of content
words inside the multi-word term, to conflate it into syntactic dependency-pairs.
Secondly, single word term conflation mechanisms (lemmatization or morpho-
logical families) are applied to the words which form such pairs.

The relations we can find in a multi-word term correspond to three types:

1. Modified-Modifier, found in noun syntagmas. A dependency-pair is ob-
tained for each combination of the head of the modifiers with the head
of the modified terms. For example, coches y motos rojas is conflated into
(coche,rojo),(moto,rojo) 1.

2. Subject-Verb, relating the head of the subject and the verb.
3. Verb-Complement, relating the verb and the head of the complement.

In the case of syntactic variants, the dependencies of the original term al-
ways remain in the variant. In the case of morpho-syntactic variants we cannot
guarantee the presence of the original term dependencies unless morphological
families are applied. For example, given the term recorte de gastos (spending
1 red cars and bikes and (car, red), (bike, red), respectively
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cutback) and its morpho-syntactic variant recortar gastos (to cut back spend-
ing), using lemmatization we obtain the following two different dependency pairs
(recorte, gasto) and (recortar, gasto), respectively. Whereas, using morphological
families and supposing that the representatives are recorte (cutback) and gastar
(to spend), we obtain the same dependency pair (recorte, gastar) for both the
original term and its variant. Therefore, the degree of conflation obtained when
using morphological families is higher than when using lemmatization.

3 Evaluation

The techniques proposed in this paper are independent of the indexing engine we
choose to use because documents are preprocessed before being treated. We have
performed experiments using the following engines: Altavista SDK2, SMART3

(based on a vector model) and SWISH-E4 (based on a boolean model). For all
engines, we have tested five different conflation techniques:

1. Elimination of stopwords using the list provided by SMART (pln).
2. Lemmatization of content words (lem).
3. Morphological families of content words (fam).
4. Syntactic dependency-pairs with lemmatization (FNL).
5. Syntactic dependency-pairs with morphological families (FNF ).

We have tested the five proposed approaches on a corpus of 21,899 documents
of a journalistic nature (national, international, economy, culture, . . . ) covering
the year 2000. The average length of the documents is 447 words. We have
considered a set of 14 natural language queries with an average length of 7.85
words per query, 4.36 of which were content words.

3.1 Altavista SDK

Average precision and recall are shown at the bottom-right of Fig. 1. Single word
term conflation techniques, fam and lem, has led to a remarkable increase in pre-
cision and recall with respect to pln. The increase in precision is even higher for
multi-word term conflation techniques FNL and FNF. Moreover, the technique
FNF attains good recall, which implies that it can significantly increase the
precision without seriously affecting the recall.

With respect to the evolution of precision vs. recall, Fig.1 confirms the tec-
nique pln as being the worst one. The best behaviour corresponds to the tech-
nique FNF, except for the segment of recall between 0.5 to 0.7, where single
word term conflation techniques, lem and fam, are slightly better. For low recall
rates (≤ 0.3) FNF is clearly the best one, whilst the other conflation techniques
show a similar behaviour. For the segment of recall between 0.3 to 0.5, single
2 http://solutions.altavista.com/
3 ftp://ftp.cs.cornell.edu/pub/smart/
4 http://sunsite.berkeley.edu/SWISH-E/
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pln lem fam FNL FNF

P (Al) 0.20 0.21 0.22 0.32 0.33
R (Al) 0.60 0.63 0.68 0.50 0.57

P (SM) 0.17 0.20 0.20 0.31 0.32
R (SM) 0.55 0.63 0.60 0.48 0.56

P (SW) 0.39 0.52 0.42 0.14 0.14
R (SW) 0.13 0.41 0.45 0.01 0.01

Fig. 1. Global results: Altavista (top-left), SMART (top-right), SWISH-E (bottom-left)
and average precision and recall (bottom-right)

word term conflation techniques are closer to FNF, whereas FNL is closer to pln.
For recall rates greater than 0.7, conflation techniques using lemmatization tend
to converge, as do the techniques using morphological families.

3.2 SMART

The average recall and precision are similar to those obtained with Altavista
SDK, except for the case of single word term conflation via morphological fam-
ilies, fam, which does not appear to improve the global behaviour of the system
in relation to lemmatization. On the contrary, its efficiency is somewhat reduced,
in contrast with the results for Altavista. Nevertheless, the use of such families
together with the use of multi-word terms gives a remarkable increase of recall,
as in the case of Altavista, with regard to the use of lemmatization with complex
terms. In fact, FNF improves the recall of pln. We can also notice that there is
a greater homogeneity in the behaviour of all methods in the case of recall.

With respect to the evolution of precision vs. recall, we can observe in Fig. 1
that the greater complexity of the vectorial model tends to reduce the differ-
ences between all techniques. We can observe some noticeable differences be-
tween the behaviour of conflating techniques in SMART and Altavista. Firstly,
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in SMART the behaviour of fam technique is clearly worse than the behaviour
of lem technique. This supports the results obtained for average precision and
recall. Another difference we can observe is that in SMART the FNF technique
only obtains better results than the rest of methods for low and high recalls
(≤ 20, 50 ≥), while for the rest of the interval the best method is clearly lem.
On the other hand, we also find some similarities, such as the fact that pln and
FNL have the worst behaviour in comparison with the other methods.

3.3 SWISH-E

The first conclusion we can reach is that the use of multi-word term methods in
combination with the boolean model is completely inadequate due to boolean
engines require all terms involved in a query to match index terms in a given
document, a rare situation when dealing with syntactic dependencies. The use of
plain text with a boolean model is also completely inadequate because this model
is more sensitive to inflectional variations than the previous engines. When using
lemmatization to conflate the text we reach a noticeably higher level of recall,
with very high precision. The employment of morphological families for single
word term conflation obtains a higher level of recall, but the level of precision
is lower than the level of precision attained with lem. This is due to the noise
introduced by inaccurate families. However, it is also interesting to remark that
the precision reached by pln, lem and fam is the highest reached for all the test
suite, but at the cost of reducing recall.

3.4 Behaviour for Particular Queries

The behaviour of the different techniques varies according to the characteristics
of each particular query. We will try to illustrate this fact with some practical
examples obtained during the test process. This study is a first step towards the
development of heuristics for automatic query expansion.

The first example we will work with is the query “experimentos sobre la
clonación de monos” (experiments on the cloning of monkeys), trying to il-
lustrate how multi-word terms can discriminate very specific information. For
this query only two relevant documents were found in the corpus. Nevertheless,
since cloning is a very popular topic nowadays, there are a lot of related but
non-relevant documents which introduce a lot of noise.

We center this discussion on the results obtained by multi-word term confla-
tion techniques. As we can see in the graph of precision vs. recall for Altavista
and SMART of Fig. 2 the evolution for techniques based on families (fam and
FNF ) is similar, and the same occurs with techniques using lemmatization (lem
and FNL). Nevertheless these last two techniques obtain a lesser degree of recall
and precision. However, it is in the table of average precision and recall where
we can find very important differences. We can see that the average precision
reached by using multi-word term conflation techniques is significatively higher
than the average precision obtained by using single word term techniques. Mo-
rover, the levels of recall are maintained. This means that the set of documents
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pln lem fam FNL FNF

P (Al) 0.03 0.03 0.05 0.50 0.67
R (Al) 0.50 0.50 1 0.50 1

P (SM) 0.03 0.05 0.05 0.50 0.67
R (SM) 0.50 1 1 0.50 1

P (SW) 0.33 0.33 0.33 0 0
R (SW) 0.50 0.50 0.50 0 0

Fig. 2. “experimentos sobre la clonación de monos”: results for Altavista (top-left),
SMART (top-right), SWISH-E (bottom-left) and average precision and recall

returned is small but precise, because multi-word term techniques have been
able to discriminate the relevant documents adequately without losing recall.

As a second example, we consider the query “negociaciones del PP con el
PSOE sobre el pacto antiterrorista” (negotiations between PP and PSOE about
the pact against terrorism) to illustrate a case where single word term conflation
techniques achieve a better performance than multi-word techniques. As we can
observe in figure 3, there are some similarities in the precision vs. recall graphs
for the three indexing engines. In particular, the fam technique shows the best
behaviour, even better than multi-word techniques. The lem technique performs
worse than fam but better than pln for all search engines. These results are due
to the fact that lemmatization solves variations caused by inflectional morphol-
ogy. In addition, morphological families solve variations caused by derivational
morphology, retrieving more documents, most of which are relevant because this
query involves words with derivatives which frequently appear in the texts re-
ferring to the topic of the query, such as negociación (negotiation), negociar (to
negotiate) and negociador (negotiator) or pacto (pact) and pactar (to agree on).

The third example we consider corresponds to the query “el PSOE reclama
un debate entre Aznar y Almunia” (PSOE demands a debate between Aznar
and Almunia). This query refers to the constant demand by the PSOE party for
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pln lem fam FNL FNF

P (Al) 0.15 0.13 0.28 0.20 0.15
R (Al) 0.38 0.31 0.69 0.50 0.38

P (SM) 0.10 0.18 0.18 0.18 0.15
R (SM) 0.25 0.44 0.44 0.44 0.38

P (SW) 0.50 0.24 0.31 0 0
R (SW) 0.13 0.31 0.50 0 0

Fig. 3. “negociaciones del PP con el PSOE sobre el pacto antiterrorista”: Altavista
(top-left), SMART (top-right), SWISH-E (bottom-left) and average precision and recall

a TV debate between the two main candidates in the general elections in the
year 2000. We must take into account that words like PSOE, Almunia, Aznar
and debate appear in several hundreds of non-relevant documents about political
issues, introducing a lot of noise. Finally, we have found that only 11 documents
were relevant to this query. With this example we try to illustrate the situations
where a boolean model beats other indexing models, as is shown in Fig. 4.

Comparing the precision vs. recall graph for SWISH-E with respect to the
graphs for Altavista and SMART, we observe that precision in these two last
models is lower or similar to precision in SWISH-E for all levels of recall, except
for the interval ≤ 0.1. However, the main difference arises in the measures of
average precision and recall. Recall in SWISH-E reaches 55%, in contrast to 64%
and 73% reached by Altavista and SMART, respectively. Nevertheless, precision
in SWISH-E reaches 40%, in contrast to a maximum of 29% reached by multi-
word term conflation techniques in the other engines. This increase in precision
is due to the high level of discrimination achieved by the boolean model between
relevant and non-relevant documents when the query is very similar to the way
the information is expressed in the documents, i.e. there exists little variation in
the way the concepts involved in the query are expressed.



Towards the Development of Heuristics for Automatic Query Expansion 895

0

0.2

0.4

0.6

0.8

1

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

P
re

ci
si

on
 (

P
)

Recall (R)

FNF
FNL
fam
lem
pln

0

0.2

0.4

0.6

0.8

1

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

P
re

ci
si

on
 (

P
)

Recall (R)

FNF
FNL
fam
lem
pln

0

0.2

0.4

0.6

0.8

1

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

P
re

ci
si

on
 (

P
)

Recall (R)

FNF
FNL
fam
lem
pln

pln lem fam FNL FNF

P (Al) 0.15 0.18 0.15 0.29 0.29
R (Al) 0.55 0.64 0.55 0.36 0.36

P (SM) 0.20 0.20 0.20 0.29 0.29
R (SM) 0.73 0.73 0.73 0.36 0.36

P (SW) 0 0.40 0.40 0 0
R (SW) 0 0.55 0.55 0 0

Fig. 4. “el PSOE reclama un debate entre Aznar y Almunia”: results for Altavista (top-
left), SMART (top-right), SWISH-E (bottom-left) and average precision and recall

4 Conclusions

We have shown how linguistically-motivated indexing can improve the perfor-
mance of information retrieval systems working on languages with a rich lexis and
morphology, such as Spanish. In particular, two text operations have been ap-
plied to effectively reduce the linguistic variety of documents: productive deriva-
tional morphology for single word term conflation and extraction of syntactic
dependency-pairs for multi-word term conflation. These techniques require a
minimum of linguistic resources, which make them adequate for processing Eu-
ropean minority languages. The increase of computational cost is also minimal
due to the fact that they are based on finite state technology, which makes them
useful for practical systems.

These techniques have been tested on a testsuite of journalistic documents
using different search engines. We have found that:
– Indexing of plain text (pln) is the worst option, independently of the indexing

model used.
– Morphological families show good recall and precision when they do not

introduce noise.
– Multi-word term conflation techniques (FNL,FNF ) do not work properly in

combination with the boolean model.
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– Multi-word term conflation significantly increases the precision in non-
boolean models, and when combined with morphological families (FNF )
it also shows a good level of recall.

– Lemmatization (lem) is not the best technique but it is a good balance
between all the techniques considered.

In consequence, we can propose an automatic heuristic consisting in the use
of morphological families (fam) with a boolean model when the words involved
in the query have variants with a high frequency of appearance in the corpus of
documents. Depending on user need, we can also propose the following heuristics
for interaction between the information retrieval system and the user:
– When the user is searching nearly literal utterances, the best option is to

employ lemmatized text (lem) with a boolean search engine.
– If the user requires high precision, even at the expense of reducing recall,

dependency-pairs with families (FNF ) is the most accurate approach.
– When the user wishes to increase recall, for example if the other techniques

return few documents, he may use morphological families (fam).
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Abstract.  A fundamental problem to be solved in systems that derive rules
from database tables to use in query optimisation is the workload involved.  If
the data server has to do the work it can interfere with query processing and
cause slower query answering, which is the opposite of the required effect. This
paper reports our investigation of the use of multiple workstations in the same
local network as the data server to derive and maintain sets of rules describing
data subsets.  These rules are used in query optimisation. In a local area
network of workstations, one computer accepts SQL queries and data
manipulation commands from networked clients. This computer provides an
interface to one or more database management systems located on computers in
the network.  It uses a collection of subset-descriptor rules for query
reformulation before forwarding the semantically optimised query.  It manages
a set of workstations in the network, to derive and maintain the rules.  The
workstations are ordinary networked computers whose spare computing
capacity is utilised by spawning background programs on them.

1   Introduction

Several kinds of rules have been used for Semantic Query Optimisation, including
Integrity Constraints [3,5,6], rules generated by Induction triggered by each query
[7], and others [17,19,20].  But the type of rule with greatest potential for query
optimisation is

(i) generated specifically for that purpose from the data (rather than using
rules such as integrity constraints, created for some other purpose), and

(ii) derived in sets whose information provides coverage of a whole database
table rather than a few data items.

However, the task of examining tables of data to derive sets of rules can be a
significant workload. Further work is also needed to maintain those rules when
changes occur in the data they describe.  Such work is undesirable, if the data server
must do the work, since the execution of these additional tasks can delay query
processing.  The purpose of deriving the rules is to speed up query processing.

Therefore we seek an additional computational resource to do the work without
loading the data server.  Workstations in the same local network as the data server
provide such a resource.  We use them by means of the PVM software system [25].
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This paper reports our investigation of the use of multiple workstations to derive and
maintain sets of rules describing data subsets.  The structure of the paper is as follows.
Section 2 provides background information and explains what is meant by subset
descriptor rules, attribute pair rules and histogram rule sets.  Rule-set derivation
algorithms are discussed in sections 3 and 4.  The effect of increasing table size on
performance is examined in section 5. Rule Utility is considered in section 6, since
there is no benefit in fast derivation and maintenance of rules that are not potentially
useful.  Conclusions are drawn in section 7.

2   Background

A subset descriptor rule is a < selector, descriptor > pair.  The selector is a data-value
constraint (a selection condition) which identifies a subset of data items in the
database. The descriptor provides information about data items in that subset.
Attribute Pairs (AP) rules [13] have been identified as a particularly useful form of
subset descriptors for query processing operations such as remote cache management
[21,22,23] and semantic query optimisation (SQO) [15,18,19]. A significant part of
their value lies in their simple structure which allows fast access, essential in the time-
constrained environment of query optimisation.

An AP rule has the form A ⇒ B, where A and B both have the structure of query
selection conditions, but consequent B also describes tuples selected by condition A.
For example, (10 ≤ c ≤ 20) ⇒ (27 ≤ d ≤ 36) means IF attribute c in a tuple has a value
in the range (10≤ c ≤ 20) THEN the value of attribute d is in the range (27 ≤ d ≤ 36).

AP rules can be extended to rules with multiple consequent assertions. For
example:

   (10 ≤ c ≤ 20) ⇒ (27 ≤ d ≤ 36)  ∧  (f ∈ {’OMG’, ’TPC’})  ∧  (93 ≤ h ≤ 141)

represents three AP rules, all with the same antecedent condition, (10≤ c ≤ 20). A
single antecedent look-up in the rule set thus provides multiple assertions about the
selected subset. Reducing look-up time for descriptors is important. The consequent is
a vector of assertions, so that descriptors for different subsets are easily compared or
combined by specific vector element.  For example, a database query selects items
with (75≤ a ≤ 90) AND (10≤ c ≤ 15). Two relevant rules describe subsets containing
the required data items:

(70 ≤ a ≤ 95) ⇒  (18 ≤ d ≤ 43)  ∧  (f ∈ {‘ODMG’, 'OMG'}) ∧  (13 ≤ h ≤ 71)
(10 ≤ c ≤ 20) ⇒  (27 ≤ d ≤ 36)  ∧  (f ∈ {'OMG', 'TPC'})   ∧  (93 ≤ h ≤ 141)

These rules also describe tuples selected by the subrange constraints in the query,
because those constraints identify subsets of the described sets. Pairwise comparison
of vector elements in the two rule consequents show incompatible values for attribute
h. This indicates that the two query conditions select disjoint subsets of data items.
No tuples can satisfy both query conditions so the result set will be empty, and the
empty answer can be returned without consulting the database.

Another use of descriptors is to reduce the number of string constants specified in a
query, before forwarding the query to the data server. This reduces the comparison
time per tuple and so accelerates query processing by the server.  Further uses for
subset descriptors of this kind are identified in [24,13].
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Histogram Rule Sets are a solution to the problem of choosing suitable data subsets to
describe.  The interval between MIN(a) and MAX(a), for antecedent attribute a, is
divided into a number of equal width intervals like those used for the bars in an equi-
width histogram.    Descriptions of larger data sets can then be produced to match
query conditions by combining descriptors from this set of rules. For numeric
antecedent attributes, the number of rules in the rule-set decides the resolution of
subset description, e.g. 1% of attribute a’s range if 100 subsets are used to provide a
set of 100 rules.

Fig. 1. Each subset bar has a rule associated with it, describing the subset

Histogram rule set derivation is a data reduction process [1], in which very large data
sets can be reduced to a few hundred descriptors, using a single scan through the raw
data set. A different histogram set is generated for each antecedent attribute.

3   Sorting Data Subsets for Rule-Set Derivation and Maintenance

The data in a Database table or view is partitioned by the Master workstation to
whatever number of workstations is available. For an N-row table and H
workstations, each Slave workstation receives N/H rows. Partitioning is done by
counting rows rather than examining data values, so it is fast. The Master workstation
also tells the Slaves which attribute to use as antecedent for the current rule-set. Each
slave then sorts its sub-table on that attribute, extracts a rule set from the sorted data,
and sends the rule set to the master workstation. The master merges the sets of rules,
one from each slave, into a single set for that antecedent attribute.
Receiving and merging rule sets is much faster than merging data sets, because rule
sets are small (e.g. 100 rules per set). It takes less than one second to receive and
merge rule-sets derived from a 400000-row table, for example, for up to ten slaves.
When the antecedent attribute is numeric the master tells the slaves how many rules to
derive. The master also broadcasts the MIN and MAX values for the attribute so that
all slaves use the same set of sub-ranges as rule antecedents. The number of rules
produced per slave is therefore constant for numeric antecedents.  Sorting the data
makes it easy to extract a histogram rule set since the antecedent attribute values are
all arranged in order. It also makes rule maintenance easy. The master broadcasts to
the slaves all data changes. The slaves then revise their rules and notify the master of
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any changes. The master obtains an updated rule-set describing the changed database
table in less than 2 seconds by this method.

Sorting data is usually a slow operation. This would be a disadvantage for the
current application, because rules are needed for query optimisation as soon as
possible after a query reveals user interest in certain columns of some virtual or base
relation. If rules are not produced until the data is sorted then sorting must be done as
fast as possible.  Our experiments show sorting is significantly accelerated by the
parallelism in distributing data to multiple workstations.

Measured Time to Derive Rules from 130239 tuples 
whose antecedent attribute is of String type
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Fig. 2.   Measured time for rule set derivation shows better than linear speedup

No. of Hosts, H 1 2 3 4 5 6 7 8 9

Measured time (sec) 625 282 167 91 61 36 16 8 5

Expected 625/H (sec) 625 313 208 156 125 104 89 78 70

Measured time means the observed time taken to create a set of rules (a histogram
rule-set) from the 130239-row database table. The roughly hyperbolic curve for
measured time suggests xy = constant. In this case we might expect the constant to be
625 seconds, the measured time for one workstation; time to complete a task being
inversely proportional to the number of workers involved. Expected Time in the graph
is therefore calculated as 625/H where H is the number of workstations used in the
local network.   The experimental results show even better speedup, as indicated in
Fig 2.  (Two machines are more than twice as fast as one, etc).

The explanation for this better than predicted performance is partly the
computational complexity of the Quicksort algorithm used.  It has a best case
complexity of NlogN for N data items, and a worst case of N2.  We divide N by H and
sort the smaller subsets, without the need to recombine the sorted subsets (only the
relatively small sets of rules are merged).  A second factor in the speedup is the
amount of virtual memory paging involved.  Each page swap between disk and main
memory is a significant time delay.  Large data sets do proportionately more page
swapping.
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Fig 2 shows that when 9 workstations are used it took only 5 seconds to distribute and
sort the data sub-sets, derive 9 separate histogram rule-sets and merge them into a
single rule-set in the master workstation.  The same operation performed on a single
workstation is seen to take over 5 minutes.  The practical significance of this
acceleration is that rules can now be generated in response to a query and may be
available in time to be used to optimise the next query.  This query-triggering of rule-
set derivation is now a feasible alternative to speculative generation of sets of rules
from database tables before queries arrive.

The experiments were repeated with various database tables.  They varied in
antecedent type, table size, degree of prior sorting and total number of workstations
used.  The graph above is representative of the results to some extent, but larger
database tables needed correspondingly larger numbers of workstations to provide
fast derivation.  Furthermore, the minimum time achievable increased with the size of
the database table because data is sent to computers before they start work on it.  Data
subsets must be sent one after another on the local network until the whole table has
been distributed.  The network bandwidth therefore imposes a time proportional to
table size on the whole process. (Some workstations will have finished their tasks
before the final data subset is sent).  This undesirable time penalty can be removed by
distributing database tables to workstations in advance.  Then rule-sets can be derived
in a few seconds by broadcasting only the derivation parameters. These are the
identity of the antecedent attribute, and if it is a numeric attribute the number of rules
required in the set plus the MIN and MAX values in that column of the whole table.

4   Direct Mapping to Buckets for Fast Rule Set Derivation

The sorted data subsets in each workstation are useful for rule maintenance, but a
rule-set can also be derived using a more direct algorithm which scans once through
the database table.  During the scan each tuple is mapped to a bucket in a set of
buckets corresponding to the required set of rules.  Buckets correspond to bars in the
histogram.

For numeric antecedent attributes the number of bars and their sub-range limits are
known in advance.  So mapping each tuple to its bucket is achieved by matching its
value for the antecedent attribute to the relevant sub-range.  For string antecedents a
new bucket is added for each new value of the attribute encountered during the scan.

Each bucket has one rule associated with it, which describes all tuples mapped to
that bucket so far.  The subset descriptor evolves as more tuples are added to the
bucket’s subset.  For example, at some point in the scan one subset descriptor has the
form:

(15 ≤ a ≤ 30)  ⇒  (71 ≤ c ≤ 94 )  ∧  (101 ≤ g ≤ 156)

This indicates that all tuples encountered so far whose attribute ‘a’ value was in the
range  15 ≤ a ≤ 30 were found to have values of attribute ‘c’ in the range 71..94 and
attribute ‘g’ values in 101..156.  If the next tuple in the table has values a = 16, c = 96
and g = 121 then the value of the antecedent attribute ‘a’ maps it to the bucket with
antecedent range (15 ≤ a ≤ 30),  i.e this rule.  The  value c = 96 requires the range in
the assertion describing all ‘c’ values to increase from (71..94) to (71..96), and the
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value of ‘g’ does not change the descriptor because 121 agrees with the assertion that
all ‘g’ values are in the range 101..156.

Storage space for tuples in buckets is not required, because each bucket discards
mapped tuples after deciding their effect on the bucket’s evolving rule, during the
incremental rule derivation process. The scanning algorithm for rule set derivation has
the advantage that a single pass through the data generates a rule-set. This is much
faster than sorting. The disadvantage is that sorted data, to support subsequent rule
maintenance, is not produced.
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Fig. 3. Comparing rule-set derivation times for sort algorithm and scan algorithm

These measurements are for a 42 Mbyte table with 390731 rows. The scanning
algorithm times form a horizontal line on the graph.  Elapsed time was 30.5 ± 3.5 sec,
independent of H.  The time to derive the same set of rules by sorting the data subsets
in the workstations varied from 4018 seconds for one workstation down to 205
seconds for six machines.

Since the scan times are fairly constant, independent of number of processors, it is
possible to derive multiple rule sets simultaneously, one in each host.  Each rule set
has a different antecedent attribute.  The derivation time for N sets of rules is still
about 30 seconds for this 42 Mbyte table.

Two or more sets of rules can be produced during the scan in each single
computer.  A set of buckets is provided for antecedent attribute ‘a’ and another set for
antecedent ‘d’, say, in another rule set.  Then in each tuple the value of attribute ‘a’
maps it to a bucket in the first rule set, and the value of attribute ‘d’ maps it to a
bucket in the second evolving rule-set.  The observed time to derive two rule-sets in
this way is virtually the same as one rule-set, because data transfer to slave
workstations is the rate-determining step in the process.



Utilising Multiple Computers in Database Query Processing        903

5   Scalability

Some database tables are much too large to distribute to ordinary workstations,
because the local storage capacity on these general-purpose computers is not large
enough to accommodate the data sets. Therefore there is an upper size limit for tables,
beyond which the data distribution approach is not applicable.

Performance also declines with increasing table size, before that upper size limit is
reached.  We examined separately the times for sending data, processing data, and
returning results.  The third of these components used negligible time, because the
result (a set of rules) is tiny in comparison with the data from which it was derived.
The time to process the data depends on the rule derivation algorithm used, as
discussed above.  (Times reported above include all three components). The time
taken to send data from the master workstation to a set of slave computers was
investigated.  Tables of progressively increasing size (from 32560 to 651219 rows,
representing database tables up to 70 Mbytes) were sent to sets of 1, 2, 3 .. 8
computers, and the total send time measured.  The following graph displays the
results.  They show that even these relatively small tables suffer from performance
degradation related to their size.
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Fig. 4.  Time to send data sets of various sizes to varying numbers of workstations

Each table size is shown as a curve on the graph.  Small tables appear as horizontal
lines near the bottom of the graph.  Curves are seen to deviate progressively more
from the horizontal as the table size increases, but all become approximately
horizontal when the number of hosts becomes ‘sufficiently large’.  Using more hosts
reduces the size of the data set that is sent to each computer, because the number of
hosts divides the table.  The graph reveals that above a particular data size per
computer the time to transfer data between Master and slaves increases dramatically.

All curves become horizontal when the number of table rows per host is 150 000 or
less. So 150000 rows for this 112-bytes-per-row table is the maximum size per host
(for these particular hosts) to avoid the delay.  150000*112 bytes = 16 Mbytes. This
reveals a limitation of the distributed rule derivation system.  For FAST operation the
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maximum table size is 16*H  Mbytes, where H is the number of workstations
available for use.  Larger tables can be processed, but time will increase significantly
because of the data transfer time component shown in the graphs.  Paging in the
Receive Buffer memory space in the slave workstations causes the large increase in
data transfer time above 16 Mbytes per workstation.  This particular value represents
a memory buffer size.  Therefore the 16 Mbyte limit, or speed change point, can vary
for different systems.  But there will always be some such size, above which speed
decreases rapidly.

The next physical limitation as table size increases beyond 16*H Mbytes is the size
of the swap file used for page swapping.  The size of the swap file can be increased,
up to the limitation of available disk space accessible to each workstation.  The swap
file can be placed on any mounted drive, but a computer can slow down dramatically
if a remote (shared) disk is used for virtual memory swap space.  A large network-
accessible disk increases the maximum size of database tables that can be processed,
but the resulting slowdown of the workstation (which affects all programs running on
it, not just our background processes) is a clear drawback.  The workstations used in
the experimental network are chosen as typical examples of ordinary PCs in current
use, not state of the art machines.  Their internal disks are 10 Gbytes capacity.  They
have Intel PIII 450 MHz processors, 128 Mbytes of main memory, Linux Suse 6.4
operating system, and communicate by Fast Ethernet (100Mbit/sec).

6   Rule Utility

Estimating the potential usefulness of rules derived from data is important, because
the number of possible rules that can be derived is extremely large, and only useful
ones should be stored.  Certain utility metrics have been proposed for this purpose [eg
8,10,16], but a more fundamental measure of usefulness for a subset descriptor rule is
whether its description differs significantly from that for other subsets.

Creating a histogram rule set can be used as a form of data analysis, to decide
which antecedent-consequent pairs have potential value in subset descriptor rules.
For example,  if date of birth is used as antecedent attribute then other attributes may
show subrange dependencies.

                Fig. 5.  Subrange dependency

The horizontal axis in this graph is divided into bars for the histogram.  So all the bars
above a certain age will have a very similar descriptor for attribute shoe_size. All
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those bars can be automatically merged into a single bar (i.e. a single rule). The single
rule subsumes the others because its descriptor is the same but it describes a super-set
of their data.  A rule such as  (35 ≤ age ≤ 40)  ⇒  (7 ≤ shoe_size ≤ 10 ) is less useful
than (25 ≤ age ≤ 60)  ⇒  (7 ≤ shoe_size ≤ 10 ).

For some consequent attributes, all bars merge into one because the description of
any subset differs little from the description of the attribute’s domain.  Such attributes
are removed from the set of consequent attributes for this antecedent since they are
not useful.  They repeat only the domain assertions for their attribute.  The histogram
rule-set therefore provides a data profile.  This information is not available to other
rule-generating systems that create individual rules rather than rule sets.

The ability to rapidly derive histogram rule sets from data also allows a search for
subset dependencies in response to queries.  For example, a query selects tuples with
job_title = “nurse” and 21 ≤ salary < 23  and other attribute conditions.  The subset of
table rows with job_title = “nurse” can now be taken as the ‘database table’ for
histogram rule-set derivation using salary as antecedent attribute.  This may reveal
useful relationships between nurses salaries and other attributes, which do not exist
for salaries of all employees.

The usefulness of rules may decrease with time, because queries no longer concern
the data described by a particular rule-set.  Such rule-sets can be discarded because
new sets can now be quickly created if query interest returns to this area of the data.
There is no need to maintain the rules as data changes in the mean time.

7   Conclusions

Workstations in the same local network as the data server can provide a dynamically
extensible and reconfigurable computing resource for rule derivation and
maintenance. This additional resource is provided by utilising existing hardware:
workstations that are being used for the intermittent or computationally undemanding
tasks which form the usual workload of desktop computers. The work involved in rule
derivation and maintenance is thus removed from the data server onto other
workstations.  The master workstation can measure the workload on each workstation
in the network by spawning a short program on the workstation, and measuring the
time it takes to finish. Its runtime under various computer workloads is known. So the
measured time indicates the workstation's current workload and thus its suitability as
a place to run a new rule derivation task.

Deriving a histogram rule set is a way to detect subset dependencies in data. The
ability to rapidly derive rule sets from data therefore makes this aspect of data
analysis easier. It allows the potential usefulness of rules to be quickly recognised and
prevents fruitless attempts to produce rules from data that does not support them.

The scanning algorithm discussed in section 4 is amenable to parallel
implementation by either horizontal or vertical partitioning of database tables.  The
effect, in either case, is the simultaneous derivation of N histogram rule sets by
partitioning to N workstations. Vertical partitioning, assigning a different pair of
columns to each workstation, gives slightly slower rule-set derivation.  But it also has
the more significant drawback that if the data is subsequently sorted the operation will
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be very slow.  It requires the one-workstation time rather than the N-workstation time
described in section 3.
Experimental results for sorting data on multiple workstations show a useful sub-
linear speedup.  The effect of sorting by antecedent attribute value is to cluster tuples
for each rule antecedent, therefore sorted data allows direct access to the data subset
selected by a rule’s antecedent condition.  Descriptors for that subset can be rapidly
revised, following data changes.

A choice must be made about whether to derive rules by the sorting or the scanning
algorithm. For ‘small’ tables the sorting algorithm can be completed rapidly if
sufficient workstations are used, so sorted data as well as a rule-set is immediately
available.  However, the scanning algorithm is faster than the sorting algorithm and
the difference becomes increasingly significant as the amount of data per workstation
increases. The experimental results suggest that the scanning algorithm should do the
initial derivation of each set of subset descriptor rules  (unless enough workstations
can be used to reduce derivation time, as explained in section 3). This makes rules
available for query optimisation as quickly as possible at the time they are needed.
Data in the slaves can be sorted after rule derivation, to support rule maintenance.
The scanning algorithm time being independent of the number of workstations means
that one rule-set can be derived per machine, so that N workstations can
simultaneously create at least N sets of rules (each having a different antecedent
attribute, for example).

In an ordinary local network bandwidth is limited and data transfer is necessarily
sequential.  Distributing subsets to workstations therefore takes an amount of time
related to the size of the database table.  It is not possible to send different subsets
simultaneously from the master workstation.  Therefore the time to create a rule-set
must increase to some extent as table size increases, because of the time needed to
copy the table into the workstations.

The sorted raw data in multiple workstations can also provide rapid data retrieval
for database queries or sub-queries, and this facility can be utilised by the ‘master’
workstation query interface when deciding the quickest way to answer each query.
Some queries will be re-written by semantic query optimisation methods using the
information provided in the subset descriptor rules.  These re-written queries will then
be sent to the DBMS server to answer.  Other queries will be decomposed into sub-
queries for distributed query processing on some combination of workstations and
DBMS data server.  The investigation of performance for this distributed query
answering system forms part of our continuing research.

The contribution of this paper is to increase the practicality of SQO (semantic
query optimisation).  Databases rarely use SQO at present because (i) the server’s
workload to derive and maintain the rules tends to cancel the benefits by delaying
queries, and (ii) the quality of rules derived without that lengthy data analysis is poor,
giving only limited improvement to optimised queries.  The current work seeks a
solution to these problems by using computers that are separate from the data server.
A cost-effective solution is to use existing workstations in the same local network as
the data server, and do the work of rule derivation and maintenance on those
computers as background programs.  Rule-sets should be derived dynamically (in
response to database queries, which indicate the current data area of user interest and
also identify attribute connections for Joins and for dependency investigation). Our
experimental work in implementing this idea reveals that usefully rapid rule-set
derivation and maintenance can be achieved for database tables up to a certain size.
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Data transfer time on the LAN between data server and workstations was a limiting
factor for dynamic rule-set derivation, because of its strict time constraints.  Rules
must be created from data in time to be used, before query interest moves to other
areas of the data.  For static data (in a data warehouse or data archive, for example)
the need for dynamic derivation is removed, so that much larger data sets can be
processed (up to the disk space limit of the collection of general-purpose
workstations).  Data cube creation can be seen as an example of multi-dimensional
histogram rule-set production, which generates subset descriptors from static data in
preparation for OLAP queries.
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Abstract. New Object-Relational Database Management Systems (ORDBMSs)
are replacing existing relational ones. In spite of the high expressiveness,
application systems built upon ORDBMS are more complex and difficult to
maintain due to the mixing of two paradigms, the relational and the object-
oriented. This paper describes a suite of metrics for measuring different aspects
of an object-relational database. An empirical validation of the usefulness of the
proposed metrics in estimating the understandability of an object-relational
schema is given. The analysis procedure comprises the use of two techniques:
C4.5, a machine learning algorithm, and RoC, a robust Bayesian classifier. The
results demonstrate that a subset of the proposed measures is relevant for the
estimation of the understandability.

1   Introduction

Software maintenance is the most expensive stage in the software life cycle. It is one
of the greatest problems in the software industry, representing between 67% and 90%
of total life cycle costs ([3], [11]). Until now, software maintenance efforts have
mainly been centered on program maintenance tasks, as data maintenance was
relatively easy in simple files or simple relational tables.

Nowadays, we are witnessing important advances in database technology; a new
‘‘generation’’ of DBMS (Database Management System) is coming out, among which
object-relational ones (e.g. Oracle 8, Informix Dynamic Server, DB2) stand out.
Object-relational databases will replace relational systems to become the next great
wave of databases ([16]). This kind of DBMSs supports a more complex data model
having a stronger influence on the overall application maintenance effort.
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Therefore, it is very important to have maintainability metrics for this new kind of
databases. Metrics for databases have been neglected in the metric community ([15]).
In fact, most of the metrics put forward, as the famous McCabe ([9]) cyclomatic
number, have been centered on measuring program complexity, quality, maintenance,
etc.

Maintainability is achieved by three factors: understandability, modifiability and
testability, which in turn are influenced by complexity ([8]). We must be conscious,
however, that a general complexity measure is "the impossible holy grail" ([4]).
Henderson-Sellers ([6]) distinguishes three types of complexity: computational,
psychological and representational, and for psychological complexity three
components are considered: problem complexity, human cognitive factors and
product complexity. The last one will be our focus.

In this paper we propose some complexity metrics for measuring object-relational
databases and we use them to study their impact on the schema understandability. As
understandability is one of the components of  maintainability, these metrics may be
used as partial indicators of the overall IS maintainability.

However, the goal is not only to propose metrics, because when a new measure is
proposed, it is natural to ask whether the measure captures the attribute it claims to
describe. We want to be sure that the measures we use reflect the behavior of entities
in the real world ([5]). This validation must be made according to two perspectives:
theoretical and experimental. The formal verification of the metrics presented can be
found in [1]. In this paper we describe two experiments carried out with these metrics.

In the next section we summarize the features of object-relational databases. In
Section 3, we describe the proposed metrics. Metrics empirical validation is presented
in Section 4. Finally, Section 5 summarizes the paper and draws our conclusions.

2   Object-Relational Databases

Relational databases are widely accepted and used by the database community but
they present some problems such as the representativeness limitations (complex
elements which are present in several domain like graphics, geography are hard to
represent). On the other hand, object-oriented databases propose a more powerful
model to represent such elements. However, for multiple reasons, adopting this
technology is still difficult. Object Oriented (OO) databases are not as mature as the
relational ones. Another more practical reason is the difficulty of converting relational
specialists and to convince managers to adopt this new paradigm with all the possible
risks involved.

From this point of view, object-relational paradigm proposes a good compromise
between both worlds. Object-relational databases combine traditional database
characteristics (data model, recovery, security, concurrency, high-level language, etc.)
with object-oriented principles (e.g. encapsulation, generalization, aggregation,
polymorphism, ...). These products offer the possibility of defining classes or abstract
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data types, in addition to tables, primary and foreign keys and constraints1, as do
relational databases.

Furthermore, generalization hierarchies can be defined between classes (super and
subclasses) and between tables, subtables and supertables. Table attributes can be
defined in a simple domain, e.g. CHAR(25), or in a user-defined class as a complex
number or image, In Figure 1 an example based on the one presented in [2] is shown.

CREATE TABLE house(
idhouse INTEGER,
idagency INTEGER,
price INTEGER,
rooms INTEGER,
size DECIMAL (8,2),
location address,
desc text,
front_view bitmap,
document doc,
seller employee,
PRIMARY KEY (idhouse),
FOREIGN KEY idagency
REFERENCES agency(id));

CREATE TABLE agency(
id INTEGER,
name VARCHAR(20),
location address);

CREATE TYPE address AS(
street CHAR(30),
city CHAR(20),
state CHAR(2),
zip INTEGER) NOT FINAL;

CREATE TYPE employee
AS(
name CHAR(40),
base_salary DECIMAL(9,2),
bonus DECIMAL(9,2))
INSTANTIABLE  NOT FINAL
METHOD salary() RETURNS
DECIMAL(9,2);
CREATE METHOD salary()
FOR employee
BEGIN
...
END;

Fig. 1. Example of table definition in SQL:1999

In this example we can notice that part of the data is expressed using relational
concepts (tables, primary and foreign keys and references) and the other part using
OO concepts (types, and methods). The richness of the resulting model somewhat
increases its complexity ([16]). For this reason it is very important to have metrics
that allow for the complexity of this kind of databases to be controlled.

3   Working Hypotheses

Our main hypothesis is that the understandability is highly influenced by the
complexity of an object-relational database schema.

Moreover, we claim that complexity is itself impacted by the size and the coupling
between the elements of the schema (tables and classes). Taking into account this idea
and the characteristics of an object-relational schema, we present six metrics which
cover these two aspects and which are defined at table level. Three of them have been

                                                          
1 In this first approximation constraints are not considered for measure purposes.







914         C. Calero et al.

Table 2. Size for each column

COLUMN NAME COLUMN
TYPE

COLUMN
SIZE

Idhouse Simple 1
Idagency Simple 1

Price Simple 1
rooms Simple 1
size Simple 1

location Complex 2
desc LOB 1

front_view LOB 1
document LOB 1

HOUSE

seller Complex 4
id Simple 1

name Simple 1AGENCY
location Complex 2

With these data, we obtain the following values for the table size metric:

422

1495

=+=
=+=

agency

house

TS

TS (2)

The other metrics for the house and agency tables are summarized in Table 3.

Table 3. Metric values for the example of Figure 1

HOUSE Comments AGENCY Comments
TS 14 See above 4 See above
RD 1 Foreign Key idagency 0 No Foreign Keys

DRT 1 House to Agency 0 No Foreign Keys
PCC 20% 2 complex att. over 10 33% 1 complex att. over 3
NIC 2 address and employee 1 address
NSC 1 Address 1 address

4   Empirical Validation

In this section, we want to evaluate whether or not the proposed measures can be used
as indicators for estimating the understandability of an OR database. In the remainder
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of this section, we present the way we collect the experimental data, the techniques
used to assess the usefulness of the measures, and the results of the experiment.

4.1   Data Collection

Five object-relational databases were used in this experiment with an average of 10
relations per database. These databases were originally relational ones. For the
purpose of the experiment, they were redesigned as OR databases. The maximum and
minimum values for the metrics are given in Table 4.

Table 4. Range of values used in the experiment

Minimum
value

Maximum
value

TS 2 17.5
RD 0 5

DRT 0 3
PCC 0% 80%
NIC 0 6
NSC 0 5

Five subjects participated in the experiment (one researcher, two research assistants
and two graduate students). All of them are experienced in both relational databases
and object-oriented programming. One subject did not complete the experiment, and
we had to discard his partial results.

The subjects were given a form, which included three questions for each table. Our
idea was that in order to answer these questions, they would need to understand the
subschema (objects and relations) defined by the concerned table. A table (and thus
the corresponding subschema) is easy to understand if (almost) all the subjects find
the right answers in a limited time (2 minutes per table). Formally, a value 1 is
assigned to the understandability of a table if at least 10 out of 12 questions are
answered correctly in the specified time (4 subjects and 3 questions). A value 0 is
assigned otherwise. The tables are given to the subjects in random order and not by
database to minimize the effect of familiarity with the schema of a particular table.

After compiling the results, 28 tables were classified as difficult to understand (0)
and 22 easy to understand (1).

4.2   Validation Technique

To analyze the usefulness of the metrics proposed in Section 3, we used two machine
learning (ML) techniques: C4.5 ([12]), a Top Down Induction of Decision Trees
algorithm, and RoC [13], a robust Bayesian classifier.
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Most of the work done in ML has focused on supervised machine learning
algorithms. Starting from the description of classified examples, these algorithms
produce definitions for each class. In general, they use an attribute-value
representation language that allows for the learning set statistical properties to be
exploited, leading to efficient software quality models. C4.5 is representative of the
Top Down Induction of Decision Trees (TDIDT) approach ([12]). C4.5 belongs to the
divide and conquer algorithms family. In this family, the induced knowledge is
generally represented by a decision tree. It works with a set of examples where each
example has the same structure, consisting of a number of attribute/value pairs. One
of these attributes represents the class of the example.

Closer to probabilistic approaches, RoC is a Bayesian classifier [7]. It is trained by
estimating the conditional probability distributions of each attribute, given the class
label. The classification of a case, represented by a set of values for each attribute, is
accomplished by computing the post probability of each class label, given the
attribute values, by using Bayes’ theorem. The case is then assigned to the class with
the highest posterior probability. RoC extends the capabilities of the Bayesian
classifier to situations in which the database reports some entries as unknown. It can
then train a Bayesian classifier from an incomplete database. More information about
this process is given in [13].

We uphold the use of these ML algorithms for several reasons. One of them is that
real-life software engineering data are incomplete, inexact, and often imprecise; in
this context, ML could provide good solutions. ML is also fairly easy to understand
and use. However, perhaps the greatest advantage of an ML algorithm –as a modeling
technique- over statistical analysis lies in the fact that the interpretation of production
rules is more straightforward and intelligible to human beings than principal
components and patterns with numbers that represent their meaning. This is very
important for us because we want to obtain information about what kind of
relationship can exist between our metrics and the understandability.

To evaluate the database schemata understandability characterization model based
on our measures, we need criteria for evaluating the overall model accuracy.
Evaluating model accuracy tells us how good the model is expected to be as a
predictor. If the characterization model based on our suite of measures provides good
accuracy it means that our measures are useful in identifying understandable schemes.
Two criteria for evaluating the accuracy of predictions are the measures of correctness
and completeness.

Correctness is defined as the percentage of database schemes that were deemed as
understandable and were actually understandable. We want to maximize correctness
because if correctness is low, then the model is identifying more database schemes as
being understandable when they really are not understandable. Completeness is
defined as the percentage of those schemes that were judged as understandable
(response not understandable). We want also to maximize completeness because as
completeness decreases, more schemes that were understandable are misidentified as
not understandable.
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The following table (Table 5) summarizes the formal measures of the learned
model classification performance.

Table 5. Formal measures in the learned model

Predicted
understandability
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Finally the model accuracy measures how correct the model is. It is given by the
following formula:
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In order to calculate values for correctness and completeness, and thus fill the table
given above, we used a cross-validation procedure. In this procedure, the available
data is divided into N blocks so as to make each block’s number of cases and class
distribution as uniform as possible. N different classification models are then built, in
each of which one block is omitted from the training data, and the resulting model is
tested on the cases in that omitted block. In this way, each case appears in exactly one
test set. Provided that N is not too small, the average error rate over the N unseen test
sets is a good predictor of the error rate of a model built from all the data.

The next sub-section presents the quantitative and qualitative results obtained
following our verification strategy.

4.3   Results

As specified in validation the technique section, we applied RoC and C4.5 to evaluate
the usefulness of the OR metrics in estimating the understandability of the tables in an
OR schema. After applying these techniques, the results are very promising. The
details of the results are given below.
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Using the cross-validation technique, the algorithm RoC was applied 500 times. A
total of 369 cases were correctly estimated (accuracy 73.8%) and all the other cases
were misclassified. Contrary to C4.5, RoC does not propose a default classification
rule which guarantees coverage of all the proposed cases. However, in this
experiment, it succeeded in covering all  500 cases (100% coverage). These results
are summarized in Table 6.

Table 6. RoC quantitative results

Correct: 369
Incorrect: 131
Not classified: 0
Accuracy: 73.8 %
Coverage: 100.0 %

RoC produces the model presented in Figure 2. From this model, it is hard to say
which metric is more relevant than another in an absolute manner. However, we can
notice that the smaller the TS is the higher the probability that the table is
understandable is (for example 54% for TS <= 3). This probability decreases when
the table size increases (9.5% for TS >10). Inversely, the same probability increase in
estimating the tables that are not understandable (varying from 13.6% for TS <= 3 to
33.6% for TS >10). For the NSC metric, a table that shares classes with other tables is
hard to understand and vice versa (the highest probability in the model given by RoC,
80%). For the other metrics, it is hard to draw a conclusion since no uniform variation
is shown. This can be explained by the fact that for the sample used in this
experiment, the values are defined in a narrow range (for example [0, 3] for DRT
metric and [0, 5] for the RD metric).

The model of C4.5 is more accurate in estimating the understandability of a table
(94%). As shown in Table 7, the model presents a high level of completeness (up to
100% for not understandable tables) and correctness (up to 100% for understandable
tables).

From a qualitative point of view, C4.5 produces a more understandable model
(Figure 3).  As for Roc, TS seems to be an important indicator for the
understandability of the tables.  Rules 1, 2 and 7, which determine if a table is
understandable, all have as part of the conditions that TS must be small. Inversely, in
Rule 5, it is stated that a large size is sufficient to declare the table as not
understandable. A small DRT is also required for Rules 1 and 7 as a partial condition
to classify the table as understandable. At the same time, a high value of DRT means
that the table is hard to understand (Rule 2). The number of shared classes can also be
considered as a good indicator since, if there are shared classes, the table is not
understandable (Rule 4) and vice versa (Rules 1 and 7). RD, PCC and NIC do not
seem to be interesting indicators.
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Model

TS
(1 . 3) (3 . 5) (5 . 10) (10 . 17.5)

0
0.136 0.193 0.336 0.336

1
0.543 0.233 0.129 0.095

DRT
0 1 2 3

0
0.336 0.221 0.193 0.250

1
0.336 0.371 0.233 0.060

RD
0 1 2 3 4 5

0
0.319 0.319 0.148 0.09 0.062 0.062

1
0.316 0.247 0.316 0.040 0.040 0.040

PCC
(0 . 25) (25 . 80)

0
0.471 0.529

1
0.603 0.397

NIC
0 1 2 3 4 5 6

0
0.257 0.114 0.229 0.143 0.143 0.057 0.057

1
0.517 0.241 0.069 0.034 0.069 0.034 0.034

NSC
0 1 2 3 4 5

0
0.462 0.233 0.090 0.090 0.062 0.062

1
0.799 0.040 0.040 0.040 0.040 0.040

Fig. 2. The model generated by RoC

Table 7. C4.5 quantitative results

Predicted
understandability

0 1 Completeness
Real 0 28 0 100%
understandability 1 3 19 86.36%

Correctness 90.32% 100%
       Accuracy = 94%



920         C. Calero et al.

Rule 1:
TS <= 9 ∧ DRT = 0 ∧ NSC = 0 -> class 1 [84.1%]

Rule 2:
TS <= 3 ∧ RD > 1 -> class 1 [82.0%]

Rule 7:
TS <= 9 ∧ DRT <= 2 ∧ NIC > 0 ∧ NSC = 0 -> class 1 [82.0%]

Rule 4:
NSC > 0 -> class 0  [89.9%]

Rule 5:
TS > 9 -> class 0  [82.2%]

Rule 6:
DRT > 2 -> class 0  [82.0%]

Default class: 0

Fig. 3. C4.5 estimation model

In conclusion, both  techniques indicate that table size and the number of shared
classes are good indicators for the understandability of a table. The depth of the
referential tree is also presented as an indicator by C4.5, but not clearly by RoC. The
rest of the metrics do not seem to have a real impact on the understandability of a
table.

A limitation of the presented work is the size and representativeness of the training
sample. Object-relational databases are not widely used. The only criterion we used to
choose the databases was availability. This kind of sampling, known as convenience
sampling (see [10]), does not allow for the results to the whole population of OR
databases to be generalized. However, as the 5 databases have small/medium schema
size and the distribution of the metrics is uniform, we can consider the results as
reasonably accurate for similar databases. For large schema, more experiments are
needed to draw a final conclusion.

5   Conclusion

Object-relational database management systems are replacing simpler relational ones.
One of the main consequences of this change will be the stronger weight of the
ORDBMSs in software systems maintainability.

In this paper, we have presented a first approach for measuring object-relational
database maintainability using three different metrics. To validate our measures for
the understandability purpose, we have used 5 existing object-relational databases.
We have applied two different techniques: C4.5, a machine learning algorithm and
RoC, a Bayesian theorem-based algorithm. Two estimation models have been
generated according to the two techniques. The results of our experimentation
demonstrate that our measures can estimate the understandability of OR tables with a
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higher level of accuracy. In particular we have found that a sub-set of our measures
proved to be quite accurate (table size, depth of referential tree, and number of shared
classes). This suggests that these measures can be reasonably used as indicators for
the understandability of a table, and to a certain degree of its maintainability.

In spite of the obtained results, this work presents a major limitation related to the
threshold values of the two models (C4.5 and RoC). These values are specific to the
sample and are hard to generalize for others databases. However, we are convinced
that these specific values do not significantly affect the results. The trends shown by
the model are more important that the values. To solve the problem of the threshold
values, we are working on a machine learning algorithm that derives fuzzy threshold
values (a first version is published in [14]).
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(Computer Science Research Institute of Montreal).
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Abstract. In the paper the CDM data model for a database that could become a
kernel of cooperative applications is presented. The CDM model is oriented for
the specificity of multiuser environments, in particular: cooperation scenarios
(e.g. sequential, parallel, reciprocal), cooperation techniques and cooperation
management.

1   Introduction

A common feature of the majority of cooperative systems is that they require
functions and mechanisms naturally available in DBMSs, e.g. data persistency, access
authorization, concurrency control, consistency checking and assuring, data recovery
after failures, etc. Notice, however, that these functions are generally implemented in
collaborative systems from scratch, without any reference to the database technology.
Some systems provide gateways to classical databases, however these databases are
autonomous and external to them, thus database access is organized in a conventional
manner.

Since the theory and technology of classical databases is very mature, commonly
accepted and verified over many years, the following question naturally arises: can we
apply this technology in collaborative systems, instead of re-implementing database
functions from scratch and embedding them in collaborative systems? In other words:
can we develop collaborative systems as database applications, thus probably saving
time normally spent on re-implementation of selected database functions? As usually
we can obviously try, but there is one substantial drawback we have to take into
account. The classical database paradigm assumes namely that database users are
totally isolated.

In such situation, in order to develop collaborative database applications, we have
to extend database technology. The required extensions should be applied
simultaneously to both data modeling techniques and transaction management
algorithms. Former techniques have to facilitate modeling data structures that are
specific to cooperation processes, while the latter techniques have to support human
interaction and exchange of non-committed data.

There are many data models proposed in the literature that are addressed to
advanced domains of database applications, in particular to computer aided design
(CAD) and computer aided software engineering (CASE). Most of them provide
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versioning mechanisms [1, 2, 3, 4, 6, 7]. These models substantially support
individual design and development activities of database users. However, they do not
sufficiently support group activities. It follows from the common assumption that
database users communicate only via committed data. Since the users are totally
isolated by the database system, each of them has an impression that the system is
dedicated to him. When users collaborate to achieve a common goal, this approach is
obviously too restrictive. Collaborators have to communicate directly before they
agree on a data value.

Among basic drawbacks of the models mentioned above one can distinguish:
• the lack of data structures used to distinguish information particularly important to

groups of collaborating users that could be simultaneously accessed by them
without conflicts,

• difficulties with representing collaboration structure and collaboration organization
in the data model; the lack of modeling concepts reflecting different levels of
collaboration intensity,

• the lack of semantic relationships posed on data that could reflect relationships
between the users operating on these data following from different cooperation
forms,

• the lack of operations reflecting collaboration techniques and collaboration
management.
In this paper we propose a solution of problems mentioned above by the use of a

new database model. We propose a new data model CDM (Collaborative Data Model)
that is oriented for the specificity of cooperation scenarios, cooperation techniques
and cooperation management. In the paper we focus on data manipulation
mechanisms of the CDM model and refer to data definition mechanisms already
published in [9].

As preciously mentioned, besides new data models for cooperative applications,
new transaction models are required. We suggest to apply to databases managed
according to the CDM model so called multiuser transactions [10]. Contrarily to
advanced transaction models proposed in the literature [5, 8], multiuser transactions
are flat transactions in which, in comparison to classical ACID transactions, the
isolation property is relaxed. The CDM data model and the multiuser transaction
model are strictly related to each other. Most of concepts used in the CDM model
match the basic concepts of the transaction model, and vice versa.

The paper is structured in the following way. In section 2 the CDM data structures
are briefly reminded. In section 3 operations on data structured according to the CDM
model are proposed. Section 4 contains concluding remarks.

2   CDM Model

In the CDM model a database is viewed as a set of domains. The domain is a set of
database objects operated by a group of collaborating users. The users create (modify)
domain objects using cooperative database applications associated with the domain.

Every domain is composed of two disjoint subsets of objects: local objects and
global objects. First subset contains objects that are available only in the
encompassing database domain. Second subset is composed of objects simultaneously
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available in all database domains. In other words, the subset of global objects is the
intersection of all database domains - it is further called the database core.

The database core is a communication mean between database domains. It is
composed of non-versionable objects containing basic information concerning the
database, that can be potentially useful to all database users, no matter which domain
they address.

Local domain objects can be further divided into so called domain content and
domain abstract. The domain content groups objects created and frequently modified
by team members in order to achieve the assumed outputs of cooperative work. Due
to multi-stage, multi-thread and multi-variant specificity of the cooperation, the
domain content can be versioned. Every version of the domain content is called a
context.

The domain abstract is as subset of non-versionable domain objects playing the
role of domain content generalization.  It is used to support team members assigned to
the respective domain.

The specificity of collaborative work in the database environment imply the
necessity of distinguishing different types of contexts. In the CDM model we classify
domain contexts in three orthogonal ways, considering respectively: context life-time,
context consistency and semantic relationships between contexts.

Taking into account context life-time, we distinguish persistent contexts and
temporary contexts. A persistent context is stored in the database directly after the
commitment of a transaction that has created this context.

Temporary context life-time may not exceed the duration of a transaction related to
this context. We mean here a transaction that has explicitly created the context during
its execution, or a transaction that has implicitly created the context, as a result of a
particular database operation that requires temporary context derivation (c.f. section
3). A temporary context may be addressed only by the transaction related to it. A
temporary context may be promoted to a persistent context, thus gaining the features
mentioned above.

The second way of context classification, orthogonal to the one considered above,
distinguishes consistent and inconsistent contexts. In CDM model a single context
extended by a domain abstract and the database core is a unit of consistency.  It
concerns, however, only consistent contexts, since inconsistent contexts do not
contribute in database consistency units. A consistent context, augmented by a
respective abstract and database core, does not violate integrity constraints defined for
the corresponding database domain and it reflects the expectations of users
responsible for information stored in this context.

Contrarily, inconsistent context does not fulfill the requirements stated above. It
can be created as a result of particular operations automatically performed by the
DBMS (c.f. section 3). Furthermore, initially consistent context may also become
inconsistent, as result of deliberate operations done by a database user, who is aware
of context inconsistency, however, because of some reasons, decides to keep the
context in the database.

The third way of context classification refers to semantic relationships between
contexts. We distinguish isolated and linked contexts. An isolated context is logically
independent from all other contexts. Logical independence concerns also isolated
contexts from the same domain, in particular a base context and its descendants.  Two
transactions addressed to two isolated contexts never conflict, even if they operate on
the same multiversion object, whose value is physically shared.
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Linked contexts have at least one link explicitly defined in the database. A link is a
semantic relationship of a particular type binding a pair of contexts. A link between
two contexts causes in general that an execution of an operation in one context
automatically triggers an execution of a derived operation in the second context.
Contrarily to isolated contexts, two transactions addressed to two linked contexts may
fall into conflicts.

More details concerning the CDM data structures and context types can be found
in [9].

3   CDM Operations

In the CDM model we distinguish the following groups of operations: object
operations, context operations, domain content operations, domain operations.

Some of operations, e.g. context derivation, have already been intuitively
introduced in section 2. In this section we mainly focus on new operations, not
mentioned before.

3.1   Object Operations

Before first operation on a database object, a transaction has to address a single
context in the scope of a particular domain. Since a domain abstract and the database
core are subsets of non-versioned objects, while a single context contains exactly one
version of every object belonging to a domain content, a database view perceived by
the transaction is monoversion. It simplifies object addressing because there is no
need for using object version identifiers. Having the context identifier cid and the
object identifier oid, the database system can automatically identify a respective
object version and present it to the transaction.

A transaction can perform classical operations on database objects: read, write,
create and delete, as well as operations typical to the CDM data model:
generalization, particularization and publishing. Now we focus on the latter set of
operations.

Object generalization moves an object from the domain content to the abstract.
Since objects in the abstract are non-versioned while objects in the contents are
versioned, the object being moved gets the version value from the context addressed
by the transaction. If the object has many different versions, then versions from other
contexts are irrevocably lost.  To avoid losing object versions, the concerned object
can be copied in the scope of the domain content, before it is generalized. Object
generalization facilitates inter-context communication between cooperating users,
since the abstract extends all contexts available in the domain. If contexts are isolated,
object generalization is the only way to make the object accessible to users addressing
different contexts.

Object particularization is a reverse operation to object generalization. It moves
the addressed object from the abstract to the domain content. There are two variants
of this operation. In the first one, the object being moved gets its not null value (i.e.
value from the abstract) only in the context addressed by the transaction. In the
second variant, the object gets the same not null value in all domain contexts, which is
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physically shared. Object particularization enables further multi-thread object
evolution independently in different contexts, by the creation of new object versions.

Object publishing concerns only objects included in a domain abstract. Only
sufficiently privileged database users can perform this operation. The object being
published moves from the abstract to the database core. As result, the object is still
available in its original domain, however its modifications are restricted or even
disallowed. Moreover, the object becomes global, i.e. it becomes available in all
database domains. Obviously object publishing facilitates inter-domain
communication.

3.2   Context Operations

Depending on the scope of visibility, we distinguish two groups of context operations:
explicit and implicit. Explicit operations are called by database users. Their results are
visible to other users of the same domain. One can distinguish the following four
explicit operations: context derivation, context promotion, context linkage and context
merge. First two operations require one argument, while the last two operations
require two arguments.

Context derivation consists in the creation of a logical copy of the operation
argument called base context. Context derivation may be performed by a transaction
only once as the first transaction operation. Next the transaction is immediately re-
addressed to a newly derived context and operates in its scope. The derived context is
visible to other transactions after transaction commitment.

Next three operations due to their specificity are auto-commit operations, i.e. they
imply the end of a calling transaction and their result becomes immediately visible to
other transactions (database users) working in the scope of the same domain.

Context promotion changes the status of the operation argument from temporary to
persistent or from inconsistent to consistent. It is worth to emphasize that the
promotion of context to consistent state can be performed only by a verifying
transaction.

Context linkage introduces new semantic relationship between two arguments
(contexts). Types of possible relationships strictly depend of the domain of database
application. If both arguments are isolated contexts then of course the operation
changes their type to linked contexts.

Context merge operation derives a new context directly from the context addressed
by the calling transaction, being default first argument of the operation. Next, the
derived context is combined with the second argument of the operation. The context
merge can be performed automatically if a particular merging algorithm available in
the system has been selected. Otherwise, context merge is performed manually with
the intervention of database users, who point object versions required in the resulting
context in case of ambiguity. After automatic context merge the resulting context is in
general inconsistent, thus it requires adjustments by a verifying transaction.

Now we present implicit context operations. They are invoked automatically by the
database system, as a consequence of special users’ requests. The result of an implicit
operation is in general not visible to other users. We distinguish three following
operations in this group: view definition, save point definition and workspace
definition.
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The concept of view is very useful in collaborative environments. A user who
wants to be aware of work progress in different contexts may define views on them
and perceive these contexts in a preferred manner, e.g. by selecting particularly
interesting subsets of objects, binding with objects conversion mechanisms.
Classically a view is a persistent query specified in the database language,
automatically invoked by the database system whenever a view is addressed by a
transaction. In some cases it can be materialized, i.e. a physical representation of data
visible through view can be created. Both cases have some disadvantages. Operations
on views stored as queries reduce system efficiency. Materialized views in turn
require additional disk space and restrict updates done through views. In CDM data
model we propose different approach that solves these problems.

A view is a persistent, linked and consistent context derived by the database system
from the context for which a view has been defined. We distinguish two view types:
simple and complex. A simple view presents objects in original form, while a complex
view enables to modify object images. A way of modification is defined by particular
methods operating on base objects called conversion methods. These methods are
called automatically by the system whenever base objects are modified.

In a context modeling a simple view all objects visible through a view are
physically shared with the base context, while objects out of a view have null values.
It means that there is unidirectional weak propagation relationship between the base
and derived contexts.

In a context modeling a complex view non-converted objects and objects out of
view are treated as in case of a simple view. In case of objects with conversion
methods assigned to them, their new versions are created in the derived context that
result from applying conversion methods (the conversion methods are stored in the
derived context). It means that there is extended unidirectional weak propagation
relationship between the base and derived contexts. The extension consists in
automatic invocation of conversion methods during the propagation process.

Views are illustrated in Fig. 1. In the simple view P1 two objects: A and C are
visible in original form (i.e. as in the base context), while object C is not visible.
Thus, versions of A and C objects are shared between the base context and the context
modeling a view. P2 is a complex view in which modified objects B and C are visible.
Thus, the context modeling a view stores new, local versions of objects: B and C,
which result from invoking respective conversion methods. Moreover, conversion
methods (represented by triangles) are stored together with local object versions.
They are automatically used by the database system whenever objects B and C are
modified in the base context.

In case of a complex view, there is additional mechanism available that enables the
creation of new objects in a view based on other objects. In this case base objects
have null values in the context modeling a view. These null values are bound to
mirror conversion methods. In the domain content a new object is created being a
result of applying these conversion methods. It has not null value only in the context
modeling a view. Whenever one of base objects is modified in the base context, the
database system replaces old not null version of this new object by another version
resulting from the invocation of conversion methods. In Fig. 1 it is illustrated by the
view P3. In this view only one object D is visible which results from modification of
objects A and B from the base context. Although objects A and B have null values in
the derived context, they are bound to respective conversion methods. Object D
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results from the conversion. It has not null value only in the context modeling the
view P3.

� � �

�� �� ��

Fig. 1. Views

Defining a save point is the next implicit context operation. A save point represents
a particular historical state of the database, perceived by a transaction during its
execution. Save points are very useful in case of long-duration transactions that are
typical in cooperation processes. They enable a partial roll-back of these transactions.
Classically save points are represented in the system by so called database snap-shots,
taken in a time moment pointed by a transaction, thus supporting partial transaction
roll-backs. Another possibility of partial roll-backs comes from the log file that stores
all operations performed in the system. The first approach has substantial disk space
requirements, while the second one introduces substantial time overhead. In the CDM
model a different approach is proposed which resolves the above problems.

Defining a save point consists in deriving by the database system a new temporary,
isolated and inconsistent context, directly from the context addressed by the
transaction which requests save point definition. Since this context is not visible to
any transaction (thus, it can not be modified), it stores a frozen image of its base
context. A transaction may define many save points during its execution. Every time
the same derivation mechanism is applied. If a transaction is committed, save points
are useless. Thus, corresponding contexts are simply removed by the database system.

If a transaction requests a roll back, first a respective context is identified by the
database system. Next all contexts derived after the identified context are
automatically removed. Finally, the historical state of the base context is restored
using objects from the context that represents a save point. This operation consists in
copying to the base context all values of objects that have been exclusively locked by
the transaction (it suggests that they could be modified after the save point definition).
Other objects do not change. Earlier save points are potentially still useful, thus
corresponding contexts remain unchanged.

Save point definition and partial roll-back is illustrated in Fig. 2. A transaction
addresses the context which has one descendant (Fig. 2 a). The transaction modifies
two objects from the four available. During its execution, the transaction defines three
consecutive save points: SP1, SP2 and SP3. (Fig. 2 b). Next, the transaction partially
rolls back to the save point SP2 (Fig. 2 c). In response, the database system first
deletes the context representing SP3. Next the state of the objects modified by the
transaction is restored. Finally, if required, the context representing SP2 can be
removed.

The last implicit context operation is workspace definition. A workspace is a subset
of database objects on which a user intends to work by the use of transactions. In
some approaches [7] workspaces are used to support concurrency control of long-
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duration transactions. In the CDM model workspaces are primarily used to notify
database users working in the same domain context about their mutual activities and
scope of activities. Since consecutive transactions of the same user frequently concern
the same workspace, in the CDM model workspaces are stored until their explicit
removal.

SP1

SP2

SP3

SP1

SP2

a) b) c)

Fig. 2. Partial transaction roll-back

A workspace is a persistent and consistent context, invisible to the user, that is
directly derived from the context addressed by the user when a workspace is defined.
Workspace definition consists in iterative addition of group of objects with regard to
all semantic relationships between objects. Selected objects are shared between
derived and base contexts, while others have null values.

After workspace definition, a workspace may be in inactive or active state. Inactive
workspace is not used by any transaction. In this case, there is a unidirectional
propagation relationship of shared objects between base and derived contexts. Active
workspace is a workspace currently used by a transaction. The transaction addresses
the base context, however it is automatically re-addressed by the database system to
the derived context (i.e. the context modeling the workspace). Switching from
inactive to active states is a result of a particular database event called workspace
activation. This event implies the change of relationship between base and derived
contexts that becomes bi-directional. This means that all updates introduced to the
derived context are propagated to the base context.

Workspace activation is sometimes impossible. It happens when another
workspace has already been activated for the same context, that has non-empty
intersection with a workspace considered. In such situation a users’ notification
mechanism is triggered by the system and a communication channel is established
between respective users. After negotiations they can resolve the problem by
shrinking their workspaces.

3.3   Domain Content Operations

The context derivation tree can become very large for some domains. The domain
users often are interested only in contexts derived by themselves or by collaborating
colleagues. In the CDM model particular views are available which are called
prospects.
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A prospect is a reduced context derivation tree of the domain in which some of
nodes and edges are eliminated. There is a possibility to redefine context identifiers in
the prospect and adjust them to users’ preferences. A prospect can be defined on the
basis of a domain content or another prospect. Prospect definition consists in iterative
elimination of nodes or subtrees from the base tree.

A user addressing the domain content through a chosen prospect may derive new
contexts. In this case, however, there are two restrictions. First, a new context may be
derived only from the node visible in the prospect. Second, newly created context
appears only in the domain content and the prospect through which it has been
created. It means that users using different prospects will not notice a newly created
context.

Prospects are illustrated in Fig. 3. In the prospect P_1 two nodes at the third tree
level are eliminated. Prospect P_2 contains only the left subtree of the context tree
(root node is also eliminated). Prospect P_1_1 is derived (defined) from the prospect
P_1. In this case, further three nodes have been eliminated: two at the second tree
level and one at the fourth level.

Fig. 3. Prospects

3.4   Domain Operations

Only the database administrator can perform domain operations, due to their scope
and specificity. We distinguish the following operations: domain creation, domain
removal, and assignment of users to the domain.

Domain operations are natural and straightforward, thus they do not require any
further explanation.

Content P_1

P_1_1P_2
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4   Conclusions

A particular model of a database supporting collaborative applications has been
proposed in this paper that is based on the CDM data model and the multiuser
transaction model. The proposed database model is very straightforward and natural,
on one hand, and allows practically unrestricted collaboration among members of the
same team, on the other hand [10]. During collaborative work, DBMS supports
flexible versioning mechanisms and wide information exchange between team
members, on one hand, and users’ awareness and notification, on the other hand.
These functions are extremely important in case of every cooperative system.

The proposed database model supports three typical cooperation strategies:
sequential, reciprocal and parallel.
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Abstract. Many concurrency control algorithms for distributed real-time
database systems have been proposed. But there isn’t a representative
concurrency control algorithm for replication environment. In this paper, we
propose an efficient concurrency control algorithm for distributed real-time
database systems in replication environment. The main ideas of this paper are
promoting priority and trading of data. Promoting priority is that the priority of
the transaction that enters into voting phase is elevated. Trading of data is that a
holder in the voting phase can lend holding data to other transactions. The
proposed algorithm does not cause priority inversion. Therefore it decreases the
ratio of restarting transactions and guarantees a transaction to commit at its
maximum. Also to reduce blocking times of transactions, it permits data of a
transaction in the voting phase to lend to the others. It is shown through the
performance evaluation that the proposed algorithm outperforms the existing
algorithms such as DO2PL_PA and MIRROR.

1 Introduction

According to the development of computer network, many real-time database
applications, especially in the areas of communication systems, military systems and
electronic commerce systems, were extended to distribute computing environment.
The performance, reliability and availability of such applications can be significantly
enhanced through the replication of data on multiple sites of the distributed
network[8]. However, it incurs additional complexity of concurrency control and
recovery schemes in distributed database systems. The issues of distributed real-time
concurrency control and distributed commit protocol to guarantee the serializability
and improve the performance have been considered in several researches[1,6,8]. A
major issue is the development of an efficient replica concurrency control scheme.
Recent researches on replica concurrency control scheme in distributed real-time
environments can be classified into two groups in terms of their approaches. One
group uses pessimistic concurrency control schemes such as D2PL(Distributed Two
Phase Locking), DO2PL(Distributed Optimistic Two Phase Locking) and
MIRROR(Managing Isolation in Replicated Real-time Object Repositories). The
other group uses optimistic schemes such as OCC-Sacrifice, OCC-Wait and Wait-
50[1]. These algorithms, however, cannot avoid priority inversion. Also, blocking
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time of transactions extremely increases as the voting phase is delayed. The OCC
wastes resources since transactions need to restart.

Therefore in this paper, we propose an efficient replica distributed concurrency
control algorithm, called the PPCC(Promoting Priority Concurrency Control) that
minimizes the restart ratio and blocking time of transactions. The PPCC promotes the
priority of a transaction in the voting phase to guarantee commit at its maximum. The
PPCC eliminates wastes of unnecessary restarting and minimizes the lock holding
time of a transaction.

The remainder of this paper is organized in the following fashion: Section 2
reviews related works. In section 3, we describe the PPCC in detail. Then, in section
4, the results of the simulation experiments and discussions are presented. Finally,
conclusions of this paper and our future research directions will be given in section 5.

2 Related Works

2.1 D2PL(Distributed Two-Phase Locking)

A transaction that intends to read a data item must get a read lock on any copy of the
item but to update an item, write locks are required on all copies. Transactions that
request a write lock on a data item are blocked until all copies of the item have been
successfully locked by the local cohort and remote updaters. The data locked by the
cohort is updated in the data processing phase. Remote copies locked by updaters are
updated after those updaters have received copies of the relevant updates with the
PREPARE message during the first phase of the commit protocol. Read locks are held
until the transaction has entered the voting phase while write locks are held until they
are committed or aborted. This algorithm is simple but the processing of transaction is
interrupted until locks of all copies are obtained to update replicated data. This
extremely decreases the concurrency.

2.2 DO2PL(Distributed Optimistic Two-Phase Locking)

A transaction is processed in the following three phases: execution phase, voting
phase and decision phase[2]. The O2PL algorithm can be thought of as a hybrid
occupying the middle ground between 2PL and OCC. O2PL handles replicated data
optimistically. When a cohort updates a replicated data item, it requests a write lock
immediately on the local copy of the item. However, it defers requesting write locks
on any of the remote copies until the beginning of the commit phase is reached. As in
the OCC algorithm, replica updaters are initiated by cohorts in the commit phase.
Thus, communication with the remote copy site is accomplished by simply passing
update information in the PREPARE message of the commit protocol. In particular,
the PREPARE message sent by a cohort to its remote updaters includes a list of items
to be updated, and each remote updater must obtain write locks on these copies before
it can act on the PREPARE request. Since O2PL waits until the end of a transaction to
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obtain write locks on copies, both blocking and abort are possible rather late in the
execution of a transaction. In particular, if two transactions at different sites have
updated different copies of a common data item, one of the transactions has to be
aborted eventually after the conflict is detected. In this case, lower priority transaction
is usually chosen for abort in real-time database systems[8]. The DO2PL decreases
wastes of resources since it permits write locks on remote copies once transactions
reach the voting phase.

2.3 MIRROR(Managing Isolation in Replicated Real-time Object Repositories)

In the MIRROR protocol, a replica concurrency control protocol, the choice of
conflict resolution method is a dynamic function of the states of the distributed
transactions involved in the conflict. The key idea of the MIRROR protocol is to
resolve data conflicts based on distributed transaction states. The state of a
cohort/updater is used to determine which data conflict resolution mechanism should
be employed. The basic idea is that priority abort(PA) should be used in the early
stages of transaction execution, whereas priority blocking(PB) should be used in the
later stages since in such cases a blocked higher priority transaction may not wait too
long before the blocking transaction completes.
• Priority Abort (PA): This scheme attempts to resolve all data conflicts in favor of

high-priority transactions.
• Priority Blocking (PB): This mechanism is similar to the conventional locking

protocol in that a transaction is always blocked when it encounters a lock conflict
and can only get the lock after the lock is released

To resolve a conflict, the concurrency control manager uses PA if the lock holder has
not passed a point called the demarcation point, otherwise it uses PB[8]. In case of the
classical priority abort (PA) mechanism, a cohort enters the voting phase after it votes
for COMMIT, and a PREPARED cohort cannot be aborted unilaterally. This happens
after all the remote updaters of the cohort vote to COMMIT. On the other hand, in the
PA_PB mechanism, a cohort reaches its demarcation point before it sends the
PREPARE messages to its remote updaters. PA and PA_PB become identical if
database are not replicated. Thus, in state-conscious protocols, cohorts or updaters
reach demarcation points only after the two phase commit protocol starts. This means
that a cohort/updater cannot reach its demarcation point unless it has acquired all the
locks. Note also that a cohort/updater that reaches its demarcation point may still be
aborted due to write lock conflict. Since the MIRROR does not require additional
communications or synchronizations with other sites to acquire state information it
achieves good performance in replica distributed environment. However, after
demarcation point priority inversion may occur, and deadlock can occur because it
uses PB at the voting phase.

2.4 OPT(OPTimistic commit protocol)

The OPT allows higher priority transactions to borrow data items locked by lower
priority transactions that are in the voting phase. That is, prepared cohorts lend
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uncommitted data to higher priority transactions. The lending cohort receives its
global decision before the borrowing cohort has completed its execution. If the global
decision is “commit”, the lending cohort completes its processing in the normal
fashion. If the global decision is “abort”, then the lender is aborted in the normal
fashion, and the borrower is also aborted since it has utilized inconsistent data. The
borrowing cohort completes its execution before the lending cohort has received its
global decision. The borrower is now "put on the shelf", that is, it is made to wait and
not allowed to send a “yes” vote in response to its master's the PREPARE message.
The borrower has to wait until either the lender receives its global decision or its own
deadline expires, whichever occurs earlier. In the former case, if the lender commits,
then the borrower is "taken off the shelf" and allowed to respond to its master's
messages. If the lender is aborted, then the borrower is also aborted immediately since
it has read inconsistent data.

3 An Distributed Concurrency Control Algorithm

3.1 Overview

The PPCC uses EDF as a scheduling scheme, 2PL(Two Phase Locking), PA(Priority
Abort) and 2PC(Two Phase Commit). It is based on DO2PL and avoids an
unnecessary restarting of transactions by the promoting priority scheme. Therefore,
we divide priority region into normal region and promoting region. For example,
when a transaction starts, a priority of normal region is assigned and it steps into the
execution phase. If a holder, i.e. a transaction that is holding a lock on a data item, has
promoting priority, the requester borrows the data and continues its execution.
However, if the holder that has normal priority conflicts with the requester, the
conflict is resolved by PA(Priority Abort). When a transaction completes its
execution, it enters the voting phase and its promoting priority is reassigned. The
transaction in the voting phase checks all of its sub-transactions if all of them are
prepared and enter the decision phase. If all of them are in the voting phase, it is
committed. Otherwise, it is aborted. Then finally this decision is sent to all sub-
transactions.

3.2 Division of Priority

There are two kinds of priorities as described earlier. We assume that the total priority
region has fixed numbers. For example, if we use 1 byte unsigned integer to assign
priority, the total interval of priorities is from 0 to 255. The total priority region is
divided into promoting region and normal region by the middle value. In this case the
middle value is 127. Fig. 1 shows the division of priority region. A transaction starts
with a normal priority that is from 128 to 255. When it receives the PREPARE
message in the voting phase, the promoting priority is reassigned to it. The
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reassignment is simply done by subtracting the middle value from the normal priority
that is assigned at the start point.

3.3 Borrowing and Lending of data

In OPT real-time commit protocol, a holder in the voting phase can lend the holding
data item to higher priority transactions. We apply the OPT protocol[5] to the PPCC
through a little modification. In the PPCC, the cohort transaction can lend its data
items to normal priority transactions after receiving the PREPARE message from
master. In Fig. 2, we show an example of lending and borrowing process. Ti is a
normal priority transaction and Tj is a promoting priority one. Ti requests a lock on
the data item that is held by Tj. If there is no other borrower of the data item, it
borrows the data item from Tj and continues its execution. Otherwise, PA resolves the
conflict between Ti and the borrower. From this example, we can easily know that
even though the requester conflicts with the holder it can continue without blocking.

3.4 Execution phase

A transaction Ti starts with a normal priority and its sub-transactions also start at
associated cohorts. When the Ti requests an exclusive lock on a data item that is
locked by Tj in normal priority region, PA resolves the conflict. However, if the
holder(Tj) has promoting priority, we check whether there is the borrower of the data
item held by Tj. When the borrower exists, the conflict between the Ti and the

The Highest Priority

The Lowest Priority

Middle value

Promoting region

Normal region

Promoting Priority = Normal Priority - Middle value
Middle value = � (The Highest Priority + The Lowest Priority) /2�

Fig. 1. Division of priority region

PREPARE Data copy

Tj ,Cj : Normal Priority

TBT

Voting phase Execution phase

Ti ,Ci : Promoting Priority

lender, borrower, data

Fig. 2. Borrowing and lending of data

Master
Ti

Cohort
Ci

Cohort
Cj

Master
Tj
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borrower is resolved by PA. Otherwise, the Ti borrows the data item and continues its
execution. Then Ti records the borrowed data item and its lender information to the
TBT(Trade Brief Table).

3.5 Voting phase

When a transaction finished its execution, the master sends the PREPARE message to
all of its cohorts. The cohorts that received the PREPARE message are reassigned
promoting priority. If there is any borrowing cohort among them, the borrower has to
wait until the lender is committed or aborted. If the lender is committed, the borrower
sends its modified data item list and the PREPARE message to remote updater.
Otherwise, the borrower sends abort message to its master. However, if there is no
borrower, the cohorts of the transaction send the PREPARE message and modified
data list to remote updater without waiting. If the conflict is occurred in the remote
updater, it will be resolved by PA. Once the updater obtains locks on all the data item
of the list, it sends prepared message to its cohorts. The cohorts that received the
prepared message from all updaters send the prepared message to the master.

3.6 Decision phase

The Ti sends a commit message to its cohorts after finishing its voting phase
successfully and the master writes a commit log record to the log file. Subsequently,
all of its cohorts send the commit message to remote updaters. The cohorts that lent a
data item update the TBT. All cohorts awake their waiting borrowers and add the
commit log record to the log file. Their updaters also add commit log records to the
log file and send an acknowledge message to their corresponding cohorts. Then,
cohorts that have received acknowledge message send acknowledge messages to the
master. Finally the master adds a complete log record to the log file after receiving the
acknowledge message from all of its cohorts.

4 Experiments and Results

4.1 Simulation model

We compare proposed concurrency control algorithm with DO2PL using PA and
MIRROR. Our simulation model is based on that of MIRROR protocol[8]. The
description of the parameters of our simulation model is presented in Table 1. The
simulation model is composed of 9 sites. Each site has 1000 pages, each database has
100 pages of replicated data, and each transaction accesses 9 ~ 24 pages. Each
transaction is assigned a firm deadline using the Equation (1) where Deadline,
ArrivalTime, and ResourceTime are the deadline, arrival time, and resource time,
respectively, of a transaction, while SlackFactor is a slack factor that provides control
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of the tightness/slackness of transaction deadlines. The resource time is the total
service time at the resources at all sites that the transaction requires for its execution
in the absence of data replication.

sourceTimerSlackFactoeArrivalTimDeadLine Re*+= (1)

Table 1. Simulation parameters

Parameter Meaning Setting

NumSites Number of sites 9

DBSize Number of pages in the databases 1000 pages

NumCPUs Number of CPUs per site 2

NumDataDisks Number of data disks per site 4

PageDisk Disk page access time 20 ms

PageCPU CPU page processing time 10 ms

NumLogDisks Number of log disks per site 1

BufHitRatio Buffer hit ratio on a site 0.1

InitWriteCPU Time to initiate a disk write 2ms

LogDisk Log force time 5ms

MsgCPU CPU message send/receive time 1ms

TransSize Number of pages accessed per trans 16*(0.5 ~ 1.5)

ArrivalRate Transaction arrival rate 40

ReplDegree Degree of Replication 10 ~ 100

4.2 Experiment Results

The goal of the first experiment is to investigate the transaction ratio with missed
deadline(deadline missing ratio) according as transaction arrival ratio is increased. In
the experiment, ReplDegree is 40 %, WriteProbability is 30 % and the values of other
parameters are the same Table 1. Fig. 3 shows the result of the first experiment. When
the number of transactions arrived per second reaches 30, the transaction ratio with
missed deadline of the proposed algorithm is less than that of other protocols. The
PPCC significantly decreases the transaction ratio with missed deadline for nearly all
rounds from this point. Especially when transaction arrival ratio is 30~70
Trans/Second, the PPCC shows better performance. The write probability of
transaction is fixed as 30% in other experiments. However, in the second experiment,
we vary write probability. In this experiment, the replicate degree of data is 40 % and
the transaction arrival rate is 40 Trans/Second. Fig. 4 shows that the performance of
the PPCC outperforms others. The third experiment shows how the size of transaction
affects deadline missing ratio in the Fig. 5. The deadline missing ratio of our
algorithm is much lower than others. In the distributed database system, the replicate
degree of data is closely concerned with the performance of database. Therefore, in
the last experiment, we measure missed deadline ratio with varying the replicate
degree. Fig. 6, we show the results. Also, in this experiment, our algorithm is affected
less by replicate degree.
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We could know that the performance of DO2PL using PA is worst. The reason is
that transactions in the voting phase can be aborted by higher priority transactions
while the PPCC and MIRROR guarantee them to commit. As a result, Figures show
that the PPCC is slightly better than the MIRROR because we apply the
lending/borrowing scheme to the PPC.

5 Conclusions

In this paper, we have proposed a novel replica distributed concurrency control
algorithm, called the PPCC. The features of the PPCC are as followings. First, it
promotes priority of transactions that enter the voting phase to guarantee them to
commit. Introducing promoting priority scheme, we use just PA as a conflict
resolution method while MIRROR uses both PA and PB. Second, we adapted
borrowing/lending scheme of the OPT to our algorithm. Finally, the PPCC does not
require synchronizations or additional communications with other sites to acquire the
state knowledge like the MIRROR. We have also shown through the experiments that
our concurrency control scheme achieves better performance than other existing
schemes. In the further research, we will adapt the PPCC to the optimistic distributed
real-time concurrency control protocol such as OCC-Sacrifice, OCC-Wait, and Wait
50. We will also compare them with the PPCC
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Abstract. Popular conception has been that timestamp ordering concurrency
control (CC) yields poor transaction processing performance in relation to two-
phase locking (2PL). This paper makes two contributions. First, we show the
surprising result that Basic Timestamp Ordering (BTO) performs better than
2PL in all cases except when both data contention and message latency are low.
When latency or data contention is high, BTO significantly outperforms 2PL.
Our second contribution is a new timestamp ordering CC technique (PREDICT)
that performs better than 2PL and BTO under low data contention, and continues
to perform well under high data contention. We evolve a set of variants of
PREDICT, and demonstrate that PREDICT achieves a good balance between
lost opportunity cost and restart cost, and outperforms popular CC techniques.

1 Introduction

Concurrency control (CC), an integral part of a database system, is the coordination of
concurrent transactions that access shared data and potentially interfere [1]. Two costs
are associated with CC: lost opportunity and restart cost. The former cost is significant
in conservative methods which involve waiting to ensure that there will be no conflict.
Restart cost is significant in aggressive methods which optimistically execute
transactions, and restart some transactions if a conflict does arise. A scalable CC
technique that has low lost opportunity and restart costs is a desired goal.

Dynamic two-phase locking (2PL) is the CC technique that databases use almost
exclusively [2], but it causes thrashing at high data contention. Popular conception has
been that timestamp ordering techniques perform poorly as compared to 2PL. In
previous studies, Basic Timestamp Ordering (BTO) has been shown to perform poorly
because its high restart rate causes it to reach a performance limit imposed by available
hardware resources. In light of today’s faster processors, it is time to reevaluate BTO.
We show the surprising result that BTO outperforms 2PL in all cases except when data
contention and message latency are both low. When latency or data contention is high,
BTO significantly outperforms 2PL.

The second contribution of this paper is a new timestamp ordering CC technique
— PREDICT — that performs well under different levels of data contention. Under
low data contention, PREDICT outperforms both 2PL and BTO. Under high data
contention, PREDICT outperforms 2PL and its performance is slightly worse than that
of BTO. We evolve a set of variants of the PREDICT technique based on reasonable
assumptions about network characteristics in a distributed database system. We
demonstrate that PREDICT achieves a good balance between lost opportunity cost and
restart cost and outperforms popular CC techniques for a wide range of workloads.

H.C. Mayr et al. (Eds.): DEXA 2001, LNCS 2113, pp. 943−952, 2001.
© Springer-Verlag Berlin Heidelberg 2001



2 Background

We consider a distributed database management system (DDBMS) — a collection of
clients and servers interconnected by a network. Each client runs a software module
called the transaction manager (TM). Each server runs a data manager (DM) and a
concurrency control scheduler (CCS). TMs supervise interactions between users and
the DDBMS, CCSs coordinate transactions, and DMs manage data [1]. The database is
a collection of data items or objects, and each object is managed by a single DM. Users
interact with the DDBMS by executing transactions. In order to execute a transaction,
a client issues read, predeclare, write, commit, lock-release and abort operations to the
servers. A server responds with read-responses and lock-sets.

CC techniques have been classified as locking, timestamp ordering, optimistic or
hybrid [1, 3, 4]. In dynamic 2PL, locks are acquired on demand and in a two-phase
manner, and a strategy to prevent or detect deadlocks is required. In BTO, transactions
are assigned timestamps when they start execution, and the CCS executes operations in
timestamp order, rejecting any operation that arrives too late. A rejected operation
results in the transaction being aborted and restarted. 2PL has been shown to
outperform BTO in a centralized database system [5]. Another study has reported that
2PL outperforms BTO for a single server connected to clients over a network [6], but
the study does not model hardware resource contention. BTO has been reported to
perform worse than 2PL in a distributed database for low data contention [7]. The non-
replicated case in the study assumes that all of a transaction’s accesses are local. The
replicated cases assume that the primary copies of all objects accessed by a transaction
are located at a single site. There have been no prior studies of the performance of
BTO in a truly distributed database environment and a high level of data contention.

3 Qualitative Comparison of BTO to Dynamic 2PL

An important difference between BTO and dynamic 2PL (referred to as simply 2PL in
the rest of this paper) is that in 2PL, a lock is acquired as a result of a read, whereas in
BTO, a read does not result in lock acquisition. In both schemes, writes have the effect
of making the object unavailable until the writes are committed. 2PL and BTO also
differ with respect to deadlocks. Since deadlock cannot occur in BTO, deadlock
detection is unnecessary, while servers in 2PL incur deadlock detection costs. Both
techniques have a restart cost, but restarts in 2PL result from deadlock breakage, while
restarts in BTO are caused by conflicting operations arriving out of timestamp order.
On commit, a client in 2PL must send lock-releases to the servers in order to release
read locks. BTO does not incur this cost since it does not use read locks. The overall
effect of these differences on performance is explored in §5.

4 A New Timestamp Ordering Technique: PREDICT

We propose a new timestamp ordering technique, PREDICT, that provides a
mechanism to control the amount of restart behaviour. PREDICT is based on the
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predictability property, which allows the sender of a message to predict the time by
which the message will have arrived at its destinations, where time is real-time or
logical time in a time frame valid for the system. When a client issues the operations of
a transaction, it can predict the time t by which the operations will be delivered to all
destinations. The client can schedule the transaction to be executed at a time equal to
or later than t. It is possible for the transaction to be executed at the scheduled time at
all destinations, since the network guarantees that the transaction’s operations will be
delivered before the scheduled time.

While perfect predictability in real-time is difficult to achieve, most networks can
guarantee imperfect predictability. Studies of network transmission delays have shown
that a majority (80-95%) of messages are delivered within a bound of about 1.5-2.5
times the average message latency, while the remaining messages can take an
unpredictably long time to reach their destinations [8, 9]. We show that a distributed
database can make use of even this imperfect predictability to achieve low restart cost.

Other systems have made the assumption of predictable message delivery for
other purposes. An optimistic CC technique that prunes validation information based
on loosely synchronized clocks has been proposed [10]. The technique assumes that
some synchronization mechanism like Network Time Protocol [11] guarantees
bounded clock skews and message transmission delays. Some work on atomic
broadcast uses the assumption of bounded transmission delays [12].

We first explain the PREDICT CC technique assuming that the network provides
perfect predictability, and then describe why the algorithm works even under imperfect
predictability. PREDICT requires transactions to predeclare their accesses. A TM
starts the execution of a transaction by issuing all the reads and predeclares of the
transaction as an atomic action. The network assigns timestamp t to this atomic action,
where t is the time by which all the operations will have reached their destinations. On
receipt of operation o, the network receiver has two options in delivering o:
1. The conservative option is to wait until time t to deliver o. If all servers execute a

transaction’s operations at time t, then a total order of transactions is achieved.
2. The aggressive option is to deliver o before time t. The server then rejects

conflicting operations that arrive out of timestamp order. Rejected operations
cause transaction restarts. The amount of restart behaviour can be estimated and
controlled by the difference between t and the delivery time. The control over
restart behaviour might be adaptive, based on past behaviour of the system.
The aggressive limit is the maximum time interval a receiver allows between the

timestamp and delivery time of an operation. On receipt of an operation timestamped t
at time tr, the receiver delivers the operation immediately if (t-tr) <= aggressive limit.
Otherwise, the receiver waits until the time (t-aggressive limit) to deliver the operation.
The aggressive limit can vary from zero to no_limit. If the aggressive limit is zero, the
receiver always delivers an operation at its timestamp, and the network is delivering
transaction operations in a total order. If the aggressive limit is no_limit, the receiver
always delivers operations immediately on receipt. The more the aggressive limit, the
higher the probability of abort. In addition, a high variance in network latency implies
a high probability of messages arriving out of order and hence a high probability of
abort. PREDICT can perform well if the number of aborts is sufficiently low.
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A server can accept or reject a delivered operation, and buffers accepted reads and
predeclares in queues corresponding to the object accessed. The server maintains two
values — maxRTS and maxWTS — for every object that it stores. These values are the
maximum timestamps of read and predeclare operations that the server has accepted.
When the network receiver delivers a read with timestamp t to the server, the server
rejects the read if t < maxWTS for that object. When the network receiver delivers a
predeclare with timestamp t to the server, the server rejects the predeclare if t <
maxRTS or t < maxWTS for that object. If the server accepts an operation, it appends
the operation to the tail of the appropriate queue, sending an explicit lock-set to the
client if the operation is a predeclare. (Read-responses double as accept notifications
for the reads.) The server immediately executes a read by sending it to the DM, if the
read is at the head of its queue. As a transaction receives read responses, it issues
writes corresponding to the previously-issued predeclares. The TM does not send
these writes across the network, but stores them locally. When a transaction has
received responses to all of its reads and predeclares and has issued all of its writes,
the transaction issues commits for every predeclare that it issued. On the other hand, if
the client receives a reject, or if it decides to perform a unilateral abort, the client sends
out aborts for every predeclare that it issued. The TM sends commits (carrying the
values of the corresponding writes) and aborts as regular messages rather than
timestamped messages. The network does not have to guarantee predictable message
delivery for these commits or aborts. On receipt of a commit, the destination finds the
corresponding predeclare on its queue, replaces the predeclare with a committed
write, and executes any committed writes and reads that are ready to be executed. On
receipt of an abort, a destination finds the corresponding predeclare, deletes the
predeclare, and executes any committed writes and reads that are ready to be executed.
A transaction is complete when all its operations have been committed or aborted.

The network may provide imperfect predictability, in that operations may not
always arrive before their timestamp. The algorithm guarantees correct execution even
with imperfect predictability. An operation that arrives late simply has a higher
probability of rejection. Imperfect predictability does affect performance. The better
the network at predicting message delivery time, the lower the restart cost. The
predictable delivery guarantee is required only for reads and predeclares, and not for
other messages. This implies that quality-of-service techniques can be used in order to
provide predictable delivery for this limited class of messages.

4.1 Qualitative Comparison of PREDICT to 2PL and BTO

PREDICT differs from 2PL in all the ways in which BTO differs from 2PL (§3),
and also in the following ways. PREDICT assumes that the network provides a
measure of predictability in message delivery, while 2PL and BTO make no such
assumption. A transaction in PREDICT is forced to predeclare all of its accesses,
while in 2PL and BTO, access requests are made on demand. Predeclaration allows
access requests to be made early, but may result in a longer object-holding time. (The
object-holding time is the time for which a read, write or predeclare holds an object,
making it unavailable to other transactions.) A difference between PREDICT and BTO
is that a network receiver in PREDICT can delay the delivery of a message in order to
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decrease the probability of abort. Finally, a CCS in PREDICT immediately rejects
operations that were delivered out of order. A BTO scheduler accepts operations that
were delivered out of order but that can still be executed in timestamp order. A variant
of PREDICT is possible in which the CCS behaves like the one in BTO. We propose to
study this variant in future work. Note that rejecting operations increases restart cost,
but may improve object availability by keeping queues short. Wait-depth locking
(WDL) is a variant of 2PL that restricts queue lengths at the expense of restarts [13]. A
comparative study of WDL with timestamp ordering methods is left to future work.

5 Performance Evaluation

In addition to
BTO, 2PL and
PREDICT, we
simulated a
best-case
algorithm that
we call Zero-
Cost (ZC). ZC
assumes no data
conflicts and no
concurrency
control
overhead, and
reads and writes
are executed
immediately
without being
queued. ZC
allows us to
isolate the
effects of
hardware
contention from
data contention and ordering costs. Note that ZC guarantees a correct execution only in
the absence of data contention. Servers in our 2PL simulation do local as well as global
deadlock detection using waits-for graphs, but the cost of deadlock detection is set to
zero. Locks can be shared or exclusive, with no upgrade from shared to exclusive.
When a transaction is aborted in any scheme, a new transaction is started in order to
simulate a restart. PREDICT uses a network that provides imperfect predictability, in
that the clients know the 90th percentile of the network’s delay distribution and use it
as the estimated worst-case message latency. In other words, 90% of all messages
arrive within the estimated worst-case time, and 10% arrive later. We model message
latency as an exponential distribution; therefore, the estimated worst-case message
latency (90th percentile of the distribution) is approximately 2.303 times the average

Fig 1: Effect of transaction arrival rate

(a) Database size = 32000
(low data contention)

(b) Database size = 4000
(high data contention)

0 200 400 600 800

Arrival Rate
(trans/sec/site)

0

50

100

150

200
A

vg
 R

es
p 

T
im

e 
(m

s)

2pl
bto
predict
zc

0 200 400 600 800

Arrival Rate
(trans/sec/site)

0

50

100

150

200

A
vg

 R
es

p 
T

im
e 

(m
s)

2pl
bto
predict
zc

947A New Look at Timestamp Ordering Concurrency Control



latency. We assume the network is not a bottleneck at the load levels we are modelling.
We model the degree of aggressiveness of the network by the aggressiveness
parameter, measured as a percentage of the worst-case message latency. The
aggressive limit is the maximum interval a receiver will allow between the timestamp
and the delivery time of an operation, and is calculated as (aggressiveness * estimated
worst-case message latency). Therefore, the aggressive limit can vary from zero to the
estimated worst-case message latency. Our baseline parameters [14] are standard ones
culled from recent performance studies of CC techniques. Our default average latency
is 1.5ms, and default aggressiveness is 50%. We use a b-c pattern of hot spot access,
where a fraction b of accesses go to a fraction c of the database, and b > c [15]. The
method of independent replications was used to obtain an accurate estimate of
transaction response time. The values in the graphs are midpoints of a confidence
interval which is 1% of the sample mean on each side at a 90% confidence level. Wider
confidence intervals (<5%) were tolerated in regions approaching peak performance.

5.1 Transaction Arrival Rate and Database Size

Figure 1 shows the effect of varying arrival rate and database size. As arrival rate
increases, response time increases for all schemes, hitting a knee and then rising
steeply as the system goes into an unstable region. The knee for ZC is due to hardware
resource contention. For 2PL, BTO and PREDICT, the knee occurs at a lower arrival
rate because of data contention. The larger database (size = 32000) represents the case
when hardware resource contention is the dominating factor, and the smaller database
(size = 4000) represents the case when data contention is the dominating factor. The
former case will be called the low data contention scenario, and the latter will be
referred to as the high data contention scenario.

There are two important factors that affect
performance of CC schemes - CCS queue length
and restart behaviour. As CCS queue lengths
increase, operation wait time increases, which
increases transaction response time. The increased
response time increases object-holding time, which
causes queues to get longer. This iterative build-up
of data contention is an important cause of
performance degradation in all three schemes. The
amount of restart behaviour also affects
performance. A large number of restarts puts
pressure on the hardware resources available, and
degrades performance. As processor speeds
increase, performance becomes less sensitive to
restarts, and it becomes necessary to reevaluate
restart-oriented schemes like BTO, which have
been perceived as poor performers until now.

Performance of BTO. BTO performs slightly
worse than 2PL under low data contention, but
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significantly outperforms 2PL when data contention is high. The reason for BTO’s
poor performance under low data contention is apparent in Figure 2 which plots the
percentage of restarts. As arrival rate increases, more and more operations arrive out of
order in BTO and are rejected. The large number of restarts causes a knee in the
performance of BTO due to high hardware resource contention. The percentage of
restarts in 2PL is much lower than that in BTO, since deadlocks are not very frequent.
BTO succumbs to a large number of restarts and performs worse than 2PL.

BTO
significantly
outperforms 2PL
when data
contention is high.
The reason for this
surprising result is
found through an
examination of the
CCS queue lengths.
Figure 3a shows
the average queue
length for the high
data contention
scenario. As in the
low data contention
scenario, restarts
increase steadily in
BTO, but before
BTO can reach a
knee due to high
hardware resource
contention, the steep rise in the number of restarts is reversed (Figure 3b). The reason
for this reversal is that the average queue length increases, increasing operation wait
time on the CCS queues. The effect of the increased operation wait time is to allow
late-arriving operations to be inserted into the queue in timestamp order. This effect
reduces the number of rejected operations and, therefore, the number of restarts in
BTO. Instead of reaching a knee due to high hardware resource contention, BTO
continues until it reaches a knee due to data contention and long queue lengths. The
effective queue lengths in BTO are lower than those in 2PL, since reads do not lock
objects in BTO. This phenomenon allows BTO to significantly outperform 2PL. The
reversal of the steep increase in restarts does not occur in the low data contention
scenario, because queue lengths are still low when BTO reaches its knee.

Performance of PREDICT. PREDICT outperforms 2PL under low data contention as
well as high data contention (Figure 1). Since PREDICT does not require read locks,
queue lengths in PREDICT stay lower than in 2PL (Figure 3a). Therefore, the
performance knee due to data contention occurs at a higher load in PREDICT than in
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2PL. At the same time, the number of restarts in PREDICT are not high enough to
cause significant deterioration in performance (Figure 2 and Figure 3b).

Since PREDICT predeclares all of its accesses, the probability of operations
arriving out of timestamp order is lower in PREDICT than in BTO. Therefore, the
number of restarts in PREDICT is lower. This difference in the number of restarts
allows PREDICT to outperform BTO in the low data contention scenario. Unlike
BTO, PREDICT does not succumb to a knee due to high hardware resource
contention. However, BTO outperforms PREDICT under high data contention,
because queue lengths in BTO are slightly lower than those in PREDICT (since BTO
accesses objects on demand instead of using predeclaration). In summary, while both
BTO and PREDICT reduce the lost opportunity cost by keeping operation wait time
low, PREDICT also manages to keep the restart cost low. This allows PREDICT to
outperform 2PL under both levels of data contention.

5.2 Message Latency and Aggressiveness

We studied the effect of message latency and degree of aggressiveness, in the low data
contention scenario. The results are shown in Figure 4. PREDICT is represented by
three different curves, depending on the value of the aggressiveness parameter. The
predict-50 curve uses an aggressiveness of 50%, and corresponds to the PREDICT
curves presented in earlier graphs.

Performance
of BTO. As the
message
latency
increases,
operations take
longer to arrive,
and the object-
holding times
in all three
schemes
increase,
increasing
response time.
Moreover, at a
higher message
latency, the
object-holding
time is higher,
which implies
that for a given
arrival rate,
there is a higher
probability of data conflict. Therefore, the data contention knee occurs at a lower

(a) Avg. latency = 1.5ms (b) Avg. latency = 5ms
Fig 4: Message latency and aggressiveness (low data contention)
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arrival rate when message latency is high. As the message latency increases, the data
contention knee of 2PL occurs at lower arrival rates. For high message latency (5ms),
the data contention knee of 2PL occurs earlier than the hardware contention knee of
BTO. This allows BTO to outperform 2PL at high message latencies (Figure 4b).

Performance of PREDICT. In order to discover how aggressive the network should
be in delivering operations, we studied the effect of three different values — 0%, 50%
and 100% — for aggressiveness. The higher the aggressiveness, the greater the
probability of late-arriving operations, and the higher the probability of abort for
PREDICT. On the other hand, the lower the aggressiveness, the longer the network
waits before delivering operations, and some of this waiting may be unnecessary if
there is little data conflict. Reducing the aggressiveness increases the lost opportunity
cost but reduces the restart cost. Increasing the aggressiveness increases the restart cost
but reduces the lost opportunity cost. At an average message latency of 1.5ms, all of
the PREDICT variants perform better than 2PL, in terms of both the arrival rate at the
performance knee, and the average response time at all loads. The number of aborts
does increase as the degree of aggressiveness goes up, but the amount of restart
behaviour is not high enough to significantly affect overall performance. The effect of
varying the degree of aggressiveness is more apparent in the graph for higher message
latency. At a latency of 5ms, all of the PREDICT variants still outperform 2PL in terms
of knee arrival rate, but the response time of predict-0 is higher than that of 2PL for
low arrival rates. This difference in response time at low arrival rates is up to 2ms, and
is due to the high lost opportunity cost in predict-0. However, predict-50 and predict-
100 have lower response times than 2PL even at low arrival rates. For the cases we
studied, it paid to be aggressive (predict-50 and predict-100) when the message latency
was high, at the cost of more restarts. In all cases, predict-50 performed slightly better
than or as well as the other PREDICT variants.

Increasing the message latency causes a scheme’s data contention knee to occur at
a lower arrival rate, but does not significantly affect the hardware contention knee.
Under low data contention, the hardware contention knee is the dominant factor in the
performance of BTO, while the data contention knee is the dominant factor in
PREDICT’s performance. Therefore, BTO and PREDICT are affected differently by
changes in message latency. As the message latency increases, the data contention
knee of PREDICT occurs at lower arrival rates, approaching the hardware contention
knee of BTO. Therefore, the performance of PREDICT approaches that of BTO as
message latency increases.

6 Conclusion

Dynamic 2PL causes system thrashing at high data contention levels, restricting
transaction throughput. Popular conception has been that timestamp ordering
techniques perform poorly as compared to 2PL. We have shown the surprising result
that the performance of BTO is better than that of 2PL in all cases except when both
data contention and message latency are low. When message latency or data contention
is high, BTO performs significantly better than 2PL.
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We have also presented a new timestamp ordering CC technique — PREDICT —
that performs well under different levels of data contention. Under low data
contention, PREDICT outperforms both 2PL and BTO. Under high data contention,
PREDICT outperforms 2PL, but BTO performs somewhat better than PREDICT. We
have evolved a set of variants of the PREDICT technique based on reasonable
assumptions about network characteristics in a distributed database system. We have
demonstrated through simulation that PREDICT achieves a good balance between lost
opportunity cost and restart cost, and outperforms popular CC techniques. In future
work, we plan to study the effect of high-variance network latencies, queue-length-
limiting rules and transaction size and composition on BTO, PREDICT and 2PL.
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Abstract. In this paper, we propose a new indexing technique: path signature to speed
up the path-oriented query evaluation in document databases, by which the paths ap-
pearing in a query are fully employed to avoid access to non-related elements. In addi-
tion, this technique can be further enhanced by using the so-called signature trees over
signature files to expedite scanning of path signatures. Experiments were performed to
show that this technique brings really substantial advantages.

1. Introduction

As XML (Extensible Markup Language) is emerging as the data format of the internet
era, more needs to efficiently store and query XML data arise. Recently, a lot of efforts
have been directed to the integration of database technology into this area to manage
documents efficiently.

In this paper, we propose an indexing technique to speed up the evaluation of queries
against documents stored structurally. In our system, a document is decomposed into a
set of elements and distributed over several relations (tables). In this way, index struc-
tures provided in database management system can be used. Especially, we introduce
two new indexing techniques: path signatures and signature trees. The path signatures
are used to avoid traversal along useless paths to expedite path-oriented queries. The
signature trees are constructed over signature files to speed up the scanning of path sig-
natures. The combination of these two techniques can raise the efficiency by an order of
magnitude or more. In summary, the following two benefits can be obtained using our
method:

(1) The space overhead for path encoding is low.

(2) Indexing structure can be established over signatures themselves to speed up re-
trieval of the relevant elements. 

The rest of this paper is organized as follows. In Section 2,  we give our system archi-
tecture to provide a background for the subsequent discussion. Section 3 is devoted to
storage of documents in databases. In Section 4, we discuss the technique of path signa-
tures and its combination with signature trees. Section 5 reports the experiment results.
Finally, Section 6 is a short conclusion. 

2. Logical architecture of the system

In this section, we briefly outline the logical architecture of our system which consists
mainly of three parts:

(1) (parser and base relations) In the database of the system, documents are stored
in several tables. Any document to be stored in the database will be syntactically
analyzed and then decomposed into a set of elements, attributes and texts. 
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(2) (query transformation) A path-oriented query issued by users or from an applica-
tion will be translated into several SQL queries executable in the corresponding
platform database system. 

(3) (output format) The results of a query will be reorganized into a new XML docu-
ment by “output format” processor.

Fig. 1 is a pictorial description of the system architecture. 

In this system, the path signatures are used to support efficient query evaluation, which
are implemented as the values of a hidden attribute of the relation for elements or orga-
nized into a tree structure to optimize the signature scanning.

3. Storage of documents in DB

An XML document is defined as having elements and attributes [DD94]. Elements are
always marked up with tags; and an element may be associated with several attributes to
identify domain-specific information. XML processors (or parsers) guarantee that XML
documents stored in databases follow tagging rules prescribed in XML or conform to a
DTD (Document Type Descriptor, which specifies what elements may occur and how
the elements may nest in an XML document).

3.1 Tree structure representation of an XML document

An XML document can be represented as a tree, and node types in the tree are of three
kinds: Element, Attribute and Text. These node types are equivalent to the node types in
XSL [W3C98b] data model. There are some other less important node types such as
comments, processing instructions, etc. The treatment of those node types is trivial and
thus will not be discussed here.

- Nodes of type Element have an element name as the label. Each Element node has
zero or more child nodes. The type of each child node is of one of the three types
(Element, Attribute and Text).

- Nodes of type Attribute have an attribute name and an attribute value as a label.
Attribute nodes have no child nodes. If there are multiple appearances of attributes,
the order of the attributes will be ignored since the attribute order is normally not
important for the document treatment.

- Nodes of type Text have strings as labels. Text nodes have no child nodes. 

In Fig. 3, we show the tree structure representing the XML document shown in Fig. 2. 

In Fig. 3, “#PCDATA” represents a data type which is more or less comparable to
strings, used to accommodate text data.

3.2 Storing documents

user, application

elem ent attribute

text
p ath  sig natures

query
tra nsform atio n

output form at

parser

path-oriented

SQ L

Fig. 1. Logical architecture of the system

DB

document

queries

set

<letter filecode=”9302”>
<date>January 27, 1993</date>
<greeting>& salute; Jean Luc,</greeting>
<body>

<para>How are you doing?</para>
<para>Isn’t it

<em ph>about time</emph>
you visit?

</para>
</body>
<closing>See you soon,< /closing>
<sig>Genise</sig>

</letter>

Fig. 2. A simple XML document
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To store documents in databases efficiently, the policies shown below should be fol-
lowed:

- (DTD independent) Database schemas to store XML documents should not depend on DTDs or
element types. Any XML document can be manipulated, based on the predefined relations.

- (no loss of structural information) The structure of a document stored in a database should be
implemented in such a way that it can be operated.

- (easy maintenance) The cost of the maintenance of the document structure should be kept min-
imum. Any update to a document will not cause the storage changes of other documents.   

To reach above goals, we decompose a document into a set of elements and distribute
them over three relations named: Element, Text and Attribute, respectively.

The relation Element has the following structure:
{DocID: <integer>, ID: <integer>, Ename: <string>, parentID: <integer>}. 

where DocID represents the document identifier,
ID represents the element identifier,
Ename is the element name (or tag name) and
parentID is the pointer to the element’s parent. 

For example, the document given in Fig. 2 may be stored in such a table as shown in Ta-
ble 1. 

The relation Text has a more simple structure:

{DocID: <integer>, parentID: <integer>, value: <string>},

where “parentID” is for the identifiers of elements (stored in relation “Element”) which
have the corresponding text values in the original document. One should notice that a text
takes always an element as the parent node. SeeTable 2 for illustration.

The relation Attribute has the following structure:

{DocID: <integer>, parentID: <integer>, att-name: <string>, att-value: <string>}.

As with the relation “Text”, “parentID” is for the identifiers of elements (stored in rela-
tion “Element”), in which the corresponding attribute appears. Table 3 helps for a better
understanding. 

From the above discussion, we can see that the tree structure is implemented through the
“parentID” in the relation “Element”, which contains pointers from child nodes to their
parents. Together with the technique of path signatures to be discussed in the next sec-
tion, it is especially effective for the evaluation of path-oriented queries since it is quite

let ter

da te gree ting body clos ing s ig

para

#PC D AT A em ph

#PC DA T A #PCD A T A #PCD A T A #P CD A T A

#PC D A TA

para

#PC DA T A #PC D A TA

filcode= ”9302”

Element Text Attribute

Fig. 3. Tree structure for a Document
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1

1
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January 27, 1993

& salut, ...

H ow are you ...

Isn’t it

about time

you visit?

See you soon

G enise

T able 2:   T ext

docID parentID att-name att-value

1 1 filecode 9302

Table 3:  Attribute
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often to check a path bottom-up after a signature matching succeeds. But it suffers from
a serious performance problem when a top-down search is desired. This can be solved by
assigning each element e a pair of integers (le, he) such that if element a is an ancestor of
element b, then (la, ha) ⊇ (lb, hb). This property makes it easy to find all descendants of
an element in terms of our storage strategy discussed above. However, how to determine
such pairs is beyond the scope of this paper. We shift the corresponding discussion in an-
other paper in preparation.

4. Path-oriented language and path signatures 

Now we discuss our indexing technique. To this end, we first outline the path-oriented
language in 4.1. Then, the concept of path signatures will be described in 4.2. In 4.3, we
will discuss the combination of path signatures and signature trees, and the correspond-
ing algorithm in great detail.

4.1 Path-oriented language

Several path-oriented language such as XQL [RLS98] and XML-QL [DFF98] have been
proposed to manipulate tree-like structures as well as attributes and cross-references of
XML documents. XQL is a natural extension to the XSL pattern syntax, providing a con-
cise, understandable notation for pointing to specific elements and for searching nodes
with particular characteristics. On the other hand, XML-QL has operations specific to
data manipulation such as joins and supports transformations of XML data. XML-QL of-
fers tree-browsing and tree-transformation operators to extract parts of documents and to
build new documents. XQL separates transformation operation from the query language.
To make a transformation, an XQL query is performed first, then the results of the XQL
query are fed into XSL [W3C98b] to conduct transformation.

An XQL query is represented by a line command which connects element types using
path operators (‘/’ or ‘//’). ‘/’ is the child operator which selects from immediate child
nodes. ‘//’ is the descendant operator which selects from arbitrary descendant nodes. In
addition, symbol ‘@’ precedes attribute names. By using these notations, all paths of tree
representation can be expressed by element types, attributes, ‘/’ and ‘@’. Exactly, a sim-
ple path can be described by the following Backus-Naur Form:

<simple path>::= <PathOP> <SimplePathUnit> |
<PathOp> <SimplePathUnit> ‘@’ <AttName>

<PathOp> ::= ‘/’ | ‘//’
<SimplePathUnit> ::= <ElementType> |

<ElementType> <PathOp> <SimplePathUnit>

The following is a simple path-oriented query:

/letter//body [para $contains$ ‘visit’],

where /letter//body is a path and [para $contains$ ‘visited’] is a predicate, enquiring
whether element “para” contains a word ‘visited’.

4.2 Signature and path signature

Signature files are based on the inexact filter. They provide a quick test, which discards
many of the nonqualifying values. But the qualifying values definitely pass the test al-
though some values which actually do not satisfy the search requirement may also pass
it accidentally. Such values are called “false hits” or “false drops”. The signature of a val-
ue is a hash-coded bit string of length k with m bit set to 1, stored in the “signature file”
(see [Fa85, Fa92]). The signature of an element containing some values is formed by su-
perimposing the signatures of these values. The following figure depicts the signature
generation and comparison process of an element containing three values, say “SGML”,
“database”, and “information”. 

When a query arrives, the element signatures (stored in a signature file) are scanned and
many nonqualifying elements are discarded. The rest are either checked (so that the
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“false drops” are discarded) or they are returned to the user as they are. Concretely, a que-
ry specifying certain values to be searched for will be transformed into a query signature
sq in the same way as for the elements stored in the database. The query signature is then
compared to every element signature in the signature file. Three possible outcomes of the
comparison are exemplified in Fig. 4: (1) the element matches the query; that is, for every
bit set to 1 in sq, the corresponding bit in the element signature s is also set (i.e., s ∧ sq =
sq) and the element contains really the query word; (2) the element doesn’t match the
query (i.e., s ∧ sq ≠ sq); and (3) the signature comparison indicates a match but the ele-
ment in fact doesn’t match the search criteria (false drop). In order to eliminate false
drops, the elements must be examined after the element signature signifies a successful
match.  

The purpose of using a signature file is to screen out most of the nonqualifying elements.
A signature failing to match the query signature guarantees that the corresponding ele-
ment can be ignored. Therefore, unnecessary element accesses are prevented. Signature
files have a much lower storage overhead and a simple file structure than inverted index-
es. 

The above filtering idea can be used to support the path-oriented queries by establishing
path signatures in a similar way. First, we define the concept of tag trees.

Definition 4.1 (tag trees) Let d denote a document. A tag tree for d, denoted Td, is a tree,
where there is a node for each tag appearing in d and an edge (nodea, nodeb) if nodeb rep-
resents a direct sub-element of nodea.

Based on the concept of tag trees, we can define path signatures as follows.

Definition 4.2 (path signature) Let root → n1 → ... → nm be a path in a tag tree. Let sroot
and si (i = 1, ..., m) be the signatures for root and ni (i = 1, ..., m), respectively. The path
signature of nm is defined to be Psm = sroot ∨ s1 ∨ ... ∨ sm.

Example 1 Consider the tree shown in Fig. 3. Removing all the leave nodes from it, we
will obtain the tag tree for the document shown in Fig. 2. If the signatures assigned to
‘letter’, ‘body’ and ‘pare’ are sletter = 011 001 000 101, sbody = 001 000 101 110 and spara
= 010 001 011 100, respectively, then the path signature for ‘para’ is Pspara = sletter ∨
sbody ∨ spara = 011001111111. 

In the following, we show how to use the path signatures to optimize the query evalua-
tion. As an example, consider the sample path-oriented query given in 4.1 once again.

Example 2 Assume that an additional (hidden) attribute is attached to the relation Ele-
ment, named PS to store path signatures for elements. For the path appearing in the que-
ry, we first compute its signature:

s = sletter ∨ sbody ∨ spara = 011001111111.

Then, we transform the sample query into the following form:

select *
from Element x, Text y
where x.Ename = ‘para’ and x.PS matches s

tex t: ... SG M L  ... da tabases . .. in form ation  ...

representative  w ord  signa ture :

S G M L

d atab as e

in fo rm atio n

010 000 100 110

100 010 010 100

010 100 011 000

110 110 111 110ob ject s ig n ature  (O S )

∨

Fig. 4. Signature generation and comparison

queries:

SG M L

X M L
inform atik

query signatures:

010 000 100 110

011 000 100 100
110 100 100 000

m a tch in  resu lts :

m a tch  w ith  O S

n o  m a tch  w ith  O S
false  d ro p
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and x.docID = y.docID 
and x.ID = y.parentID and y.value ⊇ ‘visit’;

where “matches“ is a function to do the signature checking as described above. From this
example, we can see that the path signature can be used to reduce the amount of tuples
to be searched in relation Text. It works like a filter to eliminate non-related elements as
many as possible. However, due to the “false drops”, it is possible that although the path
signature of an element matches a query path signature, the corresponding path is not the
path appearing in the query. Therefore, an extra step is needed to check those paths
whose path signature survives the signature checking, which may delay the response
time. 

Another problem is that some elements may share the same path (e.g., the multiple ap-
pearance of “para” element in the tree shown in Fig. 3) and thus the same path signature,
which will be redundantly stored as the values of “PS” attribute. This problem can be re-
moved by storing all the distinct path signatures in a separate file Fps and establish a hid-
den attribute (named “pointer”) in the relation Element to store the pointers to the
positions of the path signatures in Fps. In this setting, the above query can be changed
into the following form:

Search the path signature file Fps to find positions whose signature matches s;
Let Sps be the set of the resulting positions;
Execute the following statement:

select *
from Element x, Text y
where x.Ename = ‘para’ and x.pointer in Sps

and x.docID = y.docID 
and x.ID = y.parentID and y.value ⊇ ‘visit’;

To mitigate the first problem mentioned above to some extend, we do not store the path
signatures simply in a file, but organize them into a tree structure, the so-called signature
tree to find the matching path signatures quickly. We discuss this issue below.

4.3 Building signature trees over path signatures 

In this subsection, we show how to speed-up the path signature scanning.

As in traditional databases, we want to establish index over path signatures just as a B-
tree over a primary key attribute. Unfortunately, due to the fact that signatures work only
for an inexact filter, the comparison-and-branching mechanism used in a B-tree can not
be utilized to build an index tree structure for signatures. As an counter example, consid-
er the following simple binary tree, which is constructed for an Element relation contain-
ing only three tuples: 

Assume that s = 000010010100 is a signature to be searched. Since s1 > s, the search will
go left to s2. But s2 does not match s. Then, the binary search will return a ‘nil’ to indicate
that s can not be found. However, in terms of the definition of the inexact matching, s3
matches s. For this reason, we try another tree structure, the so-called signature tree as a
index structure over path signatures, and change its search strategy in such a way that the
behavior of signatures can be modeled. In the following, we discuss the signature tree in
some detail.

Consider a (path) signature si of length F. We denote it as si = si[1]si[2] ... si[F], where

010 000 100 110 100 010 010 100

010 100 011 000 000010010100

path signature to

s1

s2 s3

s

Fig. 5. An counter example 

be searched
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each si[j] ∈ {0, 1} (j = 1, ..., F). We also use si(j1, ..., jh) to denote a sequence of pairs
w.r.t. si: (j1, si[j1])(j2, si[j2]) ... (jh, si[jh]), where 1 ≤ jk ≤ F for k ∈ {1, ..., h}. 

Definition 4.3 (signature identifier) Let S = s1.s2 ... .sn denote a signature file. Consider
si (1 ≤ i ≤ n). If there exists a sequence: j1, ..., jh such that for any k ≠ i (1 ≤ k ≤ n) we have
si(j1, ..., jh) ≠ sk(j1, ..., jh), then we say si(j1, ..., jh) identifies the signature si or say si(j1,
..., jh) is an identifier of si.

Definition 4.4 (signature tree) A signature tree for a signature file S = s1.s2 ... .sn, where
si ≠ sj for i ≠ j and |sk| = F for k = 1, ..., n, is a binary tree T such that 

1. For each internal node of T, the left edge leaving it is always labeled with 0 and the
right edge is always labeled with 1.

2. T has n leaves labeled 1, 2, ..., n, used as pointers to n different positions of s1, s2
... and sn in S (signature file). For a leaf node u, p(u) represents the pointer to the
corresponding signature in S.

3. Each internal node v is associated with a number, denoted sk(v) that is the bit offset
of a given bit position in the block signature pattern. That bit position will be
checked when v is encountered.

4. Let j1, ..., jh be the numbers associated with the nodes on a path from the root to a
leaf node labeled i (then, this leaf node is a pointer to the ith signature in S). Let p1,
..., ph be the sequence of labels of edges on this path. Then, (j1, p1) ... (jh, ph) makes
up a signature identifier for si, si(j1, ..., jh). 

Example 3. In Fig. 6(b), we show a signature tree for the (path) signature file shown in
Fig. 6(a). In this signature tree, each edge is labeled with 0 or 1 and each leaf node is a
pointer to a signature in the signature file. In addition, each internal node is associated
with a positive integer (which is used to tell how many bits to skip when searching). Con-
sider the path going through the nodes marked 1, 7 and 4. If this path is searched for lo-
cating some signature s, then three bits of s: s[1], s[7] and s[4] will have been checked at
that moment. If s[4] = 1, the search will go to the right child of the node marked “4”. This
child node is marked with 5 and then the 5th bit of s: s[5] will be checked. 

See the path consisting of the dashed edges in Fig. 6(b), which corresponds to the iden-
tifier of s6: s6(1, 7, 4, 5) = (1, 0)(7, 1)(4, 1)(5, 1). Similarly, the identifier of s3 is s3(1, 4)
= (1, 1)(4, 1) (see the path consisting of the thick edges in Fig. 2(b)).

Below we give only an algorithm to construct a signature tree for a signature file which
contains different signatures. It can be easily extended so that it can be applied to the gen-
eral case that a signature file contains signature duplicates. The algorithm needs only
O(N) time, where N represents the number of signatures in the signature file.

At the very beginning, the tree contains an initial node: a node containing a pointer to the
first signature.

Fig. 6. A set of path signatures and the corresponding signature tree

(a)

le tter:
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Then, we take the next signature to be inserted into the tree. Let s be the next signature
we wish to enter. We traverse the tree from the root. Let v be the node encountered and
assume that v is an internal node with sk(v) = i. Then, s[i] will be checked. If s[i] = 0, we
go left. Otherwise, we go right. If v is a leaf node, we compare s with the signature s0
pointed by v. s can not be the same as v since in S there is no signature which is identical
to anyone else. But several bits of s can be determined, which agree with s0. Assume that
the first k bits of s agree with s0; but s differs from s0 in the (k + 1)th position, where s
has the digit b and s0 has 1 - b. We construct a new node u with sk(u) = k + 1 and replace
v with u. (Note that v will not be removed. By “replace”, we mean that the position of v
in the tree is occupied by u. v will become one of u’s children.) If b = 1, we make v and
the pointer to s be the left and right children of u, respectively. If b = 0, we make v and
the pointer to s be respectively the right and left children of u.

The following is the formal description of the algorithm.
Algorithm sig-tree-generation(file)
begin

construct a root node r with sk(r) = 1; (*where r corresponds to the first signature s1 in the signature file*)
for j = 2 to n do

call insert(sj);
end

Procedure insert(s)
begin

stack ← root;
while stack not empty do

1 {v ← pop(stack);
2 if v is not a leaf then
3 {i ← sk(v);
4 if s[i] = 1 then {let a be the right child of v; push(stack, a);}
5 else {let a be the left child of v; push(stack, a);}
6 }
7 else (*v is a leaf.*)
8 {compare s with the signature s0 pointed by p(v);
9 assume that the first k bit of s agree with s0;
10 but s differs from s0 in the (k + 1)th position;
11 w ← v; replace v with a new node u with sk(u) = k + 1;
12 if s[k + 1] = 1 then make s and w be respectively the right and left children of u
13 else make s and w be the right and left children of u, respectively;}
14 }
end

In the procedure insert, stack is a stack structure used to control the tree traversal.

The search of a signature tree is relatively easy. It can be described as follows. Let sq be
a query signature. The i-th position of sq is denoted as sq(i). During the traversal of a sig-
nature tree, the inexact matching is defined as follows:

(i) Let v be the node encountered and sq (i) be the position to be checked. 

(ii) If sq (i) = 1, we move to the right child of v.

(iii) If sq (i) = 0, both the right and left child of v will be visited.

In fact, this definition just corresponds to the signature matching criterion. To locate a
path signature, the corresponding signature tree will be searched. For any “1” in the path
signature, we move to the right child node of the current node. Therefore, each time only
part of the signature tree will be traversed, which is efficient compared to the scanning
of all path signatures.

5. Experiment

In this Section, we present some benchmark numbers for typical queries against a large
XML document. We have compared an OODBMS based XML store (OODB) with XQL
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query processor, and ‘Infonyte’, the commercial version of our PDOM and XQL proces-
sor, by which the technique described in the previous sections are employed. The tests
against Infonyte were performed with enabled cache (IE) and disabled cache (ID). All
systems run on a machine with the following configuration:

- Dell Poweredge 6300.
- 4 × Intel Xeon Pentium III (500 MHZ).
- 1 GB RAM.
- 4 × 9GB Harddisk.

The OODBMS was configured with 64MB internal in-memory cache, and the Java vir-
tual machine used to run Infonyte is the HotSpot engine that comes with JDK 1.3 from
SUN.

The XML document used for the experiments are the 37 plays of Shakespeare marked up
by Jon Bosak. The document uses 7.65 Mbyte file space in textual format. It consists of
180,000 elements and a total number of 327.000 DOM nodes.

The following XQL queries are used for the test:

Q1. /WILLIAM/PLAY/TITLE

Q2. //PLAY/TITLE

Q3. //TITLE

Q4. //LINE

Q5. //PLAY[TITLE=”The Tempest”]//SPEECH[SPEAKER=”Lord”]

Q6. //PLAY//INDUCT//SPEECH[//SPEAKER=”Lord”]

Q7. //PLAY[//PROLOGUE//SPEAKER=”Chorus”]/TITLE

Q8. //PLAY[//INDUCT//SPEECH[//SPEAKER=”Lord”]]/TITLE

The test results are summarized in the following table. 

Queries Q1-Q4 are simple path queries which return <TITLE> elements in <PLAY> el-
ements (Q1, Q2); all <TITLE> elements including <ACT> titles and <SCENE> titles
(Q3); and all <Line> elements. Q5 returns all <SPEECH> elements where the speaker is
“Lord” within the play whose title is “The Tempest”, which is in fact an abbreviated form
of the following search condition:

//PLAY[TITLE=”The Tempest”] and
//PLAY/TITLE//SPEECH[SPEAKER=”Lord”]

Queries Q6-Q8 are more complicated path queries which refer to elements <INDUCT>
and <PROLOGUE> that occur infrequently.

Generally, our Infonyte system can compete with the OODB, even with caching dis-

Table 4:  Query execution time (ms.)

Query OODB ID IE

Q1 40 110 <1

Q2 50 280 1

Q3 640 2200 50

Q4 28800 3500 810

Q5 340 310 28

Q6 60 73 3

Q7 1700 230 2

Q8 1800 200 3
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abled. Especially Q4 shows the impact of the cache used by the OODB. The large amount
of <LINE> elements (170.000) which are the result of this query do not fit into its cache
and lead to an enormous performance decrease. With caching enabled, Infonyte outper-
forms the OODB system at least by a factor of 10. 

The execution time for queries Q1-Q4 shows that OODB and Infonyte optimization strat-
egies behave similarly for simple path queries. For the complex path queries Q5-Q8,
however, execution time differs significantly. For these queries, our query processor can
avoid processing of large, irrelevant subtrees by performing path signature tests, which
can seen from Infonyte’s uncached evaluation time of queries Q2 (280ms) and Q7
(230ms). Q7 can be thought of as a refinement of Q2 where the filter ‘[//PROLOGUE//
SPEAKER=”Chorus”]’ needs to be evaluated for each <PLAY> element’s subtree. But
before the query processor traverses these trees, it can perform a signature test. This test
fails often, as only 5 of 37 <PLAY> elements contain a <PROLOGUE> element. For
these remaining 5 elements, the subtree needs to be loaded to evaluate the filter expres-
sion. Only 2 <PLAY> elements match this filter expression and are processed further,
which finally returns their <TITLE> element.

6. Conclusion

In this paper, a new indexing technique: path signature has been proposed to speed up
the evaluation of the path-oriented queries in document databases. On the one hand, path
signatures can be used as a filter to get away non-relevant elements. On the other hand,
the technique of pat-trees can be utilized to establish index over them, which make us
find relevant signatures more quickly. 
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Abstract. We propose a new method for processing Boolean queries
with a collection of previously answered query results which we called a
result cache. We present algorithms to effectively recognize the portions
of a given query that can be answered from the result cache and from
those should be retrieved from the sources distributed over the network.
We allow a semantic decomposition of a representation for an efficient
manipulation of it.

1 Introduction

The result cache is a collection of documents that are answers to previously
processed queries. It is based on a semantic caching mechanism and is managed
as a collection of semantic regions. Each semantic region is represented by a
Boolean formula and contains the answer documents that satisfy the formula.
When a query is issued, it is decomposed into two sub-queries: a hit query that
retrieves cached results from the result cache, and a miss query that fetches non-
cached results. The final result is obtained by integrating the results of both the
hit query and the miss query.

In this paper, we propose a new representation method for the result cache
and utilize that representation to newly propose an efficient processing algorithm
for general Boolean queries. Query processing in a mediator makes use of the
semantic representation of the result cache to determine which results are locally
available in the result cache and which results are needed from information
sources. As user queries are submitted, the more complex the representation of
the result cache gets. Thus we present a mechanism to reduce the complexity of
the representation by allowing multiple representations for the result cache.

The rest of the paper is organized as follows. Section 2 introduces related
work; sections 3 and 4 present a new method of processing Boolean queries with
a result cache; we present an accommodated replacement strategy in section 5;
section 6 describes our experimental results; and finally, section 7 concludes the
paper.
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2 Related Work

There are a number of articles on semantic data caching [3][4][5][6]. However,
most of them do not consider general Boolean queries but conjunctive ones.

[3] proposes a query optimization method that uses cached queries in a me-
diator system named HERMES. This system deals with only simple conditions
but not with general Boolean expressions. [4] deals with only conjunctive queries
also. [5] focuses on the cache replacement strategies based on recency and se-
mantic distance of cached queries.

[6] employs a signature file to represent a result cache. Since a signature file
is based on a conjunctive query model, it cannot be directly used for a general
Boolean query model. In addition, a signature file cannot completely recognize
which portion of the cached results can be used for the given query due to the
false drop problem.

In [2], a query-based virtual index (QVI) is proposed. It is based on the
fact that most user queries are redundant. However, it does not consider general
Boolean queries with multiple query terms and can utilize previous query results
only when the current query is exactly matched with at most one among the
previous queries. Our method proposed in this paper can process multiple-query-
term queries and outperforms the exact matching method as described in section
6.

3 Result Cache Management

We assume that a query is defined as a Boolean formula with atoms connected via
three Boolean operators such as AND, OR, and NOT. For notational convenience,
we use the symbol ’∧’ to denote the Boolean operator ’AND’, ’∨’ to denote the
Boolean operator ’OR’, and ’¬’ to denote the Boolean operator ’NOT’.

Definition 1 (Query Result). For a given query Q, [Q] is the resulting doc-
uments for Q.

Definition 2 (Sub Query). For two gueries Q1 and Q2, Q1 is a sub query of
Q2 if [Q1] ⊆ [Q2].

3.1 Representation of a Result Cache

For queries Q1, Q2,..., and Qn, the result cache denoted by C is defined as [Q1]∪
[Q2]∪...∪[Qn]. The result cache is described by a disjunction of Boolean formulas
of previously processed queries. In order to formally represent a result cache, we
make use of semantic regions. A semantic region groups together semantically
related documents. It is represented by a Boolean formula that is qualified for
by result documents within the region. The Boolean formula that describes a
semantic region is called its region descriptor[6][5].
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Definition 3 (Representation of a Result Cache). A result cache consists
of one or more semantic regions. A disjunction of their region descriptors is
called a representation of the result cache.

Given a user-submitted query Q, the mediator decomposes it into two sub
queries, a hit query and a miss query. The hit query, denoted by H(Q,C), is
a sub query of Q that describes sub results available from the result cache C.
This can be represented by (Q ∧ C). The miss query, denoted by M(Q,C), is
another sub query of Q that describes the sub results that should be retrieved
from information sources other than the result cache C. This can be represented
by (Q ∧ ¬C).
Lemma 1. Suppose R is a representation of the current result cache. Then, the
following equalities are always true.

H(a ∧ b, R) = H(a,R) ∧H(b, R)
M(a ∧ b, R) =M(a,R) ∧M(b, R)
H(a ∨ b, R) = H(a,R) ∨H(b, R)
M(a ∨ b, R) =M(a,R) ∨M(b, R)

Proof (of the first equality). By the definition of a hit query, H(a ∧ b, R) =
(a ∧ b) ∧R Subsequently, (a ∧ b) ∧R = (a ∧R) ∧ (b ∧R) = H(a,R) ∧H(b, R)
Q.E.D.

3.2 Atomic Representation

An atomic representation represents a result cache C as a union of atomic re-
gions. An atomic region is expressed as a minterm [7] that is defined as a con-
junction of literals in which every atomic term occurs exactly once, either in its
positive or negative form. Accordingly, every two atomic regions are pair-wise
disjoint with each other.

Definition 4 (Atomic Representation1). Let a representation denoted by R
of the current result cache C is S1 ∨S2 ∨ ...∨Sn where Si is a region descriptor
of a semantic region [Si]. If every two semantic regions [Si] and [Sj ] (i �= j and
i ≤ i, j ≤ n) are pair wise disjoint with each other, R is an atomic representation
of C.

Any Boolean expression can be equivalently transformed to a disjunction of
minterms. For example, a Boolean formula a ∨ b is equivalent to (a ∧ ¬b) ∨ (a ∧
b) ∨ (¬a ∧ b) where a is replaced with a disjunction of two minterms (a ∧ ¬b)
and (a ∧ b) and b with (¬a ∧ b) and (a ∧ b). Accordingly, a result cache can be
represented by a disjunction of minterms. In this case, each minterm plays the
1 Throughout, the term ’representation’ refers to an atomic representation
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role of a region descriptor. In other words, [mi] is a semantic region described
by a region descriptor mi where mi is a minterm.

Semantic regions of the result cache are described by corresponding minterms
defined by query terms. When one or more new query terms that do not already
occur in the representation of the current result cache are introduced by a given
query Q, all semantic regions in the representation should be reorganized by
splitting. For example, suppose [S] = [a ∧ b] is a semantic region of the current
representation of the result cache C, and a query term c is now introduced by
a user query. Since c does not occur in S, [S] is split into two new regions
[S1] = [a ∧ b ∧ c] and [S2] = [a ∧ b ∧ ¬c], where every document that contains a
query term c goes to [S1] and others to [S2]. Consequently, the original semantic
region [S] is replaced with [S1] ∪ [S2]. The region descriptor S now becomes as
S1 ∨ S2.

3.3 Query Processing

In order to process a given query Q with a result cache C, the query should be
rewritten using minterms defined by the set of query terms in Q and C. Once
Q and C are represented by minterms, we can get Q∧C and Q∧ ¬C simply by
comparing minterms in them [8].

Let R be the representation of the current result cache C. When a new query
Q is submitted, it is processed as follows:
Step 1 : If all of the query terms in Q are already in R, go to step 2. If Q contains
at least one query term that is not in R, every semantic region of R is split by
the new query terms introduced by Q.
Step 2 : Q is rewritten into a disjunction of the minterms defined by the set of
query terms in C and Q. and C.
Step 3 : Decompose Q into H(Q,C) and M(Q,C). Since Q and C are repre-
sented as disjunctions of minterms, H(Q,C) and M(Q,C) can be obtained by
simply comparing the minterms of Q and C. H(Q,C) is equivalent to a disjunc-
tion of common minterms of Q and C while M(Q,C) is equivalent to the set of
minterms that occurs in Q, but not in C.
Step 4 : Retrieve the results of H(Q,C) and M(Q,C) from the cache and infor-
mation sources. New semantic regions described by M(Q,C) are added to the
result cache.

4 Decomposed Representation

Since every occurrence of a new query term causes the current semantic regions to
be doubled, the number of the semantic regions increases exponentially compared
to the growth of new query terms. To address this issue, we make it possible for
a result cache to have multiple sub-representations by semantically decomposing
the original representation.
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4.1 Semantic Decomposition

Definition 5 (Semantic Decomposption). Let R be a representation of the
result cache. Rd = {R1, R2, ..., Rm} is a semantic decomposition of R if the
following three conditions are satisfied.

[R] ⊇ [Ri],
[R] = [R1] ∪ [R2] ∪ ... ∪ [Rm], and
|R| > |Ri|

where i ≤ i ≤ m and |R| is the number of unit terms in R.

When Rd = {R1, R2, ..., Rm} is a semantic decomposition of R, Ri is called
a sub-representation of R.

Lemma 2. Suppose Rd = {R1, R2, ..., Rm} is a semantic decomposition of a
representation R. The following equalities are always true.

H(Q,R) = H(Q,R1) ∨H(Q,R2) ∨ ... ∨H(Q,Rm)
M(Q,R) =M(Q,R1) ∧M(Q,R2) ∧ ... ∧M(Q,Rm)

Proof. By definition of semantic decomposition,

R = R1 ∨R2 ∨ ... ∨Rm

Then,

H(Q,R) = H(Q,R1 ∨R2 ∨ ... ∨Rm)

According to the definition of a hit query,

H(Q,R1 ∨R2 ∨ ... ∨Rm) = Q ∧ (R1 ∨R2 ∨ ... ∨Rm)
= (Q ∧R1) ∨ (Q ∧R2) ∨ ... ∨ (Q ∧Rm)
= H(Q,R1) ∨H(Q,R2) ∨ ... ∨H(Q,Rm)

Similarly,

M(Q,R1 ∨R2 ∨ ... ∨Rm) = Q ∧ ¬(R1 ∨R2 ∨ ... ∨Rm)
= Q ∧ (¬R1 ∧ ¬R2 ∧ ... ∧ ¬Rm)
= (Q ∧ ¬R1) ∧ (Q ∧ ¬R2) ∧ ... ∧ (Q ∧ ¬Rm)
=M(Q,R1) ∧M(Q,R2) ∧ ... ∧M(Q,Rm)

Q.E.D.

If we employ a semantic decomposition, we can bound the number of seman-
tic regions for one sub-representation to a certain value by limiting its number
of query terms. Formally, the maximum number of minterms of a semantic de-
composition Rd = {R1, R2, ..., Rm} is

∑m
i=1 2

|Ri|. Since the same query term
can occur in one or more sub representations,

∑m
i=1 2

|Ri| ≤ 2|R|. For example,
suppose the number of keywords is 20. If the result cache is described with one
representation, 220 = 1, 048, 576 is the maximal number of minterms to be used.
However, Suppose there exist two sub-representations R1, R2 and |R1| = 10 and
|R2| = 11, then 210 + 211 = 3072 is the maximal number of minterms.
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4.2 Closed Decomposition

According to lemma 2, in order to get a hit query or a miss query, every decom-
posed sub-representation must be examined. The number of sub-representations
to be examined in computing a hit query and a miss query can be reduced by
utilizing the notion of closed decomposition.

Definition 6 (Closed Decoposition). Let Q be a given query whose query
terms are q1, q2, ..., qn and Rd = {R1, R2, ..., Rm} be a semantic decomposition
for the representation R. Rd is a closed decomposition for Q if there exists at
least one sub representation Ri(1 ≤ i ≤ m) for every qj(1 ≤ j ≤ n) such that
(1) [H(qj , R)] = [H(qj , Ri)] and
(2) [M(qj , R)] = [M(qj , Ri)]
where [H(qj , Ri)] �= ∅ and [M(qj , Ri)] �= ∅. When Ri does not contain qj, Ri

should be split by means of qj to get [H(qj , Ri)] and [M(qj , Ri)].

If Rd is a closed decomposition of R, a hit query and a miss query for a given
query Q can be obtained by considering sub-representation as many as query
terms in Q.

Definition 7 (Cascading Decomposition). Rd = {R1, R2, R3} is a cascad-
ing decomposition of R if it is a semantic decomposition of R and [R1] ⊂ [R2] ⊂
... ⊂ [Rm] = [R]

In a cascading decomposition, every two representations Ri and Ri+1 should
satisfy [Ri] ⊂ [Ri+1]. A simple way to make this possible is to add every semantic
regions of Ri to Ri+1. Unfortunately, the resulting decomposition cannot be a
semantic one, because of the third condition of definition 3.

In order to solve this problem, we extend the notion of atomic term in
constructing a minterm. Without loss of generality, we can treat an arbitrary
Boolean expression E as a unit term as long as the atoms occurring in E does
not occur any where else in the expression. For example, (a∧b) can be treated as
a unit term in constructing minterms such as (a∧ b)∧ c, (a∧ b)∧¬c, ¬(a∧ b)∧ c,
and ¬(a ∧ b) ∧ ¬c. So, in constructing Ri+1, we can treat Ri as a unit term and
not allow query terms in Ri to appear anywhere else in Ri+1. Then, the result-
ing decomposition becomes a semantic decomposition of R. Although we do not
include the proof here, we can always obtain such a cascading decomposition for
R and we can get results from Ri+1 for query terms in Ri since [Ri] ⊂ [Ri+1].

Theorem 1. If Rd is a cascading decomposition of R, then it is a closed de-
composition for general Boolean queries with arbitrary number of query terms.

Proof. Let Rd be a semantic decomposition of R and {R1, R2, ..., Rm}
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i: Q contains only single query term.
Since Rd is a cascading decomposition of R, [Rm] = [R]. Then, the following
two equalities are satisfied.

[H(Q,R)] = [H(Q,Rm)]
[M(Q,R)] = [M(Q,Rm)]

As a result, Rd is a closed decomposition for Q.

ii: Q contains multiple query terms with AND/OR operators.
We prove this by showing the case with queries with two terms connected by
AND/OR operators. Suppose Q contains two query terms a and b connected
by AND. According to the lemma 1, the following two equalities are true.

H(a ∧ b, R) = H(a,R) ∧H(a,R)
M(a ∧ b, R) =M(a,R) ∧M(b, R)

Since Rd is a cascading decomposition, [H(a,R) = [H(a,Rm)] and
[H(a,R) = [H(a,Rm)]. At the same time, [H(b, R)] = [H(b, Rm)] and
[M(b, R)] = [M(b, Rm)]. Therefore, Rd is a closed decomposition for a ∧ b.
Similarly for Q = a ∧ b, Rd is a closed decomposition.

Thus for an arbitrary Boolean query Q, Rd id a closed decomposition. Q.E.D.

5 Replacement Strategy

In this section, we propose a new replacement strategy that is based on the stan-
dard LRU strategy. For the sake of simplicity, we only consider a single represen-
tation but not a semantic decomposition. We employ two factors in calculating
the replacement value of a semantic region. One is recency of usage value and
the other is semantic significance value. Recency of usage value indicates how
recently a semantic region was used while semantic significance value describes
the potential usefulness of a semantic region.

5.1 Recency of Usage

Firstly, the most recent value denoted by Umost is initialized to 1. Each time
a query is submitted, Umost is incremented by 1 and assigned to all semantic
regions induced by the given query as their recency of usage values. If Ui is
greater than Uj , it means that a semantic region Si was more recently used than
Sj was.

5.2 Semantic Significance

We assume that every query term has the same probability to occur in user’s
queries and most users might submit queries only with non-negated query terms.
Then, we can reasonably claim that one semantic region denoted by S1 might
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have more possibility to be used in answering user’s queries than the other region
denoted by S2 does when the number of non-negated query terms in S1 is larger
than that in S2. The number of non-negated terms in a semantic region Si is
defined as its semantic significance. It is denoted by Mi.

5.3 Replacement Value

The result cache replaces a semantic region whose replacement value is the least
among others. The replacement value of a region is calculated by a pre-defined
weighted function. If the current replacement value of region Si is REPi, we
calculate a new replacement function as

REP ′
i = REPi +m ·Mi + u · Ui (1)

where 0 ≤ m,u ≤ 1. If m is set to 0 and u to 1, REPi equivalently simulates the
standard LRU strategy.

Since every semantic region varies in its size, we have to consider it in order
to determine the replacement value. We employ a size-adjusted LRU startegy,
SLRU, mentioned in [9] and choose Larger semantic regions as victims to make
room for multiple small regions. If a semantic region has replacement value v
and size s, the ratio v/s gives the semantic region’s size-adjusted replacement
value. Therefore, modified replacement function is as follows:

REP ′
i =

1
Ni

· (REPi +m ·Mi + u · Ui) (2)

where Ni is the number of documents in a semantic region Si.

6 Experiment

6.1 Workload

In our experiments, we used the log of real user queries submitted to the Web
search engine at Korea, Naver (http://www.naver.com). Although this search
engine is purposed to search and retrieve general Web pages and most queries
have a wide variety, query terms used in this workload are characterized by a
high duplication and frequency weight: 30.2% of total query terms are repeatedly
used in user’s queries and 0.05% of the most frequent query terms occur in 50.4%
of the queries. As a whole, 41,000 query terms are used in 1,000 queries.

6.2 Hit Ratio

The size of the result cache varies in range [20 · SQ : 200 · SQ] where SQ is the
average size of query answers. The hit ratio is the average size of a query result
available from the result cache. For a given query, the hit ratio is calculated as
follows:

NC

NT
(3)
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where NC is the number of results available from the result cache and NT is total
number of results. We examined four replacement strategies such as standard
LRU (m = 0, u = 1), semantic LRU (m = 1, u = 0) that considers semantic
significance only, semantic-recency LRU (m = 1, u = 1) that considers both
semantic significance and recency of usage, and size-adjusted LRU (SLRU m =
1, u = 1). Fig. 1 unveils that semantic significance contributes sufficiently more
to the hit ratio than recency of usage factor does.

6.3 Performance Comparison

We examine the efficiency of the proposed caching method comparing with two
different methods. One is a naive query processing method that does not utilize
any cached results (we call it ’NC’) and the other uses cached results only when
the given query is exactly matched with one among the previously submitted (we
call it ’EM’). Every query set consists of 50 distinct queries. On the average, the
proposed method (we call it ’DR’) improved the retrieval performance by almost
50% as much in the case with no cache as depicted in Fig. 2. Furthermore, DR
outperforms EM. The reason is that the EM uses the cached results only when
H(Q,C) is equivalent to Q, while DR can utilize them only if [H(Q,C)] is not
empty although H(Q,C) is not equivalent to Q. In other words, DR always
guarantees higher hit ratio than EM does.

7 Conclusion

In order to improve the query processing performance of mediator systems, it is
essential to efficiently recognize the part of a query that can be directly retrieved
from the cache. The caching methodology that has been proposed proved to be
efficient for this purpose. In addition, the proposed approach is able to be applied
to process general Boolean queries while previous methods were somewhat re-
stricted in this aspect. The proposed approach employs an atomic representation
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in describing the result cache, which can be effectively managed and utilized in
processing general Boolean queries. Furthermore, its representation is managed
in semantically decomposed form so that the total number of semantic regions
can be reduced only with a negligible slight performance degradation.
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Extended Abstract

Research in databases has played a vital role in developing information system
technology and also the outcome of this research has been very successful result-
ing in great potential for industry. The database industry is generating billions
of dollars of business annually. It has estimated that the database industry it-
self has generated $42 billion revenue in 2000 and this market is growing at 11%
annually. In the software industry, it is second only to operating system software.

The evolution of database systems started in late 60’s when hierarchical
and network data models were developed, but these models did not get much
momentum because they were not suited for complex applications [9]. In early
70’s, Ted Codd proposed a relational data model (for which he was awarded a
Turing award) which became the backbone of developing database applications.
Although this model was criticized by COBOL/CODASYL group people, it be-
came very popular because of its simplicity. In late 70’s and early 80’s most of
the research work was focused on developing fundamentals of relational database
theory, query languages, transaction management and query optimization. In
late 80’s and early 90’s, the database research community grew exponentially
and made several breakthrough in many areas like object-oriented, active, de-
ductive, and parallel and distributed databases. The research ideas in these areas
have been implemented successfully in different database vendors’ products. In
early 90’s, most of the businesses realize that their business is becoming very
competitive and they need some sophisticated tools that can analyze their busi-
ness data, customers profiles and product information so that they can improve
their marketing strategy and management of organization. Data mining and data
warehousing technology was developed for satisfying such needs [1].

Data Warehousing is a recent technology [4] that allows information to be
easily and efficiently accessed for decision making activities. Knowledge discov-
ery in data warehouses focuses upon the extraction of interesting and previously
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unknown knowledge [3]. Researchers and application developers have designed
knowledge discovery systems for number of application domains including fi-
nance, health, telecommunications and marketing. The data warehouse stores
information of interest to the enterprise from multiple data sources and presents
it in an integrated manner to the end user. This eager or in-advance approach
to data integration and query processing from distributed data sources pays rich
dividends when it translates into calculated decisions backed by sound analysis
[12]. The information stored in the data warehouse facilitates decision making ac-
tivities. On-Line Analytical Processing (OLAP) tools provide an environment for
decision making and business modeling activities by supporting ad-hoc queries.
The multidimensional data model has been proved to be the most suitable for
OLAP applications. One of the issue that is not yet fully addressed is how to
define a set of constraints on this model so that we can exploit them in every
area of warehouse implementation.

There are many other areas of active research in data warehousing and knowl-
edge discovery, such as integrating active rules in warehouse data [10], view selec-
tion and maintenance, multiple query optimization using views, update filtering,
on-line view maintenance, fragmentation of multidimensional database, parallel
processing, summarizability problem, data expiry, data indexing, instance based
data mining, finding emerging patterns in data cubes, and security based on
data mining [7]. Some of these issues have been addressed adequately in the
literature.

The growth of the internet has dramatically changed the way in which infor-
mation is managed and accessed. The WWW is a distributed global information
resource and it contains large amount of uncontrolled data (HTML or XML
documents) relevant to essentially all domains of human activity. To manage
and access data available on the web, there is a diagnostic need for effective
and efficient tools for information consumers. Users must be able to easily lo-
cate required information in the web ranging from unstructured documents and
pictures to structured record oriented data. If the information is found, it is
generally scattered in a piecemeal fashion. An initial effort of building a virtual
warehouse of book data to provide information consumers one point of contact
was done by Amazon (www.amazon.com) which now has multi-million dollar
revenue from sale of books on Internet. They have a warehouse of data about
the books available on Internet and give users one integrated source to find books
of their interest.

Several web database system architectures have been proposed LORE [8]
WHOWEDA [11], FLORID [6], and W3QS [2]. These systems retrieve and ma-
nipulate semistructured data by supporting web query languages. For instance,
in W3QS a user can specify content and structure queries on the web and can
maintain the results of queries as database views of the web. These systems allow
users to access any part of web data and manipulate it.

The enormous flexibility provided by this ubiquitous data reservoir, how-
ever, has created a number of problems related to information modeling, ef-
ficient search of information, indexing, supporting query languages, document
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clustering, information sharing, web mining (content, structure and log/usage
file), and security. Some of these problems, especially information organization,
security, and credibility of data in WWW become more complicated because
information are continuously added to the web with varied processing require-
ments. With the increased usage of WWW, several criteria such as accuracy,
objectivity, coverage, authority, ownership, are becoming useful for evaluating a
web page depending on the purpose.

Another important problem that has not yet been addressed is how to exploit
the relationship among web pages. The web pages retrieved by the search engine
on a given topic have some relationships among themselves. A few examples of
the relationships are Next-to, Previous-to, Similar-to, Example-of, Derived-from,
Same-as, Part-of etc. Determining these relationships among static web pages is
very important so that user can find the information in more organized way and
follow the links depending on the type of relationships.

Agent technology is very useful to solve many web related problems. Several
web agents have been designed for specific purpose, such as link validation and
repair agent, negotiation and bargaining agent, web page quality control agent,
unauthorized access agent, aggregate result formulator agent. Recently, web re-
searchers have started their focus on developing web caching schemes. Caching is
important in the World Wide Web since data and the number of users on the web
are increasing exponentially, far out pacing the increase of network bandwidth.
Caching schemes developed so far are primarily based on data usage in the past
(e.g. how often the data has been accessed) to predict the access patterns for
the future. Some caching schemes support content-awareness to improve cache
efficiency as well as information sharing among users [5].

One of the greatest obstacles to widespread adoption of e-commerce is con-
cern about the security of the system. With the growing use of the Web, security
of the web-based system is now an important business decision. Many projects
are developing techniques (web materialized views, mobile agents, data mining
techniques) to deal with this problem.

We have studied the trends of database research by analyzing the track
of accepted papers in DEXA conference in last 10 years. DEXA (Database
and Expert Systems Applications) conference started in 1990 with the aim to
bring researchers and practitioners together from database and expert system
areas to discuss research issues and experience in developing and deploying
advanced database systems. Since then, it has become a forum for exchang-
ing ideas and publishing research papers from these areas. As time goes, new
technologies emerge and DEXA recognizes, for example, few prime areas of re-
search in databases, such as Data Warehousing, Data Mining, E-Commerce, Web
Databases and two different conferences got started in these areas (DaWaK:
Data Warehousing and Knowledge Discovery; EC-Web: E-Commerce and Web
Technologies) with their roots in databases and knowledge bases.

From the graph, we observe that papers in the fields of OODB, Spatial,
Parallel and Temporal DB have remained steady, where as papers in distributed,
heterogeneous, Multimedia and Video DB have increased steadily.
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